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                    Abstract
This paper addresses the optimal control problem known as the linear quadratic regulator in the case when the dynamics are unknown. We propose a multistage procedure, called Coarse-ID control, that estimates a model from a few experimental trials, estimates the error in that model with respect to the truth, and then designs a controller using both the model and uncertainty estimate. Our technique uses contemporary tools from random matrix theory to bound the error in the estimation procedure. We also employ a recently developed approach to control synthesis called System Level Synthesis that enables robust control design by solving a quasi-convex optimization problem. We provide end-to-end bounds on the relative error in control cost that are optimal in the number of parameters and that highlight salient properties of the system to be controlled such as closed-loop sensitivity and optimal control magnitude. We show experimentally that the Coarse-ID approach enables efficient computation of a stabilizing controller in regimes where simple control schemes that do not take the model uncertainty into account fail to stabilize the true system.
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	We assume that \(\sigma _u\) and \(\sigma _w\) are known. Otherwise, they can be estimated from data.
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Appendices
Proof of Lemma 1

First, recall Bernstein’s lemma. Let \(X_1, \ldots , X_p\) be zero-mean independent r.v.s satisfying the Orlicz norm bound \(||X_i ||_{\psi _1} \le K\). Then as long as \(p \ge 2 \log (1/\delta )\), with probability at least \(1-\delta \),
$$\begin{aligned} \sum _{i=1}^{p} X_i \le K \sqrt{2n \log (1/\delta )} \,. \end{aligned}$$

Next, let Q be an \(m \times n\) matrix. Let \(u_1, \ldots , u_{M_\varepsilon }\) be a \(\varepsilon \)-net for the m-dimensional \(\ell _2\) ball, and similarly let \(v_1,\ldots , v_{N_\varepsilon }\) be a \(\varepsilon \) covering for the n-dimensional \(\ell _2\) ball. For each \(||u ||_2=1\) and \(||v ||_2=1\), let \(u_i\), \(v_j\) denote the elements in the respective nets such that \(||u - u_i ||_2 \le \varepsilon \) and \(||v - v_j ||_2 \le \varepsilon \). Then,
$$\begin{aligned} u^*Q v&= (u - u_i + u_i)^*Q v = (u - u_i)^*Q v + u_i^*Q ( v - v_j + v_j ) \\&= (u - u_i)^*Q v + u_i^*Q ( v - v_j ) + u_i^*Q v_j \,. \end{aligned}$$

Hence,
$$\begin{aligned} u^*Q v \le 2 \varepsilon ||Q ||_2 + u_i^*Q v_j \le 2 \varepsilon ||Q ||_2 +\max _{1 \le i \le M_\varepsilon , 1 \le j \le N_\varepsilon } u_i^*Q v_j \,. \end{aligned}$$

Since u, v are arbitrary on the sphere,
$$\begin{aligned} ||Q ||_2 \le \frac{1}{1-2\varepsilon } \max _{1 \le i \le M_\varepsilon , 1 \le j \le N_\varepsilon } u_i^*Q v_j \,. \end{aligned}$$

Now we study the problem at hand. Choose \(\varepsilon = 1/4\). By a standard volume comparison argument, we have that \(M_\varepsilon \le 9^m\) and \(N_\varepsilon \le 9^n\), and that
$$\begin{aligned} \left\| \sum _{k=1}^{N} f_k g_k^* \right\| _2 \le 2 \max _{1 \le i \le M_\varepsilon , 1 \le j \le N_\varepsilon } \sum _{k=1}^{N} (u_i^*f_k) (g_k^*v_j) \,. \end{aligned}$$

Note that \(u_i^*f_k \sim N(0, u_i^*\Sigma _f u_i)\) and \(g_k^*v_j \sim N(0, v_j^*\Sigma _g v_j)\). By independence of \(f_k\) and \(g_k\), \((u_i^*f_k)(g_k^*v_j)\) is a zero mean sub-exponential random variable, and therefore, \(||(u_i^*f_k)(g_k^*v_j) ||_{\psi _1} \le \sqrt{2} ||\Sigma _f ||_2^{1/2} ||\Sigma _g ||_2^{1/2}\). Hence, for each pair \(u_i, v_j\) we have with probability at least \(1 - \delta /9^{m+n}\),
$$\begin{aligned} \sum _{k=1}^{N} (u_i^*f_k) (g_k^*v_j) \le 2||\Sigma _f ||_2^{1/2}||\Sigma _g ||_2^{1/2} \sqrt{N (m + n) \log (9/\delta )} \,. \end{aligned}$$

Taking a union bound over all pairs in the \(\varepsilon \)-net yields the claim.
Proof of Proposition 3

For this proof, we need a lemma similar to Lemma 1. The following is a standard result in high-dimensional statistics [58], and we state it here without proof.

                  Lemma 7

                  Let \(W \in {\mathbb {R}}^{N \times n}\) be a matrix with each entry i.i.d. \({\mathcal {N}}(0, \sigma _w^2)\). Then, with probability \(1 - \delta \), we have
$$\begin{aligned} \Vert W\Vert _2 \le \sigma _w(\sqrt{N} + \sqrt{n} + \sqrt{2 \log (1/\delta )}). \end{aligned}$$


                As before we use Z to denote the \(N \times (n+ p)\) matrix with rows equal to \(z_\ell ^\top = \begin{bmatrix} (x^{(\ell )})^\top&(u^{(\ell )})^\top \end{bmatrix}\). Also, we denote by W the \(N \times n\) matrix with columns equal to \(w^{(\ell )}\). Therefore, the error matrix for the ordinary least squares estimator satisfies
$$\begin{aligned} E = \begin{bmatrix} ({\widehat{A}}- A)^\top \\ ({\widehat{B}}- B)^\top \end{bmatrix} = (Z^\top Z)^{-1} Z^\top W, \end{aligned}$$

when the matrix Z has rank \(n+ p\). Under the assumption that \(N \ge n+ p\) we consider the singular value decomposition \(Z = U \Lambda V^\top \), where \(V, \Lambda \in {\mathbb {R}}^{(n+ p) \times (n+ p) }\) and \(U \in {\mathbb {R}}^{N \times (n+ p)}\). Therefore, when \(\Lambda \) is invertible,
$$\begin{aligned} E = V (\Lambda ^\top \Lambda )^{-1} \Lambda ^\top U^\top W = V \Lambda ^{-1} U^\top W. \end{aligned}$$

This implies that
$$\begin{aligned} E E^\top&= V \Lambda ^{-1} U^\top W W^\top U \Lambda ^{-1} V^\top \preceq \Vert U^\top W\Vert _2^2 V \Lambda ^{-2} V^\top = \Vert U^\top W\Vert _2^2 (Z^\top Z)^{-1}. \end{aligned}$$

Since the columns of U are orthonormal, it follows that the entries of \(U^\top W\) are i.i.d. \({\mathcal {N}}(0, \sigma _w^2)\). Hence, the conclusion follows by Lemma 7.
Derivation of the LQR Cost as an \({\mathcal {H}}_2\) Norm
In this section, we consider the transfer function description of the infinite horizon LQR optimal control problem. In particular, we show how it can be recast as an equivalent \({\mathcal {H}}_2\) optimal control problem in terms of the system response variables defined in Theorem 1.
Recall that stable and achievable system responses \(({\varvec{\Phi }}_x,{\varvec{\Phi }}_u)\), as characterized in Eq. (23), describe the closed-loop map from disturbance signal \(\mathbf {w}\) to the state and control action \((\mathbf {x}, \mathbf {u})\) achieved by the controller \(\mathbf {K} = {\varvec{\Phi }}_u {\varvec{\Phi }}_x^{-1}\), i.e.,
$$\begin{aligned} \begin{bmatrix} \mathbf {x} \\ \mathbf {u} \end{bmatrix} = \begin{bmatrix} {\varvec{\Phi }}_x \\ {\varvec{\Phi }}_u \end{bmatrix} \mathbf {w}. \end{aligned}$$

Letting \({\varvec{\Phi }}_x = \sum _{t=1}^\infty \Phi _x(t) z^{-t}\) and \({\varvec{\Phi }}_u = \sum _{t=1}^\infty \Phi _u(t) z^{-t}\), we can then equivalently write for any \(t \ge 1\)
$$\begin{aligned} \begin{bmatrix} x_t \\ u_t \end{bmatrix} = \sum _{k=1}^t\begin{bmatrix} \Phi _x(k) \\ \Phi _u(k) \end{bmatrix} w_{t-k}. \end{aligned}$$

                    (47)
                

For a disturbance process distributed as \(w_t {\mathop {\sim }\limits ^{{{\mathrm{i.i.d.}}}}}{\mathcal {N}}(0,\sigma _w^2 I_n)\), it follows from Eq. (47) that
$$\begin{aligned} {\mathbb {E}}\left[ x_t^*Q x_t\right]&= \sigma _w^2\sum _{k=1}^t {{\,\mathrm{{{\mathbf {T}}}{{\mathbf {r}}}}\,}}(\Phi _x(k)^*Q\Phi _x(k)) \,, \\ {\mathbb {E}}\left[ u_t^*R u_t\right]&= \sigma _w^2\sum _{k=1}^t {{\,\mathrm{{{\mathbf {T}}}{{\mathbf {r}}}}\,}}(\Phi _u(k)^*R\Phi _u(k)) \,. \end{aligned}$$

We can then write
$$\begin{aligned} \lim _{T\rightarrow \infty } \frac{1}{T} \sum _{t=1}^T {\mathbb {E}}\left[ x_t^*Q x_t + u_t^*R u_t\right]&= \sigma _w^2\left[ \sum _{t=1}^\infty {{\,\mathrm{{{\mathbf {T}}}{{\mathbf {r}}}}\,}}(\Phi _x(t)^*Q\Phi _x(t)) + {{\,\mathrm{{{\mathbf {T}}}{{\mathbf {r}}}}\,}}(\Phi _u(t)^*R\Phi _u(t))\right] \\&= \sigma _w^2\sum _{t=1}^\infty \left\| \begin{bmatrix} Q^\frac{1}{2}&0 \\ 0&R^\frac{1}{2} \end{bmatrix}\begin{bmatrix} \Phi _x(t) \\ \Phi _u(t) \end{bmatrix} \right\| _F^2 \\&= \frac{\sigma _w^2}{2\pi } \int _{{\mathbb {T}}} \left\| \begin{bmatrix} Q^\frac{1}{2}&0 \\ 0&R^\frac{1}{2} \end{bmatrix}\begin{bmatrix} {\varvec{\Phi }}_x \\ {\varvec{\Phi }}_u \end{bmatrix} \right\| _F^2 \; dz \\&=\sigma _w^2 \left\| \begin{bmatrix} Q^\frac{1}{2}&0 \\ 0&R^\frac{1}{2} \end{bmatrix}\begin{bmatrix} {\varvec{\Phi }}_x \\ {\varvec{\Phi }}_u \end{bmatrix} \right\| _{{\mathcal {H}}_2}^2 \,, \end{aligned}$$

where the second to last equality is due to Parseval’s theorem.
Proof of Theorem 4

To understand the effect of restricting the optimization to FIR transfer functions, we need to understand the decay of the transfer functions \({\mathfrak {R}}_{{\widehat{A}}+{\widehat{B}}K_\star }\) and \(K_\star {\mathfrak {R}}_{{\widehat{A}}+{\widehat{B}}K_\star }\). To this end, we consider \(C_\star > 0\) and \(\rho _\star \in (0, 1)\) such that \(\Vert (A+ BK_\star )^t \Vert _2 \le C_\star \rho _\star ^t\) for all \(t \ge 0\). Such \(C_\star \) and \(\rho _\star \) exist because \(K_\star \) stabilizes the system \((A, B)\). The next lemma quantifies how well \(K_\star \) stabilizes the system \(({\widehat{A}}, {\widehat{B}})\) when the estimation error is small.

                  Lemma 8

                  Suppose \(\epsilon _A + \epsilon _B \Vert K_\star \Vert _2 \le \frac{1 - \rho _\star }{2 C_\star }\). Then,
$$\begin{aligned} \Vert ({\widehat{A}}+ {\widehat{B}}K_\star )^t \Vert _2 \le C_\star \left( \frac{1 + \rho _\star }{2} \right) ^t \; \text {, for all } \; t \ge 0. \end{aligned}$$


                
                  Proof

                  The claim is obvious when \(t = 0\). Fix an integer \(t \ge 1\) and denote \(M = A+ BK_\star \). Then, if \(\Delta = \Delta _A + \Delta _B K_\star \), we have \({\widehat{A}}+ {\widehat{B}}K_\star = M + \Delta \).

                  Consider the expansion of \((M+\Delta )^t\) into \(2^t\) terms. Label all these terms as \(T_{i,j}\) for \(i=0,\ldots , t\) and \(j=1,\ldots , {t \atopwithdelims ()i}\) where i denotes the degree of \(\Delta \) in the term. Since \(\Delta \) has degree i in \(T_{i,j}\), the term \(T_{i,j}\) has the form \(M^{\alpha _1} \Delta M^{\alpha _2} \Delta \ldots \Delta M^{\alpha _{i + 1}}\), where each \(\alpha _k\) is a nonnegative integer and \(\sum _k \alpha _k = t - i\). Then, using the fact that \(||M^k ||_2 \le C_\star \rho _\star ^k\) for all \(k \ge 0\), we have \(||T_{i,j} ||_2 \le C^{i+1} \rho ^{t-i} ||\Delta ||_2^i\). Hence by triangle inequality:
$$\begin{aligned} ||(M + \Delta )^t ||_2&\le \sum _{i=0}^{t} \sum _{j} ||T_{i,j} ||_2 \\&\le \sum _{i=0}^{t} {t \atopwithdelims ()i} C_\star ^{i+1} \rho _\star ^{t-i} ||\Delta ||^i_2 \\&= C_\star \sum _{i=0}^{t} {t \atopwithdelims ()i} (C_\star ||\Delta ||_2)^i \rho _\star ^{t-i} \\&= C_\star (C_\star ||\Delta ||_2 + \rho _\star )^t \\&\le C_\star \left( \frac{1 + \rho _\star }{2} \right) ^t \,, \end{aligned}$$

where the last inequality uses the fact \(||\Delta ||_2 \le \epsilon _A + \epsilon _B ||K_\star ||_2 \le \frac{ 1 -\rho _\star }{2C_\star }\). \(\square \)

                For the remainder of this discussion, we use the following notation to denote the restriction of a system response to its first L time steps:
$$\begin{aligned} {\varvec{\Phi }}_{x}(1:L) = \sum _{t=1}^L \frac{1}{z^t}\Phi _x(t), \ {\varvec{\Phi }}_{u}(1:L) = \sum _{t=1}^L \frac{1}{z^t}\Phi _u(t). \end{aligned}$$

                    (48)
                

To prove Theorem 4, we must relate the optimal controller \(K_\star \) with the optimal solution of the optimization problem (42). In the next lemma, we use \(K_\star \) to construct a feasible solution for problem (42). As before, we denote \(\zeta = (\epsilon _A + \epsilon _B ||K_\star ||_2) \Vert {\mathfrak {R}}_{A+ BK_\star } \Vert _{{\mathcal {H}}_\infty }\).

                  Lemma 9

                  Set \(\alpha = 1/2\) in problem (42), and assume that \(\epsilon _A + \epsilon _B \Vert K_\star \Vert _2 \le \frac{1 - \rho _\star }{2 C_\star }\), \(\zeta < 1/5\), and
$$\begin{aligned} L \ge \frac{4 \log \left( \frac{C_\star }{\zeta } \right) }{1 - \rho _\star }. \end{aligned}$$

                    (49)
                

Then, optimization problem (42) is feasible, and the following is one such feasible solution:
$$\begin{aligned}&\widetilde{{\varvec{\Phi }}}_x = {\mathfrak {R}}_{{\widehat{A}}+{\widehat{B}}K_\star }(1:L),~~ \widetilde{{\varvec{\Phi }}}_u = K_\star {\mathfrak {R}}_{{\widehat{A}}+{\widehat{B}}K_\star }(1:L),\nonumber \\&{\widetilde{V}}= - {\mathfrak {R}}_{{\widehat{A}}+{\widehat{B}}K_\star }(L+1),~~{{\tilde{\gamma }}} = \frac{4 \zeta }{1 - \zeta }. \end{aligned}$$

                    (50)
                


                
                  Proof

                  From Lemma 8 and the assumption on \(\zeta \), we have that \(||({\widehat{A}}+ {\widehat{B}}K_\star )^t ||_2 \le C_\star \left( \frac{1 + \rho _\star }{2} \right) ^t\) for all \(t \ge 0\). In particular, since \({\mathfrak {R}}_{{\widehat{A}}+ {\widehat{B}}K_\star } (L + 1) = ({\widehat{A}}+ {\widehat{B}}K_\star )^{L} \), we have \(||{{\widetilde{V}}} || = ||({\widehat{A}}+ {\widehat{B}}K_\star )^L || \le C_\star \left( \frac{1 + \rho _\star }{2} \right) ^L \le \zeta \). The last inequality is true because we assumed L is sufficiently large.

                  Once again, since \({\mathfrak {R}}_{{\widehat{A}}+ {\widehat{B}}K_\star } (L + 1) = ({\widehat{A}}+ {\widehat{B}}K_\star )^{L} \), it can be easily seen that our choice of \(\widetilde{{\varvec{\Phi }}}_x\), \(\widetilde{{\varvec{\Phi }}}_u\), and \({{\widetilde{V}}}\) satisfy the linear constraint of problem (42). It remains to prove that
$$\begin{aligned} \sqrt{2}\left\| \begin{bmatrix}{\epsilon _A}{{\varvec{\Phi }}_x}\\ {\epsilon _B}{{\varvec{\Phi }}_u}\end{bmatrix} \right\| _{{\mathcal {H}}_\infty } + ||{{\widetilde{V}}} ||_{2} \le {\tilde{\gamma }} < 1. \end{aligned}$$

The second inequality holds because of our assumption on \(\zeta \). We already know that \( ||{{\widetilde{V}}} ||_{2} \le \zeta \). Now, we bound:
$$\begin{aligned} \left\| \begin{bmatrix}{\epsilon _A}{\widetilde{{\varvec{\Phi }}}_x}\\ {\epsilon _B}{ \widetilde{{\varvec{\Phi }}}_u}\end{bmatrix} \right\| _{{\mathcal {H}}_\infty }&\le (\epsilon _A +\epsilon _B||K_\star ||_{2})\Vert {\mathfrak {R}}_{{\widehat{A}}+ {\widehat{B}}K_\star }(1:L) \Vert _{{\mathcal {H}}_\infty } \\&\le (\epsilon _A +\epsilon _B ||K_\star ||_{2})(\Vert {\mathfrak {R}}_{{\widehat{A}}+ {\widehat{B}}K_\star } \Vert _{{\mathcal {H}}_\infty } + \Vert {\mathfrak {R}}_{{\widehat{A}}+ {\widehat{B}}K_\star } (L + 1 : \infty ) \Vert _{{\mathcal {H}}_\infty }). \end{aligned}$$

These inequalities follow from the definition of \((\widetilde{{\varvec{\Phi }}}_x, \widetilde{{\varvec{\Phi }}}_u)\) and the triangle inequality.

                  We recall that \({\mathfrak {R}}_{{\widehat{A}}+ {\widehat{B}}K_\star } = {\mathfrak {R}}_{A+ BK_\star } (I + {\varvec{\Delta }})^{-1}\), where \({\varvec{\Delta }}= - (\Delta _A + \Delta _B K_\star ) {\mathfrak {R}}_{A+ BK_\star }\). Then, since \(\Vert {\varvec{\Delta }} \Vert _{{\mathcal {H}}_\infty } \le \zeta \) (due to Proposition 4), we have \(\Vert {\mathfrak {R}}_{{\widehat{A}}+ {\widehat{B}}K_\star } \Vert _{{\mathcal {H}}_\infty } \le \frac{1}{1 - \zeta } \Vert {\mathfrak {R}}_{A+ BK_\star } \Vert _{{\mathcal {H}}_\infty }\).

                  We can upper bound
$$\begin{aligned}&\Vert {\mathfrak {R}}_{{\widehat{A}}+ {\widehat{B}}K_\star }(L + 1 : \infty ) \Vert _{{\mathcal {H}}_\infty } \le \sum _{t = L + 1}^\infty ||{\mathfrak {R}}_{{\widehat{A}}+ {\widehat{B}}K_\star }({t}) ||_{2}\\&\quad \le C_\star \left( \frac{1 + \rho _\star }{2}\right) ^L \sum _{t = 0}^\infty \left( \frac{1 + \rho _\star }{2}\right) ^t = \frac{2 C_\star }{1 - \rho _\star } \left( \frac{1 + \rho _\star }{2}\right) ^L. \end{aligned}$$

Then, since we assumed that \(\epsilon _A\) and \(\epsilon _B\) are sufficiently small and that L is sufficiently large, we obtain
$$\begin{aligned} (\epsilon _A +\epsilon _B ||K_\star ||_{2}) \Vert {\mathfrak {R}}_{{\widehat{A}}+ {\widehat{B}}K_\star }(L + 1 : \infty ) \Vert _{{\mathcal {H}}_\infty } \le \zeta . \end{aligned}$$

Therefore,
$$\begin{aligned} \left\| \begin{bmatrix}{\epsilon _A}{\widetilde{{\varvec{\Phi }}}_x}\\ {\epsilon _B}{ \widetilde{{\varvec{\Phi }}}_u}\end{bmatrix} \right\| _{{\mathcal {H}}_\infty }&\le \frac{\zeta }{1 - \zeta } + \zeta \le \frac{2\zeta }{1 - \zeta }. \end{aligned}$$

The conclusion follows. \(\square \)

                
                  Proof of Theorem 4

                  As all of the assumptions of Lemma 9 are satisfied, optimization problem (42) is feasible. We denote \(({\varvec{\Phi }}_x^\star , {\varvec{\Phi }}_u^\star , V_\star , \gamma _\star )\) the optimal solution of problem (42). We denote
$$\begin{aligned} \hat{{\varvec{\Delta }}}:= \Delta _A {\varvec{\Phi }}_{x}^\star + \Delta _B {\varvec{\Phi }}_{u}^\star + \frac{1}{z^L}V_\star . \end{aligned}$$

Then, we have
$$\begin{aligned} \begin{bmatrix} zI - A&- B\end{bmatrix} \begin{bmatrix} {\varvec{\Phi }}_{x}^\star \\ {\varvec{\Phi }}_{u}^\star \end{bmatrix} = I + \hat{{\varvec{\Delta }}}. \end{aligned}$$

Applying the triangle inequality, and leveraging Proposition 4, we can verify that
$$\begin{aligned} \Vert \hat{{\varvec{\Delta }}} \Vert _{{\mathcal {H}}_\infty } \le \sqrt{2}\left\| \begin{bmatrix}\epsilon _A {\varvec{\Phi }}_{x}^\star \\ \epsilon _B {\varvec{\Phi }}_{u}^\star \end{bmatrix} \right\| _{{\mathcal {H}}_\infty } + ||V_\star ||_{2} \le \gamma _\star < 1, \end{aligned}$$

where the last two inequalities are true because the optimal solution is a feasible point of the optimization problem (42).

                  We now apply Lemma 4 to characterize the response achieved by the FIR approximate controller \(\mathbf {K}_L\) on the true system \((A,B)\):
$$\begin{aligned} J(A,B,\mathbf {K}_L)&= \left\| \begin{bmatrix} Q^\frac{1}{2}&0 \\ 0&R^\frac{1}{2} \end{bmatrix} \begin{bmatrix}{\varvec{\Phi }}_{x}^\star \\ {\varvec{\Phi }}_{u}^\star \end{bmatrix}(I+\hat{{\varvec{\Delta }}})^{-1} \right\| _{{\mathcal {H}}_2}\\&\le \frac{1}{1-\gamma _\star }\left\| \begin{bmatrix} Q^\frac{1}{2}&0 \\ 0&R^\frac{1}{2} \end{bmatrix} \begin{bmatrix}{{\varvec{\Phi }}_{x}^\star }\\{{\varvec{\Phi }}_{u}^\star }\end{bmatrix} \right\| _{{\mathcal {H}}_2}. \end{aligned}$$

Denote by \((\widetilde{{\varvec{\Phi }}}_x, \widetilde{{\varvec{\Phi }}}_u, {\widetilde{V}}, \tilde{\gamma })\) the feasible solution constructed in Lemma 9, and let \(J_L( {\widehat{A}}, {\widehat{B}}, K_\star )\) denote the truncation of the LQR cost achieved by controller \(K_\star \) on system \(({\widehat{A}}, {\widehat{B}})\) to its first L time steps.

                  Then,
$$\begin{aligned} \frac{1}{1-\gamma _\star }\left\| \begin{bmatrix} Q^\frac{1}{2}&0 \\ 0&R^\frac{1}{2} \end{bmatrix} \begin{bmatrix}{{\varvec{\Phi }}_{x}^\star }\\{{\varvec{\Phi }}_{u}^\star }\end{bmatrix} \right\| _{{\mathcal {H}}_2}&\le \frac{1}{1- \tilde{\gamma }}\left\| \begin{bmatrix} Q^\frac{1}{2}&0 \\ 0&R^\frac{1}{2} \end{bmatrix} \begin{bmatrix}{\widetilde{{\varvec{\Phi }}}_x}\\{ \widetilde{{\varvec{\Phi }}}_u}\end{bmatrix} \right\| _{{\mathcal {H}}_2}\\&= \frac{1}{1- {\tilde{\gamma }}} {J_L({\widehat{A}},{\widehat{B}},K_\star )} \\&\le \frac{1}{1- {\tilde{\gamma }}} {J({\widehat{A}},{\widehat{B}},K_\star )} \\&\le \frac{1}{1- {\tilde{\gamma }}} \frac{1}{1-\Vert {\varvec{\Delta }} \Vert _{{\mathcal {H}}_\infty }}{J_\star }, \end{aligned}$$

where \({\varvec{\Delta }}= - (\Delta _A + \Delta _B K_\star ) {\mathfrak {R}}_{A+ BK_\star }\). The first inequality follows from the optimality of \(({\varvec{\Phi }}_{x}^\star ,{\varvec{\Phi }}_{u}^\star ,V_\star , \gamma _\star )\), the equality and second inequality from the fact that \((\widetilde{{\varvec{\Phi }}}_x, \widetilde{{\varvec{\Phi }}}_u)\) are truncations of the response of \(K_\star \) on \(({\widehat{A}},{\widehat{B}})\) to the first L time steps, and the final inequality by following similar arguments to the proof of Theorem 3, and in applying Theorem 2.

                  Noting that
$$\begin{aligned} \Vert {\varvec{\Delta }} \Vert _{{\mathcal {H}}_\infty } = \left\| ({\Delta _A}+{\Delta _B}K_\star ){\mathfrak {R}}_{A+ BK_\star } \right\| _{{\mathcal {H}}_\infty } \le \zeta < 1, \end{aligned}$$

we then have that
$$\begin{aligned} {J(A,B,\mathbf {K}_L)} \le \frac{1}{1- {\tilde{\gamma }}} \frac{1}{1-\zeta }{J_\star }, \end{aligned}$$

Recalling that \({\tilde{\gamma }} = \frac{4 \zeta }{1 - \zeta }\), we obtain
$$\begin{aligned} \frac{J(A,B,\mathbf {K}_L) - J_\star }{J_\star } \le \frac{1 - \zeta }{1- 5\zeta } \frac{1}{1-\zeta } - 1 = \frac{5 \zeta }{(1 - 5\zeta )} \le 10 \zeta , \end{aligned}$$

where the last equality is true when \(\zeta \le 1/10\). The conclusion follows. \(\square \)

                A Common Lyapunov Relaxation for Proportional Control
We unpack each of the norms in (44) as linear matrix inequalities. First, by the KYP Lemma, the \({\mathcal {H}}_\infty \) constraint is satisfied if and only if there exists a matrix \(P_\infty \) satisfying
$$\begin{aligned}&\begin{bmatrix} ({\widehat{A}}+{\widehat{B}}K)^* P_\infty ({\widehat{A}}+{\widehat{B}}K)-P_\infty&({\widehat{A}}+{\widehat{B}}K)^*P_\infty \\ P_\infty ({\widehat{A}}+{\widehat{B}}K)&P_\infty \end{bmatrix}\\&+ \begin{bmatrix} \gamma ^{-2} \begin{bmatrix} \tfrac{\epsilon _A}{\sqrt{\alpha }} \\ \tfrac{\epsilon _B}{\sqrt{1-\alpha }} K\end{bmatrix}^* \begin{bmatrix} \tfrac{\epsilon _A}{\sqrt{\alpha }} \\ \tfrac{\epsilon _B}{\sqrt{1-\alpha }} K\end{bmatrix}&0\\ 0&- I \end{bmatrix} \preceq 0 \,. \end{aligned}$$

Applying the Schur complement Lemma, we can reformulate this as the equivalent matrix inequality
$$\begin{aligned} \begin{bmatrix} -P_\infty ^{-1}&0&0&({\widehat{A}}+{\widehat{B}}K)&I\\ 0&-\gamma ^2 I&0&\tfrac{\epsilon _A}{\sqrt{\alpha }} I&0\\ 0&0&-\gamma ^2 I&\tfrac{\epsilon _B}{\sqrt{1-\alpha }} K&0\\ ({\widehat{A}}+ {\widehat{B}}K)^*&\tfrac{\epsilon _A}{\sqrt{\alpha }} I&\tfrac{\epsilon _B}{\sqrt{1-\alpha }} K^*&-P_\infty&0\\ I&0&0&0&-I \end{bmatrix} \preceq 0 \,. \end{aligned}$$

Then, conjugating by the matrix \({\text {diag}}(I,I,P_\infty ^{-1},I)\) and setting \(X_\infty = P_\infty ^{-1}\), we are left with
$$\begin{aligned} \begin{bmatrix} -X_\infty&0&0&({\widehat{A}}+{\widehat{B}}K)X_\infty&I\\ 0&-\gamma ^2 I&0&\tfrac{\epsilon _A}{\sqrt{\alpha }} X_\infty&0\\ 0&0&-\gamma ^2 I&\tfrac{\epsilon _B}{\sqrt{1-\alpha }} KX_\infty&0\\ X_\infty ({\widehat{A}}+ {\widehat{B}}K)^*&\tfrac{\epsilon _A}{\sqrt{\alpha }} X_\infty&\tfrac{\epsilon _B}{\sqrt{1-\alpha }} X_\infty K^*&-X_\infty&0\\ I&0&0&0&-I \end{bmatrix} \preceq 0 \,. \end{aligned}$$

Finally, applying the Schur complement lemma again gives the more compact inequality
$$\begin{aligned} \begin{bmatrix} -X_\infty +I&0&0&({\widehat{A}}+{\widehat{B}}K)X_\infty \\ 0&-\gamma ^2 I&0&\tfrac{\epsilon _A}{\sqrt{\alpha }} X_\infty \\ 0&0&-\gamma ^2 I&\tfrac{\epsilon _B}{\sqrt{1-\alpha }} KX_\infty \\ X_\infty ({\widehat{A}}+ {\widehat{B}}K)^*&\tfrac{\epsilon _A}{\sqrt{\alpha }} X_\infty&\tfrac{\epsilon _B}{\sqrt{1-\alpha }} X_\infty K^*&-X_\infty \\ \end{bmatrix} \preceq 0 \,. \end{aligned}$$

For convenience, we permute the rows of this inequality and conjugate by \({\text {diag}}(I,I,\sqrt{\alpha }I,\sqrt{1-\alpha } I )\) and use the equivalent form
$$\begin{aligned} \begin{bmatrix} -X_\infty +I&({\widehat{A}}+{\widehat{B}}K)X_\infty&0&0 \\ X_\infty ({\widehat{A}}+{\widehat{B}}K)^*&-X_\infty&\epsilon _A X_\infty&\epsilon _B X_\infty K^* \\ 0&\epsilon _A X_\infty&-\alpha \gamma ^2 I&0\\ 0&\epsilon _B KX_\infty&0&-(1-\alpha )\gamma ^2 I \end{bmatrix} \preceq 0 \,. \end{aligned}$$

For the \({\mathcal {H}}_2\) norm, we have that under proportional control K, the average cost is given by \( {\text {Trace}}((Q +K^*R K)X_2)\) where \(X_2\) is the steady-state covariance. That is, \(X_2\) satisfies the Lyapunov equation
$$\begin{aligned} X_2 = ({\widehat{A}}+{\widehat{B}}K) X_2({\widehat{A}}+{\widehat{B}}K)^* +I \,. \end{aligned}$$

But note that we can relax this expression to a matrix inequality
$$\begin{aligned} X_2 \succeq ({\widehat{A}}+{\widehat{B}}K) X_2({\widehat{A}}+{\widehat{B}}K)^* +I \,, \end{aligned}$$

                    (51)
                

and \( {\text {Trace}}((Q +K^*R K)X_2)\) will remain an upper bound on the squared \({\mathcal {H}}_2\) norm. Rewriting this matrix inequality with Schur complements and combining with our derivation for the \({\mathcal {H}}_\infty \) norm, we can reformulate (44) as a nonconvex semidefinite program
$$\begin{aligned} \mathop {{\text {minimize}}}\limits _{X_2,X_\infty ,K,\gamma }&\frac{1}{(1-\gamma )^2} {\text {Trace}}((Q +K^*R K)X_2) \nonumber \\ \text{ subject } \text{ to }&\begin{bmatrix} X_2 -I&({\widehat{A}}+{\widehat{B}}K)X_2 \\ X_2({\widehat{A}}+{\widehat{B}}K)^*&X_2\end{bmatrix}\succeq 0\nonumber \\&\begin{bmatrix} X_\infty -I&({\widehat{A}}+{\widehat{B}}K)X_\infty&0&0 \\ X_\infty ({\widehat{A}}+{\widehat{B}}K)^*&X_\infty&\epsilon _A X_\infty&\epsilon _B X_\infty K^* \\ 0&\epsilon _A X_\infty&\alpha \gamma ^2 I&0\\ 0&\epsilon _B KX_\infty&0&(1-\alpha )\gamma ^2 I \end{bmatrix} \succeq 0 \,. \end{aligned}$$

                    (52)
                

The common Lyapunov relaxation simply imposes that \(X_2 = X_\infty \). Under this identification, we note that the first LMI becomes redundant and we are left with the SDP
$$\begin{aligned} \begin{array}{ll} \mathop {{\text {minimize}}}\limits _{X,K,\gamma } &{}\frac{1}{(1-\gamma )^2} {\text {Trace}}((Q +K^*R K)X) \\ \text{ subject } \text{ to } &{}\begin{bmatrix} X-I &{} ({\widehat{A}}+{\widehat{B}}K)X &{} 0 &{} 0 \\ X({\widehat{A}}+{\widehat{B}}K)^* &{} X &{} \epsilon _A X &{} \epsilon _B X K^* \\ 0 &{} \epsilon _A X &{} \alpha \gamma ^2 I &{} 0\\ 0 &{} \epsilon _B KX &{} 0 &{} (1-\alpha )\gamma ^2 I \end{bmatrix} \succeq 0 \,. \end{array} \end{aligned}$$

Now though this appears to be nonconvex, we can perform the standard variable substitution \(Z=KX\) and rewrite the cost to yield (45).
Numerical Bootstrap Validation
We evaluate the efficacy of the bootstrap procedure introduced in Algorithm 2. Recall that even though we provide theoretical bounds in Proposition 1, for practical purposes and for handling dependent data, we want bounds that are the least conservative possible.
For given state dimension \(n\), input dimension \(p\), and scalar \(\rho \), we generate upper triangular matrices \(A\in {\mathbb {R}}^{n\times n}\) with all diagonal entries equal to \(\rho \) and the upper triangular entries i.i.d. samples from \({\mathcal {N}}(0,1)\), clipped at magnitude 1. By construction, matrices will have spectral radius \(\rho \). The entries of \(B\in {\mathbb {R}}^{n\times p}\) were sampled i.i.d. from \({\mathcal {N}}(0,1)\), clipped at magnitude 1. The variance terms \(\sigma _u^2\) and \(\sigma _w^2\) were fixed to be 1.
Recall from Sect. 2.3 that M represents the number of trials used for the bootstrap estimation, and \({{\widehat{\epsilon }}}_A\), \({{\widehat{\epsilon }}}_B\) are the bootstrap estimates for \(\epsilon _A\), \(\epsilon _B\). To check the validity of the bootstrap procedure, we empirically estimate the fraction of time \(A\) and \(B\) lie in the balls \(B_{{\widehat{A}}}({\widehat{\epsilon }}_A)\) and \(B_{{\widehat{B}}}({\widehat{\epsilon }}_B)\), where \(B_{X}(r) = \{X':\Vert X' - X \Vert _2 \le r\}\).
Our findings are summarized in Figs. 5 and 6. Although not plotted, the theoretical bounds found in Sect. 2 would be orders of magnitude larger than the true \(\epsilon _A\) and \(\epsilon _B\), while the bootstrap bounds offer a good approximation.
Fig. 5[image: figure 5]
In these simulations: \(n= 3\), \(p= 1\), \(\rho = 0.9\), and \(M = 2000\). In (a), the spectral distances to \(A\) (shown in the solid lines) are compared with the bootstrap estimates (shown in the dashed lines). In (b), the probability \(A\) lies in \(B_{{\widehat{A}}}({\widehat{\epsilon }}_A)\) estimated from 2000 trials. In (c), the spectral distances to \(B_*\) are compared with the bootstrap estimates. In (d), the probability \(B\) lies in \(B_{{\widehat{B}}}({\widehat{\epsilon }}_B)\) estimated from 2000 trials
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Fig. 6[image: figure 6]
In these simulations: \(n= 6\), \(p= 2\), \(\rho = 1.01\), and \(M = 2000\). In (a), the spectral distances to \(A\) are compared with the bootstrap estimates. In (b), the probability \(A\) lies in \(B_{{\widehat{A}}}({\widehat{\epsilon }}_A)\) estimated from 2000 trials. In (c), the spectral distances to \(B\) are compared with the bootstrap estimates. In (d), the probability \(B\) lies in \(B_{{\widehat{B}}}({\widehat{\epsilon }}_B)\) estimated from 2000 trials
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Experiments with Varying Rollout Lengths
Here we include results of experiments in which we fix the number of trials (\(N=6\)) and vary the rollout length. Figure 7 displays the estimation errors. The estimation errors on \(A\) decrease more quickly than in the fixed rollout length case, consistent with the idea that longer rollouts of easily excitable systems allow for better identification due to higher signal-to-noise ratio. Figure 8 shows that stabilizing performance of the nominal is somewhat better than in the fixed rollout length case (Fig. 2). This fact is likely related to the smaller errors on the estimation of \(A\) (Fig. 7).
Fig. 7[image: figure 7]
The resulting errors from 100 identification experiments with a total of \(N=6\) rollouts are plotted against the length rollouts. In (a), the median of the least squares estimation errors decreases with T. In (b), the ratio of the bootstrap estimates to the true estimates. Shaded regions display quartiles
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Fig. 8[image: figure 8]
Performance of controllers synthesized on the results of the 100 identification experiments is plotted against the length of rollouts. In (a), the median sub-optimality of nominal and robustly synthesized controllers are compared, with shaded regions displaying quartiles, which go off to infinity when stabilizing controllers are not frequently found. In (b), the frequency synthesis methods found stabilizing controllers
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