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Abstract
In clinical practice, algorithmic predictions may seriously jeopardise patients’ health and thus are required to be validated

by medical experts before a final clinical decision is met. Towards that aim, there is need to incorporate explainable

artificial intelligence techniques into medical research. In the specific field of epileptic seizure detection there are several

machine learning algorithms but less methods on explaining them in an interpretable way. Therefore, we introduce

XAI4EEG: an application-aware approach for an explainable and hybrid deep learning-based detection of seizures in

multivariate EEG time series. In XAI4EEG, we combine deep learning models and domain knowledge on seizure

detection, namely (a) frequency bands, (b) location of EEG leads and (c) temporal characteristics. XAI4EEG encompasses

EEG data preparation, two deep learning models and our proposed explanation module visualizing feature contributions

that are obtained by two SHAP explainers, each explaining the predictions of one of the two models. The resulting visual

explanations provide an intuitive identification of decision-relevant regions in the spectral, spatial and temporal EEG

dimensions. To evaluate XAI4EEG, we conducted a user study, where users were asked to assess the outputs of XAI4EEG,

while working under time constraints, in order to emulate the fact that clinical diagnosis is done - more often than not -

under time pressure. We found that the visualizations of our explanation module (1) lead to a substantially lower time for

validating the predictions and (2) leverage an increase in interpretability, trust and confidence compared to selected SHAP

feature contribution plots.
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1 Introduction

In recent years, machine learning (ML) has revealed its

merit in many tasks that typically require human intelli-

gence [1] and has even demonstrated better performance

than that of human experts for certain task [2–4]. Driven by

the increased popularity of ML systems in various

domains, products and services [5–7] and the resulting

significant impact on society [8], explaining and inter-

preting these systems has become a crucial skill. Hence, the

research field of Explainable Artificial Intelligence (XAI)

has emerged with vast amount of research interest [9–18].

In the medical domain, where a variety of ML appli-

cations are increasingly introduced for medical diagnostics,

treatment and prevention [19], is need for deployment of

XAI methods as algorithmic predictions here impact

human lives. At this, explainability and interpretability are

essential for ensuring that a prediction is made based on

traceable reasons [13] and for addressing the lack of

transparency that already has led to incidents [20]. To

enhance clinical decision-making there is increasing

interest in ML for the analysis of multivariate electroen-

cephalography (EEG) time series, e.g. for detection of

Parkinson’s disease [21], schizophrenia [22, 23] and the

detection of epileptic seizures [24].
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More than 65 individuals worldwide suffer from epi-

lepsy [25], making this condition one of the most common

and serious neurological diseases. Epilepsy leads to a

continual susceptibility towards epileptic seizures [26]

whereby the seizures occur more frequently in the neonatal

phase, especially within the first postnatal week [27]. Thus,

epileptic seizures are the most frequent neurological

emergency in neonates [28] having the greatest suscepti-

bility to seizures of any age group [29] with an incidence of

1.8 to 3.5 per 1,000 live births [30, 31].

Motivation As most seizures among neonates are acute

symptomatic events [32] constituting a neurological

emergency and often implying serious dysfunction or

impairments of the immature brain [29], an instant detec-

tion and appropriate treatment with antiepileptic drugs is

required. The authors of [33] highlight the overall mortality

rate of 4% for neonates suffering from seizures. Though,

medical expertise in intensive care units is not continuously

available [34], making an automatic detection valuable.

However, interpreting neonatal EEG is not an easy task

[35] and generally requires a neurophysiologist or paedi-

atric neurologist with specific expertise [36].

So far, the international gold standard for detecting

neonatal seizures is the visual detection of electrographic

discharges in the multi-channel EEG by medical experts

[37–39]. However, the visual inspection of continuous

EEG recordings is a time consuming, monotonous and

error-prone process and misdiagnosis can be very harmful

[40] leading to injury and even death [26]. Although sev-

eral ML algorithms for detecting seizures have been pro-

posed in literature [36, 41–45], there are less methods on

explaining them in an interpretable way, impeding an

embedding into clinical practice. Here, the major challenge

is to bridge the technical ML components and the estab-

lished medical environments [46, 47] by designing inter-

active explanation interfaces that enable clinical decision-

makers to validate the algorithmic predictions.

EEG time series are characterized by (a) spectral,

(b) spatial and (c) temporal dimensions and since all are

crucial for seizure detection, we argue that an explanation

of an algorithmic prediction must encompass these three

dimensions. For a seizure, the spectral dimension refers to

the frequency bands where a seizure became obvious [48],

the spatial dimension reflects the location on the scalp [49],

and the temporal dimension refers to the point in time

during the recording [50].

Proposed approach Medical experts cannot be expected

to be familiar with the internal decision making of ML

algorithms nor with their mathematical/statistical assump-

tions. Therefore, the main objective of this work lies in

designing visual explanations that are adjusted to the given

problem setting – detecting epileptic seizures in multi-

variate EEG time series – and are interpretable for medical

experts. To this end, we propose XAI4EEG: an application-

aware approach for an explainable and hybrid deep learn-

ing-based detection of seizures in multivariate EEG time

series. In XAI4EEG, we model the task of seizure detection

as a binary classification problem. For this problem, we

design two seizure detection methods – 1D-CNN and 3D-

CNN – that we fuse in XAI4EEG, where each method

incorporates into a Convolutional Neural Network three

types of domain knowledge – (a) frequency bands, (b) lo-

cation of EEG leads and (c) temporal characteristics.

Explainability arises from integrating an ensemble of

SHAP explainers1 generating local explanations. To deal

with the complexity of the returned explanations and to

enhance interpretability for medical experts, we couple our

methods with a mechanism that maps computed SHAP

values to an explanation module that highlights the location

of decision-relevant regions in the spectral, spatial and

temporal EEG dimensions.

To the best of our knowledge, we are the first to intro-

duce a visual explanation schema for deep learning-based

seizure detection that displays feature contributions in all

three EEG dimensions. The contributions of this work are

as follows:

1. We propose an explanation module visualizing SHAP

values obtained by two SHAP explainers, each

explaining the predictions of one of two deep learning

models. The resulting visual explanations enable the

identification of decision-relevant regions in the spec-

tral, spatial and temporal EEG dimensions.

2. We incorporate the explanation module into a hybrid

seizure detection approach that encompasses EEG data

preparation, two deep learning models (1D-CNN and

3D-CNN) and a flow of patterns to the explanation

module.

3. We introduce an evaluation scenario that emulates the

fact that clinical diagnosis is done under time pressure,

and follows the human-grounded evaluation principle

proposed in [14]. In an initial study with the afore-

mentioned scenario, we report on the effectiveness of

the explanation module and show that it leads to a

substantially lower time for validating the predictions

compared to selected feature contribution plots imple-

mented in the SHAP package.

4. We provide reproducible research by offering the

prototype, source code and a tutorial video2.

The rest of the paper is organized as follows: In Sect. 2, we

survey related work. Section 3 presents XAI4EEG. Sec-

tion 4 comprises performance indicators of the deep

learning models. In Sect. 5, we conduct a user study to

1 Both comprised in the SHAP package introduced in [16].
2 Prototype and video: www.ml-and-vis.org/xai4eeg
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validate XAI4EEG. In Sect. 6, we discuss the outcomes

and Sect. 7 concludes this paper.

2 Related work

Since algorithmic predictions directly influence and may

potentially harm patients’ health, obvious concerns for the

adoption of ML models raised with regard to the liability

for medical malpractice law [51]. Moreover, the ethical,

legal and moral issues of ML systems within the medical

domain have already gained attention in recent years [52].

Since black box models are difficult to implement into the

medical work flow and routines [53], it is essential to

provide interpretable explanations for their predictions.

Studies actually highlighted the positive effect of expla-

nations provided for clinical end-users [54]. Adjusting the

visual representation of feature contributions to the given

problem setting [55], aims to ensure the explanations are

interpretable [56] and useful [57] for an application expert

and thus support clinical decision making [58]. Particu-

larly, this is important for automatic neonatal seizure

detection systems in clinical practice [59]. Two recent

examples for XAI in medical applications are [60] pre-

senting explainability for the task of skin cancer prediction

and [61] addressing the interpretation of cortical EEG

source signals during the preparation of hands’ sub-

movements.

In the following, we discuss first studies on deep-

learning-based seizure detection algorithms that process

EEG time series. Thereafter, we present studies pursuing

an explainable seizure detection approach.

2.1 Deep learning-based seizure detection
in EEG time series

In [62], Hu et al. design a deep bidirectional Long short-

term memory (LSTM) network comprising two indepen-

dent LSTM networks for the detection of onset seizures in

adults. The proposed architecture enables to process

information prior and after the analyzed sequence resulting

in a sensitivity of 93.61% and a specificity of 91.85% on

average based on an unseen test set. The authors of [63]

propose a nested LSTM network that explores the inherent

temporal dependencies in EEG. Based on unseen data,

sensitivity and specificity values were 97.47 and 96.17%.

In [64], Abdelhameed et al. introduce an architecture using

1D-CNN as preprocessing front-end followed by a bidi-

rectional LSTM. Given a multi-class classification problem

distinguishing normal, interictal and ical events, the

authors achieve an average overall accuracy of 98.89%

based on k-fold cross-validation. The authors of [65] pro-

pose 1D-CNN for detecting neonatal seizures and achieve

an average AUC of 0.971 based on leave one-patient-out

cross-validation.

Time series imaging is widely used for encoding time

series as images. For time-frequency decomposition of

EEG data, time-frequency maps can be created per elec-

trode. These 2D images containing spectral and temporal

information can be used in 2D-CNN classification tasks. In

[66], Yuan et al. compare four different 2D-CNNs working

on time-frequency maps. The proposed architectures are

based on a transfer learning VGG-net that was introduced

in [67]. Two of the networks reach a sensitivity and

specificity of more than 90%. Note that since EEG signals

are characterized by spectral, temporal, and spatial infor-

mation, the fact of multi-channel signal processing [68] is

ignored when classifying single EEG time-frequency maps.

Here, the location of electrodes over the scalp is discarded.

To address this, the authors of [69] designed a 3D-CNN to

detect inter-ictal, pre-ictal, and ictal EEG stages. The per-

formance indicators are based on an unseen test set and are

as follows: sensitivity of 88.90% and specificity of 93.78%.

A further approach to maintain at least parts of spatial

information is proposed in [70]. Here, three time-frequency

maps from different electrodes are fused into a single

output image that is used as input for a 2D-CNN. The

average accuracy using VGG16, VGG19, and ResNet50

[71] is 97.75, 98.26, and 96.17%, respectively. In our

hybrid approach we incorporate both, a 3D-CNN as

described by [69] in combination with a 1D-CNN as

described e.g. in [65].

2.2 Explainable seizure detection

The authors of [72] propose an explainable seizure detec-

tion approach based on connectivity features using EEG

time series. Seven connectivity features are computed from

each of the common EEG frequency bands, arranged as a

tensor and finally fed as features to the model. The model

combines a 2D-CNN and a bidirectional LSTM achieving a

sensitivity of 97.65% and a specificity of 96.58%. By

implementing a self attention layer, the authors computed

the relevance of each input feature for a certain decision

using the weights of the model stored in activation values

and provided an explanation in the spectral and temporal

EEG dimensions. The proposed feature relevance extrac-

tion is computationally expensive. The authors of [73]

introduce a CNN with an attention mechanism that auto-

matically extracts the importance of each electrode and

thus pays more attention to the important ones. Further-

more, this mechanism enables to visualize the important

brain regions on topographies leveraging a spatial expla-

nation. Sensitivity and specificity values of 97.4 and of

88.1% are achieved. Combining 1D-CNN with Grad-CAM

producing heatmaps that are overlaid on the original input
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is proposed in [74]. This enables the identification of rec-

curring patterns and a temporal explanation. A sensitivity

of 66.9%, and a specificity of 83.0% is reached. One recent

example for use of SHAP in seizure detection is [75]

presenting a visual channel-level SHAP map that high-

lights the highest contributing EEG channel. The two 2D-

CNNs reach a accuracy of 88.81 and 91.54%, respectively.

The explanation appears in the spatial and temporal

dimensions. More recently, the authors of [76] propose

superimposition of computed SHAP values on a 2D gray-

scale image that is composed of the raw EEG signal rep-

resentation of four EEG channels. This approach consti-

tutes an explanation in the spatial and temporal

dimensions. A F1-score of 0.873 using 2D-CNN is reached.

Differently from the aforementioned works, we intro-

duce a novel representation of SHAP values providing a

full-fledged visual explanation in all three EEG dimen-

sions: (a) spectral, (b) spatial and (c) temporal.

3 Methodology

In this section, we first begin the description of our

approach with two core definitions. Thereafter, we give an

overview of XAI4EEG and then we describe each com-

ponent in turn.

While the underlying idea of our approach might be

useful for other problem domains, we focus on the special

characteristics of EEG data: The used data is a multivariate

time series stemming from electrodes attached to the scalp.

The underlying EEG data corresponds to a multivariate

time series Xt containing M univariate time series Xt
ðjÞ, one

for each signal of j : 1. . .M electrodes. Xt is subdivided into

non-overlapping intervals I ¼ X½ti;tiþwÞ, where w defines the

length of the interval in seconds. The used data encom-

passes annotations in seconds and each second is ascribed a

seizure or normal that we modelled as a binary classifica-

tion problem. Thus, we dissect the intervals I into subse-

quences S ¼ X½ti;tiþ1Þ of length 1 seconds using a non-

overlapping window. This notation appears in Table 1.

During EEG recording seizure and normal patterns can

alternate. Thus, our intervals can enclose subsequences that

are annotated as both seizure and normal. To define an

overall label and classification result for each interval, we

define intervals as ‘‘seizure’’ if they contain � 1 subse-

quences that are annotated as seizure (adopted from [77]).

An example is shown in Fig. 1.

Normal subsequences are denoted by Snormal, seizure

subsequences by Sseizure. The intervals were either labeled

as normal, termed as Inormal, or as seizure Iseizure. The

classification results are then determined as follows, where

Iclassified¼normal is an interval classified as normal and

Iclassified¼seizure an interval classified as seizure:

TP : 9Sseizure 2 Iclassified¼seizure

TN : 6 9Sseizure 2 Iclassified¼normal

FP : 6 9Sseizure 2 Iclassified¼seizure

FN : 9Sseizure 2 Iclassified¼normal

Our goal is to build two classifiers both conducting the

seizure detection on the basis of these intervals’ feature set

(see Definition (1)). We refer to this classifiers as interval-

based classifiers. Detected seizure or normal pattern is the

result of both classifiers.

Definition 1 (Interval-based seizure detection) We define

interval-based seizure detection as the classification of an

interval I of the multivariate EEG time series Xt as either

‘‘seizure’’ or ‘‘normal’’. We assess an interval I as a true

positive, if it was classified as ‘‘seizure’’ and it contains at

least one subsequence S that was annotated as ‘‘seizure’’.

The main idea is to incorporate multiple (in our case

two) classifiers and – transferring the idea of ensembles to

explanations – multiple explanations. We refer to this as

hybrid explainable seizure detection (see Definition (2)).

Since seizure detection is on the basis of intervals, so is the

explanation.

Definition 2 (Hybrid explainable seizure detection) We

define hybrid explainable seizure detection as the detection

of seizures by more than one classifier (in our case interval-

based classifier), each explained by at least one

explanation.

Table 1 Notation: methodology

Notation Description

Xt multivariate EEG time series containing M univariate time, one for each signal of j : 1. . .M electrodes.

Xt
ðjÞ univariate time series of one EEG electrode

interval I non-overlapping interval X½ti ;tiþwÞ of the continuous EEG data, with length w in seconds

subsequence S subsequence X½ti ;tiþ1Þ of an interval I with a 1-second-duration
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3.1 XAI4EEG

In the following, we describe the fundamental flow of

patterns in XAI4EEG. An overview of the components of

our approach is given in Fig. 2.

In XAI4EEG, we propose to use two seizure detection

methods, each composed of a preprocessing step that is

common to both methods, followed by steps for feature

extraction, an interval-based classification model, and a

post-hoc explanation component. The first is denoted as

Detector1D – inspired by the underlying 1D-CNN classi-

fier – and classifies the EEG data that is transformed into

the frequency domain, referred to as Inp1D. The second

method, Detector3D using a 3D-CNN classification model,

classifies the data transformed into time-frequency domain,

referred to as Inp3D. This notation appears in Table 2. The

post-hoc explanation component of both methods encom-

pass a SHAP explainer explaining the classifier prediction,

and our proposed explanation module used to visualize the

computed feature contributions. The resulting visual

explanations are denoted by electrode-wise explanation,

Explanation1D and Explanation3D (see Fig. 2, right).

From the technical perspective, Detector1D and Detec-

tor3D are two standalone, independently built seizure

detection methods that we fuse in XAI4EEG. We modelled

XAI4EEG so that both methods concurrently process and

classify an interval, and provide an explanation to it. Thus,

for each interval, XAI4EEG outputs two classification

results and two local explanations.

3.2 Preprocessing: filtering

As a first step, low and high frequencies are filtered out. As

neonatal seizures have shown to emerge in frequencies

between 0.5 and 12.5 Hz and the dominant frequencies

range between 0.5 and 6 Hz [78], we implemented a

bandpass filter (see Fig. 3, left) using the finite-impulse-

response filtering while keeping a low frequency of 0.5 Hz

(high-pass) and a high frequency of 12.5 Hz (low-pass). In

order to enhance our classifiers’ ability to distinguish

between neonatal seizures and minor signal noise, we

deliberately do not denoise the EEG signals.

3.3 Detector1D

Detector1D (see Fig. 2, top) processes and classifies the

EEG signals transformed into the frequency domain. The

proposed feature extraction steps capture all of the EEG

dimensions.

3.3.1 Feature extraction: interval dissection
and recomposing

In order not to discard the variability of the power spectrum

within an interval that may indicate a seizure onset, the

intervals I are dissected into subsequences S ¼ X½ti;tiþ1Þ of

length 1 seconds using a non-overlapping window. After-

wards, for each subsequence a spectral analysis is con-

ducted, i.e. the power spectrum is computed and divided

into three frequency bands (see Sect. 3.3.2). Since EEG

Fig. 1 Labeling and classification of intervals I based on the

annotations obtained for subsequences, showing correctly and falsely

detected seizures (TP, FP), correctly detected normal intervals (TN)

and undetected seizures (FN)

Fig. 2 Overview of the components of XAI4EEG encompassing two seizure detection methods (referred to as Detector1D and Detector3D), each

composed of steps for preprocessing and feature extraction, followed by the seizure detection algorithm, and a post-hoc explanation component
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data from 18 electrodes are considered in this paper, a total

of 54 features are obtained from each subsequence. Finally,

the subsequences are unified resulting in a tensor Inp1D

with dimensions ½w� 54� (see Fig. 3, top).

3.3.2 Feature extraction: spectral analysis

We transform the EEG time series into the frequency

domain [79] using spectral analysis with Welch’s method

[80] (see Fig. 3, top). After subdividing the EEG signals

into sinusoidal oscillations with a known wavelength, the

verification of each wavelength for accordance with the

signal is realizable through convolution analysis. The

power spectrum, as a result of the Welch’s method, allows

an estimation of the distribution of the frequencies of the

EEG signal [81, 82]. The EEG power spectrum is tradi-

tionally divided into the five frequency bands: alpha (7.5

...12.5 Hz), beta (12.5 ...30 Hz), theta (3.5 ...7.5 Hz), delta

(0.5 ...3.5 Hz) and gamma ([ 30 Hz). REMOVE: Since

neonatal seizures have predominantly shown to emerge in

the delta, theta and alpha frequency band, we do not con-

sider the beta and gamma band in this work.

3.3.3 Seizure detection: 1D-CNN

Besides recurrent neural networks (RNNs) and its subtypes

like LSTM network [83], a 1D-CNN constitutes an effec-

tive deep learning technique for processing both univariate

and multivariate time series data of variable length. While

in 2D-CNNs the kernel is convolved both horizontally and

vertically across an image, in 1D-CNNs the kernel is

convolved across the data along one dimension, for time

series data along the time axis.

We use an architecture consisting of three consecutive

hidden layers, each followed by a batch normalization, a

dropout layer with a rate of 0.2, and a pooling layer. We set

the number of filters in the convolution layer to 64, 128,

and 256. The kernel sizes are 3, 3, and 2 respectively. In

addition, we apply L2 weight regularization with a regu-

larization parameter of 1e-2 to prevent the model from

overfitting. The set of hidden layers is followed by a flatten

layer, and a fully connected layer containing 16 nodes. In

order to conduct final seizure detection, a fully connected

layer with one node and a logistic activation function is

used. For the remaining layers the rectifier activation

function is used.

Table 2 Notation: XAI4EEG

Notation Description

Detector1D Interval-based seizure detection method using a 1D-CNN and EEG data transformed into the frequency domain.

Inp1D Input tensor containing the transformed EEG data for the 1D-CNN

Detector3D Interval-based seizure detection method using a 3D-CNN and EEG data transformed into time-frequency domain.

Inp3D Input tensor containing the transformed EEG data for the 3D-CNN

Fig. 3 EEG preprocessing and feature extraction steps, here with

interval length w = 15 seconds: Interval dissection: dissection of the

interval into 15x1-s non-overlapping subsequences, spectral analysis:
computation of power spectrum per subsequence with Welch’s

method subdivided into delta, theta, alpha-frequency band resulting in

54 features per subsequence (18 electrodes à three frequency bands),

interval recomposing: recomposing the interval from the subse-

quences. Time-frequency analysis: generating time-frequency maps

(128 x 128 pixels) per electrode with Morlet wavelets, 3D-image
construction: 3D multi-channel image construction by concatenating

the single images
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3.4 Detector3D

Detector3D (see Fig. 2, bottom) processes and classifies

the EEG signals transformed into the time-frequency

domain. To not discard spatial information, the electrodes’

time-frequency maps are concatenated in order to form a

3D multi-channel image. Classification and explanation are

then conducted on this 3D-image.

3.4.1 Feature extraction: time-frequency analysis

Creating Morlet wavelets [84] is a frequently used method

for time-frequency analysis. While there are several kinds

of Morlet wavelets, we make use of the complex-valued

Morlet wavelets defined as the product of a complex sine

wave and a Gaussian window. Subsequently, a time-fre-

quency map can be created through wavelet convolution,

where the Morlet wavelet is convolved with the time series

signal. The wavelet convolution enables the extraction of

instantaneous power and phase at any time point. Our final

time-frequency map holds the duration of the extracted

interval on the x-axis ð0. . .wÞ, and the respective frequency

(0.5 ...12.5 Hz) on the y-axis (see Fig. 3, bottom). The

color corresponds to the EEG power, i.e. amplitude of the

oscillations. We reduce the image size of the time-fre-

quency maps down to 128 � 128 in order to reduce the

complexity of computation.

3.4.2 Feature extraction: 3D-image construction

The EEG data used in this paper was acquired with 19

electrodes of which we exclude the reference electrode Cz.

Consequently, each interval results in 18 time-frequency

maps. To maintain spatial information of the EEG signals,

the respective time-frequency maps are concatenated

forming a 3D multi-channel image. This 3D-image, deno-

ted by Inp3D, is used as the input for the 3D-CNN. Its

structure is [18, 128, 128, 3] where the 1st dimension

corresponds to the number of electrodes and the 4th to the

images’ color channels (see Fig. 3, bottom right).

3.4.3 Seizure detection: 3D-CNN

A common seizure detection approach is the use of 2D-

CNNs to classify the time-frequency maps of univariate

EEG signals. However, we aim to incorporate all dimen-

sions – spectral, spatial, and temporal – into one model.

Classifying univariate signals ignores the locations of

electrodes over the scalp. Hence, we propose to use a 3D-

CNN to simultaneously extract EEG features from spectral,

temporal, and spatial dimensions by performing 3D con-

volutions on the 3D-images.

We use three consecutive hidden layers, each followed

by a pooling layer. The number of filters in the convolution

layer is set to 32, 64, and 64 with a kernel size of [3, 3, 3],

[3, 3, 3], and [2, 2, 2]. Furthermore, L2 weight regular-

ization with a regularization parameter of 1e-2 is applied.

The set of hidden layers is followed by a flatten layer, a

fully connected layer with 32 nodes, and a dropout layer

with a rate of 0.2. An output layer with one node and

logistic activation function is used to perform final seizure

detection. The remaining layers use rectifier activation

functions.

3.5 Post-hoc explanation: the proposed
explanation module

In the following we elaborate on the explainability of

both seizure detection methods, which clearly arises from

incorporating our proposed explanation module.

The raw EEG signal representation of the monitoring

system is traditionally used in clinical settings by medical

experts to detect seizures. Therefore, the main idea is to

display the feature contributions (in this work SHAP val-

ues) in an explanation module that is leaned to the afore-

mentioned monitoring system.

To compute the SHAP values of our classifiers’ pre-

dictions, we choose two post-hoc explainers from the

SHAP package introduced in [16]: the first is SHAP Dee-

pExplainer – an adoption of the DeepLIFT algorithm – and

is incorporated into Detector1D. The second explainer is

SHAP GradientExplainer – an implementation of expected

gradients – and is integrated into Detector3D. Note that

positive SHAP values increase the probability of the pre-

dicted class, while negative SHAP values decrease the

probability.

The proposed explanation module is depicted in Fig. 5

(bottom) and is based on a grid of size ½w� 3� holding the

length w of the extracted interval on the x-axis, and the

frequency bands d, h and a on the y-axis. This part of our

notation appears in the uppermost row of Table 3. While

the x-axis constitutes the explanation in the temporal

dimensions, the y-axis explains the spectral dimensions.

Thus, each of the 45 cells represents a spectral-temporal

EEG region holding the respective SHAP value and is

colored in red – inspired by the idea of heatmaps. The more

intense the red, the more this spectral-temporal region

contributes to the final prediction. The explanation in the

spatial dimensions arises from obtaining the feature con-

tributions per electrode.

We propose a workflow to validate the classifier’s pre-

dictions, where users contrast the returned explanation

patterns with the electrographic patterns of the raw EEG

signal. Hence, XAI4EEG highlights both agreeing and
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disagreeing patterns, increasing trust in the predictions.

The relevant regions highlighted by the explanation mod-

ule match, at best, the regions on the basis of which the

medical expert makes its decision. To illustrate the pro-

posed workflow, an electrode’s raw EEG signal represen-

tation of an interval (in this case a ground truth seizure)

(see Fig. 5, top) is depicted above the explanation module.

The spectral-temporal EEG region highlighted by the

explanation module match the occurring electrographic

discharges in the raw EEG signal that constitutes the onset

of a seizure.

In the following we thoroughly describe the flow of

patterns to map the computed SHAP values to the expla-

nation module.

3.5.1 Post-hoc explanation: Detector1D

In Detector1D, we use a set of explanation modules, each

visualizing the feature contributions of one electrode. We

refer to this explanation as electrode-wise explanation. As

a result, an explanation in the (a) spectral, (b) spatial and

(c) temporal dimensions is provided. This part of our

notation appears in the middle rows of Table 3.

SHAP DeepExplainer computes a SHAP value for each

element of Inp1D resulting in a tensor SHAP1D with

dimensions ½w� 54� containing the SHAP values. From the

medical perspective, the computed contribution of each

element (i.e. feature) of Inp1D enables an analysis of

decision-relevant electrodes (spatial dimensions), fre-

quency bands (spectral dimensions) and subsequences

(temporal dimensions). In order not to overload the visual

explanations, we exclude negative values of SHAP1D.

First, we design the electrode-wise explanation (see

Fig. 4, top) by slicing SHAP1D to obtain 18 subsets of size

½w� 3�, each containing the feature contributions of one of

the 18 electrodes, i.e. the electrodes’ decision-relevant

regions in the power spectrum for each of the w

subsequences. Each of the 18 subsets is then mapped to an

explanation module with a grid of size ½w� 3�, with the

time interval on the x-axis and the three frequency bands on

the y-axis. The grid cells are colored in red according to the

corresponding SHAP value of SHAP1D. One of these

explanation modules allows to interpret the feature con-

tributions of one electrode in the spectral and temporal

EEG dimensions. As a result, displaying all of these

explanation modules adds the explanation in the spatial

dimension (see Fig. 4, top middle).

Thereafter, to provide an overall view of the feature

contributions across all electrodes, for each subsequence

the maximum SHAP value at the frequency band level is

extracted across all electrodes. This results in a subset of

SHAP1D of size ½w� 3�. The elements of the subset are

then mapped to the explanation module resulting in

Explanation1D (see Fig. 4, top right). Each of the grid’s

w� 3 cells is colored in red where the color intensity

corresponds to the subset’s SHAP value.

3.5.2 Post-hoc explanation: Detector3D

In Detector3D, one explanation module is used visualizing

the feature contributions in the spectral and temporal

dimensions. Here, an electrode-wise explanation is not

realizable.

By default, SHAP GradientExplainer produces a base-

line visual explanation on the basis of the computed SHAP

values and highlights important areas of the 3D multi-

channel image by coloring image pixels with either red

(positive SHAP value) or blue (negative SHAP value).

The raw output of SHAP GradientExplainer is a tensor

SHAP3D of size ½1 � 1 � 3 � 30 � 30 � 32� containing the

SHAP values, where the 4th and 5th dimension are the

height and width of the baseline visual explanation. Note

that the size of SHAP3D depends on the used data set, the

preprocessing and feature extraction steps, and the model

Table 3 Notation: post-hoc explanation

Notation Description

explanation module Proposed visual construct based on a grid of size ½w� 3� Holding the length w of the interval on the x-axis, and the

frequency bands d, h and a on the y-axis (see Fig. 5)

SHAP1D Tensor containing the SHAP values obtained by SHAP DeepExplainer

Electrode-wise

explanation

Vsual explanation for Detector1D by mapping SHAP1D to multiple explanation modules. Explained dimensions:

spectral, spatial and temporal

Explanation1D Visual explanation for Detector1D by mapping SHAP1D to an explanation module. Explained dimensions: spectral and

temporal

SHAP3D Tensor containing the SHAP values obtained by SHAP GradientExplainer

Explanation3D Visual explanation for Detector3D by mapping SHAP3D to an explanation module. Explained dimensions: spectral and

temporal.
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architecture. We then map SHAP3D to the explanation

module and denote the resulting explanation as Explana-

tion3D. As for Detector1D, we exclude negative values

from SHAP3D. The aforementioned mapping is done by

placing a grid of size ½w� 3�, i.e. the explanation module,

over the baseline visual explanation of SHAP Gradi-

entExplainer. Each of the grid’s columns represents a time

span with 1-second duration (i.e. a subsequence), while

each of the three rows represents a frequency band delta,

theta and alpha. Thereafter, the 4th and 5th dimension of

SHAP3D are sliced resulting in w� 3 subsets. For each of

the subsets the SHAP values are summed up and mapped to

the corresponding cell of the explanation module, as

visualized in Fig. 4, bottom right. The cells are colored in

red where higher intensity represents higher SHAP values.

This part of our notation appears in the lower rows of

Table 3.

3.6 The operationalization of XAI4EEG

The conceptual framework of XAI4EEG is operationalized

using the streamlit package. The resulting user interface is

depicted in Fig. 6, , where we aim to emulate the hybrid

characteristic of XAI4EEG.

We locate the electrodes’ raw EEG signals in the top

center (see Fig. 6b), each holding the duration of the

extracted interval I on the x-axis and the signal on the y-

axis scaled from �100 lV to þ100 lV. In contrast to the

standard way of showing the EEG time series, i.e. a row-

wise plot, we propose to arrange the EEG time series

according to the position of the electrodes on the scalp, i.e.

as per international 10-20 standard localization system.

Thus, enabling experts to identify spatial patterns and

relations of occurring seizures. The electrode placement of

the international 10-20 system on the scalp is depicted in

Fig. 7 whereby the electrodes are allocated to the four

different lobes of the brain: the frontal, the parietal, the

occipital, and the temporal lobe.

We display the preprocessed and transformed EEG data

of both seizure detection methods besides the raw EEG

signals. Inp1D that comprises the power spectrum of the 18

electrodes subdivided into three frequency bands (de-

scribed in Sect. 3.3.2) is pictured in tabular form (Fig. 6a).

The generated time-frequency maps per electrode – Inp3D –

(described in Sect. 3.4.1) are also positioned according to

the international 10-20 standard localization system

(Fig. 6, c).

Thereunder, we display the predictions of Detector1D

and Detector3D (see Fig.6d, g) and the corresponding

visual explanations (see Fig. 6e, f, h). To enable an intu-

itive user experience, we add the corresponding raw EEG

signal below each of the explanation modules (Fig. 6h).

Note, that the electrode-wise explanation is composed of

18 explanation modules, each for one electrode. But for

reasons of space in Fig. 6, only the explanation of electrode

Fp1 and Fp2 is depicted.

4 Evaluation

In this section we first describe the data set used to evaluate

XAI4EEG. Thereafter, we report on the performance

indicators of both deep learning models.

Fig. 5 The proposed explanation module visualizes calulcated SHAP

values and is leaned to the raw EEG signal representation of the

monitoring system

Fig. 4 Seizure detection and post-hoc explanation steps: novel representation of calculated SHAP values obtained from the used SHAP

explainers, each explaining the prediction of one of the two classifiers
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4.1 Evaluation data

We used an EEG data set presented in [85] comprising

neonatal EEG recordings with seizure annotations from

three experts. Multi-channel EEG was recorded from 79

neonates admitted to the NICU at Helsinki University

Hospital between 2010 and 2014 whereby the median

recording duration was 74 min. The raw EEG data was

acquired with a sampling frequency of 256 Hz and the

electrodes were placed according to the international 10-20

standard referenced at midline, of which 18 electrodes are

considered in this paper. Three experts independently

annotated the presence of seizures in the EEG data

resulting in 1379 seizures in total marked by the experts, of

which 889 (65 percent) were annotated by all three experts.

A minimum seizure duration of 10 s was defined as crite-

rion for annotating a seizure.

4.2 Determining the interval length w

The International Federation of Clinical Neurophysiology

assumes a minimum seizure duration of 5 s in case of

normal background EEG and 10 s in case of abnormal

background EEG [86]. The interval length w used in the

ML-based seizure detection literature varies from 5 and 10

s [69], 8 s [36] up to 32 s [87]. The choice of length

depends on both specific engineers’ requirements and

characteristics of the used data set, e.g. the background

EEG. Given the minimum seizure duration of 10 s

requested by the data set’s authors for annotating seizures

and the fact that most neonates have an abnormal

(a) (b) (c)

(d) (e) (f) (g)

(h)

Fig. 6 Operationalized interface: a computed power spectrum of the

subsequences displayed in tabular form, b electrodes’ raw EEG

signals arranged according to their position on the scalp, c generated

time-frequency maps per electrode, d 1D-CNN prediction, e visual

explanation for 1D-CNN, f visual explanation for 3D-CNN, g 3D-

CNN prediction, h electrode-wise explanation

Fig. 7 Placement of electrodes on the scalp according to the 10–20

international localization system. Fp = frontopolar, F = frontal, T =

temporal, C = central, O = occipital, P = parietal. Odd numbers = left

hemisphere, even numbers = right hemisphere
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background EEG, an interval length w of 15 s was chosen

in this work, as shown in Fig. 3 (left). This results in w ¼
15 subsequences of length 1 s. The annotations of each of

the three experts are given in seconds. Hence, an interval

I holds 45 annotations in total, three of which annotate one

of the 15 subsequences. We apply a majority vote for each

subsequence to receive a single final annotation.

4.3 Seizure detection results

The main focus of this work is to incorporate our expla-

nation module that visualizes feature contributions in all

EEG dimensions into an application-aware approach for a

hybrid seizure detection. Hence, for reasons of computa-

tional time, we decided to randomly select a subset of

neonates rather than processing the whole data set. In order

to consider neonates with both normal and abnormal EEG

background, e.g. asphyxia or cerebral infarction, the fol-

lowing 12 were included in this subset: No. 03, 04, 10, 19,

27, 28, 34, 38, 48, 50, 58, 66. Among these neonates, 6

show normal patterns only, while the remaining 6 repeat-

edly suffer from seizures. The first 55 min of any neonatal

EEG recording were extracted resulting in 2640 intervals

each lasting 15 s. We follow our approach that we

described in Sect. 3 to label the intervals. As a result, 2290

intervals are labelled as normal and 350 as seizures. Hence,

the class distribution is skewed, with the minority class

seizure covering 13.3% of the intervals.

We splitted the data set into a training set and a hold-out

set. For model training we applied k-fold cross validation

(k=10) using the training set. For each iteration the best

model hyperparameter values are choosen as per validation

loss and used to calculate the performance indicators based

on the hold-out set that is never shown to our classifiers

during training. The predictive performance of our models

depend substantially on the selection of appropriate

hyperparameter values. Therefore, we employed a grid

search for hyperparameter selection.

The training was performed on a NVIDIA Quadro RTX

6000 GPU. While the 1D-CNN was trained for 200 epochs

with a batch size of 64, the 3D-CNN was trained for 30

epochs with a batch size of 32. We used a learning rate of

1�3 for both models. After each fold, the models were

evaluated using the hold-out set, and the performance

indicators were arithmetically averaged. The performance

indicators of both models are shown in Table 4.

From the medical perspective, it is mandatory that

ground truth seizures do not remain unnoticed since

patients are dependent on immediate treatment. Hence,

high sensitivity is a desired goal in seizure detection. The

sensitivity value of the 1D-CNN and 3D-CNN is 86.00 and

82.57%, respectively. Moreover, a low false alarm rate (i.e.

high specificity) is desirable and is measured by the num-

ber of falsely detected seizures in a given period of time,

i.e. false positives (FP) per hour. The specificity value of

the 1D-CNN and 3D-CNN is 97.55 and 92.14%, respec-

tively. The precision determines how many of the intervals

classified as belonging to seizures are originally seizures.

The precision value of the 1D-CNN and 3D-CNN is 84.24

and 63.03%, respectively. Thus, the 3D-CNN misclassifies

ground truth normal intervals as seizures (FP) more fre-

quently than the 1D-CNN.

5 User study

We performed a user study to evaluate the usefulness of

XAI4EEG. Specifically, we aimed to study the effective-

ness of the proposed explanation module for validating the

model predictions. Since an evaluation of XAI4EEG with

the intended audience in NICUs is challenging, we fol-

lowed a human-grounded evaluation principle that is pro-

posed in [14] by recruiting laypersons instead of

application experts. This principle still maintains the core

of the target application while allowing a bigger sample

size and causing low expenses.

Under the medical malpractice law, a clinical decision-

maker faces liability for grave treatment outcomes when

he/she does not follow the standard of care, and (1) rejects

a correct algorithmic prediction or (2) follows an incorrect

algorithmic prediction [88]. Thus, it is indispensable to

understand the reasoning behind the predictions and to

ensure patient caretaking is further benefiting from

advances in ML. By transferring the increasing need for

validation to our problem setting, we aim to mimic a

medical workflow in seizure detection, where the study

participants were requested to complete a validation task

that we defined as follows:

• Validation task: Validate the model predictions consid-

ering raw and transformed EEG data and the visual

explanations.

Table 4 Performance indicators of our models. Values are based on

unseen hold-out set and are averaged over 10 folds

Performance-Ind. 1D-CNN 3D-CNN

mean (%) SD (%) mean (%) SD (%)

Balanced Accuracy 90.06 0.02 89.07 0.02

Sensitivity 82.57 0.04 86.00 0.05

Specificity 97.55 0.01 92.14 0.03

Precision 84.24 0.06 63.04 0.05
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The main goal of the user study is to study whether our

proposed explanation module is more advantageous than

the use of feature contribution plots implemented in the

SHAP package, in terms of time-efficiency and human

interpretability during the validation task. The authors of

[89] highlight the need to compare the performance of

various explanation schemata in the clinical context. We

argue that explanations with a high level of human inter-

pretability lead to reduced time for validating the predic-

tions, a fact that is substantial for neonatal seizure detection

where immediate treatment is essential. To that end, the

validation time was measured and defined as follows:

• Validation time: The time it took the participant to

complete the validation task.

Interpretability has a subjective nature and participants

may experience various levels of interpretability. Thus, the

validation task was followed by three 5-point Likert-scale

[90] questions measuring participants’ feedback about the

validation task. Participants used a clearly labeled bipolar

5-point Likert scale to rate their response to each of the

three questions, which correspond to three dimensions of

interest: (1) confidence, (2) trust and (3) interpretability.

The questions and response options appear in Table 5.

5.1 Participants

We recruited 28 participants where they were students and

graduates with no specific knowledge of ML, EEG or

neonatal seizures. The age of the participants ranged from

21 to 33 (�x ¼ 25:21, r ¼ 2:61). The group was composed

of 8 women and 20 men. Note that these participants are

laypersons in the subject of neonatal seizures. All partici-

pants used the tool for the first time and had never worked

with the data set before. Prior to the user study, we

described the underlying problem setting of this work to

the participants, and then we demonstrated the basic

components of XAI4EEG.

5.2 User study design

The study was subdivided into two A-B test setups: S1 and

S2. The participants were randomly assigned to S1 and S2

resulting in a sample size of N = 14 for a paired test,

respectively. S1 was set to research whether our proposed

explanation module leads to substantially lower validation

time compared to the use of feature contributions plots

implemented in the SHAP package. Hypothesis H1 was

formulated and two concrete tasks as modifications of the

defined validation task were specified (see Table 6, top).

In T11, for Detector1D the SHAP force plot [91] (im-

plemented in SHAP DeepExplainer) is chosen to represent

the feature contributions contained in SHAP1D. Since this

plot expects to process a tensor with one row, but SHAP1D

is a tensor with dimensions ½15 � 54�, we transposed

SHAP1D to a tensor with dimensions ½1 � 54� by selecting

the maximum SHAP value of each electrodes’ frequency

bands over the temporal dimension to allow for the visu-

alization of feature contributions with the force plot. We

refer to this as ForcePlot1D. Furthermore, the electrode-

wise explanation is disabled. For Detector3D we chose the

SHAP image plot implemented in SHAP Gradi-

entExplainer highlighting image pixels with either blue or

red, and refer to this plot as ImagePlot3D.

S2 evaluates the usefulness of the hybrid characteristic

of XAI4EEG resulting from interacting with Detector1D

and Detector3D. In particular, we want to investigate

whether the hybrid characteristic lead to a substantially

lower validation time compared to interacting with only

one of the two proposed explainable seizure detection

methods. Therefore, hypothesis H2 was formulated and

two concrete tasks were formulated (see Table 6, bottom).

In T21, only Detector1D is provided to the participants,

while Detector3D is disabled.

We randomly selected 20 intervals as data for our user

study, considering balanced class distribution. While 10 of

these were shown in T11 and T21, the remaining 10 were

presented in T12 and T22, respectively. To emulate the fact

that clinical diagnosis is done – more often than not – under

time pressure, we introduce a time constraint of 30 s for

completing the tasks. After each task, the participants were

asked to complete the aforementioned questionnaire with

5-point Likert scales (see Table 5).

5.3 User study results

The results obtained in the user study are statistically

evaluated in this section.

Validation time evaluation Each of the 28 participants –

assigned to S1 or S2 – works on two tasks, each encom-

passing 10 intervals. Since the participants were asked to

Table 5 Questions on user self-assessment

Question Text Answer Options

[1...5]

Q1: How confident did you feel in validating

the predictions?

very insecure ...very

confident

Q2: How much do you trust the predictions

of the models?

very little ...very

much

Q3: How do you perceive the interpretability

of the visual explanations?

very low ...very high
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measure the above validation time, each participant records

a set of 10 timestamps per task, one for each of 1. . .10

intervals. We refer to this set of 10 timestamps as times-

tamps-set. Thereafter, we calculate the mean of each

timestamps-set and refer to this as timestamps-set-mean.

Hence, in each of the four tasks we receive 14 timestamps-

set-mean values, one for each of the 14 participants. Note

that although the validation times we obtained from the

participants can be evaluated quantitatively, it bases on the

subjective assessment whether and when the predictions

were successfully validated.

Before applying a one-sided paired t-test [92], we

checked the difference of pairs to approximately follow a

normal distribution by means of Shapiro-Wilk normality

test [93]. We did not find extreme outliers in the difference

of pairs. Both hypotheses are tested with a significance

level of a ¼ 0:05 with Bessel’s correction. In S1, the

resulting critical value is cH1 ¼ 1:55, while the observed

difference between both tasks is j�xT2H1
� �xT1H1

j ¼ 11:01,

where all values are given in seconds. We reject H1Null

with p-value \0:001, i.e. the proposed visual explanations

were found to lead to a substantially lower validation time.

In S2, the resulting critical value is cH2 ¼ 2:42, while the

observed difference between both tasks is

j�xT2H2
� �xT1H2

j ¼ 1:94, where all values are given in sec-

onds. We accept H2Null, i.e. the hybrid characteristics was

not found to lead to a substantially lower validation time.

Questionnaire evaluation The Likert scale answers for

S1 are visualized in Fig. 8. Users’ self-assessment on the

perceived confidence (Q1) reveals that the majority of the

users felt insecure completing T11 (ForcePlot1D and

ImagePlot1D). In contrast, when validating the predictions

supported by the explanation module (T12) the users

mainly stated that they felt confident and none of them has

felt insecure. In addition, the explanation module has

positively impacted the level to which the users trust the

predictions. In T12 the majority reported to trust the pre-

dictions ‘‘much’’, while in T11 merely one user stated this

feeling. In regard to the third dimension of our interest, in

T12 the majority of the users perceived the interpretability

as ‘‘very high’’. By contrast, in T11 the majority experi-

enced the interpretability as ‘‘low’’ or rather ‘‘middle’’.

Only 3 users found the interpretability of ForcePlot1D and

ImagePlot1D ‘‘high’’.

The answers for S2 are shown in Fig. 9. During T22

supported by Detector1D and Detector3D the number of

users that felt ‘‘confident’’ increased by half compared to

T21 (Detector1D only). The trust in the model predictions

the users experienced has increased in T22. The number of

users who reported to perceive ‘‘much’’ and ‘‘very much’’

trust has doubled. Yet, one user stated to have little trust.

The perceived interpretability of the explanations could not

be increased in T22. While in T21 only one user stated to

perceive ‘‘low’’ interpretability, in T22 two did. One user

even stated to have experienced very low interpretability in

T22.

6 Discussion

In this section, we will assess the performance indicators of

the proposed deep learning models and discuss the out-

comes of the user study.

Table 6 Hypotheses and tasks performed in the user study

Setup 1

H1Null With the proposed explanation module the validation

time is not substantially lower than with ForcePlot1D

and ImagePlot3D.

H1Alternative ... is substantially lower.

T11 Complete the validation task with ForcePlot1D and

ImagePlot3D.

T12 Complete the validation task with the proposed

explanation module.

Setup 2

H2Null With both explainable seizure detection methods, the

validation time is not substantially lower than with

Detector1D only.

H2Alternative ... is substantially lower.

T21 Complete the validation task with Detector1D

T22 Complete the validation task with both explainable

seizure detection methods.

Fig. 8 Visualization of the Likert scale data that we obtained from the

users in S1. The subjective impressions on confidence (Q1), trust (Q2),

and interpretability (Q3) the users perceived interacting with

ForcePlot1D and ImagePlot3D (T11), and with the proposed explana-

tion module (T12) are faced
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When comparing the performance of both models, the

almost three times higher false alarm rate of the 3D-CNN

strikes as compared to the 1D-CNN. This may be due the

fact that we did not remove artifacts from the neonatal

EEG recordings. The authors of [94] notice a significant

decrease in false alarms when artifacts are removed from

neonatal EEG, since artifacts show similar characteristics

as seizures. However, this does not impair the fundamental

concept of XAI4EEG, i.e. the novel mapping of SHAP

values to the explanation module.

The authors of [95, 96] highlight the ambiguity of

experienced experts in visual inspection of multi-channel

EEG for neonatal seizure detection. Our experiments do

confirm that the two learning methods returned disagreeing

explanation patterns in several instances (i.e. intervals).

Our explanation module cannot eliminate the disagreement

but highlights it for inspection by the medical expert. This

constitutes an advantage of a hybrid detection incorporat-

ing an identical visual explanation schema where one

learning module may miss to capture and therefore to

present decision-relevant factors, while the other learning

module does and therefore augments the explanation. In

addition, this constitutes a way for evaluating an explana-

tion [97]. The extent to which this has an impact on users

when validating the algorithmic predictions must be

investigated in future work.

In the first (S1) of the two setups of our user study, we

studied the effectiveness of our explanation module as

compared to SHAP force plot and SHAP image plot. To

this end, the authors of [89] underline the usefulness of

assessing how various explanation schemata impact clini-

cal-decision makers. The explanation module is specific to

neonatal seizures, since the integrated band-pass filter

retains a frequency band of 0.5 Hz ...12.5 Hz where

neonatal seizures primarily emerge. To be remarked, the

explanation module used to visualize the SHAP values can,

however, be transferred to any interval lengths and higher

frequency bands without loss of generality.

Moreover, we argue that our proposed novel mapping of

SHAP values to the explanation module permits general-

ization to other problem domains, especially promising

where information is comprised in time and frequency.

Besides EEG data, this could be the analysis of electro-

cardiogram (ECG) signals, e.g. for the detection of left

ventricular hypertrophy [98]. Beyond the medical domain,

another target domain could be ML-enabled predictive

maintenance in automotive applications, e.g. the detection

of engine [99] and gearbox [100] faults from vibration

signals. In that context, the authors of [101] have already

highlighted the need for interpretability.

Since our preprocessing and feature extraction steps

maintain spectral, spatial, and temporal dimensions of the

EEG signal, we do not ignore the fact of multi-channel

signal processing [68] and can therefore incorporate feature

contributions from all dimensions into our explanation

module. Hence, from the medical perspective, our pro-

posed novel mapping of SHAP values enables an analysis

of decision-relevant electrodes (spatial dimensions), fre-

quency bands (spectral dimensions) and subsequences

(temporal dimensions).

As a final remark, the concept of XAI4EEG constitutes a

prototype that has to be further customized, improved and

validated before an implementation into established med-

ical workflows and routines is feasible [53].

7 Conclusion

In this work, we introduced XAI4EEG: an application-

aware approach for an explainable and hybrid deep learn-

ing-based detection of seizures in multivariate EEG time

series. In XAI4EEG, we combined deep learning models

and domain knowledge on seizure detection, namely

(a) frequency bands, (b) location of EEG leads and

(c) temporal characteristics. From the technical perspec-

tive, XAI4EEG encompasses EEG data preparation, two

deep learning models, and the proposed explanation mod-

ule. Intuitive post-hoc explainability arises from a novel

flow of patterns that maps the feature contributions to the

explanation module that are obtained by two SHAP

explainers, each explaining the predictions of one of the

models. As a result, the generated visual explanations

leverage an identification of decision-relevant regions in

Fig. 9 Visualization of the Likert scale data that we obtained from the

users in S2. The subjective impressions on confidence (Q1), trust (Q2),

and interpretability (Q3) the users perceived interacting with Detec-
tor1D (T21), and with both explainable seizure detection approaches

(T22) are faced
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the (a) spectral, (b) spatial and (c) temporal EEG dimen-

sions that are all crucial for seizure detection. From the

medical perspective, XAI4EEG promotes clinical experts

and decision-makers in validating the algorithmic predic-

tions by providing a full-fledged explanation, before a final

clinical decision must be met.

In an initial user study, we reported on the effectiveness

of the explanation module and show that it leads to a

substantially lower time for validating the predictions

compared to selected feature contribution plots imple-

mented in the SHAP package. Furthermore, the explana-

tion module leads to increased interpretability, trust in

predictions, and confidence in validation. Although inter-

acting with both proposed explainable seizure detection

methods in XAI4EEG did not result in a significant

decrease of validation time, users stated to feel more

confident and experienced an increase in trust. Moreover,

while a single detection method may fail to capture deci-

sion-relevant factors in some instances, a further method

could do so, thus augmenting the explanation.

7.1 Limitations and future work

We did not use the entire data set instead we selected a

subset of neonatal recordings, and did not remove signal

artifacts. This may have affected our classifiers’ perfor-

mance. While our explanation module can, however, be

incorporated into other EEG-related problem domains, the

proposed novel mapping of SHAP values cannot. Although

the underlying idea remains the same, it is specific to the

used data set, the data preparation steps, the classifier, and

the explainer. In our user study, the set of volunteers was

small, gender distribution was uneven, all participants were

younger than a typical medical expert and had no medical

expertise. Thus, our experimental findings cannot be gen-

eralized towards usability of the method by medical

experts. We rather see this evaluation as preliminary,

before recruiting medical experts for interaction with

XAI4EEG.

Future work could be user studies with medical experts/

staff, to verify the usefulness of XAI4EEG for clinical

decision making. This would also allow to examine the

clinical importance of the observed decreased validation

time. Moreover, one could study the global feature con-

tributions of our learning modules. Evaluating to what

extent XAI4EEG is suited to fit medical education [57], i.e.

for prospective medical experts in NICUs, is also a point to

be addressed in future work. Furthermore, there is scope to

improve the performance of our seizure detection methods,

e.g. by processing the whole data set.
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