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Abstract
Reinforcement learning is a promising approach for manufacturing processes. Process knowledge can be gained auto-

matically, and autonomous tuning of control is possible. However, the use of reinforcement learning in a production

environment imposes specific requirements that must be met for a successful application. This article defines those

requirements and evaluates three reinforcement learning methods to explore their applicability. The results show that

convolutional neural networks are computationally heavy and violate the real-time execution requirements. A new

architecture is presented and validated that allows using GPU-based hardware acceleration while meeting the real-time

execution requirements.

Keywords Reinforcement learning � PLC � Real-time � Industrial control � Manufacturing � GPU

1 Introduction

Reinforcement learning is a promising approach for man-

ufacturing processes. Process knowledge can be gained

automatically, and autonomous tuning of control is possi-

ble. These advantages can be used for complex nonlinear,

time-variant or highly dynamic processes where a complex

control program is needed. Typical industrial fields are, for

example, welding, milling, and finishing.

Nowadays, the parameters of the control program are

still optimized manually or an inaccurate model of the

process is used. The development of such control programs

is a time-consuming activity that requires expert knowl-

edge. Likewise, even small changes to the production

process can make repeated optimization necessary, again

involving a great deal of time and effort.

To increase productivity, there is a need for approaches

that can automatically create and optimize control pro-

grams. Therefore, reinforcement learning is evolving as a

new research field to overcome manual work by applying

autonomous black-box optimization.

Different approaches exist for enabling the use of rein-

forcement learning for manufacturing processes. However,

to apply to industrial control hardware in a real manufac-

turing environment, they must apply the three following

criteria. First, the learning approach must be efficient,

meaning that the number of required experiments must be

low. Each experiment is time- and material-consuming;

therefore, the economically feasible amount of experiments

is limited. Second, the learning approach must be able to

cope with nonlinear models. Since the learning methods are

applied to real industrial processes, the underlying models

must be nonlinear to properly account for mechanical

effects like friction, elastic materials, or gear backlash.

External influences like temperature or humidity also have

nonlinear effects and must be accounted for properly.

Third, the resulting control programs trained by rein-

forcement learning methods must fulfill real-time (RT)

constraints to run on industrial control hardware.

This article evaluates those requirements and is struc-

tured as follows. In Sect. 2, the required terminology for

RT systems and reinforcement learning is introduced and

they are mapped to the context of manufacturing processes.

In Sect. 3, the related work is presented that shows how

reinforcement learning is currently used in the
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manufacturing industry. Furthermore, it is shown that

deficits exist in terms of applicability of reinforcement

learning on control hardware. In Sect. 4, three different

reinforcement learning methods are evaluated to explore

the space of requirements in the manufacturing domain.

First, the NEAT algorithm is tested, which is suitable for

low-dimensional problems and requires no prior knowl-

edge but a large number of experiments. Second, an

algorithm using Bayesian optimization (BO) with Gaussian

processes (GP) is tested, which is also suitable for low-

dimensional problems and requires only a small number of

experiments but also requires prior knowledge of the pro-

cess. Third, a convolutional neural network (CNN) is

analyzed, which is suitable for high-dimensional problems.

The results show that CNNs are computationally heavy and

violate the RT execution requirements when applied on

commercial off the shelf control hardware. Therefore, in

Sect. 5 a new hardware architecture is presented that

allows using hardware acceleration while meeting the RT

execution requirements. The proposed architecture is val-

idated in Sect. 6 by executing CNNs on a GPU and mea-

suring the RT behavior. This novel architecture allows to

run computational heavy neural networks, like CNNs, on

industrial control hardware with hardware acceleration

under RT constraints, and therefore enables the application

on complex manufacturing processes, like welding.

2 Background

This section gives a brief definition of reinforcement

learning and its requirements in the context of manufac-

turing. Therefore, RT is introduced in the context of pro-

grammable logic controllers (PLCs). Thereupon, the GPU

as a common hardware acceleration method is introduced.

A definition of neural networks is given, and their use as

agents trained by reinforcement learning is described. The

section ends with an architecture for reinforcement learn-

ing in PLCs.

2.1 Real-time systems

For understanding RT in the context of manufacturing, a

brief introduction into the basics of RT systems is given

according to Kopetz [32]. An RT system produces a result

within strict temporal requirements. Therefore, the cor-

rectness of a result depends both on the logical correctness

and on the correct time of delivery. The parameters latency

s and jitter J are used to describe temporal requirements.

The latency is the time between the rise of an event and the

rise of the related result. Due to inaccuracies like noise, the

latency varies. The difference between the maximum and

minimum value of the latency is the jitter.

2.2 Programmable logic controller

A PLC is a standardized and often used embedded system

for controlling machines and processes in manufacturing.

The functionality can be described from a system theoret-

ical perspective. A system consists of inputs, outputs, and

functions that describe the relationship between inputs and

outputs. In manufacturing, a system can be a machine or a

process, the inputs are sensors, the outputs are actuators

and the functions are the control program in the PLC [28].

In manufacturing, many processes need strict RT con-

straints to guarantee the correct behavior of the process and

to prevent damage of a workpiece or harming of the user.

Thus, a PLC has RT constraints with typical latencies

between 1 ms and 100 ms [50].

2.3 GPU

A GPU is hardware that consists of many individual pro-

cessing units. Due to this hardware structure, the GPU can

process many operations in parallel. Therefore, computa-

tions can be accelerated if they are parallelizable. Origi-

nally, GPUs were designed to accelerate graphics

computations. Nowadays, GPUs and their programming

are opened to many different kinds of computations like

linear algebra and image processing. Two types of GPUs

can be distinguished: on-board and dedicated. An on-board

GPU resides on the same hardware board as the CPU and

often shares the same memory. A dedicated GPU is con-

nected via Peripheral Component Interconnect Express

(PCIe) bus and has its own memory [47].

As the hardware design of a GPU differs from a central

processing unit (CPU), a special compiler is needed which

creates an executable program for a GPU. Furthermore, a

GPU cannot run standalone but requires a CPU that off-

loads work. Therefore, tight coupling between the two

types of processors is needed. To enable fast and easy

development of GPU applications, several development

kits exist like OpenCL,1 Vulkan2, OpenGL3, and CUDA.4

They provide a high-level interface for the CPU-GPU

communication and a special compiler which can compile

CPU and GPU code simultaneously.

2.4 Reinforcement learning

In reinforcement learning, a learning method in the

machine learning complex, agents are developed and

enhanced for a decision-making problem through

1 https://www.khronos.org/opencl/.
2 https://www.khronos.org/vulkan/.
3 https://www.khronos.org/opengl/.
4 https://developer.nvidia.com/cuda-zone.
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rewarding. Hereby, the agent is an autonomous program

interacting with the environment, aiming to maximize the

final reward Rðr1:TÞ by taking the optimal action at
regarding the current environmental state st [62]. The

relation between agent, environment, and the state-action-

reward principle is shown in Fig. 1a.

The relation between state, action, and reward is for-

mulated as a finite, discrete-time Markov decision process

(MDP) as described by Watkins [67], where decision

making is modeled as a stochastic process. This stochastic

process possesses the Markov property, defined as the

conditional independence of a future state s0 regarding all

previous states si\t and actions ai\t. Consequential a state

transition only depends on the current state st and action at
with the conditional probability

Pðs0js; aÞ ¼ Pðstþ1 ¼ s0jst ¼ s; at ¼ aÞ ð1Þ

of the state transition ðs ! s0Þ, with the respective reward

r ¼ Rðs; s0Þ [16, p. 9-20], [62, p. 48] as shown in Fig. 1b.

Concluding, the objective of reinforcement learning is to

find an agent’s policy pðajsÞ which maximizes the cumu-

lative future reward by choosing the optimal action for

every given state. The iterative search for an optimal policy

is based on the policy and cumulative reward of one or

many past agents. The upgrade of an agent with an

improved policy is commonly performed after a full exe-

cution of an agent, i.e., the cumulative reward of the pre-

vious policy is calculated.

2.5 Neural networks

To approximate a nonlinear system model, a neural net-

work links single neurons to a layered network. In the

following, a generalized introduction to feedforward neural

networks is presented based on Duda et al. [14].

In a feedforward neural network, three types of neurons

are present. The input layer consists of linear input neu-

rons, which receive the input and normalize it if necessary.

Following are one or many hidden layers consisting of

nonlinear hidden neurons. A hidden neuron is composed of

a linear net activation u ¼ netðx; xÞ with the weight vector

x and the vector of inputs x and the nonlinear activation

function /ð�Þ forming the neuron’s output z ¼ /ðuÞ. The
final layer provides the output of the neural network. If the

neural network is fully connected, i.e., all neurons of a

layer are connected with each neuron in the subsequent

layer, we define the NN as a multilayer perceptron (MLP).

This common definition does not satisfy the strict definition

of a perceptron, which uses a threshold activation function

for binary classification [54].

2.6 Convolutional neural networks

Since MLPs, as introduced in Sect. 2.5, are using one-di-

mensional arrays as inputs, they cannot recognize features

spreading over multiple spatial dimensions [33]. Further-

more, MLPs are not translation invariant, i.e., the move-

ment of an object through the picture is critical and the

MLP needs to be trained for every possible object position.

Thus, a major challenge in camera-based object detection

is the treatment of correlation between neighboring pixels

in multiple spatial dimensions, forming important features

like edges of an object. This problem is addressed by the

CNN [33]. Contrary to MLPs, the CNN can process mul-

tidimensional tensors as input. For that, the first layers in a

CNN consist of convolutional neurons, each filtering areas

of inputs by convolving with a kernel function. Thus, the

raw image input is transformed into a multidimensional

feature map, which is processed in an activation function to

determine the presence of a feature in a certain pixel. Since

common CNNs use padding for convolving the edges of an

image, the image resolution is preserved. Therefore,

pooling layers are commonly scattered between convolu-

tional layers to decrease complexity and computation time

[20]. After the last convolutional layer, multiple layers of

fully connected perceptrons are used for object classifica-

tion. If CNNs are used for object detection, bounding boxes

are set around the detected objects. A comprehensive

variety of algorithms for scaling and positioning of

bounding boxes exists [20].

CNNs are commonly pretrained on large datasets and

distributed through libraries or model-files. When applying

a pretrained CNN on a specialized environment, additional

training is necessary to enable object classification and

detection for new classes of objects [20].

2.7 Architecture for reinforcement learning
in manufacturing processes

In order to apply reinforcement learning in manufacturing

processes with RT constraints, Schmidt et al. [55] present

an architecture for reinforcement learning on an industrial

controller using non-real-time (NRT) training and RT

agents. Therefore, four modules are introduced as shown in

Fig. 2. In summary, those four components are:

– Learning Framework containing the learning algorithm

and agent training. Common frameworks can be used

for learning, like Tensorflow, SciKit Learn, PyTorch.

– Agent Exchange converting raw agents of the Learning

Framework to deterministic IEC-61131 [26] compliant

code, which is executable on PLCs.
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– PLC controlling the actuators of an attached process.

The converted agent is executed in the PLC similar to

other IEC-61131 conform Function Blocks (FB) [26].

– Process to be controlled by reinforcement learning.

Since policy search and generation of new agents in a

reinforcement learning framework are non-deterministic,

the Learning Framework is executed in a NRT environ-

ment. To execute the agent in the RT PLC, the Agent

Exchange bridges between the NRT- and RT-environment

by using an RT communication channel to the PLC. A

comprehensive introduction to the architecture’s properties

is found in [55].

3 Related work

This section shows how reinforcement learning is currently

used in the manufacturing industry and clarifies the deficits

existing in terms of the application of reinforcement

learning on control hardware. Building upon, approaches

for using GPUs in RT computations and integrating GPUs

in control hardware are shown.

3.1 Reinforcement learning in manufacturing
processes

Reinforcement learning is used in manufacturing processes

that are hard to control or insufficiently describable. To

implement reinforcement learning for controlling manu-

facturing processes, three different approaches are descri-

bed in the related work. Those approaches are discussed

below and compared in Table 1 regarding their suitability

in manufacturing processes.

In the first approach (Sim-to-Real), learning is carried

out in a simulation prior to the commissioning of the

manufacturing process. After the completion of the learn-

ing phase, the resulting agent is manually transferred to the

real controller. The advantage of this approach is the

scalable and resource-efficient learning phase since no real

industrial components are used. If the real system is

modeled with sufficient accuracy, the agents learned in the

simulation achieve good results in the real controller, as

shown in [29] and [17, p. 295]. However, for dynamic

industrial systems with multiple nonlinearities like Stribeck

effects, sensor noise, adhesive friction, or vibration, there

often is insufficient system knowledge to create an accurate

model, as shown in [13].

In the second approach (supervisory task), learning is

carried out directly in the real environment, but the agent’s

actions are limited to supervisory tasks outside of the

control’s RT environment. The interaction between agent

and control is mostly realized via NRT-Communication. A

common task for this approach is creating a sparsely

sampled trajectory, where fine sampling is done separately

in the RT-control [41, 57]. If RT is not crucial, this

approach can also be used to directly control the actuators

of a process, as shown in [35] and [27] for robots. Those

works illustrate the capabilities of reinforcement learning

in NRT robot control, which can be transferred to RT

processes using the proposed architecture in this work.

In the third approach (control task), learning is carried

out directly in the real environment as in the second

approach, but the agent is capable of RT execution. Thus,

usage of the agent in the RT control is enabled and the

agent can directly control the process. For PLC applica-

tions, a proprietary machine-learning module is presented

by Siemens and discussed in [60]. This module is designed

for deep reinforcement learning but lacks computational

power to enable PLC-RT inference of deep neural net-

works and is non-standardized. Equally, the architecture

presented in [55] is limited to computationally non-com-

plex reinforcement learning agents like shallow neural

networks. Both works are limited to the experimental proof

of concept of an architecture for reinforcement learning

without providing a discussion on the suitability of

(a) (b)

Fig. 1 Schematics of reinforcement learning based on [62, p. 38]

Fig. 2 Architecture for reinforcement learning on an industrial

controller
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different reinforcement learning methods for manufactur-

ing processes. This discussion is provided in 4. Contrary to

PLC control, the third approach is widely discussed for

robot control with the robot operating system (ROS), since

the second version enables RT-control components to be

created by the user. Furthermore, deep reinforcement

learning is already applied in robot control, as shown in a

survey by Arulkumaran et al. [5].

The related work using this approach demonstrates the

capabilities of agent-based control using camera input to

directly control the robot’s actuators, but discussions about

RT constraints are limited to inference times [42, 49].

Thus, those works cannot be transferred directly to RT-

critical manufacturing tasks, where RT execution needs to

be investigated. Another problem arising in the latter work

is the need of hardware acceleration to achieve faster

inference times for deep reinforcement learning with

CNNs. Therefore, Morrison et al. [42] use a GPU for CNN

inference, which can be transferred to RT manufacturing

processes if enabling RT inference on a GPU. As a first

step to achieving RT inference on GPUs, the RT-capability

of GPUs needs to be discussed.

3.2 Real-time capability of GPUs

Accelerating complex computations with specialized

hardware such as field-programmable gate arrays (FPGA),

GPUs, or digital signal processors (DSP) is a common

approach. Thereby, the GPUs are the easiest to use and the

least development effort is needed [10]. Accelerating

computations with GPUs is common and examples are

given below. However, using a GPU acceleration in RT

systems is a current field of research since GPUs are not

specifically designed to comply with RT constraints.

When designing RT systems, a fundamental under-

standing of the system is necessary to guarantee pre-

dictable timings but GPUs are proprietary and the internals

are not well documented. Therefore, no information on

scheduling and memory access is available and the

behavior can change without notice [43, 69].

To guarantee a predictable timing behavior, memory,

driver, and scheduling must be considered. Several works

exist with different approaches. In the following, an over-

view of these approaches is presented.

Considering memory is important if the CPU and GPU

share a common memory. Exhaustive use of memory by

either the CPU or GPU must be prevented, so that the

memory access times are not badly influenced on the

counterpart. Works like [1, 9] present mechanisms to reg-

ulate the memory usage and therefore guarantee memory

timings. Since our tests are executed on a dedicated GPU,

we do not need to consider memory.

The driver with the device interrupt handling is only

mentioned in [15, 31, 56] where the authors present con-

cepts to enable RT by modifying the driver. All other

works do not consider the driver. Since modifying the

driver is more complex and must be continuously devel-

oped for each GPU generation, we do not consider the

driver approach.

Three types of scheduling approaches can be identified.

The first approach is a customized driver with an RT

scheduling [31, 56]. The second approach is called per-

sistent thread style and uses scheduling on the application

level by creating a persistent thread on the GPU. Inside of

the persistent thread, a customized RT scheduling is

implemented [11, 21, 36, 68]. Due to the lack of infor-

mation on the GPU internals, there is research to reverse

engineer the detailed behavior of GPUs [3, 48]. Based on

this information, the third approach implements an RT

scheduling by using only the available features like prior-

ities of streams and preemption of the development kit.

Table 1 Comparison of reinforcement learning approaches in manu-

facturing processes

Sim-to-
Real

Supervisory
Task

Control
Task

Efficient
learning

Effectiveness
on nonlinear
models

Usable for RT
PLC-Control

Legend: = fulfilled . . . = not fulfilled

Table 2 Real-time scheduling approaches for GPUs

Adapted
driver

Persistent
thread

Available
features

Multiple GPU
applications

Library use

Low develop-
ment effort

Legend: = fulfilled . . . = not fulfilled
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Especially in the last years, more useful features for RT

scheduling were introduced in the GPU architecture and

development kits [19, 22, 34, 64, 65].

These scheduling approaches are compared in Table 2,

and the criteria are explained in the following. When

starting multiple applications using the same GPU, the

driver approach may guarantee the required timings when

all applications are considered in the RT scheduling. When

using the persistent thread approach, the timings of the

applications developed with the persistent thread style can

always guarantee timing requirements, even if other NRT

applications are executed. With the approach based on the

development kit feature, time guarantees can only be given

if all applications use the right settings.

Distincting the different scheduling approaches is

important if using pre-built libraries. When developing

algorithms for GPUs, high effort is required to gain good

performance. Therefore, pre-built libraries exist like

Cublass5 for linear algebra or TensorRT6 for neuronal

network inference with high performance. These libraries

are closed source. Therefore, the influence on the kernels

and scheduling is limited to some features of the GPU

development kits and the driver. Implementing the persis-

tent thread style is not possible. Thus, RT guarantees can

only be made when limiting access to the GPU. Works like

[51] use pre-built libraries and analyze the execution time

of the GPU application but do not mention any details

about the RT-capability of the whole system.

Besides the works focusing on the RT behavior of the

GPU, many works can be found which analyze GPUs as

acceleration for time-critical workloads in autonomous

driving, vision, and robotics like [12, 24, 43, 46, 51, 66].

These works focus on the execution time of the accelerated

workload. There is no consideration of the RT-capability of

the whole CPU-GPU system. If measurements are made,

no pre-conditions are mentioned, in which the measured

timings can be achieved. Only in [63] a detailed view on

the system and measurement is given, but the paper con-

siders a heterogeneous CPU-GPU scheduling to reduce the

overall execution time in ROS. Measurements show

3000 ms for the execution of the GPU application, which

exceeds the target time of 4 ms in Sect. 2.7.

In conclusion, it can be said that many approaches were

presented in the last decade to overcome the unavailable

RT-capability and the lack of information on GPU inter-

nals. Therefore, the integration of GPUs into RT systems is

possible. Nevertheless, works focusing on the application

of GPUs mostly do not consider the whole system of GPU

and CPU but only show the acceleration of workloads.

3.3 GPU integration into a PLC

In the previous section, the RT-capability of GPUs is

analyzed and shows possible approaches, but the integra-

tion into PLCs is not shown. To the best of our knowledge,

no works can be found integrating a GPU into the RT part

of a PLC. Only two works can be found, dealing with the

integration of GPUs into control in general.

Maceina et al. [39] analyze the applicability of GPUs in

RT control of fusion research. They use the multithreaded

application real-time executor (MARTe) framework which

provides a development framework for RT applications on

different RT operating systems. They show matrix com-

putation in 2.7 ms and jitter of 50 ls whereby the GPU is

used exclusively. Furthermore, they analyze vision-based

computations with a Sobel filter and measure time below

1 ms. Therefore, they present measurements in the lower

millisecond range for a whole CPU-GPU RT system, but

they give no details on the connection to the controller.

Bamakhrama et al. [6] use a co-simulation for the waver

production to predict and mitigate temperature influences.

The demand for computing resources is high. Different

techniques are used to gain the required timings. The paper

is targeting 70 ms and lower for big matrix multiplication

requiring high bandwidth between CPU and GPU. There

are no details about the connection to the control system.

Instead, only the computational aspects of offloading the

matrix multiplication to the GPU are considered.

In summary, the following insights can be gained in the

related work chapter. For manufacturing processes, three

approaches of reinforcement learning are developed;

however, no work applied reinforcement learning for a

nonlinear control process where the agent is executed in the

RT environment of a PLC. This is partially due to the

computational limitations of the PLC, which can be over-

come by integrating GPUs into the RT part of PLCs. Since

no work can be found, we analyze the applicability of the

RT approaches for GPUs on PLCs in Sect. 5.3. Therefore

the following chapter introduces three methods of rein-

forcement learning and investigates their applicability on a

testbed (see Sect. 4.1) with industrial RT criteria.

4 Evaluation of reinforcement learning
methods on industrial hardware

In the heterogeneous landscape of manufacturing pro-

cesses, multiple process properties need to be considered to

find a well-suited reinforcement learning method. There-

fore, this section discusses three methods of reinforcement

learning aiming to provide a survey suitable for a broad

spectrum of manufacturing processes. Firstly, the5 https://developer.nvidia.com/cublas.
6 https://developer.nvidia.com/tensorrt.
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reinforcement learning algorithm NEAT is introduced.

NEAT enables policy search without prior system knowl-

edge. The respective NEAT agent performs well on a PLC.

Secondly, the optimization algorithm BO is introduced and

tested on the testbed. Contrary to NEAT, BO requires prior

system knowledge but thereby achieves shorter learning

times. Concluding the section of BO is a discussion on

model-based and model-free reinforcement learning algo-

rithms for different industrial applications. Thirdly, CNNs

are introduced, which are suitable as agents for deep

reinforcement learning methods with a high number of

inputs or outputs. Because of the complexity of CNNs, RT

constraints cannot be met using commercial off-the-shelf

hardware. Thus, a new architecture with hardware accel-

eration is proposed in Sect. 5 for RT CNN inference.

4.1 Testbed

To validate the architecture and its enhancements, a testbed

has been introduced in [55]. This testbed needs to fulfill

three criteria to be suitable for validation of reinforcement

learning approaches:

1. Complex nonlinear system model to validate the

architecture for manufacturing processes which are

hard to simulate.

2. Fast and autonomous restart of the experiment to

enable reinforcement learning with a large number of

iterations.

3. Intuitive setup to grasp the challenge of control design

in the model.

A testbed fulfilling all three requirements is found in the

ball game shown in Fig. 3a. Originally designed for chil-

dren and persons with motor disorders, the game’s objec-

tive is to move a steel ball uphill by actuating two metal

rods, which are installed with a gradient. Since the move-

ment of the ball depends on a complex nonlinear friction

model between the ball and rods, this game is hard to

simulate. The game is automated for validation of rein-

forcement learning using industrial components as shown

in Fig. 3b. The cycle time for the RT PLC controlling the

drives for rod positioning is set to 4 ms. To repeat the

experiment autonomously, an actuated screw lift is

installed, which moves the steel ball to the initial position

on the rods. The reward of an agent is defined as the dis-

tance between the initial position on the lower end of the

rods and the position where the ball falls through the rods.

This distance is measured by two industrial laser sensors.

4.2 NEAT

In industrial applications without sufficient knowledge

about the system behavior, reinforcement learning methods

are suitable which independently develop an optimized

strategy regarding the maximum cumulative reward [45].

One challenge is to limit the strategy space P without

preventing complex system models. Agents that are based

on a neural network are suitable for this, since adding more

hidden neurons will scale the model’s complexity. Adding

hidden neurons is dependent on the algorithm, and one

prominent approach is to iteratively enlarge the neuronal

network by evolution as in the NEAT algorithm [61]. In

this approach, agents with an NN as phenotype are gen-

erated in generations, whereby the best agents are selected

for reproduction. The corresponding genotypes are then

recombined for the next generation to transfer the strong

genes of the parent agents to the child agent. The resulting

optimized neural networks are enlarged by random muta-

tion, resulting in more complex system models as the

generation increases.

NEAT is successfully tested in our prior work using the

proposed architecture in Fig. 2 [55]. Using the automated

ball game, NEAT is capable of evolving a policy that

proactively uses the nonlinear friction of the rods to propel

the steel ball toward the upper end, thus maximizing the

reward. The resulting reward per generation is shown in

Fig. 4 with a total of 6750 agents used in 45 generations. In

the first generations, a comparatively steep learning process

is apparent, which is due to the randomized initialization of

the primal population. Furthermore, the exploitation of a

local optimum toward the end can be recognized by the

Fig. 3 Testbed for reinforcement learning methods

Fig. 4 Rewards for each generation of NEAT
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narrowing of the distribution, i.e., the gap between maxi-

mum, standard deviation, and mean.

4.3 Bayesian optimization with Gaussian
processes

Since the NEAT algorithm requires a large number of

evaluations, it is unsuitable for applications where experi-

ments are expensive and time-consuming. For this reason,

the following section will consider BO as another

approach. First, we briefly introduce the BO algorithm.

Following this, using the automated ball game, we

demonstrate experimentally that the algorithm can be

implemented with the architecture presented in Sect. 2.7 to

optimize control programs.

4.3.1 Motivation

BO is a highly data-efficient optimization method from the

field of machine learning. BO derives its data efficiency by

avoiding local optima, using all evaluations, and explicitly

modeling noisy observations. Especially, the last point is

an advantage when using data, obtained by experiments on

real systems.

BO is already successfully applied to real technical

systems, where optimization takes place directly through

evaluations on the real system. For example, gait learning

of a dynamic bipedal walker is done in [8] using BO. In

[37] the authors perform gait optimization of a four-legged

Sony AIBO ERS-7 robot, thereby showing that BO out-

performs state-of-the-art local gradient approaches. In [44]

BO is used for automatic learning of optimal throttle valve

controller parameters from experimental data. In these

papers, it is experimentally proven that BO can optimize

parameters in different scenarios with only a few experi-

ments and outperforms other approaches like manual tun-

ing, gradient, grid, or random search. Thus, BO is a

promising approach for the automated optimization of

control programs for manufacturing processes.

4.3.2 Fundamentals of BO

A good overview of BO can be found in

[4, 7, 18, 44, 58, 59]. A detailed description of the GPs for

machine learning is given in [52]. Based on these sources, a

summary is given below.

BO is a sequential, model-based approach to optimize

an unknown black-box objective function f(x) over a

compact set A:

x� ¼ argmax
x2A�Rd

f ðxÞ: ð2Þ

The term black box function indicates that there is no

evaluable mathematical representation of this function and

its derivatives are unknown. The function f can only be

queried at single points xn thereby obtaining noisy obser-

vations yn ¼ f ðxnÞ þ �noisen with �noisen � Nð0; r2noiseÞ.
Herein, the objective function is a mapping of the con-

trol parameters to the quality of the process, which is

quantified by a reward value. By maximizing the objective

function f(x), we want to find the control parameters x� that
achieve the highest reward which means that the quality of

the process is optimal. A query of the objective function at

point xn and obtaining the noisy observation yn corresponds

to an experiment on the system with the control parameters

xn and noisy observation of the reward yn. To minimize the

number of evaluations required, BO uses a combination of

prior knowledge about the system and experimental data.

The resulting BO algorithm is shown in Table 3 as

pseudocode. The algorithm is based on two key compo-

nents, the GP and the acquisition function, which are

described below.

A GP is a probabilistic framework which is used for

nonparametric regression on the unknown objective func-

tion. We first prescribe a prior belief about the possible

objective functions called prior by defining a prior mean

Table 3 Pseudocode for Bayesian optimization

1: Create a prior GP with prior knowledge about the system

2: while n� N do

3: Select the next xn ¼ argmax xaðxÞ by maximizing the acquisition function a(x). This xn corresponds to the next combination of control

parameters to be tested on the system

4: Query objective function at point xn to obtain yn ¼ f ðxnÞ þ �noisen . This corresponds to an experiment on the system with the control

parameters xn and receiving the noisy reward yn

5: Update the GP posterior

6: Increment n

7: end while

8: Return a solution: either an evaluated point with the largest yi, or the point with the largest posterior mean lðxiÞ [18]
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and a covariance function. Whereas the prior mean repre-

sents the expected value of the objective function f, the

covariance function, which is also called kernel, encodes

prior assumptions about smoothness and rate of change of

f. The prior is sequentially updated after querying and

receiving new experimental data in order to produce a more

informative posterior distribution over the possible objec-

tive functions. The posterior describes possible values of

f(x) at each point x and represents the current probabilistic

estimate of the objective function we are optimizing. That

is, the posterior predicts for each observed and unobserved

point x a mean value lðxÞ and a variance r2ðxÞ.
Based on the current posterior GP, we can establish an

acquisition function a(x) to systematically select the next

experiment. The acquisition function calculates the utility

of candidate points x for the next evaluation of f. For this,

the acquisition function trades off exploration and

exploitation. For exploitation, the acquisition function is

large at points with a large mean value and for exploration,

the acquisition function is large at points with large vari-

ance and thus high uncertainty according to the current

posterior GP. The acquisition function is maximized in

order to select the next combination of control parameters

xn to try on the system, xn ¼ argmax xaðxÞ.

4.3.3 Experiment and results

In the following, we want to experimentally examine

whether BO can optimize a complex nonlinear process

using the architecture presented in Sect. 2.7.

The physical setup is the automated ball game from

Sect. 4.1 which is already used for validation of the NEAT

algorithm in Sect. 4.2. Since BO is an optimization algo-

rithm, the structure of the control function has to be

manually specified in advance, in contrast to NEAT. To

define the structure of this control function and its

parameters, prior knowledge about the system is required.

The specification of a fixed structure reduces the com-

plexity of the optimization problem, and therefore, fewer

experiments are necessary. Nevertheless, a design choice is

made at this point and there may be solutions to the

problem that are not covered by the selected control

function. Based on the functioning of the ball game, we

choose a sine function, as we expect that the ball can be

moved upwards by cyclically opening and closing the rods.

This control function directly determines the position of the

rods as a function of time and can be adjusted via four

control parameters, which we want to optimize using BO.

For this, we implement the BO algorithm on the controller

of the automated ball game based on the architecture from

Sect. 2.7. To validate the architecture for the execution of

the BO algorithm we perform 3 optimization runs of 500

iterations each with the three kernels squared exponential,

Matérn5/2, and Matérn3/2 [40] in combination with the

acquisition function Expected Improvement [30] with fixed

hyperparameters.

Figure 5 shows the reward of the best experiment so far

over 500 iterations and thus shows the learning progress.

Using the Matérn5/2 and Matérn3/2 kernel within 500

iterations a reward of about 3.0 is achieved and the ball

game is successfully optimized. Only the squared expo-

nential kernel is not able to optimize the system and needs

further investigation. Nevertheless, these results demon-

strate that BO can be effectively implemented with the

architecture from Sect. 2.7.

4.4 Evaluation of NEAT and Bayesian
optimization

The advantage of the NEAT algorithm is that no model,

and therefore no prior knowledge, of the system is neces-

sary. On the other hand, to use BO, prior knowledge must

be introduced in the form of the structure of the control

function, the kernel, the acquisition function, and the

hyperparameters. For this reason, the NEAT algorithm is

better suited for complex problems where no prior process

knowledge is available and thus the creation of a proba-

bilistic model is difficult.

Using BO, only a few experiments are necessary to

obtain a competitive control program. In the presented

application of the ball game, only 500 experiments are

necessary to optimize the system successfully. In contrast,

NEAT requires 6750 experiments to create a comparable

good control program. Due to its data efficiency, the BO

approach is particularly suitable for the optimization of

systems that require a long time for their evaluation, where

data collection is expensive, or where only a few evalua-

tions are available.

Based on the architecture proposed in Sect. 2.7, both

algorithms can be executed directly on the local controller

in an automated way. This requires only off-the-shelf

hardware. Both approaches, NEAT and BO, can create or
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optimize the control program of nonlinear and non-deter-

ministic mechanics and are therefore applicable for the

optimization of manufacturing processes.

4.5 CNNs for deep reinforcement learning

The preceding sections discussed methods for reinforce-

ment learning which successfully developed strategies to

control the rods in the testbed using a limited amount of

input and output parameters. In this case, the agents

directly used the ball’s position as measured by the laser

sensor. Using one or a few sensor values to determine a

process variable is a common strategy in manufacturing

processes. However, modern industrial applications com-

mence using camera-based methods as in bin picking with

robots [42]. Here, the position of chaotically arranged

objects in a bin is determined by object detection and used

as input for the robot control. Due to their precision in

object detection, CNNs are frequently used for static bin-

picking in NRT. For RT control of dynamic bin picking

with moving objects, the position of those objects must be

determined in RT. This is also true for the detection of the

moving ball in the testbed.

To decide which CNNs should be tested for industrial

RT suitability, two criteria are defined. Firstly, the classi-

fication accuracy should be comparatively high, since

classification failure in manufacturing processes can result

in cost or damage. Secondly, the inference should be

comparatively fast to satisfy the time constraints in

Sect. 2.7.

Both accuracy and inference time are already bench-

marked for a vast variety of object classification CNNs.

The selection is based on Almeida et al. [2] who bench-

marked 26 different CNNs regarding inference times on

different hardware. In this benchmark, ShuffleNet and

ResNet 18 show a good trade-off between accuracy and

inference time and are therefore tested in this work for

object classification in their newest version (ShuffleNet-

v2.1 [38] and ResNet 18 V2 [23]).

For object detection, we use you only look once

(YOLO) v2 [53] based on the benchmark in Zhao et al.

[70]. Furthermore, TinyYOLO v2 [53] is used as a light-

weight version of YOLO v2 for faster inference times.

5 Architectures for PLC RT workload
integration

For implementing reinforcement learning in manufacturing

processes, a deep integration into the RT part of a PLC is

necessary. Implementing reinforcement learning into a

commercial off-the-shelf PLC is not possible without fur-

ther customization of the control architecture. Schmidt

et al. [55] propose an architecture which uses C/C?? and

external libraries to integrate reinforcement learning into a

PLC. This architecture requires less effort compared to just

using IEC 61131 languages and the provided functionali-

ties of a PLC environment. In addition, for using acceler-

ation hardware like GPUs as needed for CNNs, access to

the hardware driver is required. Therefore, the develop-

ment kit provided by the manufacturer must be used to

access the acceleration hardware which is currently not

directly possible in a PLC environment. For these reasons,

a detailed view of the programming of PLCs is needed.

This section provides an overview of PLC programming

architectures and identifies possible solutions within these

architectures to integrate special RT workloads into a PLC.

In this section, we only consider the programming of

applications executed in the RT part of a PLC. NRT pro-

gramming is not considered.

The PLC is an encapsulated environment to ensure the

RT constraints, easy development, and maintenance for the

whole life cycle of a machine [25]. Therefore, drivers,

libraries, or binaries cannot be used directly in the PLC

environment. The IEC 61131 PLC standard defines the

requirements for the supported IEC 61133 programming

languages. By extending the standard, manufacturers can

extend the functionality of their PLC.

For a few years, many PLC manufacturers like Siemens,

Phoenix, and Beckhoff have been opening their PLC

environment to integrate C/C?? code, Matlab code, and

others. There is no standardization of this functionality

which results in different possibilities.

5.1 Architectures for PLC programming

We identified four general architectural types for pro-

gramming in a PLC environment, which are presented in

the following.

5.1.1 Architecture 1: IEC 61131

The first architecture is the classical programming in the

IEC 61131 languages. The programming is restricted to the

provided functionality of the PLC environment and to the

IEC 61131 languages. Moreover, access to operating sys-

tem functionalities is restricted. The scheduling of the

developed applications is managed by the PLC environ-

ment and can be configured by the user. The PLC envi-

ronment controls execution and RT performance. The user

only has to develop the functionality of the control appli-

cation. All provided functionalities of the PLC environ-

ment work out of the box but are limited.
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5.1.2 Architecture 2: integrated high level language

The programming is done in a high-level language. Mostly

C/C?? is used due to the RT-capability and wide distri-

bution. The code is either compiled via a specific compiler

provided by the PLC environment or by any common

compiler supported by the platform and operating system.

The integration of the control application into the PLC

environment is realized via an interface provided by the

PLC environment and must be implemented by the control

application. Using a specific compiler there can be

restrictions to the supported language features and to the

inclusion of libraries and operating system functionalities.

Using a common compiler no restrictions are made. The

PLC environment handles the scheduling of the application

and thus the RT performance. As the user can use high-

level languages, reuse of code in high-level languages and

libraries is possible.

5.1.3 Architecture 3: separate high level language

The programming of the control application is done in any

language which supports the communication to the PLC

environment and which is RT-capable. To communicate

with the PLC environment an RT-capable communication

mechanism must be used which is supported by the PLC

environment like shared memory, sockets, or a proprietary

communication mechanism. The control application is split

into two parts. One part resides in the PLC environment

and handles the sensors and actors. The other part is sep-

arated outside of the PLC environment. That is, the other

part runs in a separate process on the same machine. Every

library, binary, or driver supported by the operating system

can be used. The user must handle the scheduling of the

outside part himself.

5.1.4 Architecture 4: external system

The control application is developed for an external system

like a cloud which is connected to the PLC via a field bus.

Therefore, any language supported by the external system

can be used. Similar to architecture 3 the control applica-

tion has two parts, one in the PLC environment and one in

the external system. The user must ensure the RT con-

straints for the execution of the application on the external

system and the communication via the field bus. Higher

latencies occur for the execution of the separated part due

to the use of a field bus.

5.2 Comparison of the architectures

In Table 4, we compare the advantages and disadvantages

of the architectures. Also, note that each PLC manufacturer

offers different support for the presented architectures. The

architecture proposed in Schmidt et al. [55] corresponds to

architecture 2 with a restricted compiler.

5.3 Proposal for GPU usage in PLCs

In this section, we present an easy and directly usable

proposal with a state-of-the-art PLC to enable the use of

GPUs in RT critical areas of manufacturing. As stated in

the introduction of Sect. 5, the use of acceleration hard-

ware requires access to the driver and the development

framework which is often provided by a library. Therefore,

only architecture 2, 3, or 4 can be used. Within architecture

2 only unrestricted common compilers enable the use of

drivers and libraries. In the architecture of the proposed

solution in Schmidt et al. [55], a Siemens CPU 1515SP F

PLC is used. This PLC only supports architecture 1, 2 with

a restricted compiler, or 4. Since architectures 1 and 2 are

not suitable for this application for the reasons already

mentioned, only architecture 4 can be used with this PLC,

which has higher development effort and latencies than the

other architectures. To simplify the development, another

Table 4 Comparison of the architectures

Advantage Disadvantage

Arch.

1

Scheduling is done by PLC environment Only IEC 61131 libraries can be used

Arch.

2

Existing C/C?? libraries can be used or adapted. Scheduling is done by

PLC environment

Only unrestricted common compilers enable the use of

drivers and libraries

Arch.

3

Existing C/C?? libraries can be used or adapted Scheduling must be user defined

Arch.

4

Any language and library can be used or adapted Scheduling must be user defined. High communication

latencies
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PLC is used for this work. We integrate the GPU into the

Codesys Control for Linux SL,7 which is available for

evaluation for free. Moreover, the Codesys Control for

Linux SL can be installed on any hardware. Therefore,

hardware supporting dedicated GPUs via PCIe can be used

and memory must not be considered as explained in

Sect. 3.2. Codesys supports all four architectures. We use

architecture 3 to have two separate and independent pro-

cesses. As explained in Sect. 5.1.3, a communication

between the PLC and the separate RT process is necessary.

This communication is realized with the shared memory

extension of Codesys.8 To avoid jitter, two lock-free sin-

gle-producer single-consumer queues are implemented

based on the shared memory to communicate via messages.

Moreover, busy waiting is used to minimize the commu-

nication latency between PLC and external RT processes to

a minimum. The PLC process can enqueue message with

the input data at any time. After enqueueing, the PLC

process busy waits for an answer to the external RT pro-

cess. Equally, the external RT process side busy waits for a

new message. When a message is received, the GPU

computation is executed regarding the input data. The

result is enqueued as a message and sent back to the PLC

which continues the control program. To conclude, the

PLC offloads a task and waits for the result.

6 Experimental validation for GPU
accelerated CNNs in PLCs

To demonstrate the applicability of GPUs in the RT context

of PLCs, we use the proposed architecture in Sect. 5.3 and

the presented CNNs in Sect. 4.5.

– ResNet 18-v2: Input 1x3x244x244

– ShuffleNet-v2.1: Input 1x3x244x244

– TinyYOLO-v2: Input 1x3x416x416

– YOLO-v2: Input 1x3x416x416

This demonstration validates the usage of CNNs as rein-

forcement learning agents in a production environment as

the analysis in Sect. 4.5 states good performance. The

performance of deep reinforcement learning with CNNs in

a real manufacturing process must be shown in further

works.

In time-critical environments, one challenge is the RT

inference of CNNs. The inference of CNNs requires

computational effort which can be accelerated by GPUs

because of the parallelizability of the convolution. To

achieve even shorter execution times on the GPU, tools

like TensorRT are developed to speed up the inference by

optimizing the network structure regarding GPU inference

without losing accuracy. Furthermore, TensorRT brings an

optimized execution engine for the inference of CNNs.

In our experiments, we use TensorRT for the opti-

mization and inference of CNNs, as it is widely used.

TensorRT is a pre-built library; hence, we must ensure

exclusive access to the GPU and no other RT scheduling

approaches presented in Sect. 3.2 can be used.

6.1 Measurement and setup

For reproducibility of the measurements, we give a detailed

description of our test setup. The computer has the fol-

lowing specification.

– CPU: Intel core i5-6400 @2.7GHz (4 cores)

– RAM: 16GB DDR4

– OS: Linux - Ubuntu 18.04

– Kernel: 5.4.26 with PREEMPRT-RT patch rt17

– GPU: Dedicated GTX 980

To get good RT performance with low jitter, we isolate two

cores and disabled typical sources of jitter. To get detailed

information about the timings in the whole system, we

measured three different times:

1. Communication between the PLC and the GPU process

2. Inference of the CNNs

3. Execution of the PLC task with the inference on the

GPU

Furthermore, we measure both in idle and heavily loaded

mode. To generate load on the computer, we use stress-ng

by the command ‘‘stress-ng -a 2’’. This is an important

check for the RT-capability of the GPU driver as the sys-

tem load can influence the GPU driver.

6.2 Communication between the PLC
and the GPU process

In Fig. 6, the cumulative distribution function (CDF) of the

timings for the communication between Codesys and the

external RT process is shown. The round trip time as

shown in Table 5 is used. In the external process, no work

is executed and a response is directly committed to the

PLC, so that only the communication timings are mea-

sured. The external process is pinned to an isolated core,

and the SCHED_FIFO scheduling with priority 99 is used.

The communication overhead with 4.5 ls and additional

jitter of 9.7 ls is far below the typical cycle times of 1 to

100 ms. Therefore, our proposed architecture for integrat-

ing GPUs by a separate RT process in a commercial of the

shelf PLC is a promising possibility.

7 https://store.codesys.com/codesys-control-for-linux-sl.html.
8 https://store.codesys.com/shared-memory-communication.html.
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6.3 Inference of the CNNs

In Figs. 7 and 8, the CDF of measurements for the infer-

ence of the CNNs with TensorRT is shown. For each

measurement 5000 iterations are used. The process is

pinned to an isolated core and the SCHED_FIFO with

priority 99 is used. The timings are measured according to

Table 6. When comparing the two figures with and without

load, jitter differs in the range of 20 to 80 ls and latency in

the range of less than 10 ls. These differences can have

multiple causes like unknown behavior of the driver or

TensorRT. Due to the acceptable influence, we do not

investigate further.

6.4 Execution of the PLC with the inference
on the GPU

For the timing measurements of the PLC task including the

CNN inference, we use the TinyYOLO-v2 CNN. Similar

code corresponding to Table 5 is used. In each PLC task

cycle, the CNN is inferred with PLC data in the external

RT process and the output is copied back to the PLC task.

The PLC task is moved to the first isolated core and the

external RT process to the second isolated core. We do a

long-term measurement of 30 minutes and use the task

statistics of Codesys. The statistics are available in the

engineering tool of Codesys which are transmitted from the

PLC to the engineering tool via the network. In the heavily

loaded measurement, the network connection gets lost after

one minute due to the high load and we can only get

statistics for the first minute of the measurement. The

statistics are presented in Table 7.

Fig. 6 CDF of PLC-GPU communication

Table 5 Time measurement for PLC-GPU communication

1: SysTimeGetNs(start)

2: Send input data to external RT process

3: Busy waiting for response

4: SysTimeGetNs(stop)

5: duration = stop - start

Fig. 7 CDF of CNN inference (no load)

Fig. 8 CDF of CNN inference (with load)

Table 6 Time measurement for CNN inference

1: Load optimized CNN to TensorRT and initialize memory

2: Warm up as described in TensorRT documentation

3: Clock_gettime(CLOCK_MONOTONIC, start)

4: Copy input data to GPU

5: Inference of the CNN

6: Copy output data from GPU to main memory

7: Clock_gettime(CLOCK_MONOTONIC, stop)

8: duration = stop - start
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7 Conclusion

This work investigates the implementation of different

reinforcement learning methods on industrial control

hardware with respect to the applicability in manufacturing

processes. Reinforcement learning algorithms can learn

process knowledge automatically and are therefore a

promising approach for the automated creation and opti-

mization of control programs and the processing of data.

While the creation and optimization of the reinforcement

learning agents are not dependent on RT constraints, many

control engineering applications require the execution of

reinforcement learning agents with RT constraints to

guarantee the correct process flow.

Therefore, an architecture was proposed by Schmidt

et al. [55] where learning is carried out directly in the real

environment. The experimental validation of this archi-

tecture is extended in this work by executing BO on the

testbed to allow comparability between model-based and

model-free algorithms. Overall, both NEAT and BO were

capable of optimizing agents for solving the control task of

a complex nonlinear process. However, the results show

that model-based algorithms such as BO require signifi-

cantly fewer experiments on the real process than model-

free algorithms such as NEAT, but require prior knowledge

of the process. In terms of performance, the agents of both

algorithms are executable on the PLC in a cycle time of

4 ms.

To execute more complex reinforcement learning agents

like CNNs for image recognition and object detection in

PLC RT, the use of hardware acceleration is crucial. There

are already numerous studies that investigate GPUs as

acceleration for time-critical workloads in autonomous

driving, vision, and robotics, making GPUs a promising

approach for PLCs as well. However, most of the studies

do not cover the entire CPU-GPU system but only show the

acceleration of the workloads. Furthermore, to our

knowledge, there are no studies that describe the integra-

tion of a GPU into the RT part of a PLC in detail.

In this paper, the connection of a GPU to a PLC is

described in detail for the first time and examined

regarding RT. A new way of RT workload integration is

presented which uses a separate external RT process to

execute the inference of the CNNs on the GPU. This

external RT process communicates with the PLC via

shared memory and overlaid messaging.

We experimentally validated that this architecture can

meet industrial RT constraints when running different

CNNs in the areas of image recognition and object detec-

tion. To optimize and execute the inference of the CNNs,

we used the TensorRT tool. To get detailed information

about the timings in the whole system, we measured dif-

ferent times in idle and heavy loaded mode. The commu-

nication time between PLC and GPU process is only a few

ls and thus far below the cycle time of 1 ms to 100 ms

typical in control engineering. Hence, the presented

architecture is suitable for use in manufacturing processes.

The measurements of the inference duration of different

CNNs on the GPU show that the object classification CNNs

ShuffleNet-v2.1 and ResNet 18-v2 and the object detection

architecture YOLO-v2 achieve time below 4 ms and thus

become interesting for use in manufacturing processes. The

inference times of the two object classification architec-

tures even reach almost 1 ms and are therefore suitable for

highly dynamic processes. The execution with or without

load has only a small effect on latency and jitter. For the

time measurement of the whole PLC-GPU system includ-

ing communication and inference with the CNN

TinyYOLO cycle times of about 3 ms were achieved. This

result validates both the RT-capability of the whole PLC-

GPU system and the concept of hardware acceleration of

PLCs with a GPU with our proposed communication

method.

We demonstrated how GPUs can be integrated into

PLCs to accelerate complex reinforcement learning agents

like CNNs. In future works, we want to examine the

application of a CNN for camera based position tracking in

RT on the testbed. Furthermore, we want to integrate the

position tracking in a PLC, enabling a deep reinforcement

learning agent to directly control the process based on the

camera stream. The proposed architecture for GPU inte-

gration in PLCs has restrictions. Therefore, further work is

needed to identify other possibilities enabling unrestricted

use of GPUs and even less jitter. As TensorRT uses CUDA,

we also want to analyze whether RT improvements can be

made, to allow multiple GPU applications in parallel. As a

first demonstration, we used a dedicated GPU in this paper

which is not always available in manufacturing. Most PLCs

come combined with hardware where onboard GPUs are

available only. A deeper analysis of onboard GPUs is

necessary. Here, different manufacturers and different tools

must be analyzed.

Table 7 Codesys timings with TinyYOLO-v2 inference

Property No load in ls With load in ls

Min. cycle time 3022 3017

Max. cycle time 3222 3361

Avg. cycle time 3050 3084

Jitter task 47 44

Min. jitter task –23 –22

Max. jitter task 24 22
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