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Abstract. Homomorphic encryption schemes are useful in designing conceptually
simple protocols that operate on encrypted inputs. On the other hand, non-malleable
encryption schemes are vital for designing protocols with robust security against mali-
cious parties, in a composable setting. In this paper, we address the problem of con-
structing public-key encryption schemes that meaningfully combine these two oppos-
ing demands. The intuitive tradeoff we desire in an encryption scheme is that anyone
should be able to change encryptions of unknown messages m1, . . . ,mk into a (fresh)
encryption of T (m1, . . . ,mk ) for a specific set of allowed functions T , but the scheme
should be otherwise “non-malleable.” That is, no adversary should be able to construct
a ciphertext whose value is related to that of other ciphertexts in any other way. For the
case where the allowed functions T are all unary, we formulate precise definitions that
capture our intuitive requirements and show relationships among these new definitions
and other more standard ones (IND-CCA, gCCA, and RCCA). We further justify these
new definitions by showing their equivalence to a natural formulation of security in
the framework of Universally Composable security. Next, we describe a new family of
encryption schemes that satisfy our definitions for a wide variety of allowed transforma-
tions T and prove their security under the Decisional Diffie-Hellman (DDH) assumption
in two groups with related sizes. Finally, we demonstrate how encryption schemes that
satisfy our definitions can be used to implement conceptually simple protocols for non-
trivial computation on encrypted data, which are secure against malicious adversaries
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in the UC framework without resorting to general-purpose multi-party computation or
zero-knowledge proofs. For the case where the allowed functions T are binary, we show
that a natural generalization of our definitions is unattainable if some T is a group oper-
ation. On the positive side, we show that if one of our security requirements is relaxed
in a natural way, we can in fact obtain a scheme that is homomorphic with respect to
(binary) group operations, and non-malleable otherwise.

1. Introduction

A recurring theme in cryptography is the tension between security and functionality
features. We explore this theme in the context of the fundamental cryptographic task
of encryption. On the one hand, a strong security guarantee for encryption must rule
out “malleability”—the ability to manipulate encrypted data (without being able to
decrypt it); on the other hand, computing on encrypted data—in particular, homomorphic
encryption1—mandates such an ability.
In the rich literature on encryption spanning the last three decades, the notion of

non-malleability and that of homomorphic encryption have both been well developed,
but there has been little success in marrying the two. For instance, IND-CCA2 security
(as well as the few simple relaxations thereof) rules out the possibility of manipulating
encrypted data in any way, while IND-CPA security (used for all homomorphic encryp-
tion schemes to date) permits every possible kind of manipulation. In many applications
of homomorphic encryptions (e.g., [25]), CPA security is indeed sufficient, but for others
(e.g., [27]) it is not. In practical terms, this means that protocols that use homomorphic
encryption usually have to employ the heavy machinery of zero-knowledge proofs or
verifiable secret sharing to achieve security against malicious adversaries.
In this work, we evolve definitions and tools to bring the opposing notions of non-

malleability and homomorphic encryption together. To reconcile the tension between
these notions would be to ensure that encrypted data can be manipulated, but only in
some pre-specified manner. While adding such a sharp security guarantee to homomor-
phic encryption, to be useful, one must still retain all the traditional secrecy properties of
homomorphic encryptions, including unlinkability: homomorphic encryption schemes
hide not only the underlying plaintext, but also the “history” of a ciphertext—i.e.,whether
it was derived by encrypting a known plaintext, or by applying a homomorphic operation
applied to some other ciphertext(s). Such schemes have been extensively studied for a
long time and have a wide variety of applications (cf. [6,22,25,26,34,40–42,61,62]).
We develop the appropriate definitions of non-malleability and unlinkability for homo-
morphic encryptions as well as a family of efficient encryption schemes that fit our
definitions, under standard algebraic intractability assumptions. We demonstrate the use
of such a scheme with a simple and efficient “opinion poll” protocol, secure against
active adversaries, which would not be possible using existing notions of homomorphic
encryptions (unless used in conjunction with tools like zero-knowledge proofs). We also
study the limits of non-malleability that can be achieved by homomorphic encryption
schemes.

1Homomorphic encryption allows (as a feature) anyone to change encryptions of unknown messages
m1, . . . ,mk into an encryption of T (m1, . . . ,mk ), for some allowed set of functions T .
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Challenges The first challenge is formally defining (in a convincing way) the intu-
itive requirement that a scheme “allow particular features but forbid all others.” The
definitions of non-malleability available in the literature completely break down if one
tries to naturally generalize them to a setting where the messages can be non-trivially
modified. In particular, the definitions of CCA1, CCA2, gCCA [2,63], and Replayable-
CCA (RCCA) [18] security all use an experiment with a common structure wherein the
adversary is given access to a decryption oracle for ciphertexts which are not “derived”
from a challenge ciphertext; the test for derivation can be carried out publicly or (in the
case of RCCA) using the private key of the encryption. But for unlinkable homomorphic
encryption, such a test is impossible as the encryption scheme itself provides ways to
mask derivation. A key insight we obtain is to go beyond the traditional structure of these
experiments and require that an encryption scheme includes two procedures (not used
in normal operation) that can be used to construct “rigged” challenge ciphertexts and
to detect/trace derivation from such ciphertexts. This definition goes well beyond the
usual structure of the previous definitions, but collapses to them when the homomorphic
operations are removed. We arrive at this seemingly unnatural definition by means of
considering the secure realization of a natural functionality in theUniversal Composition
framework.
Our second challenge is in meeting such a definition—i.e., an encryption scheme that

permits a particular set of (unlinkable) homomorphic operations, but is non-malleable
with respect to all other operations.We do this based on standard assumptions (DDH) and
reasonably efficiently (with a small constant number of group elements per ciphertext
and exponentiations per encryption). We stress that even if the set of allowed operations
is very simple, supporting it can be very involved. Indeed, the problem of constructing a
rerandomizable RCCA encryption scheme considered in a series of works [18,36] and
resolved in [54] corresponds to the simplest special case of our definitions, where only
the identity operation is permitted.

Our Results We give several new security definitions to precisely capture the desired
requirements in the case of unary homomorphic operations (those which transform
a single encryption of m to an encryption of T (m), for a particular set of func-
tions T ). We provide two new indistinguishability-based security definitions. The
first definition, called Homomorphic-CCA (HCCA) security, formalizes the intuition
of “non-malleability except for certain prescribed operations,” and the second defin-
ition, called unlinkability, formalizes the intuition that ciphertexts do not leak their
“history.” To justify our non-malleability definition, we show that it subsumes the
standard IND-CCA, gCCA [2,63], and Replayable-CCA (RCCA) [18] security def-
initions (Theorem 4.1). We further show that our two new security requirements
imply a natural definition of security in the Universal Composition framework (The-
orem 4.4).

Ourmain result is to describe a family of encryption schemes which achieve our defin-
itions for a wide range of allowed (unary) homomorphism operations. The construction,
which is a careful generalization of the rerandomizable RCCA-secure scheme of [54],
is secure under the DDH assumption in two cyclic groups of related size; its supported
homomorphic features are certain operations related to the group operation in one of the
underlying groups (in the simplest case, the group operation itself).
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To demonstrate the practical utility of our definitions, we show a simple, intuitive
protocol for an anonymous opinion polling functionality, which uses unlinkable, HCCA-
secure encryption as a key component. Even though the component encryption scheme
supports only unary operations, we are able to perform non-trivial computations on
a set of independently encrypted inputs, crucially using the scheme’s homomorphic
features. Furthermore, because of the strong non-malleability guarantee, this simple
protocol achieves UC security against malicious adversaries without resorting to the
overhead of zero-knowledge proofs or general-purpose multi-party computation. We
note that the homomorphic operations required for this protocol are also achieved by
our construction.
Finally, we consider extending our definitions to the case of binary homomorphic

operations (those which combine pairs of ciphertexts). We show that the natural gener-
alization of our UC security definition to this scenario is unachievable for a large class of
useful homomorphic operations (Theorem 8.1). However, we also give a positive result
when one of our requirements is slightly relaxed. In particular, if we allow a cipher-
text to leak only the number of homomorphic operations that were applied to obtain
the ciphertext, then it is possible to construct a homomorphic scheme that supports the
binary group operation (that is, it is possible to obtain Enc(α ∗ β) from Enc(α) and
Enc(β), but no other operations are possible).

Related Work The ability to modify or compute with encrypted data has found tremen-
dous use in applications, in various forms—homomorphic encryptions (e.g.,[29,31,52]),
rerandomizable encryption [34,36], proxy reencryption [7,17], searchable encryp-
tion [21,64], predicate encryption [12], etc. Security notions and schemes for regular
encryption developed and matured over many years [5,14,23,28,33,51,58,60], while
security definitions for homomorphic encryption have lagged behind. In particular, to
date, homomorphic encryptions are almost exclusively held to the weak standard of
IND-CPA security.
However, it was recognized that in many security applications heuristic assump-

tions of non-malleability were implicit, and a systematic approach to understanding
and limiting the extent of malleability in homomorphic encryption is important. For
instance, Klonowski et al. [45] proposed using a rerandomizable RSA signature for
strengthening the security of a rerandomizable encryption scheme of Golle et al. [34]
(proposed for use in mixnets [20], with applications to RFID tag anonymization, and
originally with only CPA security); but Danezis [27] showed that this still leaves
vulnerabilities against practical chosen-ciphertext attacks. In another approach, Wik-
ström [66], considered giving a few non-malleability guarantees (but without giv-
ing a comprehensive definition of non-malleability) for ElGamal encryption. Start-
ing from the other extreme, [2,63] proposed benignly malleable (also called gCCA)
security as a relaxation of CCA security, which was further relaxed in the definition
of Replayable-CCA (RCCA) security [18]. RCCA security allows a scheme to have
homomorphic operations which preserve the underlying plaintext, but enforces non-
malleability “everywhere else.” However, as mentioned above, these relaxations do not
readily generalize to the setting of homomorphic encryption (see Sect. 3.1). Using the
UC framework to define security of encryption schemes was already considered in
[14,16,18,53].
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Our encryption scheme is based on the Cramer–Shoup scheme [23,24], which in turn
is modeled after ElGamal encryption [29]. The security of these schemes and our own
is based on the DDH assumption (see, e.g., [8]).

Since the preliminary publication of this work (in particular, in [57]), the idea of cryp-
tography that is “non-malleable except for a specified set of homomorphic operations”
has been explored for other primitives. Chase et al. [19] define such a security notion for
malleable non-interactive proofs and (among other results) use such proofs in a general
framework for achieving our notion of unlinkable HCCA security for encryption.2 Ahn
et al. [1] define such a security notion for malleable signatures and give a variety of
constructions. Finally, Boneh, Segev, and Waters [11] consider a related notion of “non-
malleability except for certain homomorphic operations” for encryption. They consider
a weaker form of unlinkability than the one we consider here (in fact, ciphertexts in
their scheme grow with the number of homomorphic operations applied), but are able
to achieve a general feasibility result starting from fully homomorphic encryption.

Prior Publication The definitions in Sects. 3–4 and main construction in Sect. 5 pre-
viously appeared as [56]. The construction significantly generalizes the rerandomiz-
able, RCCA-secure scheme that appeared in [54]. The material in Sects. 7–8 previously
appeared as [57].All of the results appeared in the second author’s Ph.D. dissertation [59].

2. Preliminaries

We call a function ν negligible if, for all c > 0, we have ν(λ) < 1/λc for all but finitely
many values of λ ∈ N. When ν and μ are functions (typically in an implicit security
parameter λ), we write ν ≈ μ to mean that |ν −μ| is a negligible function. A probability
ν is overwhelming if ν ≈ 1.
When X is a finite set, we write x ← X to indicate that x is chosen uniformly at

random from X . When A is a probabilistic algorithm, we write x ← A(z) to indicate
that x is the outcome of evaluating A (with uniformly chosen random coins) on input z.
We write PPT to mean probabilistic polynomial time.

2.1. Homomorphic Encryption Syntax

An encryption scheme consists of three polynomial-time procedures: KeyGen, Enc,
and Dec. KeyGen and Enc are probabilistic, while Dec is deterministic. We denote
by M the message space of an encryption scheme (in our constructions, the message
space depends on the public key, soM = Mpk ; for simplicity we keep this relationship
implicit), and let ⊥ denote a special error indicator symbol not inM.

The correctness condition for an encryption scheme is that: for all λ ∈ N, all
(pk, sk) in the support of KeyGen(1λ), and every plaintext msg ∈ M, we have
Decsk(Encpk(msg)) = msg, with probability 1 over the randomness of Enc.

A homomorphic scheme includes an additional probabilistic, polynomial-time
“ciphertext transformation” procedureCTrans and a set T of “allowable plaintext trans-

2Technically, they achieve a very similar (arguably simpler) notion of security to HCCA.
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m ζ

m′ ζ ′

Enc

Dec

T CTrans(·, T )

Dec

Fig. 1. Illustration of the syntax and correctness of a (unary) homomorphic encryption scheme.

formations.” More specifically, T is a set of k-ary, deterministic, polynomial-time func-
tions from (M∪ {⊥})k toM∪ {⊥}. (As above, sinceM depends on the public key, T
and k too depend on the public key.)

The correctness condition for a homomorphic encryption scheme is that: for all λ ∈ N,
all (pk, sk) in the support of KeyGen(1λ), all (purported) ciphertexts ζ1, . . . , ζk , and
every T ∈ T , we have

Decsk(CTranspk(ζ1, . . . , ζk, T )) = T
(
Decsk(ζ1), . . . ,Decsk(ζk)

)
,

with probability 1 over the randomness of CTrans.3 If the correctness condition holds,
we say that the encryption scheme is T homomorphic, or homomorphic with respect to
T (Fig. 1).

In our main construction, we consider the case for k = 1 (i.e., unary-homomorphic
encryption); later we also consider the k = 2 case.

2.2. Decisional Diffie–Hellman (DDH) Assumption (in Related Groups)

Let DHGen be an algorithm that on input 1λ outputs a triple (G, g, p), where G is (the
description of) a cyclic group of prime order p, g is a generator ofG, and �log(p+1)	 =
λ. We require that G admit operations (multiplication and membership testing) that are
polynomial time in λ.

Definition 2.1. (DDH assumption). The Decisional Diffie–Hellman (DDH) assump-
tion for DHGen is that, for all non-uniform PPT algorithms A, we have:

Pr[(G, g, p) ← DHGen(1λ); a, b ← Zp : A((G, g, p), ga, gb, gab) = 1]
≈ Pr[(G, g, p) ← DHGen(1λ); a, b, c ← Zp : A((G, g, p), ga, gb, gc) = 1].

Our main construction requires two cyclic groups with a specific relationship: G of
prime order p, and Ĝ of prime order q, where Ĝ is a subgroup of Z∗

p. We require the
DDH assumption to hold in both groups (with respect to the same security parameter).

3Clearly, one could settle for a slightly imperfect correctness condition; but our constructions do not require
this. Requiring CTrans to function without the public key would also be a meaningful relaxation, suitable in
some applications. See Sect. 9.
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More formally, let RG-DHGen be an algorithm that on input 1λ outputs a tuple
(G, g, p, Ĝ, ĝ, q), where:G is (the description of) a cyclic group of prime order p; g is
a generator of G; �log(p + 1)	 = λ; Ĝ is (the description of) a cyclic group of prime
order q; ĝ is a generator of Ĝ; and Ĝ is a subgroup of Z∗

p.

Definition 2.2. (RG-DDH assumption). LetRG-DHGen be as above. TheDecisional
Diffie–Hellman assumption in Related Groups (RG-DDH) for RG-DHGen is that, for
all non-uniform PPT algorithms A, we have:

Pr

[
(G, g, p, Ĝ, ĝ, q) ← RG-DHGen(1λ);

a, b ← Zp; x, y ← Zq
: A

(
(G, g, p, Ĝ, ĝ, q), ga, gb, gab, ĝx , ĝy , ĝxy

)
= 1

]

≈ Pr

[
(G, g, p, Ĝ, ĝ, q) ← RG-DHGen(1λ);

a, b, c ← Zp; x, y, z ← Zq
: A

(
(G, g, p, Ĝ, ĝ, q), ga, gb, gc, ĝx , ĝy , ĝz

)
= 1

]
.

Cunningham Chains As a concrete choice of parameters, recall that the DDH assump-
tion is conjectured to hold inQR

∗
p (the group of quadratic residuesmodulo p)when p and

p−1
2 are prime (i.e., p is a safe prime). Thus given a sequence of primes (q, 2q+1, 4q+3),

the two groups Ĝ = QR
∗
2q+1 andG = QR

∗
4q+3 satisfy the needs of our construction. A

sequence of primes of this form is called aCunningham chain (of the first kind) of length
3 (see [3,47, Sec. 2.5]). At the time of publication, the largest known Cunningham chain
of this kind has q of over 34,800 bits in length.

2.3. Existing Security Definitions for Encryption

Several existing security definitions for encryption —CCA security, benignly malleable
(gCCA) security [2,63], and Replayable-CCA (RCCA) security [18]—follow a similar
paradigm: The adversary has access to a decryption oracle and receives an encryption of
one of two messages of her choice. Her task is to determine which of the two messages
has been encrypted, and we say that security holds if no adversary can succeed with
probability significantly better than chance.
Since the adversary can simply submit the challenge ciphertext to the decryption

oracle, it is necessary to restrict this oracle in some way. The differences among these
three security definitions are in how the decryption oracle is restricted. This restriction
corresponds intuitively to identifying when a ciphertext has been (potentially) derived
from the challenge ciphertext.
We can abstract all three notions of security into the following definitional framework.

Let E = (KeyGen,Enc,Dec) denote an encryption scheme.We define a stateful oracle
OE,G

λ,b parametrized by a bit b and a “guarding predicate” G (defined later, depending on
the security notion) as follows.

OE,G
λ,b :

Initially, it generates (pk, sk) ← KeyGen(1λ) and remembers it in its state.
Then on inputs of the following forms, it responds as follows:

key: Return pk.
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challenge(msg0,msg1): If a challenge query has been made previ-
ously, then ignore; otherwise compute ζ ∗ ← Encpk(msgb), remember
ζ ∗ in state, and return ζ ∗.

dec(ζ ): If a challenge query has already been made, and G(sk, ζ, ζ ∗,
msg0,msg1) = 1 return “guarded”; otherwise return Decsk(ζ ).

Definition 2.3. (Encryption Security). Let E = (KeyGen,Enc,Dec) be an encryp-
tion scheme. We say that E is X-secure (for X ∈ {CCA,R-DR,RCCA}) if, for all
non-uniform PPT adversaries A, we have

Pr
[
AOE,G

λ,0 (1λ) = 1
]

≈ Pr
[
AOE,G

λ,1 (1λ) = 1
]
,

where G is specified differently for different X as follows:

X G(sk, ζ, ζ ∗,msg0,msg1) :
CCA ζ

?= ζ ∗

R-DR R(ζ, ζ ∗) ?= 1

RCCA Decsk(ζ )
?∈ {msg0,msg1}

E is said to be gCCA-secure if it isR-DR-secure for some polynomial-time computable
predicate R such that R(ζ, ζ ∗) = 1 ⇒ Decsk(ζ ) = Decsk(ζ ∗).

2.4. Universal Composability Framework

We assume some familiarity with the framework of universally composable (UC) secu-
rity; for a full treatment, see [14]. We use the notation exec[Z,A, π,F] to denote the
probability that the environment outputs 1, in an interaction involving environment Z ,
a single instance of an ideal functionality F , parties running protocol π , adversary A.
Technically the expression exec[Z,A, π,F] denotes a function of the global security
parameter λ, which we will leave implicit. We consider security only against static
adversaries, who corrupt parties only at the beginning of a protocol execution. πdummy
denotes the dummy protocol which simply relays messages between the environment
and the functionality.
A protocol π is a UC-secure protocol for functionality F in the G-hybrid model if

for all non-uniform PPT adversaries A, there exists a non-uniform PPT simulator S
such that for all non-uniform PPT environments Z , we have that exec[Z,A, π,G] ≈
exec[Z,S, πdummy,F] (i.e., the interactions are indistinguishable in the security para-
meter λ). The former interaction (involving π and G) is called the real process, and the
latter (involving πdummy and F) is called the ideal process.
We consider a communication network for the parties in which the adversary has

control over the timing ofmessage delivery. In particular, there is no guarantee of fairness
in output delivery.
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3. New Security Definitions for Homomorphic Encryption

In this section, we present our formal security definitions. The first two are indistinguish-
ability-based definitions—i.e., in the traditionalmold of security games—to capture non-
malleability and unlinkability, respectively. The third is a definition in the Universal
Composition framework that combines both these guarantees.

3.1. Homomorphic-CCA (HCCA) Security

Our first indistinguishability-based security definition formalizes the intuitive notions
of message privacy and “non-malleability other than certain operations.”
A natural idea for formalizing our desired notion of non-malleability is to start with the

standard CCA security experiment and sufficiently relax it. Indeed, this is the approach
taken in the definitions of benignly malleable (gCCA) security [2,63] and Replayable-
CCA(RCCA) security [18],which allow for a scheme tobeonly “mostly” non-malleable.
In these security experiments (Sect. 2.3), the decryption oracle is guarded so as not to
decrypt ciphertexts that may be legitimate “derivatives” of the challenge ciphertext. In
CCA security, the only derivative is the challenge ciphertext itself; in gCCA, derivatives
are those which satisfy a particular binary relation with the challenge ciphertext; in
RCCA, derivatives are those which decrypt to either of the two adversarially chosen
plaintexts.
However, the same approach of guarding the decryption oracle fails in the case of

more general homomorphic encryption. As an example, suppose that the set of allowed
transformations is complete in the sense that, for every pair of messages m,m′, there
is an allowed transformation T such that T (m) = m′. Suppose further that the scheme
supports such operations in a rerandomizable/unlinkable way. (Some instantiations of
our main construction have these two properties.) Then, every ciphertext in the support
of theEnc operation is a possible derivative of every other ciphertext. Letting the decryp-
tion oracle refuse to decrypt possible derivatives in such a scenario would essentially
weaken the security requirement to IND-CCA1 (i.e., “lunchtime attack”) security, which
is unsatisfactory.
Our approach to identifying “derivative” ciphertexts is completely different, and as a

result our definition initially appears incomparable to these other standard definitions.
However, Theorem 4.1 demonstrates that our new definition gives a generic notion of
non-malleability which subsumes these existing definitions.

Overview and Intuition The formal definition, which we call Homomorphic-CCA
(HCCA) security, appears below. Informally, in the security experiment we identify
derivative ciphertexts not for normal encryptions, but for special “rigged” ciphertexts.
These rigged ciphertexts are analogous to, for instance, the simulated view in the def-
inition of zero-knowledge proofs, in that they are used only to formalize the security
definition, and are not used in the execution of the scheme itself.
When b = 0 in the experiment, the adversary simply receives an encryption of

his chosen plaintext msg∗ and gets access to an unrestricted decryption oracle. How-
ever, when b = 1 in the experiment, instead of an encryption of msg∗, the adver-
sary receives a “rigged” ciphertext, generated by RigEnc without knowledge ofmsg∗.



610 M. Prabhakaran, M. Rosulek

Such a rigged ciphertext need not encode any actual message, so if the adversary
asks for it (or any of its derivatives) to be decrypted, we must compensate for the
decryption oracle’s response in some way, or else it would be easy to distinguish the
b = 0 and b = 1 cases. For this purpose, the RigEnc procedure also produces some
(secret) extra state information, which makes it possible to identify (via a correspond-
ing RigExtract procedure) all ciphertexts derived from that particular rigged cipher-
text, as well as how (i.e., via which allowable transformation) they were derived. So
in the b = 1 scenario, the decryption oracle first uses RigExtract to check whether
the given ciphertext was derived via a homomorphic operation of the scheme, and if
so, compensates in its response. For example, if it is discovered (via RigExtract) that
the query ciphertext was derived by applying transformation T to the challenge cipher-
text, then the decryption oracle should respond with T (msg∗), to mimic the b = 0
case.
It is easily seen that if an adversary can reliably maul an encryption of Enc(msg)

(for unknown msg) into an encryption of a related message T (msg), but RigExtract
is forbidden from outputting T , then there is a straightforward way for an adversary to
distinguish between b = 0 and b = 1 in the experiment. Conversely, ifRigExtract never
outputs T , and yet no adversary has non-negligible advantage in the HCCA experiment,
then (intuitively) the schememust be non-malleablewith respect to T . Thus by restricting
the range of the RigExtract procedure in the security definition, we enforce a limit on
the malleability of the scheme.
Finally, because RigExtract uses the private key, as well as secret auxiliary informa-

tion from RigEnc, we provide an oracle for these procedures. We do so in a “guarded”
way that keeps the auxiliary shared information hidden from the adversary in the exper-
iment. Looking ahead, these oracles are necessary in future security proofs (specifi-
cally, the proof of Theorem 4.4). Briefly, when considering interactions that involve
many ciphertexts, we would like to replace each one with a rigged ciphertext. Doing
so via a standard hybrid argument, we must provide a way for a simulator to generate
rigged ciphertexts and later use RigExtract to test for derivative ciphertexts. By defin-
ing “guarded” variants of the RigEnc and RigExtract oracles), we provide this bare
functionality within the HCCA experiment.4

Formal Definition We now formally define the HCCA security notion. For a unary
homomorphic encryption scheme E = (KeyGen,Enc,Dec,CTrans) and additional
algorithms RigEnc and RigExtract, we define the following stateful oracle:

OE,RigEnc,RigExtract
λ,b :

On initialization, generate (pk, sk) ← KeyGen(1λ) and remember it in
internal state. Set msg∗ ← ⊥, S∗ ← ⊥, and R ← ∅ in internal state. Then
on inputs of the following forms, respond as follows:

4If the HCCA experiment provided an unguarded oracle forRigExtract, then our main construction would
demonstrably fail to achieve HCCA security. An unguardedRigExtractwould allow the adversary to carefully
craft an S-value that would allow her to win the game. The ability to send S values of one’s choosing is never
needed in our future proofs, and guarding the RigEnc and RigExtract oracles has the effect of disallowing it.
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key: Return pk.
challenge(msg): If a challenge query has been made previously, then

ignore. Else, setmsg∗ ← msg (remembered in state). If b = 0, compute
ζ ∗ ← Encpk(msg∗); if b = 1, compute (ζ ∗, S∗) ← RigEncpk (S∗
remembered in state). In either case, return ζ ∗.

dec(ζ ): If a challenge query has already been made, and b = 1, and
⊥ = T ← RigExtractsk(ζ, S∗), then return T (msg∗). Otherwise return
Decsk(ζ ).

rigenc: Run (ζ, S) ← RigEncpk , setR ← R∪{(ζ, S)} in state, and return
ζ .

rigextract(ζ, ζ ′): If (ζ ′, S) ∈ R for some S, then returnRigExtractsk(ζ, S);
otherwise, do nothing.5

Wepoint out one subtle but important detail. The setRdenotes the “rigged” ciphertexts
generated by the oracle (via rigenc queries). Note that, in the case of b = 1, both
rigenc and challenge oracle queries use the RigEnc procedure internally. But only
the rigenc queries add elements to R, so only rigenc-generated ciphertexts can be
checked for derivatives by the adversary.
Without this behavior—i.e., if we did indeed add (ζ ∗, S∗) toR in the case of b = 1—

then a trivial query to rigextract involving the challenge ciphertext ζ ∗ would easily
distinguish b = 0 from b = 1.

Definition 3.1. Let T be a set of (unary) transformations. A homomorphic encryption
scheme E is T -Homomorphic-CCA-secure (T -HCCA-secure) if there are PPT algo-
rithms RigEnc and RigExtract, with range(RigExtract) ⊆ T ∪ {⊥}, such that for all
non-uniform PPT adversaries A, we have:

Pr[AOE,RigEnc,RigExtract
λ,0 (1λ) = 1] ≈ Pr[AOE,RigEnc,RigExtract

λ,1 (1λ) = 1],

3.2. Unlinkability

Triviality of HCCAWithout Unlinkability HCCA security by itself is actually trivial to
achieve. Take any space of transformations T and modify any CCA-secure encryption
scheme by including an additional kind of ciphertext of the form (ζ, T ), where ζ is a
ciphertext in the original scheme and T is a description of a transformation in T . To
decrypt a ciphertext of this new form, first decrypt ζ and then if T ∈ T , apply T to the
result. The scheme has a homomorphic transformation procedure: CTranspk(ζ, T ) =
(ζ, T ), and CTranspk((ζ, T ), T ′) = (ζ, T ′ ◦ T ).
It is not hard to see that such a scheme achieves HCCA security with respect to T .

RigEnc should encrypt some fixed message and use the ciphertext itself as the auxiliary
information S. Then on input (ζ, T ), S, the RigExtract procedure should return T if
T ∈ T and ζ = S, and return⊥ otherwise. Clearly such a scheme is of limited interest—
instead of actually applying a transformation to the underlying plaintext, the CTrans

5The adversary knows {ζ ′ | ∃S : (ζ ′, S) ∈ R}, so without loss of generality we can assume the query
includes such a “valid” ζ ′.
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operation simply defers the transformation until the time of decryption. Furthermore,
transformed ciphertexts look noticeably different from plain ciphertexts.
We therefore focus on encryption schemes which are HCCA-secure while also satis-

fying a further requirement that transformed ciphertexts “look like” normal ciphertexts.
A similar definition (called compactness) was also needed by Gentry [31] to avoid the
same kind of degenerate case described here. However, in Gentry’s work the focus is
solely on expressivity of the homomorphic operation, and not on any privacy guaran-
tee provided by the homomorphic operation. As such, Gentry’s definition is somewhat
incomparable to ours.

Unlinkability Overview Our main definition, called unlinkability, captures the strong
notion that a ciphertext not leak anything at all about its history (i.e., whether it was
generated using Enc or via CTrans and from which other ciphertext by applying which
transformation). However, there would seem to be an apparent contradiction between the
HCCA definition given above and this intuitive notion of unlinkability. HCCA security
demands that it is possible to reliably track transformations applied to ciphertexts (i.e.,
via RigEnc and RigExtract), while unlinkability demands that ciphertexts not reveal
whether they were generated via a transformation. To reconcile this, we require unlink-
ability to apply only to ciphertexts that successfully decrypt under a private key chosen
by the challenger. This excludes linkability via theRigEnc andRigExtract procedures,
since tracking ciphertexts using RigExtract in general requires the tracking party to
know the private key.
Our formal definition of unlinkability is given below. We note that the definition

is more than just a correctness property, as it involves the behavior of the scheme’s
algorithms on maliciously crafted ciphertexts.6 The security experiment also includes
a decryption oracle, making it applicable even to adversaries with chosen-ciphertext
attack capabilities.

Formal Definition For a unary homomorphic encryption scheme E = (KeyGen,Enc,
Dec,CTrans) and a set of transformations T , we define the following stateful oracle:

OE,T
λ,b :

Initially, it generates (pk, sk) ← KeyGen(1λ) and remembers it in its state.
Then on inputs of the following forms, it responds as follows:

key: Return pk.
challenge(ζ, T ): If a challenge query has beenmade previously, or T ∈

T then ignore. If Decsk(ζ ) = ⊥, do nothing; otherwise generate:

ζ ∗ ←
{
Encpk(T (Decsk(ζ ))) if b = 0

CTranspk(ζ, T ) if b = 1

Return ζ ∗.
dec(ζ ): Return Decsk(ζ ).

6In Appendix we do consider weaker variants of unlinkability which are (equivalent to) simple correctness
properties, and do not involve maliciously chosen ciphertexts.
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Definition 3.2. Let T be a set of (unary) transformations. A homomorphic encryption
scheme E is T -unlinkable if, for all non-uniform PPT adversaries A, we have:

Pr
[
AOE,T

λ,0 (1λ) = 1
]

≈ Pr
[
AOE,T

λ,1 (1λ) = 1
]
,

Compatibility of Unlinkability and HCCA Security We have defined unlinkability and
HCCA security with the intent that T unlinkability and T -HCCA security (for the same
T ) are compatible. If a scheme is T -unlinkable and T ′-HCCA-secure, then at least
intuitively T ⊆ T ′. However, the definitions allow some pathological counterexamples
to this claim.7 Still, we can prove the following conceptually similar claim:

Lemma 3.3. Let T be a (unary) plaintext transformation over a message spaceM. We
say that T ∈ε T ′ if there exists an efficiently samplable distribution over T ′ ∈ T ′ such
that Pr[T (m) = T ′(m)] < ε for every efficiently samplable distribution over m ∈ M.
We also say T ⊂∼ε

T ′ if for every T ∈ T , we have T ∈ε T ′.
In our setting, T and M depend on the public key of a scheme, so we write Tpk . Let

λ(pk) denote the security parameter inherent in pk.
If a scheme is Tpk-unlinkable and T ′

pk-HCCA-secure, then there exists a negligible

function ε such that Tpk
⊂∼ε(λ(pk)) T

′
pk .

Proof. For every T ∈ Tpk and every distribution D overMpk , consider the following
adversary in the HCCA experiment. It samples m∗ according to D and sends a query
challenge(m∗), receiving response ζ ∗. It computes ζ ′ ← CTranspk(ζ ∗, T ) and sends
a query dec(ζ ′). The adversary outputs 1 iff the result is T (m∗).

When b = 0 in the HCCA experiment, the adversary outputs 1 with overwhelming
probability by the fact that the scheme is unlinkable with respect to transformation T .
Whenb = 1, the gamehandles thedec(ζ ′)queryby runningT ′ ← RigExtractsk(ζ

′, S∗)
and outputting T ′(m∗). Note that the distribution by which T ′ is computed is:

(ζ ∗, S∗) ← RigEnc; T ′ ← RigExtractsk(CTranspk(ζ
∗, T ), S∗); return T ′,

which is independent ofm∗. Note also that T ′ ∈ T ′
pk by the constraints of the T ′

pk-HCCA
game. It is with respect to this distribution on T ′ that we have T ∈ε T ′

pk , where ε is the
(negligible) advantage of the adversary in the HCCA experiment (i.e., the probability
that T (m∗) = T ′(m∗)). As T was arbitrary in Tpk , we get the claim from the lemma. �

A scheme that simultaneously achieves both HCCA security and unlinkability with
respect to the same space of transformations T yields a very sharp dichotomy between
malleability and non-malleability. Namely, transforming ciphertexts according to opera-
tions in T is possible, as a highly expressive feature of the scheme, whereas transforming

7 For example, start with T = T ′ and a scheme that is HCCA-secure and unlinkable with respect to T .
Then choose a random x and include y = f (x) in the public key, where f is a one-way function. Modify a
single T ∈ T ′ to map all preimages of y to themselves. Now the original T need not be present in the new T ′
(so T ⊆ T ′) and yet an adversary in the HCCA is unlikely to ever provide a preimage of y as the challenge
plaintext, so T ′-HCCA security of the scheme reduces to its T -HCCA security.
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Fig. 2. UC ideal functionality FT
hmp .

ciphertexts in any other way is impossible, even by adversaries. In this work, we focus
on schemes which satisfy both conditions with respect to the same transformation space.

Robustness Against Malicious Keys Our UC-based security definition that follows
also requires some significantly weaker condition to hold in the presence of maliciously
generated public keys.

Definition 3.4. A homomorphic encryption scheme E is rerandomizing if for all (pos-
sibly malicious) pk, all T ∈ T , and all msg ∈ M, the following distributions are
identical:

• Sample ζ ← Encpk(msg) and ζ ′ ← CTranspk(ζ, T ). Output (ζ, ζ ′).
• Sample ζ ← Encpk(msg) and ζ ′ ← Encpk(T (msg)). Output (ζ, ζ ′).

In some cases, a public key may be extremely malformed, so that the Enc and CTrans
algorithms become somewhat undefined. For example, the public key may not include
the expected (number of) group elements. In this case, we can assume without loss of
generality that both Enc and CTrans output an error indicator ⊥.

3.3. Defining Security Using an Ideal Functionality

We also define the “Homomorphic Message Posting” functionality FT
hmp in the frame-

work of Universally Composable security [14] as a natural security definition encom-
passing both unlinkability and our desired notion of non-malleability. The complete
definition appears in Fig. 2.
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FT
hmp allows parties to post private messages for a designated receiver, as on a bul-

letin board. Messages are represented by abstract handles which reveal no information
about the message (they are generated by the adversary without knowledge of the mes-
sage). Only the designated receiver is allowed to obtain the corresponding message for
a handle. To model the homomorphic features, the functionality allows parties to post
messages derived from other handles. The functionality is parameterized by the set of
allowed transformations T . When a party provides a previously posted handle and a
transformation T ∈ T , the functionality retrieves the message m corresponding to the
handle and then acts as if the party had actually requested T (m) to be posted. The sender
does not need to know, nor is it told, the underlying message m of the existing handle.

FT
hmp models the non-malleability we require, since the only way a posted message

can influence a subsequent message is via an allowed transformation.
The functionality also models unlinkability by internally behaving identically (in

particular, in its interaction with the adversary) for the two different kinds of posts. The
only exception is that corrupt parties may generate “dummy” handles which look like
normal handles but do not contain any message. When a party derives a new handle
from such a dummy handle, the adversary learns the transformation. To see why it is
unavoidable to inform the adversary when a dummy handle is reposted, consider an
adversary who does the following: She generates a totally independent keypair (which
she does not reveal) and broadcasts an encryption ofm under that key. Then all derivatives
will be noticeable to the adversary, as they will decrypt successfully under this new key.
This tradeoff between notifying the adversary when dummy handles are reposted, and
not notifying when non-dummy handles are reposted, mirrors the tradeoff between our
indistinguishability definitions. In our security proofs, this additional dummy handle
feature is crucial.

Homomorphic Encryption Schemes and Protocols forFT
hmp The UC framework defines

when a protocol is said to securely realize the functionalityFT
hmp: for everyPPTadversary

in the real-world interaction (using the protocol), there exists a PPT simulator in the ideal-
world interaction with FT

hmp, such that no PPT environment can distinguish between
the two interactions. We associate homomorphic encryption schemes with candidate
protocols forFT

hmp in the followingnaturalway (for simplicity assume all communication
is on an authenticated broadcast channel). To setup an instance ofFT

hmp, a party generates
a keypair and broadcasts the public key. To post a message, a party encrypts it under
the public key and broadcasts the resulting ciphertext. The “derived post” feature is
implemented via theCTrans procedure. To retrieve amessage from a handle, the receiver
decrypts it using the private key. For simplicity of notation, when using an encryption
scheme E , we shall denote this protocol also by E .

Broadcasting Versus Non-broadcasting For simplicity, we have defined our ideal UC
functionalityFT

hmp in a broadcastingway; that is, that the adversary is notified every time
an honest party generates a handle. This design choice leads to a simple functionality and
a proof of equivalence (Theorem 4.4) that is relatively free of deep subtleties; however,
as pointed out in [53], this paradigm does not allow the most flexibility.
A more general-purpose functionality would be a non-broadcasting one in which

parties can privately (i.e., without the adversary being notified) generate new handles
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and then have arbitrary control over how the handles are sent to other parties. If a handle
never reaches the adversary, the adversary should not know that it was ever generated.
Since inFT

hmp the adversary is assumed to have control over the generation of handles,
a functionality in the non-broadcasting paradigm lets the adversary register a handle-
generating algorithm during the setup phase. This handle-generation algorithm is then
executed locally by the functionality, without interacting with the adversary. Functional-
ities of this kind have been previously used for encryption and signatures [14,16,18,53].
An analog of Theorem 4.4 holds for such a non-broadcasting definition of FT

hmp.
8

4. Relationships Among Security Definitions

To understand our new security definitions, we prove some relationships among them
and among the more established definitions of CCA, gCCA [2,63], and RCCA [18]
security.

4.1. HCCA Generalizes Existing Non-malleability Definitions

Theorem 4.1. CCA, gCCA, and RCCA security9 can be obtained as special cases of
the HCCA definition, by appropriately restricting RigEnc and RigExtract.

Proof. The restrictions on RigExtract are progressively relaxed as we go from CCA
to gCCA to RCCA, making it explicit that the non-malleability requirements get weaker
in that order.
First, wemodify the original definitions of CCA, gCCAandRCCAsecurity (Sect. 2.3)

so that they are similar to that of HCCA security. Instead of the adversary providing
two challenge plaintexts, we modify the definition so that the plaintext msg0 is fixed
arbitrarily (and publicly known), and the adversary provides only msg1. The modified
definition is equivalent to the original definition (in which the adversary chooses both
plaintexts).10 We can further modify the experiment so that when the adversary submits
the challenge ciphertext to the decryption oracle, the response is msg1 (regardless of
whether msg0 or msg1 was chosen), instead of “guarded.” In the case of CCA and
gCCA definitions, this is a cosmetic change since the adversary can itself predict when
the response will be “guarded.” In the case of RCCA security, the legitimate guarded
decryption oracle never responds with msg1, and hence again, using msg1 to indicate
“guarded” in the experiment does not the change the security definition.

8In the non-broadcasting setting, we require an additional security/correctness property, namely that
CTranspk (ζ, T2 ◦ T1) and CTranspk (CTranspk (ζ, T1), T2) are indistinguishable, for all (possibly adver-
sarially generated) ciphertexts ζ . Our main construction indeed satisfies this property; the two distributions
are identical.

9The argument for RCCA security applies only when the size of the plaintext domain is superpolynomial
in the security parameter. However, this is the only setting in which RCCA is generally useful.

10If an adversary can successfully distinguish between encryptions ofmsgversusmsg′ in the original exper-
iment, then a related adversary can successfully distinguish between either (msg,msg0) or (msg′,msg0).
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Now we shall argue that each of the modified CCA, gCCA and RCCA experiments is
equivalent to HCCA security, with appropriate restrictions on RigEnc and RigExtract.

CCA security. The modified CCA experiment can be directly obtained as a special
case of the HCCA game as follows: RigEnc generates an encryption of msg0, and
uses the ciphertext itself as the auxiliary information. RigExtract simply checks if an
input ciphertext is identical to this auxiliary information; if so, it reports the identity
transformation (indicating that the given ciphertext encodes the same plaintext as the
output of RigEnc); otherwise, it outputs ⊥.

Note that the auxiliary information shared between RigEnc and RigExtract is in fact
known to the adversary and that RigExtract does not use the private key at all. Thus,
without loss of generality the adversary makes no rigenc or rigextract queries. With
this simplification, the resulting HCCA game is exactly equivalent to the modified CCA
experiment described above.

gCCA security. The modified gCCA experiment for a particular (polynomial-time com-
putable) equivalence relation R is equivalent to theHCCAexperimentwith the following
RigEnc and RigExtract: as above RigEnc generates an encryption of msg0, and uses
the ciphertext itself as the auxiliary information; but RigExtract checks if an input
ciphertext and the ciphertext in the auxiliary information satisfy the relation R; if so, it
reports the identity transformation and otherwise, it outputs ⊥.

Note that the gCCA security definition holds if indistinguishability holds in the (mod-
ified) gCCA experiment for equivalence relation R that can be computed in polynomial
time given the public key, and such that R(ζ, ζ ∗) = 1 ⇒ Decsk(ζ ) = Decsk(ζ ∗). That
is, if we restrict RigEnc to be the above one and RigExtract to be of the above form
with any arbitrary R satisfying the above conditions, then the resulting HCCA game
is exactly the gCCA security definition. As above, the adversary need not make any
rigenc/rigextract queries.

RCCA security.ConsiderRigEncwhich encrypts a random plaintext and sets that plain-
text as the auxiliary information. Also, consider RigExtract which simply decrypts the
given ciphertext and checks whether the result equals the auxiliary information. If they
are equal it reports the identity transformation, and otherwise outputs ⊥.
In this case,RigExtract does use the private key, but only to implementDec as a black

box. Thus in the HCCA game with theseRigEnc/RigExtract oracles, the adversary can
simulate the effect of any rigenc/rigextract queries using only dec queries. Again,
with the above RigEnc and RigExtract procedures and with the adversary asking no
rigenc or rigextract queries, the resulting HCCA experiment is equivalent to the
modifiedRCCAexperiment. The rigged ciphertext is generated using a randomly chosen
plaintext so that it is unlikely that the adversary produces a ciphertext containing that
plaintext (such a ciphertext would “fool” RigExtract). �

Note that in all the three cases, when formulated as a restricted HCCA experiment,
RigExtract is allowed to output only ⊥ or the identity transformation. This highlights
the fact that schemes satisfying these security definitions are not malleable in ways
which alter the message. Also, note that all of these special cases of HCCA involve a
RigEnc procedure which simply create a normal encryption of some plaintext. But in
showing HCCA security of our construction (Sect. 5), we exploit the flexibility of the
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full HCCA definition to achieve larger classes of transformations, by letting RigEnc
generate a “ciphertext” that is not in the range of Enc(·).

RerandomizableRCCA Anextra requirement onRCCAencryption, namely rerandom-
izability, was introduced in [18] (called “secretly randomizable”) and later considered
by [36,54]. Briefly, rerandomizable RCCA security demands that given any ciphertext
in the support of Enc(m), anyone should be able to freshly sample the distribution of
Enc(m) (rerandomizability), but the scheme is non-malleable in ways which alter the
plaintext (RCCA security).
Rerandomizable RCCA security corresponds to the special case of unlinkable HCCA

security, where the only allowed transformation is the identity transformation. For histor-
ical reasons, we shall use the term “rerandomizable RCCA” security, but for the general
case, we prefer the term “unlinkable,” as it emphasizes the concrete security end goal
(for which appropriate ways of rerandomization serve as a means).

4.2. [R]CCA From HCCA

Given a (not necessarily unlinkable) HCCA-secure scheme satisfying a reasonable con-
dition on its allowed transformations,we show a black-box construction of aCCA-secure
and an RCCA-secure scheme.
Let E = (KeyGen,Enc,Dec,CTrans) be a T -HCCA-secure scheme with the fol-

lowing properties:

• The message spaceM is isomorphic to A × B. That is, there are efficiently com-
putable maps between M and A × B. Without loss of generality, we assume
M = A × B.

• For all T ∈ T , there exists a function t : B → B such that T (a, b) = (a, t (b)).
That is, each transformation preserves the A-component of the plaintext.

In this case, an RCCA-secure [18] scheme can be obtained from E in the following way:

• To encrypt m ∈ A, choose an arbitrary b ∈ B and output Encpk(m, b)
• To decrypt a ciphertext ζ , compute (a, b) ← Decsk(ζ ) and output a.

It is straightforward to see that the resulting scheme is RCCA-secure withmessage space
A.
Then from a result of Canetti, Krawczyk, and Nielsen [18], the RCCA-secure scheme

can be used to construct a CCA-secure scheme.

CHK Transformation RCCA-secure and CCA-secure encryption can also be obtained
from an HCCA-secure encryption of the above kind, using a simple modification of the
Canetti–Halevi–Katz (CHK) transformation [15]. A similar black-box transformation
appeared independently in [49].
Briefly, let E be as above, and let	 = (SigGen,Sign,Ver) be an one-time signature

scheme whose space of verification keys is a subset of A.11 Then the new CCA-secure
scheme Echk, with message space B, is as follows:

11Strong (one-time) signature schemes are implied by one-way functions, and it is easy to construct a
one-way function from the KeyGen procedure of any HCCA-secure scheme.
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• KeyGenchk: same as KeyGen.
• Encchkpk (msg): Run (vk, ssk) ← SigGen. Compute ζ ← Encpk(vk,msg) and

σ ← Signssk(ζ ), then output (vk, ζ, σ ).
• Decchksk (vk, ζ, σ ): IfVervk(ζ, σ ) = 1, thenoutput⊥. Else, compute (vk′,msg) ←
Decsk(ζ ). If the decryption fails, or if vk = vk′, then output ⊥. Otherwise, output
msg.

If 	 is unforgeable, then Echk is RCCA-secure; if 	 is strongly unforgeable, then Echk

is CCA-secure. The proof closely follows those of [15,49] and is left as an exercise for
the reader.
Black-Box Separation from CPA Security Given the black-box separation results of
[32], our construction above implies that there is no shielding12 black-box construction
of a HCCA-secure scheme satisfying the condition above from a CPA-secure scheme.
We leave open the question of whether there exists a black-box reduction from CPA

security to HCCA security with respect to, say, a group operation over the plaintext space
(that is, the plaintext space is a group G, and the set of allowed operations are x �→ σ x
for all choices of σ ∈ G; such a scheme would not satisfy the properties described in
this section).

4.3. Restricting the Transformation Space

In general, one cannot easily modify a T1-unlinkable-HCCA-secure scheme into a T2-
unlinkable-HCCA-secure scheme, even if T2 ⊆ T1. The problem of “disabling” the
transformations in T1\T2 while at the same time maintaining those in T2 appears just as
challenging as constructing a T2-unlinkable-HCCA scheme from scratch. However, a
simple black-box transformation is possible for the special case where T2 is a singleton
set containing only the identity transformation. Recall that this special case is known as
rerandomizable RCCA security [18].

Definition 4.2. Let E = (KeyGen,Enc,Dec,CTrans) be a unary homomorphic
encryption scheme, and let E ′ = (KeyGen′,Enc′,Dec′) be a (not necessarily homo-
morphic) encryption scheme.We define the encapsulation of E ′ inside E , denoted E ◦E ′,
to be a unary homomorphic encryption scheme, given by the following algorithms:

• KeyGen∗: Run (pk, sk) ← KeyGen and (pk′, sk′) ← KeyGen′. Output pk =
(pk, pk′) and sk = (sk, sk′).

• Enc∗
pk,pk′(msg) = Encpk(Enc′

pk′(msg)).
• Dec∗

sk,sk′(ζ ) = Dec′
sk′(Decsk(ζ )), where we let Dec′

sk′(⊥) = ⊥ for simplicity.
• CTrans∗: same as CTrans.

Theorem 4.3. If EH is a T -unlinkable-HCCA-secure scheme (for any T ) and E R is a
(not necessarily rerandomizable) RCCA-secure scheme, then EH ◦E R is rerandomizable
RCCA-secure.

12A shielding construction is one in which the HCCA scheme’s decryption algorithm does not make calls
to the CPA scheme’s encryption algorithm.
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Intuitively, the outer scheme’s unlinkability is preserved by the encapsulation, but
the inner scheme’s non-malleability renders useless all transformations but the identity
transformation.
Note that RCCA security without rerandomizability is a weaker requirement than

CCA security [18]. Thus, for example, an unlinkable HCCA-secure scheme encapsulat-
ing a plain CCA-secure encryption scheme will yield a rerandomizable RCCA-secure
encryption scheme.

Proof. For clarity, we superscript with “H” the algorithms of EH , and superscript with
“R” the algorithms of E R . We write the keys of EH as (hpk, hsk), and similarly the
keys of E R as (rpk, rsk). We write the algorithms of the encapsulated scheme EH ◦ E R

without superscripts.
Note that CTransH accepts possibly many allowed transformations as input when

viewed in the context ofEH . However, in the context of the encapsulated schemeEH ◦E R ,
CTrans = CTransH is only meaningful when called with the identity transformation.
We note that to achieve HCCA security with respect to T , T must indeed contain the
identity function (since the adversary can simply send the challenge ciphertext itself as
a dec query). It is easy to see that the unlinkability of the outer scheme (with respect to
the identity transformation) is preserved by the construction.
To showRCCAsecurity (HCCAsecuritywith the identity function as the only allowed

transformation), we must demonstrate appropriate RigEnc and RigExtract procedures
for the new scheme. Let (RigEncH ,RigExtractH ) and (RigEncR,RigExtractR) be the
procedures guaranteed by the two schemes, respectively. Then the new scheme satisfies
HCCA security with the following procedures:

• RigEnchpk,rpk does the following: Run (ζ, SH ) ← RigEncHhpk and (ζR, SR) ←
RigEncRrpk . Set S = (SH , ζR, SR) and output (ζ, S).

• RigExtracthsk,rsk(ζ, S) does the following: Parse S as (SH , ζR, SR). Run T ←
RigExtractHhsk(ζ, SH ). IfT = ⊥, output⊥; otherwise outputRigExtractRrsk(T (ζR),

SR), which must be either the identity function or ⊥, by the RCCA security of the
inner scheme.

Consider a hybrid HCCA experiment where the challenge ciphertext is generated from
msg∗ as:

• Run (ζ ∗, S∗) ← RigEncHhpk and ζ ∗
R ← EncRrpk(msg∗). Remember ζ ∗

R and output
ζ ∗.

and a query of the form dec(ζ ) is implemented as:

dec(ζ ) =
{
DecRrsk(T (ζ ∗

R)) if ⊥ = T ← RigExtractHhsk(ζ, S∗)
DecRrsk(Dec

H
hsk(ζ )) otherwise.

It is straightforward to verify that this hybrid experiment is indistinguishable from
both the b = 0 and b = 1 branches of the HCCA experiment instantiated with the new
scheme and its RigEnc and RigExtract procedures described above. �
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4.4. Unlinkable HCCA Implies the UC Definition

Theorem 4.4. Every T -homomorphic encryption scheme which is HCCA-secure,
unlinkably homomorphic (with respect to T ), rerandomizing, and satisfies the correct-
ness properties, is a UC-secure realization of FT

hmp, against static (non-adaptive) cor-
ruptions.

Let E = (KeyGen,Enc,Dec,CTrans) be an unlinkably homomorphic, HCCA-
secure encryption scheme (with allowable homomorphisms T ). To prove Theorem 4.4,
wemust demonstrate for any real-world adversaryA a corresponding ideal-world adver-
sary (simulator) S, so that for all PPT environments Z , exec[Z,A, E,Fbcast] ≈
exec[Z,S, πdummy,FT

hmp]. Here, “E” is overloaded to denote the natural protocol that
uses the encryption scheme E , as described in Sect. 3.3. We also assume that all com-
munication is done on an authenticated broadcast channel, denoted Fbcast.

In the case where the recipient P is corrupt, the simulation is trivial. Each time it is
asked to generate a handle, it is given the underlying message. Each time the adversary
itself outputs a ciphertext, the simulator can register it as a dummy handle, after which
it is notified each time that handle is repost’ed. We now focus on the case where P is
not corrupt.

Overview We construct the simulator S in a sequence of hybrids. We give a brief
overview of these hybrids now, highlighting the subtleties that arise.

0. We begin with the real-world interaction, involving the adversary A attacking the
scheme E being executed over the broadcast channel Fbcast. For convenience, we
can write this as an interaction between an ideal-world adversary S0 attacking a
functionality F0, which is a variant of FT

hmp modified to give all of the honest
parties’ inputs to S0. When an honest party posts a message msg, the simulator
S0 generates the corresponding handle via Encpk(msg); similarly handles for
repost-ed handles are generated via CTrans.
One subtlety here is that when the adversary outputs a ciphertext, it must be posted
to FT

hmp. The simulator decrypts it to decide whether to post it as a legitimate
message or a dummy handle. Even if the ciphertext is adversarially generated
(and perhaps not in the range of Encpk(·)), as long as Decsk(ζ ) = ⊥ it will be
interpreted as a non-dummy handle.

1. In the protocol, post commands are handled via Enc, and repost commands are
handled via CTrans. By the unlinkability of the scheme, (intuitively), these two
cases generate indistinguishable outputs, provided that the handle being reposted
contains a validmessage.Thus,when given a command (repost,handle, T ) com-
mand for a non-dummy handle,we allow the functionality (calledF1 after thismod-
ification) to give the simulator the same output as if the command (post, T (msg))

was received (the behavior used by FT
hmp).

Importantly, non-dummy handles (even those adversarially generated) must sat-
isfy Decsk(ζ ) = ⊥, and so the unlinkability property holds. We use the fact that
unlinkability applies even in the presence of a decryption oracle, since the remain-
der of the simulation usesDec throughout. At this point, the simulator never needs
to use the CTrans function.
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2. FT
hmp does not reveal the messages (plaintexts) that are posted, yet so far we have

a hybrid in which the simulator is given these messages to appropriately generate
handles via Enc. In this step, we apply the HCCA security property on each
handle generated by the simulator. Intuitively, HCCA security implies that we
can replace a valid encryption with a rigged encryption (which can be generated
without knowledge of the plaintext) as long as we appropriately compensate on
decryption queries (using RigExtract).
More formally, we consider a sequence of hybrids; in the kth hybrid, the first k
(honestly generated) handles are generated via RigEnc, and the rest with Enc.
We also replace all decryptions with a process in which we first use RigExtract
to check whether the input was a derivative of one of these k rigged ciphertexts.
To show that the kth and (k + 1)th hybrids are indistinguishable, we apply HCCA
security. The oracle queries rigenc and rigextract provide the basic function-
ality required by the simulator (namely, generating rigged ciphertexts and later
identifying their derivatives).

Hybrid 0 (correctness) We define a functionality F0 that behaves exactly like FT
hmp

except in the following aspects:

1. When an honest party sends a command (post,msg) toF0, the functionality sends
(extra, post,msg) to the adversary.

2. When an honest party sends a command (repost,handle) toF0, the functionality
sends (extra, repost,handle) to the adversary.

We emphasize that these values sent to the adversary are in addition to whatFT
hmp would

normally send (i.e., handle-req commands).
Given an adversary A (attacking the real-process interaction) we define a simulator

S0 as follows:

1. If A broadcasts (id-announce, P, id) on behalf of corrupt P then S0 sends a
command setup to the functionality (on behalf of P) and responds to (id-req, P)

with id. Internally S0 sets pk = id.
2. Otherwise, when S0 receives a command (id-req, P) from the functionality (i.e.,

on behalf of an honest party), it generates a keypair (pk, sk) ← KeyGen and sends
pk to the functionality. It then internally simulates toA that party P broadcast pk
to Fbcast. Note that sk is only defined in the simulation in the case where the
receiver P is honest.

3. When S0 receives commands (handle-req, sender) and (extra, post,msg)

from the functionality, it computes handle ← Encpk(msg) and sends handle to
the functionality. It also internally simulates to A that sender broadcast handle
to Fbcast.

4. WhenS0 receives commands (handle-req, sender) and (extra, repost,handle)

from the functionality, it computes handle′ ← CTrans(handle, T ) and sends
handle′ to the functionality. It also internally simulates to A that sender broad-
cast handle′ to Fbcast.

5. When the adversary broadcasts a ciphertext ζ on Fbcast, S0 does the following:
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• If the receiver P is corrupt, or if P is honest but Decsk(ζ ) = ⊥, then S0 sends
(dummy, ζ ) to the functionality on behalf of A.

• Otherwise, P is honest and Decsk(ζ ) = msg = ⊥. In this case, S0 sends
(post,msg) to the functionality on behalf ofA. The functionality will imme-
diately ask for a handle for this post (via a handle-req command), to which
S0 responds with ζ .

Claim 4.5. For any given PPT adversary, let F0 and S0 be as described above. Then
for all PPT environments Z , exec[Z,A, E,Fbcast] ≡ exec[Z,S0, πdummy,F0].

Proof. This follows from the correctness properties of encryption scheme E and the
fact that S0 exactly emulates the real-world actions of all parties. �

Hybrids (1, k) (unlinkable homomorphism) Let N be a (polynomial) bound on the
number of commands sent to the functionality in the interactions we consider. Then we
define F1,k to be identical to F0 except in the following behavior:

1. When an honest party sender sends a command (repost,handle, T ), and the
following are true:

• (handle,msg) is internally recorded, where msg = ⊥
• this is the j th time such a command has been sent, where j ≤ k

then instead of sending (extra, repost,handle) to the adversary, it sends
(extra, post, T (msg)).

Claim 4.6. For any given PPT adversary A, let S0, F0, and F1,k be as described
above. Then for all PPT environments Z:

exec[Z,S0, πdummy,F0] ≡ exec[Z,S0, πdummy,F1,0]
∀k ∈ {0, . . . , N − 1} : exec[Z,S0, πdummy,F1,k] ≈ exec[Z,S0, πdummy,F1,k + 1]

Proof. The first statement follows from the definition of F1,0. To show the second
statement, we consider two cases:
Case 1: the receiver P is corrupt. Note that the difference between hybrids is only

relevant when an honest party reposts a handle for which msg = ⊥. But when the
receiver is corrupt, this can only happen when the original handle was produced from an
honest party (the simulator will use a dummy handle, withmsg = ⊥ for any ciphertext
broadcast by the adversary).
Then the difference between the hybrids is whether the simulator computes the (k +

1)th handle via handle′ ← CTrans(handle, T ) or via handle′ ← Encpk(T (msg)),
where handle was originally generated via handle ← Encpk(msg). From the reran-
domizing property of the CTrans procedure, these two distributions are identically dis-
tributed (even when pk is maliciously generated).
Case 2: the receiver P is honest. In this case, we reduce to the unlinkability secu-

rity definition. Consider an adversary A∗ participating in the unlinkability game which
carries out the interaction between Z , S0, F1,k , and the honest parties—with one small
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change described below. To do so, A∗ uses the public key pk and Dec oracle provided
in the game. At the end, A∗ takes the output of Z to be its own output.
However, in the (k + 1)th execution of item 1 from above, A∗ sends handle as its

challenge in the unlinkability game. By construction, item 1 above only occurs when
an honest party sends a command (repost,handle) for a non-dummy handle handle.
As such, Decsk(handle) = ⊥, as required in the unlinkability game. Say A∗ receives
handle′ as the response; then it takes handle′ to be the response of S0.
Now, it is easy to see that the output ofA∗ is distributed exactly asexec[Z,S0, πdummy,

F1,k + b], where b is the choice bit in the unlinkability game. The claim then follows by
the unlinkability of the scheme. �

Hybrids (2, k) (HCCA security) As before, let N be a (polynomial) bound on the
number of commands sent to the functionality in the interactions we consider. Then we
define F2,k to be identical to F1,N except that it does not deliver to the adversary the
first k messages of the form (extra, post,msg)). Note that messages of this form can
be triggered by either a post or repost command by an honest party.

Now we define S2 to act identically to S0, with the following exceptions when the
receiver P is honest:

1. When S2 receives a request of the form (handle-req, sender) from the func-
tionality with no corresponding message of the form (extra, post, ·), it computes
(handle, S) ← RigEncpk and uses handle as the message’s handle. It internally
keeps track of (handle, S) for later use.

2. When the adversary broadcasts a ciphertext ζ , the simulator S2 does the following:
For each (handle, S) recorded above, S2 computes T ← RigExtractsk(ζ, S). If
for some (handle, S) we have T = ⊥, then S2 sends (repost,handle, T ) to
the functionality and uses ζ as the corresponding handle. If all of these calls to
RigExtract produce ⊥, then S2 proceeds just as S0 (i.e, attempts to decrypt ζ

under sk and so on).

When the receiver P is corrupt, note that the simulator can simply use the (get,handle)

command to obtain the plaintext of any ciphertext. So we can trivially modify the sim-
ulator to obtain the information that is missing in these new hybrids, and proceed as
before.

Claim 4.7. For any given PPT adversary A, let S1, F1, S2 and F2 be as described
above. Then for all PPT environments Z ,

exec[Z,S0, πdummy,F1,N ] ≡ exec[Z,S2, πdummy,F2,0]
∀k ∈ {0, . . . , N − 1} : exec[Z,S2, πdummy,F2,k] ≈ exec[Z,S0, πdummy,F2,k + 1]

Proof. The first statement follows from the definition of F2,0, since S2 never calls
RigEnc (and hence there are no opportunities to execute RigExtract in item 2 above).
To show the second statement, consider an adversary A∗ participating in the HCCA

game which carries out the interaction between Z , S2, F2,k , and the honest parties,
with the following change. The (k + 1)th time the functionality would have generated
a message of the form (extra, post,msg∗), A∗ sends msg∗ as the challenge in the
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HCCA game. It receives handle∗ in return and takes this to be the handle generated by
S2 for the corresponding handle-req. At the end, A∗ takes the output of Z to be its
own output.
We must show that A∗ can indeed carry out the desired interaction in the context

of an HCCA experiment. It can use the GDec oracle as its decryption oracle. In
steps 1 and 2 above, the values S are used only internally to S2; in particular, they
are not given to the underlying adversary A. It suffices to simply have the ability
to generate rigged ciphertexts and later test whether another ciphertext is a deriva-
tive of that ciphertext. Indeed, the rigenc and rigextract oracle queries provide this
functionality.
It is easy to see that when b = 0 in the HCCA game, the output of A∗ is distributed

exactly as exec[Z,S2, πdummy,F2,k]. It suffices to show that when b = 1 the output of
A∗ is distributed exactly as exec[Z,S2, πdummy,F2,k + 1].

When b = 1 in the HCCA game, the (k + 1)th ciphertext is a rigged cipher-
text, for which S2 does not know the corresponding S∗ value. Note that S2 uses the
decryption oracle only in step 2 above (in the parenthetical remark). When b = 1
the GDec oracle first uses RigExtract to check whether the input is derived from
handle∗. If so, then T (msg∗) is returned and S2 sends (post, T (msg∗)) to the
functionality.
By comparison, in the interaction exec[Z,S2, πdummy,F2,k + 1], S2 knows the value

S∗ corresponding to the rigged ciphertext handle∗. Then in step 2 above, S2 will itself
use RigExtract to check whether the input is a derivative of handle∗. If it is derived via
T , then S2 will send (repost,handle∗, T ) to the functionality.
In all other cases (say, a ciphertext is not identified as a derivative of handle∗), the two

interactions are identical. The key observation is that the commands (post, T (msg∗))
and (repost,handle∗) have exactly the same effect in F2,k (in previous hybrid steps
we have eliminated any external difference in behaviors between these two commands).
Thus, we see that the output of A∗ is distributed exactly as exec[Z,S2, πdummy, ]

F2,k + b], where b is the choice bit in the HCCA game. The claim then follows by the
HCCA security of the scheme. �

Concluding the Proof Combining the above claims, we get that for all adversaries A,
there exists a simulatorS2 such thatexec[Z,A, E,Fbcast]≈exec[Z,S, πdummy,F2,N ]
for all environments Z . Note that F2,N and FT

hmp in fact have identical behaviors (in
particular, F2,N never sends any messages of the form (extra, ·) to the adversary). So
letting S = S2 completes the proof.

5. Main Construction: An Unlinkable, HCCA-secure Scheme

Our main result is a family of encryption schemes which achieve both HCCA security
and unlinkable homomorphism, with respect to a wide range of (unary) transformations,
under the RG-DDH assumption (Definition 2.2).

We begin with a high-level overview of the scheme.
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5.1. Overview

Wemotivate the designof our construction, first focusingon the special case of rerandom-
izable, RCCA encryption. In this case, the only allowed operation is rerandomizability;
that is, anyone can maul an encryption of (unknown) m into another freshly random
encryption of m, yet the scheme is non-malleable in ways that alter the plaintext. This
is the case considered in [54] and constitutes one of the simplest instantiations of our
scheme.

Starting with Cramer–Shoup. We recall the well-known scheme of Cramer and
Shoup [23], which serves as a conceptual starting point for our construction. In a group
G, a Cramer–Shoup encryption of m ∈ G has the following form:

gx1 , gx2 ,mCx , (DEμ)x ,

where μ is a hash of the first three ciphertext elements; g1 and g2 are random generators
of G; and C , D, and E are values from the public key.

Two Strands for Rerandomizability Tomake the scheme rerandomizable (that is; allow
anyone to “refresh” the randomness used during ciphertext generation), we use what we
call a “double-strand” technique. This method, previously used by Golle et al. [34] to
make ElGamal rerandomizable, involves double the size of the ciphertext to assist in
randomization. Now, an encryption of m has the form:

gx1 , gx2 ,mCx , (DEμ)x ,

gy1 , gy2 , Cy, (DEμ)y .

If we label the ciphertext as (X,Y), whereX andY are each a vector of 4 group elements,
then we can see that the new ciphertext (X ·Ys,Yt ) (operations taken component-wise)
resembles an encryption of m with randomness x ′ = x + sy and y′ = yt . However,
the ciphertext has changed so, as such, the value of μ is now inconsistent. Instead, we
let μ be a hash (or any injective encoding) of the plaintext m, a value that is invariant
under this rerandomization operation. Intuitively, the Cramer–Shoup paradigm makes
the ciphertext non-malleable with respect to μ.

Note that there is a fundamental asymmetry between the two “strands” X and Y. In
particular, we rerandomize x additively (to x ′ = x + sy) and y multiplicatively (to
y′ = yt). We could not, for instance, easily rerandomize x to t x , as it would presumably
have the side effect of raising the (unknown) “payload” m to the t power.

Tying the Strands Together The scheme, as described above, is rerandomizable but
not RCCA-secure. Note that if ζ = (X,Y) and ζ ′ = (X′,Y′) are ciphertexts, then
Decsk(X,Y′) = ⊥ if and only if ζ and ζ ′ encode the same plaintext (i.e., the respective
μ values coincide). In the presence of a Dec oracle, this property leads to a simple
“strand mixing-and-matching” attack in the RCCA/HCCA security game.
To thwart such an attack, there must be some shared randomness correlating the two

strands, so that they are only useful together. We do so by adding an additional element
of randomness u to the ciphertexts, yielding the following form:
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gxu1 , gxu2 ,mCx , (DEμ)x ,

gyu1 , gyu2 , Cy, (DEμ)y; MEnc(u).

Here MEnc denotes an auxiliary encryption scheme, with properties to be enumerated
later. The key point is that sharing a common value u, the two strands can carry out
the rerandomization as above, rerandomizing x ′ = x + sy and y′ = yt . However, the
new value u must also be rerandomized. This can be carried out multiplicatively (i.e.,
u′ = σu) by raising the appropriate values to the σ power, and exploiting a homomorphic
property ofMEnc. Note that the “payload-carrying” component of the ciphertext is not
raised to any power.
For this to actually work, MEnc must satisfy some special properties:

• It must be rerandomizable itself (i.e., to refresh the randomness hidden inside the
notation MEnc(u))

• It must be homomorphic with respect to the operation MEnc(u) � MEnc(σu),
to refresh the choice of u.

• The operation u �→ σu must coincide with multiplication in Z
∗
p (where p is

the order of the Cramer–Shoup group), as that is the operation that occurs when
manipulating u “in the exponent.” Thus the plaintext space of the MEnc scheme
(the domain of u) must be a subgroup of Z∗

p.

For these reasons, we require a hardness assumption in two groups of related size (one
group for Cramer–Shoup, and the other group for this auxiliary scheme MEnc). As
outlined in Sect. 2.2, one suggested choice of such groups are the groups of quadratic
residues mod 2q+1 and mod 4q+3, where (q, 2q +1, 4q +3) is a Cunningham chain.

We note that the MEnc does not need to be HCCA-secure (which would certainly
lead to a chicken-and-egg problem). The MEnc scheme does need some restriction
on its malleability, but the condition is significantly weaker than HCCA security. Our
construction uses “Cramer–Shoup lite” for MEnc.

“Twisting” the First Strand As described so far, the scheme is not quite RCCA-secure.
Suppose (X,Y,U ) is a ciphertext, and an adversary has a guess m for the underlying
plaintext of this ciphertext. The related ciphertext (X2,Y,U ) is almost a valid cipher-
text, except that its plaintext payload has been squared and is thus inconsistent with
μ. However, the adversary can divide off its guess of m from the 3rd component; the
resulting ciphertext will be valid (i.e., the Dec oracle will return a non-⊥ response) if
and only if the adversary’s guess for m was correct. This leads to a successful attack in
the RCCA/HCCA game.
To thwart this kind of attack, we add something to the first strand which prevents

rerandomizing the first strand multiplicatively. Finally, our ciphertexts take this form:

g(x+z1)u
1 , . . . , g(x+z4)u

4 , mCx , (DEμ)x ,

gyu1 , . . . , gyu4 , Cy, (DEμ)y; MEnc(u).

Here, �z = (z1, . . . , z4) is some fixed, public constant; �z = (0, 0, 0, 1) is a suitable
choice. The scheme has been expanded to use 4 generators rather than 2, and this serves
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a technical purpose of providing more dimensions of freedom in the underlying linear
algebra. The key is that squaring each component in the first strandwould also double this
additive �z vector. The fact that �z is linearly independent of (1, 1, 1, 1)makes it infeasible
for the adversary to compensate accordingly in the payload-carrying component.13

Beyond Rerandomizable RCCA The scheme as described above is in fact the instan-
tiation of our construction for the special case of rerandomizable RCCA security (and
the scheme from [54]). Intuitively, the components of the scheme enforce that the only
way to generate a valid ciphertext is to: rerandomize the first strand additively (using
the second strand), and rerandomize the second strand multiplicatively (using only the
second strand).
This “additive-only” property of the first strand means that, intuitively, the payload

cannot be raised to a power. We also have that the scheme is non-malleable with respect
to μ. Thus, setting μ to be different invariants of the plaintext, we achieve a scheme that
is non-malleable except in ways that multiply the plaintext by a known constant, while
preserving an invariant.
Asimilar variation theCramer–Shoup hashingwas used in [49] to construct an encryp-

tion scheme which is non-malleable with respect to public “tags.” In our construction,
however, the tag/invariant is a function of the (private) plaintext.

5.2. Details

We now present the details of the main construction.

Notation and Supported Transformations Let “∗” denote the group operation in the
product group G

n defined by (α1, . . . , αn) ∗ (β1, . . . , βn) = (α1β1, . . . αnβn).
For τ ∈ G

n , define Tτ to be the “multiplication-by-τ” transformation in G
n ; i.e.,

Tτ (m) = τ ∗m. We also let Tτ (⊥) = ⊥ for simplicity. Now let H be a subgroup of Gn .
Our construction provides a scheme whose message space is M = G

n , and whose set
of allowable transformations is TH = {Tτ | τ ∈ H}. By choosing H appropriately, we
can obtain the following notable classes TH:

• The identity function alone (i.e., rerandomizable RCCA security), by settingH =
{1}.

• All transformations Tτ (that is, all component-wise multiplications in G
n), by

setting H = G
n .

• “Scalar multiplication” of tuples in G
n by coefficients in G, by setting H =

{(s, . . . , s) | s ∈ G}.

Auxiliary “Cramer–Shoup Lite” (CSL) Scheme We present the “Cramer–Shoup lite”
(CSL) [24] scheme, which is used as a component in our main construction.We crucially
use the fact that it is CCA1-secure, and malleable (though not HCCA-secure) under
particular transformations.

13Besides these two linearly independent vectors �z and (1, 1, 1, 1), we require two additional independent
dimensions in the security proof. Thus, a 4-dimensional space is needed.
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Notation: We denote by Ĝ the cyclic group used in the scheme (passed intoMKeyGen
as a parameter). We write the (prime) order of Ĝ as q. The message space of the
scheme is M = Ĝ. Similar to above, we denote Tσ as the multiplication-by-σ
transformation in Ĝ, with Tσ (⊥) = ⊥.

MKeyGen(Ĝ, ĝ, q): Pick random generators ĝ1, ĝ2 from Ĝ, and random �a =
(a1, a2), �b = (b1, b2) from (Zq)

2. The private key is (�a, �b). The public key consists
of ĝ1, ĝ2, and the following values:

A = ĝa11 ĝa22 B = ĝb11 ĝb22

MEnc p̂k(u ∈ Ĝ): Parse p̂k = (ĝ1, ĝ2, A, B). Choose v ← Zq and output

(ĝv
1 , ĝ

v
2 , uA

v, Bv).

MDecŝk(U ): Parse U = (V1, V2, AV , BV ) and ŝk = (�a, �b). If BV = V b1
1 V b2

2 , then
output ⊥; otherwise output:

u = AV /V a1
1 V a2

2 .

We call AV /V a1
1 V a2

2 the purported plaintext of the ciphertext.
MCTrans p̂k(U, Tσ ): Parse U = (V1, V2, AV , BV ) and p̂k = (ĝ1, ĝ2, A, B). Choose

s ← Zq and output:

(V1 · ĝs1, V2 · ĝs2, σ · AV · As, BV · Bs)

It is not hard to see that if U is in the support of MEnc p̂k(u) (with randomness v),
then MCTrans p̂k(U, Tσ ) is in the support of MEnc p̂k(σu), corresponding to random
choice v′ = v + s.
We emphasize that this CSL scheme does not achieve our desired definitions of an

HCCA-secure scheme, because given an encryption of u and a value r ∈ Zq , one
can easily construct an encryption of ur , and exponentiation by r is not an allowed
transformation. Our main construction uses only the Tσ transformations of CSL as a
feature, although the security analysis must account for the fact that other kinds of
transformations may be possible.

Main Construction We now present our main construction, which uses the previous
CSL scheme as a component.

Notation: We denote by G the underlying cyclic group used in the scheme, with prime
order p. As described above, our scheme’s message space will beM = G

n , for a
given parameter n. The scheme is also parameterized by the subgroupH of allowed
transformations. We assume that H can be described succinctly (even before G is
chosen) as a list ofG-equations over formal variables x1, . . . , xn that parameterizes
the subgroup. For instance, the equations {x3 = x1 ∗ x2; x4 = 1} would represent
the subgroup H = {(x1, x2, x1x2, 1) | x1, x2 ∈ G} of G4. We let 〈H〉 denote such
a description of the subgroup H.
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Let canonize : G
n → {0, 1}∗ be any function such that canonize(m) =

canonize(m′) if and only if m and m′ are in the same H-coset. Intuitively,
canonize(·) is exactly what is preserved under transformations in TH. For the
exampleH given in the previous paragraph, we can take canonize(m1, . . . ,m4) =
(1, 1,m3∗m−1

1 ∗m−1
2 ,m4). We assume that canonize can be computed efficiently

given the parameters G, n, and 〈H〉, but omit the dependence on these parameters
in the notation.
LetH be a family of collision-resistant hash functions from {0, 1}∗ toZp.14 Finally,
let �z ∈ (Zp)

4 denote the vector (0, 0, 0, 1).15

KeyGen(1λ, n, 〈H〉): Run G = (G, g, p, Ĝ, ĝ, q) ← RG-DHGen(1λ); alternatively,
G could be provided as a parameter. Positive integer n is given as a parameter
indicating that the instantiation will have message spaceM = G

n . The parameter
〈H〉 indicates that the space of allowable transformations will be TH, as described
above.
Run ( p̂k, ŝk) ← MKeyGen(Ĝ, ĝ, q).
Pick random generators g1, . . . , g4 from G. For i ∈ [n], choose random �ci =
(ci,1, . . . , ci,4) from (Zp)

4 and compute Ci = ∏4
j=1 g

ci, j
j . Choose random �d =

(d1, . . . , d4), �e = (e1, . . . , e4) from (Zp)
4 and compute D = ∏4

j=1 g
d j
j and E =

∏4
j=1 g

e j
j . Choose a random hash H ← H.

The private and public keys are, respectively:

sk = (ŝk, �c1, . . . , �cn, �d, �e)
pk = ((G, 〈H〉,H, n), p̂k, g1, . . . , g4,C1, . . . ,Cn, D, E)

Encpk(m1, . . . ,mn): Using the above notation for the components of pk, first compute
μ = H(canonize(m1, . . . ,mn)). Then choose x ← Zp, y ← Z

∗
p and u ← Ĝ,

and output

g(x+z1)u
1 , . . . , g(x+z4)u

4 , m1Cx
1 , . . . , mnCx

n , (DEμ)x ;
gyu1 , . . . , gyu4 , Cy

1 , . . . , Cy
n , (DEμ)y; MEnc p̂k(u).

Decsk(ζ ): Parse ζ = ( �X , �CX , PX ; �Y , �CY , PY ;U ), where:

�X = (X1, . . . , X4) �CX = (CX,1, . . . ,CX,n)

�Y = (Y1, . . . ,Y4) �CY = (CY,1, . . . ,CY,n).

First compute u = MDecŝk(U ). If u = ⊥, output ⊥. Otherwise, strip off u and

�z from the exponents as follows: For j = 1, . . . , 4: set X j = X1/u
j g

−z j
j and

Y j = Y 1/u
j .

14Using the same technique as in the Cramer–Shoup scheme [23], our use of a hash can be removed, but
at the expense of longer public keys.

15Any vector which is not a scalar multiple of the all-ones vector will suffice.
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Compute the purported plaintext (m1, . . . ,mn) via mi = CX,i/
∏4

j=1 X
ci, j
j , and

then compute μ = H(canonize(m1, . . . ,mn)). Finally, check the integrity of the
ciphertext in the following way. If Y1 = · · · = Y4 = 1 (the identity element inG),
output ⊥. Check the following conditions:

PX
?= ∏4

j=1 X
dj+μe j
j ; CY,i

?= ∏4
j=1 Y

ci, j
j (for each i ∈ [n]);

PY
?= ∏4

j=1 Y
d j+μe j
j

If any checks fail, output ⊥, otherwise output (m1, . . . ,mn).
CTranspk(ζ, T(τ1,...,τn)): Using the above notation for components of pk and ζ , choose

σ ← Ĝ, s ← Zp, and t ← Z
∗
p. Output:

(X1Y s
1 )σ , . . . , (X4Y s

4 )σ , τ1CX,1Cs
Y,1, . . . , τnCX,nCs

Y,n, PX Ps
Y ;

Y tσ
1 , . . . , Y tσ

4 , Ct
Y,1, . . . , Ct

Y,n, Pt
Y ; MCTrans p̂k(U, Tσ )

It is not hard to see that if ζ is in the support of Encpk(m1, . . . ,mn), say,
with random choices x , y, and u, then the above ciphertext is in the support of
Encpk(τ1m1, . . . , τnmn), corresponding to random choices x ′ = x + sy, y′ = t y,
and u′ = σu.

6. Security Proof for Main Construction

In this section, we prove the security properties of our main construction. Throughout
the proof, we continue to use the notational conventions of Sect. 5.

Theorem 6.1. The construction in Sect. 5 satisfies the correctness properties for a
homomorphic encryption scheme, is TH-unlinkable and TH-HCCA-secure, under the
RG-DDH assumption.

Since the proof is rather lengthy, we first give a high-level conceptual overview of
the important steps. The correctness properties follow from straightforward inspection
of the scheme’s routines. We now focus on the HCCA security requirement. Later, we
will show how the arguments used to prove HCCA security can be very easily modified
to show the unlinkability requirement.

6.1. Rigged Ciphertexts (RigEnc and RigExtract)

To prove HCCA security, we must demonstrate suitableRigEnc andRigExtract proce-
dures for use in the HCCA security experiment (Definition 3.1). First, we define some
useful subroutines that are common to both the “rigged” and standard encryption pro-
cedures, so that the distinction between rigged and standard ciphertexts is clearer:
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GenCiphpk((m1, . . . ,mn), μ): Here (m1, . . . ,mn) ∈ M = G
n is a plaintext, and

μ ∈ Zp is a parameter. Pick random x ← Zp, y ← Z
∗
p and u ← Ĝ, and output

g(x+z1)u
1 , . . . , g(x+z4)u

4 , m1Cx
1 , . . . , mnCx

n , (DEμ)x ;
gyu1 , . . . , gyu4 , Cy

1 , . . . , Cy
n , (DEμ)y; MEnc p̂k(u)

PurpMsgsk(ζ, u): Here ζ is a ciphertext, and u is a value in Ĝ. Strip off u and �z from
the exponents as follows: For j = 1, . . . , 4: set X j = X1/u

j g
−z j
j and Y j = Y 1/u

j .

Output (m1, . . . ,mn), where mi = CX,i/
∏4

j=1 X
ci, j
j .

Integritysk(ζ, u, μ): Here ζ is a ciphertext, u is a value in Ĝ, andμ is a value inZp. Strip

off u and �z from the exponents as follows: For j = 1, . . . , 4: set X j = X1/u
j g

−z j
j

and Y j = Y 1/u
j . If Y 1 = · · · = Y 4 = 1 (the identity element in G), output 0.

Otherwise, check the following constraints:

PX
?= ∏4

j=1 X
dj+μe j
j ; CY,i

?= ∏4
j=1 Y

ci, j
j (for each i ∈ [n]);

PY
?= ∏4

j=1 Y
d j+μe j
j

If any fail, output 0, otherwise output 1.

Intuitively, the DEμ component is the core of our scheme’s non-malleability, following
the Cramer–Shoup paradigm, as explained in the scheme’s motivation above. Thus,
GenCiphpk((m1, . . . ,mn), μ) generates a ciphertext with plaintext �m, which is non-
malleable with respect to the quantity μ. Then Integritysk(ζ, u, μ) determines whether
the given ciphertext encodes the specified non-malleability quantity μ.
Using these subroutines,we can rewrite the scheme’sEnc andDec routines as follows:

Encpk(m1, . . . ,mn): OutputGenCiphpk((m1, . . . ,mn),H(canonize(m1, . . . ,mn))).
Decsk(ζ ): Compute u ← MDecŝk(U ). If u = ⊥, output ⊥. Otherwise, set

(m1, . . . ,mn) = PurpMsgsk(ζ, u). If Integritysk(ζ, u,H(canonize(m1,

. . . ,mn))) = 1, output (m1, . . . ,mn); otherwise output ⊥.

Now, we define the RigEnc and RigExtract procedures for use in our security proof:

RigEncpk : Pick random μ ← Zp. Generate ζ ← GenCiphpk((1, . . . , 1), μ), and
output (ζ, S = μ).

RigExtractsk(ζ, S): Compute u ← MDecŝk(U ). If u = ⊥, output ⊥. Other-
wise, set (m1, . . . ,mn) = PurpMsgsk(ζ, u). If Integritysk(ζ, u, S) = 1 and
(m1, . . . ,mn) ∈ H (i.e., T(m1,...,mn) is an allowed transformation), then output
T(m1,...,mn); otherwise output ⊥.

Intuitively, a rigged ciphertext is one whose non-malleability value μ is a random value,
rather than a function of the message as in the normal scheme. If a purported ciphertext
is observed which encodes the same value of μ (S), we conclude that the ciphertext in
question was derived from the rigged one. By inspecting and comparing the purported
plaintexts of the two ciphertexts, we can determine the transformation that was applied.
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6.2. Proof Overview

Recall that to prove HCCA security we must show that the advantage of any adversary
in the HCCA game (withRigEnc and RigExtract as described above) is negligible. We
do so by considering the following sequence of hybrid interactions, which at this high
level follow the general approach used by Cramer and Shoup to show the CCA security
of their scheme:

Hybrid 0 This hybrid is simply the HCCA game, using RigEnc and RigExtract from
above.

Hybrid 1 (Alternative Encryption) This hybrid is the same as above, except in how
the challenge ciphertext is generated. Recall that in the HCCA game, the adversary
submits a plaintext msg and receives the challenge ciphertext ζ ∗, generated either via
Encpk(msg) or RigEncpk . In either case, ζ ∗ is generated by a suitable call to the
GenCiph subroutine.
Hybrid 1 differs fromHybrid 0 in that this particular call toGenCiph is replaced with

an alternative version (called AltGenCiph), as follows: Instead of using the same ran-
dom exponent x in ciphertext components g(x+z1)u

1 , . . . , g(x+z4)u
4 and the same random

exponent y in components gyu1 , . . . , gyu4 , the alternate procedure uses independently
random exponents for each of these components. This is analogous to the first step in the
CCA-security proof of standard Cramer–Shoup: the challenge ciphertext is generated
as (gx11 , gx22 , . . .) instead of (gx1 , gx2 , . . .).
This alternative way of generating the challenge ciphertext must then use the private

key instead of the public key to ensure that the resulting ciphertext still decrypts suc-
cessfully. A corresponding change is also made in the way the auxiliary CSL ciphertext
is generated.
Hybrids 0 and 1 are indistinguishable by the DDH assumption in G and Ĝ. Further-

more, if ζ ∗ denotes the challenge ciphertext in Hybrid 1, then we show that (pk, ζ ∗)
are distributed independently of the values (u, μ, b), where u and μ are values chosen
during ciphertext generation, and b is the choice bit in the HCCA game. Again, this
reasoning is analogous to that of the standard Cramer–Shoup proof: there, the modified
challenge ciphertext is distributed independently of the choice bit b.

Hybrid 2 (Alternative Encryption+Decryption) It is not enough that (pk, ζ ∗) are dis-
tributed independent of the choice bit b. The adversary’s view also includes responses to
oracle queries,which are implemented using the private key andmay therefore leak infor-
mation about b. Hybrid 2 addresses the potential information leaked by these decryption-
like oracles.
In the security proof for Cramer–Shoup, these oracle queries are handled in the fol-

lowing way. Define a Cramer–Shoup ciphertext as bad if it has the form (gx11 , gx22 , . . .),
where x1 = x2. Using a purely statistical argument, Cramer and Shoup show that the
decryption oracle will respond with ⊥ with overwhelming probability,16 in response

16The probability is over the residual degrees of freedom in the private key that remain after fixing the
public key.
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to any bad ciphertext query. Thus we may replace the decryption oracle with an oracle
which simply checks whether the query is in the range of Encpk(·), and if so, returns
the appropriate value of m. Of course, this oracle would require exponential time, but,
crucially, it can be implemented using the public key only. In other words, the responses
from oracle queries cannot leak more information than pk, which we already estab-
lished was distributed independently of the choice bit b, so the adversary’s entire view
is independent of the choice bit.
Our proof follows a similar approach of defining alternative (exponential-time)

decryption procedures, which use only the public key. Like the proof of Cramer–Shoup,
the bulk of our proof centers on defining when a query is bad, and then showing that
the relevant oracles will respond with ⊥ with overwhelming probability on all bad
queries.
However, our situation is considerably more complicated than the one arising in the

Cramer–Shoup security proof:

• In the Cramer–Shoup case, a ciphertext of the form (gx11 , gx22 , . . .) has either x1 =
x2 or x1 = x2. The space of possible values (x1, x2) is 2-dimensional. Our situation
is complicated by the fact that we have an analogous 4-dimensional space. We also
have two places in the ciphertext (corresponding to randomness x and y) where
we must characterize these encryption exponents.
More discussionof the relevant subtleties is deferred toSect. 6.5,where the required
linear-algebraic understanding has been developed.

• In the HCCA game, dec queries are answered differently depending on the choice
bit b. We must show an indistinguishable (exponential-time) alternative oracle
which uses only pk (and in particular, not b). Looking ahead, the alternative oracle
will simply check whether the query ciphertext is in the range of Encpk(·) or
in the range of CTranspk(ζ ∗, ·). The analysis must account for why any other
purported ciphertext would cause a dec query to output ⊥ with overwhelming
probability.

Unlinkability We have given the outline of how we prove the HCCA security of our
construction. To prove unlinkability, we apply the reasoning from the HCCA proof in a
similar way.
Consider the unlinkability experiment (Definition 3.2). Here, the adversary must pro-

vide a challenge ciphertext ζ , to which the condition Decsk(ζ ) = ⊥ is checked. If the
check succeeds, then the game continues, and the ciphertext is either transformed via
CTrans, or reencrypted.
Now consider replacing the Dec oracle with the (exponential-time) alternate decryp-

tion oracle used in Hybrid 2 of the HCCA proof. By the same argument as in that proof,
we see that this hybrid experiment is indistinguishable from the original experiment.
However, now when the adversary provides a challenge ciphertext ζ , the condition that
is checked is “is ζ in the range of Encpk(·)?”
We can now apply the straightforward correctness property of CTrans; namely, that

the two distributions Encpk(T (Decsk(ζ ))) and CTranspk(ζ, T ) are identical. As such,
the adversary has no advantage in the unlinkability game (after replacing the decryption
oracle with the alternative one from the HCCA proof).
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6.3. Linear Algebra Characterization of Our Scheme

Before proceeding to the full details of the security proof, we first give an alternate
characterization of our construction using linear algebra, which will be vitally useful in
the security proof.

Public-Key Constraints First we examinewhat information is revealed to the adversary
about the private key by the public key.
Let (�a, �b) be a CSL private key and (ĝ1, ĝ2, A, B) be the corresponding CSL public

key. Also let (�c1, . . . , �cn, �d, �e) be a private key and (g1, . . . , g4,C1, . . . ,Cn, D, E) be
the corresponding public key. Then the relationship between the private and public keys
is given by the following linear equations (the first equation is in the field of order q,
and the second is in the field of order p):17

[�1
�1
] [

Ĝ
Ĝ

] [�a�
�b�

]
=

[
log A
log B

]
, where Ĝ =

[
log ĝ1 0
0 log ĝ2

]

⎡

⎢
⎣

�1
. . .

�1

⎤

⎥
⎦

⎡

⎢
⎣

G
. . .

G

⎤

⎥
⎦

⎡

⎢
⎢⎢⎢⎢
⎣

�c�
1
...

�c�
n�d�

�e�

⎤

⎥
⎥⎥⎥⎥
⎦

=

⎡

⎢
⎢⎢⎢⎢
⎣

logC1
...

logCn

log D
log E

⎤

⎥
⎥⎥⎥⎥
⎦

, where G =
⎡

⎢
⎣

log g1 · · · 0
...

. . .
...

0 · · · log g4

⎤

⎥
⎦ (6.1)

We call these constraints the public-key constraints.

Strands We introduce the notion of strands, which allow us to characterize the linear-
algebraic dependence of ciphertext on the public key and the challenge ciphertext.

Definition 6.2. LetU = (V1, V2, AV , BV ) be a CSL ciphertext. The CSL strand ofU
with respect to a public key (ĝ1, ĝ2, A, B) is:

�v = (v1, v2), where v j = logĝ j
V j

Observe that:

• Ciphertexts generated by MEnc p̂k have a strand (with respect to p̂k) where v1 =
v2; that is, the strand is a scalar multiple of the all-ones vector �1.

• If the CSL strand ofU (w.r.t. p̂k) is �v, thenMCTrans p̂k(U, Tσ ) produces a cipher-

text whose strand (w.r.t. p̂k) is �v + r�1, for a random choice r ∈ Zq .

For ciphertexts in the main scheme, we define a similar notion of strands. However,
in such a ciphertext, the first strand is “masked” by u and zi ’s, and the second strand is
masked by u.

17In these equations and all that follow, “log” denotes the discrete logarithm with respect to any fixed
generator of the appropriate cyclic group (G or Ĝ).
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Definition 6.3. Let ζ = ( �X , �CX , PX ; �Y , �CY , PY ;U ) be a ciphertext in the main
scheme. The strands of ζ with respect to a public key (g1, . . . , g4,C1, . . . ,Cn, D, E)

and a value u ∈ Ĝ are:

�x = (x1, . . . , x4), where xi = (loggi Xi )/u − zi

�y = (y1, . . . , y4), where yi = (loggi Yi )/u

Again, we have the following observations:

• In ciphertexts generated by Encpk , both strands (with respect to pk and u =
MDecŝk(U ), whereU is the final component of the ciphertext) are scalar multiples
of the all-ones vector.

• If the strands of ζ are �x and �y (w.r.t. pk and u), then CTranspk(ζ, T�τ ) produces
a ciphertext whose two strands (w.r.t. pk and σu, where σ is the value chosen in
CTrans) are �x + s �y and t �y, for a random choice of s ∈ Zp, t ∈ Z

∗
p.

Looking ahead, one way to interpret the role of �z and u in our construction is that they
ensure that any way of modifying a ciphertext’s strands other than (�x, �y) � (�x+s �y, t �y)
will cause the ciphertext to be invalid.

DecryptionConstraints Let ŝk = (�a, �b)be aCSLprivate key, letU = (V1, V2, AV , BV )

be a CSL ciphertext, and let �v be its strand with respect to the corresponding public key.
Then MDecŝk(U ) = u = ⊥ if and only if the following constraints hold in the field of
order q:

[�v
�v
] [

Ĝ
Ĝ

] [�a�
�b�

]
=

[
log(AV /u)

log BV

]
(6.2)

Similarly, let sk = (ŝk, �c1, . . . , �cn, �d, �e) be a private key and ζ = ( �X , �CX , PX ;
�Y , �CY , PY ;U ) be a ciphertext such that MDecŝk(U ) = u = ⊥. Let �x and �y denote the
strands of ζ ∗ with respect to the public key and u.

Then PurpMsgsk(ζ, u) = (m1, . . . ,mn) and Integritysk(ζ, u, μ) = 1 if and only if
�y is a nonzero vector and the following constraints hold in the field of order p:

⎡

⎢⎢⎢
⎢⎢⎢⎢⎢⎢
⎢⎢⎢
⎣

�x
. . .

�x
�y

. . .

�y
�x μ�x
�y μ�y

⎤

⎥⎥⎥
⎥⎥⎥⎥⎥⎥
⎥⎥⎥
⎦

⎡

⎢
⎣

G
. . .

G

⎤

⎥
⎦

⎡

⎢⎢⎢⎢⎢
⎣

�c�
1
...

�c�
n�d�

�e�

⎤

⎥⎥⎥⎥⎥
⎦

=

⎡

⎢⎢⎢
⎢⎢⎢⎢⎢⎢
⎢⎢⎢
⎣

log(CX,1/m1)
...

log(CX,n/mn)

logCY,1
...

logCY,n

log PX

log PY

⎤

⎥⎥⎥
⎥⎥⎥⎥⎥⎥
⎥⎥⎥
⎦

(6.3)
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We call each constraint in these systems of equations a decryption constraint, and refer
to them by the name of the ciphertext component that is involved in the right-hand side
(AV , PX , etc.).

Ciphertexts generated by GenCiph have strands that are scalar multiples of the all-
ones vector. As such, the corresponding decryption constraints are linearly dependent
on the public-key constraints. Thus, such a ciphertext does not provide any additional
information about the private key to the adversary,which is logical since these ciphertexts
are generated with the public key alone.
Looking ahead, in Hybrid 1 the challenge ciphertext will be generated in an alternative

way, so that its decryption constraints are linearly independent of the public-key con-
straintswith high probability. The linear independence helps to information-theoretically
hide the plaintext and other information contained in the ciphertext, but also gives the
adversary more constraints on the private key. The fact that ciphertexts in our scheme
give constraints relating to both �x and �y is one of the reasons our construction uses
four generators g1, . . . , g4 instead of the typical two generators in the Cramer–Shoup
construction. We need a large enough vector space so that {�1, �x, �y} can all be linearly
independent (in fact, they must also be linearly independent of �z for additional reasons).

Correctness Properties Under this linear-algebraic interpretation of our scheme, it is
easy to see the correctness of the homomorphic transformation operations.

Lemma 6.4. For all keypairs ( p̂k, ŝk), all (purported) CSL ciphertexts U, and all U ′
in the support of MCTrans(U, Tσ ), we have MDecŝk(U

′) = Tσ (MDecŝk(U )).

Proof. If �v is the CSL strand of U , then the strand of U ′ is �v + r�1 for some r ∈ Zq .
Consider any decryption constraint onU ′. The left-hand side of the constraint is the left-
hand side of the corresponding constraint from U plus r times the left-hand side of the
corresponding public-key constraint. By the definition ofMCTrans, the right-hand side
of the constraint is also a combination of the right-hand sides of these two constraints
with the same coefficients (with one of the constraints being further offset by σ ). �

Lemma 6.5. For all keypairs (pk, sk), all (purported) ciphertexts ζ , and all ζ ′ in the
support of CTranspk(ζ, T�τ ), we have Decsk(ζ ′) = T�τ (Decsk(ζ )).

Proof. First, by the above lemma, the CSL component of ζ ’ will fail to decrypt if and
only if the CSL component of ζ fails to decrypt.
Otherwise, the two strands of ζ ′ (with respect to the decryption of its CSL component)

are linear combinations of the strands of ζ (with respect to the decryption of its CSL
component). A similar argument to above shows that a decryption check fails on ζ ′ if
and only if the same check fails on ζ ; and that the ratios of the purported plaintexts are
�τ . �

6.4. Hybrid 1: Alternate Encryption

As outlined above, we consider a hybrid interaction whereinGenCiph is replaced by an
alternative procedure when generating the challenge ciphertext ζ ∗. We now describe this
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procedure AltGenCiph. As a component, it uses AltMEnc, a corresponding alternate
encryption procedure for the CSL scheme. Both of these procedures use the secret key
instead of the public keys to generate ciphertexts.

AltMEncŝk(u): Pick random v1, v2 ∈ Zq . For j = 1, 2 let Vj = ĝ
v j
j (alterna-

tively, in the analysis below we also consider V1, V2 as inputs instead). Output
(V1, V2, AV , BV ), where

AV = uV a1
1 V a2

2 ; BV = V b1
1 V b2

2 .

AltGenCiphsk((m1, . . . ,mn), μ): Pick random x1, . . . , x4, y1, . . . , y4 ∈ Zp. For j =
1, . . . , 4, set X j = g

x j
j and Y j = g

y j
j , (alternatively, in the analysis below we also

consider X j ,Y j as inputs instead). Pick random u ∈ Ĝ, set U ← AltMEncŝk(u)

and compute:

X j = (X j g
z j
j )u; CX,i = mi

∏4
j=1 X

ci, j
j ; PX = ∏4

j=1 X
dj+μe j
j ;

Y j = Y
u
j ; CY,i = ∏4

j=1 Y
ci, j
j ; PY = ∏4

j=1 Y
d j+μe j
j ;

Finally, output ζ = ( �X , �CX , PX ; �Y , �CY , PY ;U )

Using the terminology of the previous section, we see that these alternate encryption
procedures generate a ciphertext whose strands are random, whereas standard cipher-
texts have strands which are scalar multiples of all-ones vectors. The remainder of the
ciphertexts are “reverse-engineered” using the private key to ensure that the decryption
constraints are satisfied.

Hybrid 1 Formally, we define a Hybrid challenge oracle, as follows:

Ôhyb-1
λ,b :

All queries are answered identically toOE,RigEnc,RigExtract
λ,b , except that when

responding to a challenge query, the implicit call to GenCiphpk (from
either RigEnc or Enc) is replaced with an identical call to AltGenCiphsk .

Lemma 6.6. Let E denote our main construction. For every non-uniform PPT adver-
sary A and b ∈ {0, 1}, we have

Pr[AOE,RigEnc,RigExtract
λ,b (1λ) = 1] ≈ Pr[AÔhyb-1

λ,b (1λ) = 1]

under the RG-DDH assumption.

Proof. Under the RG-DDH assumption, the following two distributions are indistin-
guishable (the proof of their indistinguishability is left as an exercise for the reader):

D0(1λ): Generate (G, g, p, Ĝ, ĝ, q) ← RG-DHGen(1λ). Choose random generators
ĝ1, ĝ2 ← Ĝ and g1, . . . , g4 ← G. Choose random v ← Zq and x, y ← Zp.
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Output:

(
(G, g, p, Ĝ, ĝ, q); ĝ1, ĝ2; ĝv

1 , ĝ
v
2 ; g1, . . . , g4; gx1 , . . . , gx4 ; gy1 , . . . , gy4

)

D1(1λ): Generate (G, g, p, Ĝ, ĝ, q) ← RG-DHGen(1λ). Choose random genera-
tors ĝ1, ĝ2 ← Ĝ and g1, . . . , g4 ← G. Choose random v1, v2 ← Zq and
x1, . . . , x4, y1, . . . , y4 ← Zp. Output:

(
(G, g, p, Ĝ, ĝ, q); ĝ1, ĝ2; ĝv1

1 , ĝv2
2 ; g1, . . . , g4; gx11 , . . . , gx44 ; gy11 , . . . , gy44

)

Now consider a simulator which receives a sample from either D0 or D1; say:

(
(G, g, p, Ĝ, ĝ, q); ĝ1, ĝ2; V1, V2; g1, . . . , g4; X1, . . . , X4; Y 1, . . . ,Y 4

)

The simulator then simulates the HCCA game with A. It uses (ĝ1, ĝ2) as the corre-
sponding part of the CSL public key, and generates the remainder of the keypair (�a, �b)
honestly. To simulate the encryption of u∗ from the challenge ciphertextwith this keypair,
the simulator uses AltMEnc with the input values V1, V2.

Similarly,we take (g1, . . . , g4) as the correspondingpart of the public key andgenerate
the remainder of the keypairs (�ci , �d , �e) honestly. To simulate the encryption of the
challenge ciphertext, we use AltGenCiph with these private keys and the input values
X1, . . . , X4,Y 1, . . . ,Y 4.
If the above tuple is sampled according toD0, then the challenge ciphertext is statisti-

cally indistinguishable from one generated usingGenCiph (the distribution is identical
when conditioned to avoid the negligible-probability event that Y 1 = · · · = Y 4 = 1).
If the above tuple is instead sampled according to D1, then the challenge ciphertext is
distributed identically to an encryption from AltGenCiph.

The rest of this simulation of the HCCA game can be implemented in polynomial
time, so the claim follows from the RG-DDH assumption. �

Lemma 6.7. In the Hybrid 1 experiment, conditioned on an overwhelming probability
event, the values (ζ ∗, pk) are distributed independently of the values (u, b), where u ∈ Ĝ

is the randomness chosen when generating ζ ∗, and b is the choice bit in the game.
Further, when b = 1, the value μ ∈ Zp used to generate ζ ∗ is chosen at random, and

we have that (ζ ∗, pk) are distributed independently of (u, μ).

Proof. Given a CSL ciphertext from AltMEnc with strand �v, the set {�v, �1} forms a
basis for the 2-dimensional space of CSL strands, with overwhelming probability. The
adversary’s viewof theCSLprivate key (�a, �b) is constrained by the public key constraints
in Eq. (6.1) and the decryption constraints given by ζ ∗ in Eq. (6.3), that is:

⎡

⎢⎢
⎣

�1
�1

�v
�v

⎤

⎥⎥
⎦

[
Ĝ

Ĝ

] [�a�
�b�

]
=

⎡

⎢⎢
⎣

log A
log B

log(AV /u)

log BV

⎤

⎥⎥
⎦ .
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Note that the leftmost matrix has full rank when �v and �1 are linearly independent.
Similarly, let ζ ∗ be a ciphertext generated by AltGenCiph. For every u ∈ Ĝ, we

have that, with overwhelming probability, {�x, �y, �1, �z} form a basis for the 4-dimensional
space of strands, where �x and �y are the strands of the challenge ciphertext with respect
to u,18 and �z is the fixed parameter of the scheme (recall that we require �z to be linearly
independent of �1). Then the adversary’s view of the private key is constrained as follows:

⎡

⎢
⎢⎢⎢⎢⎢⎢
⎢⎢⎢⎢⎢
⎢⎢⎢⎢⎢⎢
⎢
⎣

�1
. . .

�1
�x

. . .

�x
�y

. . .

�y
�x μ�x
�y μ�y

⎤

⎥
⎥⎥⎥⎥⎥⎥
⎥⎥⎥⎥⎥
⎥⎥⎥⎥⎥⎥
⎥
⎦

⎡

⎢
⎣

G
. . .

G

⎤

⎥
⎦

⎡

⎢⎢⎢⎢⎢
⎣

�c�
1
...

�c�
n�d�

�e�

⎤

⎥⎥⎥⎥⎥
⎦

=

⎡

⎢⎢⎢
⎢⎢⎢⎢⎢⎢
⎢⎢⎢⎢⎢
⎢⎢⎢⎢⎢⎢
⎢⎢⎢
⎣

logC1
...

logCn

log D
log E

log(CX,1/m1)
...

log(CX,n/mn)

logCY,1
...

logCY,n

log PX

log PY

⎤

⎥⎥⎥
⎥⎥⎥⎥⎥⎥
⎥⎥⎥⎥⎥
⎥⎥⎥⎥⎥⎥
⎥⎥⎥
⎦

,

where (m1, . . . ,mn) and μwere the inputs to AltGenCiph. Note that when {�1, �x, �y} are
linearly independent, the leftmost matrix has full rank for every μ ∈ Zp.

The overwhelming event mentioned in the statement of the lemma is that {�1, �v} and
{�1, �x, �y, �z} are basis sets of their respective vector spaces. Hereafter, we condition on
this event.
When b = 0 in the HCCA game, the challenge ciphertext is generated with

(m1, . . . ,mn) and μ = H(canonize(m1, . . . ,mn)), where (m1, . . . ,mn) was provided
by the adversary. The value u is chosen at random in Ĝ; for every u ∈ Ĝ there are an
equal number of solutions for the private keys in this system of equations, since the
leftmost matrix has full rank. In other words, after fixing b = 0 and fixing (ζ ∗, pk),
every possible u ∈ Ĝ is equally likely.
When b = 1 in the HCCA experiment, the challenge ciphertext is generated using

RigEnc; that is, with (m1, . . . ,mn) = (1, . . . 1) and μ is chosen at random. Again u
is chosen at random in Ĝ. For every u ∈ Ĝ and μ ∈ Zp, there are an equal number
of solutions for the private keys in this system of equations, since again the leftmost
matrix is nonsingular. Thus fixing b = 1 and fixing (ζ ∗, pk), every possible setting of
(u ∈ Ĝ, μ ∈ Zp) is equally likely.
Finally, by the same reasoning, there are an equal number of solutions for the private

keys consistent with b = 0 as for b = 1. Thus (ζ ∗, pk) is distributed independently of
b. �

18Choosing a different value of u induces different strands �x and �y, but the strands change only by scalar
multiplication. In particular, linear independence is not affected by the choice of u.
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6.5. Hybrid 2: Alternative Encryption + Decryption

As outlined above, we next consider a hybrid in which dec and rigextract queries are
answered in a different way. In this section, we let ζ ∗ denote the challenge ciphertext in
the Hybrid 1 experiment, which was generated using AltGenCiph (called from either
Enc or RigEnc).

Bad Queries Our arguments in this section generally follow the same structure. The
adversary’s view induces a set of public-key constraints and decryption constraints (from
ζ ∗) on the private key values.
In the HCCA security experiment, fix a public key pk and, if a challenge query has

been made, fix a challenge ciphertext ζ ∗ as well. Call a query ζ to dec(·) or a query
(ζ ′, ζ ) to rigextract(·, ·) a bad query if the oracle responds with⊥with overwhelming
probability, taken over private keys that are consistent with the public key and ζ ∗.

The simplest way a ciphertext can be bad is if one of its decryption integrity constraints
(Eqs. 6.2 and 6.3) is linearly independent of the constraints given by the public key and
challenge ciphertext. In that case, only a negligible fraction of consistent private keys
are further consistent with these linearly independent constraints. Thus much of this
section involves showing that ciphertexts not of a certain form have linearly independent
decryption constraints and are therefore bad.

Hybrid 2 We define Hybrid 2 to be identical to Hybrid 1, except that oracle queries
of the following form are handled using the following (exponential-time) procedures.
More formally, define the following stateful oracle:

Ôhyb-2
λ,b :

All queries are answered identically to Ôhyb-1
λ,b , except:

dec(ζ ): If ζ is in the support of Encpk(msg) for some msg, then output
msg. If a challenge query has already been made (with query msg∗
and response ζ ∗) and ζ is in the support of CTranspk(ζ ∗, T ) for some
T ∈ T , then output T (msg∗). Otherwise output ⊥.

rigextract(ζ, ζ ′): If (ζ ′, S) ∈ R for some S and ζ is in the support of
CTranspk(ζ ′, T ) for some T ∈ T , then output T . Otherwise output ⊥.

To prove the indistinguishability of Hybrids 1 and 2, it suffices to show that the
alternative oracles’ responses match those of the standard oracles, with overwhelming
probability. In particular, we establish the following: (1) that these alternative oracles
respond with ⊥ if and only if the query was a bad query as identified above; and (2) that
on non-bad queries these alternative oracles give the same response as do the normal
oracles.

Properties of CSL Decryption The CSL auxiliary encryption scheme is clearly mal-
leable, being a simple variant of the ElGamal scheme. However, we show that it is mal-
leable only in the following restricted sense. Even when the plaintext of a CSL ciphertext
is information-theoretically hidden (i.e., distributed independently of one’s view), it is
possible to determine the relationship between two ciphertexts using an exponential-time
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procedure. This limitation on CSL’s malleability turns out to be crucial in our analysis
of the main scheme.
In the next two lemmas, let U∗ be the CSL ciphertext that was generated in response

to a challenge query in Hybrid 1, using AltMEnc on input u∗.

Lemma 6.8. Fix a CSL public key (ĝ1, ĝ2, A, B) and challenge ciphertext U∗ =
(V ∗

1 , V ∗
2 , A∗

V , B∗
V ), and let U = (V1, V2, AV , BV ) be an additional given CSL cipher-

text. Then with overwhelming probability there exist values π = π(U ) and σ = σ(U )

such that the purported plaintext of U is σ · MDecŝk(U
∗)π , for all private keys ŝk

consistent with the public key and with the decryption constraints of U∗.

Note that even though the “correct” value ofMDecŝk(U
∗) is distributed independently

of public key and U∗, the values π and σ are nevertheless fixed.

Proof. Let �v∗ be the strand ofU∗, and let �v be the strand ofU . As before, we condition
on the overwhelming probability event that {�1, �v∗} form a basis for the space of strands.
Then we may write �v = π �v∗ + ε�1 for some unique π, ε. Set σ = AV /(A∗

V )π Aε . The
purported plaintext of U is computed as follows:

AV

V a1
1 V a2

2

= AV[
(V ∗

1 )a1(V ∗
2 )a2

]π [
ĝa11 ĝa22

]ε = AV[
A∗
V /MDecŝk(U

∗)
]π

Aε
= σ · MDecŝk(U

∗)π

�

Lemma 6.9. Let U be a CSL ciphertext with π and σ as above, and suppose that
MDecŝk(U ) = ⊥ with noticeable probability over the choice of private keys ŝk consis-
tent with p̂k and U∗. Then

If π = 0 then U is in the support of MEnc p̂k(σ ).

If π = 1 then U is in the support of MCTrans(U∗, Tσ ).

Proof. As above, let �v = π �v∗ + ε�1 be the CSL strand of U , where �v∗ is the CSL
strand of U∗. Then Pr[MDecŝk(U ) = ⊥] ∈ {0, 1}, since MDec(U ) = ⊥ if and only if
BV = (B∗

V )π Bε , regardless of the private key.
If π = 0, then the strand ofU is a multiple of �1, say, �v = v�1. Then it is straightforward

to see thatU decrypts to σ with non-negligible probability only ifU = MEnc p̂k(σ ; v).

If π = 1, then �v = �v∗ + ε�1. Then it is straightforward to check that U decrypts to
σu∗ only if U = MCTrans(U∗, Tσ ; ε). �

ClassifyingBadQueries All of the oracleswhose behavior is different betweenHybrids
1 and 2 involve calls to Integritysk to check certain decryption constraints. We extend
the definition of bad queries to these calls to Integrity. A pair (ζ, μ) is integrity-bad if
Integritysk(ζ,MDecŝk(U ), μ) = 0, whereU is the CSL ciphertext contained in ζ , with
overwhelming probability over the choice of private keys consistent with the public key
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and challenge ciphertext. For convenience of notation,we assume Integritysk(ζ,⊥, μ) =
0.
Throughout this section, we use the following standard notation to refer to the public

key and ciphertexts being considered:

• pk = (g1, . . . , g4,C1, . . . ,Cn, D, E) is the public key.
• ζ ∗ = ( �X∗, �C∗

X , P∗
X ; �Y ∗, �C∗

Y , P∗
Y ;U∗) is the challenge ciphertext generated using

AltGenCiph, with random choice of μ∗.
• ζ = ( �X , �CX , PX ; �Y , �CY , PY ;U ) is a purported ciphertext given as a query to an
oracle.

Lemma 6.10. A pair (ζ, μ) is integrity-bad unless there exists σ ∈ Ĝ such that one of
the following cases holds:

1. U is in the support of MEnc p̂k(σ ); and there exists x ∈ Zp, y ∈ Z
∗
p such that

X j = g
(x+z j )σ
j and Y j = gyσj , for j = 1, . . . , 4 (similar to ciphertexts generated

by GenCiph)
2. U is in the support of MCTrans(U∗, Tσ ); and there exists s ∈ Zp, t ∈ Z

∗
p such

that X j = (X∗
j (Y

∗
j )

s)σ and Y j = (Y ∗
j )

tσ , for j = 1, . . . , 4; and μ = μ∗ (similar
to ciphertexts generated by applying CTrans to ζ ∗).

Note that all of the relationships listed in Lemma 6.10 refer to components of pk, ζ ∗, and
ζ . These values are well defined from the point of view of the adversary. In particular,
there is no reference to values like u∗ or μ∗, which are distributed independently of the
adversary’s view.

Proof. The random choice of u∗ used to generate ζ ∗ is independent of the adversary’s
view (Lemma 6.7). However, u∗ is related to the fixed values �X∗ and �Y ∗ via X∗

j =
g

(x∗
j +z j )u∗

j and Y ∗
j = g

y∗
j u

∗
j , where �x∗ and �y∗ are the (unknown) strands of ζ ∗.

Similarly, when submitting a ciphertext ζ to an oracle, the adversary supplies the fixed
components U , �X , and �Y . The CSL component U encodes a value u which is related to
u∗ as u = σ(u∗)π for some σ and π . As before, although u∗ (and perhaps subsequently
u) may be distributed independently of the adversary’s view, the relationship between
them—namely, σ and π—is well defined given the adversary’s view. Furthermore, the
strands of ζ are �x and �y, which are related to the fixed values �X and �Y via X j =
g

(x j+z j )(σ (u∗)π )

j and Y j = g
y j (σ (u∗)π )

j .
Thus each of the vectors (�x∗ + �z)u∗, �y∗u∗, (�x + �z)(σ (u∗)π ), and �y(σ (u∗)π ) is well

defined given pk, ζ ∗, ζ . With overwhelming probability in the Hybrid 1 experiment,
the fixed vectors {(�x∗ + �z)u∗, �y∗u∗, �z, �1} are a basis for the space of all strands. We
condition on this event, and then we can write the fixed vectors (�x +�z)u and �yu in terms
of this basis as follows:

(�x + �z)(σ (u∗)π ) = α
(
(�x∗ + �z)u∗) + β(�y∗u∗) + γ �1 + δ�z

�y(σ (u∗)π ) = α′((�x∗ + �z)u∗) + β ′(�y∗u∗) + γ ′�1 + δ′�z
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We have simply expressed fixed vectors in terms of a basis of four fixed vectors, so the
coefficients of these linear combinations are also fixed given pk, ζ , and ζ ∗. Solving
explicitly for �x and �y in terms of the alternative basis {�1, �x∗, �y∗, �z}, we then have:

�x = γ

σ(u∗)π
�1 + α

σ(u∗)π−1 �x∗ + β

σ(u∗)π−1 �y∗ +
(

α

σ(u∗)π−1 + δ

σ (u∗)π
− 1

)
�z

�y = γ ′

σ(u∗)π
�1 + α′

σ(u∗)π−1 �x∗ + β ′

σ(u∗)π−1 �y∗ +
(

α′

σ(u∗)π−1 + δ′

σ(u∗)π

)
�z (6.4)

In summary, it would be convenient to characterize bad queries in terms of their
strands. But a query ζ may be derived in some arbitrary way from ζ ∗, whose strands
are (to some degree) information-theoretically hidden. Still, the relationship between
the strands of ζ and ζ ∗ is well defined (given the adversary’s view) and can be uniquely
described by the ten parameters σ , π , α, β, γ , δ, α′, β ′, γ ′, and δ′ described above. Our
analysis proceeds by showing that only very specific settings of these ten parameters can
lead to ζ being a non-bad query. Any ciphertext ζ of the wrong form will fail one of its
decryption constraints with overwhelming probability over the independent randomness
in the private key.
The relevant constraints and linear dependence. Hereafter, we will assume that all of
the decryption constraints on ζ are satisfied with non-negligible probability and use this
fact to deduce that ζ must have one of the two desired forms.
The most relevant decryption constraints are the following, which involve the PX and

PY components of the ciphertext:

[�x μ�x
�y μ�y

] [
G

G

] [ �d�
�e�

]
?=

[
log PX

log PY

]
(6.5)

These constraints involve the �d and �e components of the private key, which, from the
adversary’s view, are constrained by the public key and challenge ciphertext ζ ∗ as fol-
lows:

⎡

⎢
⎢
⎣

�1
�1

�x∗ μ∗ �x∗
�y∗ μ∗ �y∗

⎤

⎥
⎥
⎦

[
G

G

] [ �d�
�e�

]
=

⎡

⎢
⎢
⎣

log D
log E
log P∗

X
log P∗

Y

⎤

⎥
⎥
⎦ (6.6)

In order for Eq. (6.5) to be satisfied with non-negligible probability, the following
conditions must hold:

• First, the two constraints in Eq. (6.5) must be linear combinations of the public
constraints in Eq. (6.6). As described above, a linearly independent decryption
constraint can only be satisfiedwith negligible probability, since the “correct” value
of the left-hand side will be randomly distributed, while the ciphertext provides a
fixed value for the right-hand side. The constraint would only hold with negligible
probability.
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• Not only must the constraints of Eq. (6.5) be linearly dependent on those of
Eq. (6.6), but the coefficients of this linear dependence must be well defined from
the adversary’s view. Recall that the value u∗ is distributed independently of the
adversary’s view. So if a constraint was linearly dependent on the equations in
Eq. (6.6), but one of the coefficients of that dependence was, say, u∗, then the new
decryption constraint could not hold with non-negligible probability. In this case,
there would be a different “correct” value of the constraint on the left-hand side
for each different choice of u∗ ∈ Ĝ. Again, the right-hand side of the constraint
would be fixed with respect to u∗, and equality could only happen with negligible
(1/|Ĝ|) probability.

In short, [�x μ�x] and [�y μ�y] must be fixed linear combinations of {[�1�0],
[�0�1], [�x∗ μ∗ �x∗], [�y∗ μ∗ �y∗]}. If we substitute for �x and �y according to the relationships
in Eq. (6.4), we have that the following expressions must be fixed linear combinations
of {[�1 �0], [�0 �1], [�x∗ μ∗ �x∗], [�y∗ μ∗ �y∗]}:

[�x μ�x] = γ

σ(u∗)π
[�1 μ�1] + 1

σ(u∗)π−1

(
α[�x∗ μ�x∗] + β[�y∗ μ�y∗]

)

+
(

αu∗ + δ

σ (u∗)π
− 1

)
[�z μ�z]

[�y μ�y] = γ ′

σ(u∗)π
[�1 μ�1] + 1

σ(u∗)π−1

(
α′[�x∗ μ�x∗] + β ′[�y∗ μ�y∗]

)
+ α′u∗ + δ′

σ(u∗)π
[�z μ�z]
(6.7)

In particular, these expressions must be linear combinations whose coefficients are fixed
over random choice of u∗.

We now break down the analysis of these constraints according to the value of π .
The case of π = 0. In this case, if the CSL componentU is to be decrypted successfully,
then U must be in the support ofMEnc p̂k(σ ), from Lemma 6.9.
Substituting π = 0 in Eq. (6.7) leaves the following expression:

[�x μ�x] = γ

σ
[�1 μ�1] + u∗

σ

(
α[�x∗ μ�x∗] + β[�y∗ μ�y∗]

)
+

(
αu∗ + δ

σ
− 1

)
[�z μ�z]

[�y μ�y] = γ ′

σ
[�1 μ�1] + u∗

σ

(
α′[�x∗ μ�x∗] + β ′[�y∗ μ�y∗]

)
+

(
α′u∗ + δ′

σ

)
[�z μ�z]

Again, this expression must be a fixed linear combination of {[�1 �0],
[�0 �1], [�x∗ μ∗ �x∗], [�y∗ μ∗ �y∗]}. However, [�z μ�z] is linearly independent of the required set,
so the coefficients of [�z μ�z] in the above expression must be zero with non-negligible
probability over the choice of u∗. This is only possible when α = α′ = δ′ = 0 and
δ = σ . Furthermore, the other coefficients in which u∗ appears must be fixed with
non-negligible probability over the choice of u∗. This is only possible when further
β = β ′ = 0. Then we must have γ ′ = 0, since otherwise �y is the all-zeroes vector and
the ciphertext is rejected outright.
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Substituting these values, we have that �x = (γ /σ)�1 for some γ , and �y = (γ ′/σ)�1 for
some γ ′ = 0. In terms of the original values from the ciphertext, this implies that there
exists a fixed x ∈ Zp and y ∈ Z

∗
p such that X j = g(x+zi )σ

j and Y j = gyσj for all j . In
addition, we have shown thatU is in the support ofMEnc p̂k(σ ). This is the first desired
case from the lemma statement.
The case of π = 1. In this case, if the CSL componentU is to be decrypted successfully,
then U must be in the support ofMCTrans p̂k(U

∗, Tσ ), from Lemma 6.9.
Substituting π = 1 in Eq. (6.7) leaves the following expression:

[�x μ�x] = γ

σu∗ [�1 μ�1] + 1

σ

(
α[�x∗ μ�x∗] + β[�y∗ μ�y∗]

)
+

(
αu∗ + δ

σu∗ − 1

)
[�z μ�z]

[�y μ�y] = γ ′

σu∗ [�1 μ�1] + 1

σ

(
α′[�x∗ μ�x∗] + β ′[�y∗ μ�y∗]

)
+ α′u∗ + δ′

σu∗ [�z μ�z]

As in the previous case, the coefficients of [�z μ�z] must be zero with non-negligible
probability over the choice of u∗. This is only possible when α′ = δ = δ′ = 0
and α = σ . Then, the other coefficients in which u∗ appears must be fixed with
non-negligible probability over the choice of u∗. This is only possible when further
γ = γ ′ = 0. Then we must have β ′ = 0, since otherwise �y is the all-zeroes vector
and the ciphertext is rejected outright. Since β ′ is nonzero, we must have that μ = μ∗;
otherwise [�y μ�y] = (β ′/σ)[�y∗ μ�y∗] would be linearly independent of the allowed basis
vectors.
Substituting these values, we have that �x = �x∗ + (β/σ)�y∗ for some β, and �y =

(β ′/σ)�y∗ for some β ′ = 0. In terms of the original values from the ciphertext, this
implies that there exists a fixed s ∈ Zp and t ∈ Z

∗
p such that X j = (X∗

j (Y
∗
j )

s)σ and
Y j = (Y ∗

j )
tσ for all j . In addition, we have shown that μ = μ∗ and that U is in

the support of MCTrans p̂k(U
∗, Tσ ). This is the second desired case from the lemma

statement.
The case of π ∈ {0, 1}. We have assumed that the ciphertext satisfies its decryption con-
straints with non-negligible probability, so it suffices to show a contradiction. This would
prove that all oracle queries having π ∈ {0, 1} are in fact bad queries. We now establish
the desired contradiction, after conditioning the entire Hybrid 1 HCCA experiment on an
overwhelming-probability
event.
First, recall the expressions in Eq. (6.7), in particular the expression for [�y μ�y]. By

the same reasoning as in the previous two cases, we must have α′ = δ′ = 0 so that
the coefficient of [�z μ�z] is zero. Suppose μ = μ∗. Then [�y∗ μ�y∗] in the expression
in Eq. (6.7) is linearly independent of the allowed basis for this expression. Thus the
coefficient of [�y∗ μ�y∗] in the expression must be zero, which is only possible when
β ′ = 0. Then since (u∗)π is uniformly distributed in Ĝ, we must have γ ′ = 0 to fix
the remaining coefficient in the expression. But then, �y is the all-zeroes vector and the
ciphertext is rejected outright.
Therefore we must have α′ = δ′ = 0 as well as μ = μ∗. We now consider the

decryption constraints on PY and CY,1, which are as follows (substituting for �y given
that α′ = δ′ = 0):
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[
logCY,1
log PY

]
?=
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�y μ�y
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⎣
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⎣
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⎤

⎦

=
[

γ ′
σ(u∗)π 0 β ′

σ(u∗)π−1 0

0 γ ′
σ(u∗)π 0 β ′
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]
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⎤

⎦

=
[

γ ′
σ(u∗)π 0 β ′

σ(u∗)π−1 0

0 γ ′
σ(u∗)π 0 β ′

σ(u∗)π−1

]
⎡

⎢⎢
⎣

logC1

log(DEμ∗
)

logC∗
Y,1

log P∗
Y

⎤

⎥⎥
⎦

We can simplify these constraints and write them as follows:

(σ log PY )(u∗)π − (β ′σ log P∗
Y )u∗ − (γ ′ log(DEμ∗

)) = 0
(σ logCY,1)(u∗)π − (β ′σ logC∗

Y,1)u
∗ − (γ ′ logC1) = 0

Note that these are polynomials in u∗ of degree π , whose coefficients are fixed. No
terms collect together, as π ∈ {0, 1}. We are assuming that these two polynomials in u∗
are simultaneously satisfied with non-negligible probability. However, this assumption
results in a contradiction, after conditioning the entire interaction on an overwhelming-
probability event:

• If one of the polynomials is not identically zero but has some coefficient equal to
zero, then that polynomial is equivalent to (i.e, has the same roots as) an affine func-
tion of one of the terms {u∗, (u∗)π , (u∗)π−1}, with otherwise fixed coefficients.
Since u∗ is uniform in Ĝ, then each of {u∗, (u∗)π , (u∗)π−1} is also distributed uni-
formly (though their joint distribution is not uniform). We have an affine function
of one term, which is uniformly distributed, so the equation is satisfied with only
negligible probability.

• If neither polynomial has a zero coefficient, and the two polynomials are not scalar
multiples of each other, then some linear combination of the constraints is an
affine function in one of the terms {u∗, (u∗)π }, otherwise with fixed coefficients.
Whenever the two original polynomial equations are simultaneously satisfied, this
linear combination of the two is also satisfied. For the same reason as the previous
case, however, this affine function can only be satisfied with negligible probability.

• If neither polynomial has a zero coefficient, and the two polynomials are scalar
multiples of each other, then their pairs of corresponding coefficients have the same
ratios. In particular, we have the following equality (after cancelation):

log(DEμ∗
)

logC1
= log P∗

Y

logC∗
Y,1

The challenge ciphertext (including the components P∗
Y andC∗

Y,1) is generated after
C1, D, E , and μ∗ are fixed. Thus it is only with negligible probability over the
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randomness of AltGenCiph that C∗
Y,1 and P∗

Y satisfy this condition. We therefore
condition the entire HCCA experiment on this event not happening.

• The only other remaining case is that one polynomial is identically zero. Since
σ = 0 (it is from Ĝ, a subgroup of Z∗

p), we must have either PY or CY,1 equal
to zero. It is straightforward to see that either of these events happens only with
negligible probability over the randomness of the key generation. We therefore
condition the entire HCCA experiment on this event not happening.

We have reached a contradiction by assuming that a ciphertext with parameter
π ∈ {0, 1} satisfies its decryption constraints with non-negligible probability. Thus
ciphertexts with this property are always bad queries to Integrity. �

We now use this characterization of integrity-bad values to show that the alternate
oracles in Hybrid 2 give responses that are consistent with the normal oracles in Hybrid
1.

Lemma 6.11. Let E denote our main construction. For every non-uniform PPT adver-
sary A and b ∈ {0, 1}, we have (unconditionally):

Pr[AÔhyb-1
λ,b (1λ) = 1] ≈ Pr[AÔhyb-2

λ,b (1λ) = 1].

Proof. We prove the claim by showing that the oracle responses in Hybrid 2 match
those of Hybrid 1, with overwhelming probability. More specifically, we will establish
two claims about Hybrid 2:

• The alternative oracles (dec and rigextract) return⊥ if and only if the query was
a bad query, or some other negligible-probability event happens (i.e., the adversary
has solved discrete logarithm or found a hash collision).

• For non-bad queries, the alternative oracles’ responses match those of Hybrid 1.

Hence, the two hybrids agree on responses to non-bad oracle queries. For bad oracle
queries, we point out that the alternative oracles in Hybrid 2 do not use the secret key at
all. So the adversary’s view contains no information about the secret key beyond public
information pk and ζ ∗. Bad queries are defined as queries to which ⊥ is the correct
answer, with overwhelming probability over the secret key conditioned on pk and ζ ∗.
This describes the situation now in Hybrid 2, and so we get that oracle answers to bad
queries are consistent with Hybrid 1 with overwhelming probability.
We proceed by considering a non-bad query. The alternative oracles that we consider

(dec and rigextract) both invoke the Integrity subroutine (Integrity may be called
twicewhile servicing adec query: once fromDec and once fromRigExtract).Assuming
the initial oracle query is non-bad, each call to Integritymust involve a (ζ, μ) pair which
is not integrity-bad. So we may apply the characterization of Lemma 6.10 with respect
to the queried ciphertexts.
We establish the above claims about Hybrid 2, considering 3 cases of queries:

decqueries when b = 0. In this case, the challenge ciphertext ζ ∗ was generated using
AltGenCiphsk((m

∗
1, . . . ,m

∗
n), μ

∗), wheremsg∗ = (m∗
1, . . . ,m

∗
n) is the plaintext given

by the adversary in its challenge query, and μ∗ = H(canonize(m∗
1, . . . ,m

∗
n)).
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In Hybrid 1, these queries are answered using the standardDec oracle. On input query
ζ , it computes the purported plaintext (m1, . . . ,mn) and calls Integrity using the value
μ = H(canonize(m1, . . . ,mn)). By our assumption, (ζ, μ) is not integrity-bad. As
such, it satisfies either case 1 or case 2 of Lemma 6.10:

• In case 1, the �X , �Y , and U components of ζ are as they would be if generated by
Encpk(·). It is straightforward to verify that the remaining components of ζ lead
to a purported plaintext (m1, . . . ,mn) and satisfied integrity constraints with μ =
H(canonize(m1, . . . ,mn)) if and only ζ is in the support of Encpk(m1, . . . ,mn).
The oracle’s response in this case is (m1, . . . ,mn).

• In case 2, the �X , �Y , and U components of ζ are as they would be if generated by
CTranspk(ζ ∗, ·). In case 2, we must also have μ = μ∗. By the collision resistance
of H, this implies canonize(m1, . . . ,mn) = canonize(m∗

1, . . . ,m
∗
1) with over-

whelming probability; that is, �τ = (m∗
1, . . . ,m

∗
n) ∗ (m1, . . . ,mn)

−1 ∈ H so T�τ is
an allowed transformation. Then the �CX components are as they would be if gener-
ated by CTranspk(ζ ∗, T�τ ). It is straightforward to see that the remaining integrity
constraints are satisfied if and only if ζ is in the support ofCTranspk(ζ ∗, T�τ ). The
oracle’s response in this case is �τ ∗ (m∗

1, . . . ,m
∗
n).

Summarizing, the only non-bad queries in this case are those ciphertexts in the supports
of Encpk(·) and CTranspk(ζ ∗, ·). We see that the responses given in Hybrid 2 match
those described above for queries of the specified form.
decqueries when b = 1. In this case, the challenge ciphertext ζ ∗ was generated using
AltGenCiphsk((1, . . . , 1), μ

∗) for a random choice of μ∗.
In Hybrid 1, these queries are answered using a combination of RigExtract and Dec.

On input query ζ , it first calls Integrity with value μ∗. If this fails, then Integrity is
called with a value μ derived from the ciphertext’s purported plaintext. Again by our
assumption, one of the pairs (ζ, μ∗), (ζ, μ) must not be integrity-bad: Lemma 6.10.

• If ζ satisfies case 1 of Lemma 6.10, then the ciphertext information-theoretically
fixes at most one value μ such that Integritysk(ζ, ·, μ) can return 1. Since μ∗ is
distributed independently of the adversary’s view, the first call to Integrity which
uses μ∗ will fail with overwhelming probability.
Then RigExtract calls Dec directly, and the analysis is identical to the previous
case. We must have that ζ is in the support of Encpk(m1, . . . ,mn), and the final
oracle response is (m1, . . . ,mn).

• If ζ satisfies case 2 of Lemma 6.10, then indeed (ζ, μ∗) may not be integrity-
bad. Then the �X , �Y , and U components of ζ are as they would be if gener-
ated by CTranspk(ζ ∗, ·). It is straightforward to verify that Integrity succeeds
only if the ciphertext components �CY , PX , and PY are further consistent with
CTranspk(ζ ∗, ·). Finally, RigExtract verifies that the purported plaintext of ζ is
�τ ∈ H. These events happen if and only if ζ is in the support of CTranspk(ζ ∗, T�τ )
for T�τ ∈ T . In this case, the oracle response is �τ ∗ (m∗

1, . . . ,m
∗
n).

However, if the oracle reaches the point where it passes ζ to Dec, then the oracle
will call Integrity on a value μ derived from the purported plaintext of ζ . As in
the previous case, a ciphertext whose �X , �Y , and U components satisfy case 2 of
Lemma 6.10 information-theoretically fixes a purported plaintext, and thus this
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valueμ. Only with negligible probability will this fixed valueμ equalμ∗, which is
distributed independently of the adversary’s view. Thus the second call to Integrity
cannot succeed with more than negligible probability.

As in the b = 0 case, the only non-bad queries are those ciphertexts in the supports of
Encpk(·) and CTranspk(ζ ∗, ·). Again, the responses in this case match those of Hybrid
2 oracle.
rigextract queries: In Hybrid 1, the oracle is implemented as follows. On input (ζ, ζ ′),
it finds (ζ ′, S) recorded internally, then calls RigExtract, which in turn calls Integrity
using value S. This value S was chosen at random during a previous rigenc query. By
our assumption, (ζ, S) is not integrity-bad.

• If the query satisfies case 1 of Lemma 6.10, then by analogous reasoning as in the
previous cases, ζ must be in the support of CTranspk(ζ ′, T�τ ) (equivalently, the
support ofGenCiphpk(�τ , S)) for some T�τ ∈ T . The oracle’s response in this case
is T�τ .

• If the query satisfies case 2 of Lemma 6.10, then wemust haveμ∗ (used to generate
the challenge ciphertext ζ ∗) equal to S (used to generate rigged ciphertext ζ ′ in a
previous rigenc query). We consider two cases, depending on b:
When b = 1, consider that ζ ′ was generated using GenCiph rather than
AltGenCiph. Therefore, the value S is information-theoretically fixed given pk
and ζ ′. Then μ∗ = S only with negligible probability, since S is fixed and μ∗ is
distributed independently at random.
When b = 0, μ∗ is computed as H(canonize(m∗

1, . . . ,m
∗
n)), where msg∗ =

(m∗
1, . . . ,m

∗
n) is the plaintext given by the adversary in its challenge query.

We argue that μ∗ = S can happen only with negligible probability. If ζ ′ was
generated after the challenge query, then μ∗ = S with negligible probability
simply because μ∗ is fixed before S is chosen at random. Otherwise, if ζ ′ is
generated after the challenge query, then information about S is given to the
adversary, although only “in the exponent” of G. Here it is important that the
challenge oracle does not reveal S to the adversary in rigenc queries. For the
adversary to be given a random S in the exponent and subsequently be able to
specify (m∗

1, . . . ,m
∗
n) such that S = H(canonize(m∗

1, . . . ,m
∗
n)), the adversary

must essentially solve the discrete logarithm problem in G.19 In a group such
as G in which the DDH assumption holds, this can only happen with negligible
probability.

In summary, the only non-bad queries here are those in which ζ is in the support of
CTranspk(ζ ′, T ) for T ∈ T . Clearly the output of the alternate Hybrid 2 oracle is
consistent with the Hybrid 1 oracle in this case. �

19To see the reduction, consider the following simulator which is given a random pair g, gS as input. We
perform 4 randomized reductions to obtain g j , g

S
j pairs, and generate the keys of our scheme honestly using

these g j values; then we simulate the Hybrid 1 experiment against the adversary.We can compute a public-key

component E as well as the value ES needed to generate ζ ′. For the response to a rigenc query, use this value
when generating the output of RigEnc. The distribution of this ciphertext is correct, as S is random. When

the adversary gives the challenge plaintext, compute μ′ = H(canonize(m∗
1, . . . ,m

∗
n)). If gμ′ = gS , then our

simulator has successfully computed the discrete logarithm.
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6.6. Completing the Proof

We can now complete the proof of HCCA security:

Proof of Theorem 6.1. By Lemmas 6.6 and 6.11, we have that

Pr

[
AOE,RigEnc,RigExtract

λ,b (1λ) = 1

]
≈ Pr

[
AÔhyb-2

λ,b (1λ) = 1

]

for all adversaries A and b ∈ {0, 1}. It suffices to show that the adversary’s advantage
in Hybrid 2 is zero; that is,

Pr

[
AÔhyb-2

λ,0 (1λ) = 1

]
= Pr

[
AÔhyb-2

λ,1 (1λ) = 1

]

InHybrid 2, the adversary sees only the public key, challenge ciphertext, and responses to
dec, rigenc, rigextract queries. However, responses to these three kinds of queries are
computed using only the public key, challenge plaintext, and challenge ciphertext. Thus,
the adversary’s entire view is a function of the public key and challenge ciphertext. From
Lemma 6.7, we see that the public key and challenge ciphertext (hence, the adversary’s
entire view) are distributed independently of the choice bit b.

7. Opinion Polling Protocol Application

We now present an “opinion poll” protocol that elegantly illustrates the power of HCCA-
secure encryption. The protocol is motivated by the following scenario:
A pollster wishes to collect information frommany respondents. However, the respon-

dents are concerned about the anonymity of their responses. Indeed, it is in the interest of
the pollster to set things up so that the respondents are guaranteed anonymity, especially
if the subject of the poll is sensitive personal information. To help collect responses
anonymously, the pollster can enlist the help of an external tabulator. The respondents
require that the external tabulator too does not see their responses and that if the tab-
ulator is honest, then responses are anonymized for the pollster (i.e., so that he cannot
link responses to respondents). The pollster, on the other hand, does not want to trust
the tabulator at all: If the tabulator tries to modify any responses, the pollster should be
able to detect this so that the poll can be invalidated.
More formally,wegive a secure protocol for theUC ideal functionalityFpoll, described

in Fig. 3, where Pclient is the pollster, Pserver is the tabulator, and P1, . . . , Pn are the
respondents.

Verifiable Shuffling,Mix-Nets, and Voting Our opinion poll functionality can be viewed
as an instantiation of verifiable shuffling (see e.g., [35,38]). In a verifiable shuffle, a server
takes in a collection of ciphertexts and outputs a random permutation in such a way that
other parties are convinced that the shuffling server did not cheat; i.e., a shuffler cannot
tamper with or omit any input ciphertext.
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Fig. 3. UC ideal functionality Fpoll .

Verifying a shuffle typically involves using special-purpose zero-knowledge proofs,
which are generally interactive and complicated. Even protocols whose verification is
non-interactive rely on a common reference string setup [37]. Our approach is novel
in that the shuffle’s integrity can be verified without any zero-knowledge proof mech-
anism. Instead we leverage the strong limitations that the encryption scheme places on
a malicious shuffler, resulting in a very efficient and simple protocol, which is secure
even in the UC framework with no setups.
Verifiable shuffles are used in mix-nets [20] and in voting protocols. However, in

our setting the shuffle is only verified to the pollster, and not to the respondents. In an
election, the respondents also have an interest in the integrity of the shuffle (to know
that their votes are included in the tally). We note that an election protocol (in which
all participants receive guaranteed correct results) is not possible in the UC framework
without trusted setups, given the impossibility results of [55].

The Protocol Our protocol is described in detail in Fig. 4. The main idea is to use an
HCCA-secure, transformation-hiding scheme, whose message space G

2 (for a cyclic
group G), and whose only allowed operations are those of the form (m, r) �→ (m, rs)
for a fixed group element s. In other words, anyone can apply the group operation to
(multiply) the second plaintext component with a known value, but the first compo-
nent is completely non-malleable, and the two components remain “tied together.” Our
construction from Sect. 5 can easily accommodate these requirements, for instance, by
setting parameter H = {1} × G.

To initiate the opinion poll, the pollster generates a (multiplicative) secret sharing
r1, . . . , rn of a random secret group element R, then sends to the i th respondent a share
ri . Each respondent sends Enc(mi , ri ) to the tabulator, where mi is his response to the
poll. Now the tabulator can blindly rerandomize the shares of R (multiply the i th share
by a random si , such that

∏
i si = 1), shuffle the resulting ciphertexts, and send them to
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Fig. 4. Opinion poll protocol.

the pollster. The pollster will ensure that the shares encode the secret R and accept the
results.
The security of the protocol is informally argued as follows. A corrupt pollster only

sees a random permutation of the responses, and a completely random sharing of R.
There is no way to link any responses to the ri shares he originally dealt to the respon-
dents, either by looking at the new shares of R or via the encryption scheme itself (we
assume that the respondents send their ciphertexts to the tabulator through a secure
channel). The tabulator sees only encrypted data and in particular has no information
about the shares ri . The only way the tabulator could successfully generate ciphertexts
whose second components are shares of R is by making exactly one of his ciphertexts
be derived from each respondent’s ciphertext. By the non-malleability of the encryption
scheme, each response mi is inextricably “tied to” the corresponding share ri and can-
not be modified, so each respondent’s response must be represented exactly once in the
tabulator’s output without tampering. Finally, observe that the responses of malicious
respondents must be independent of honest parties’ responses—by “copying” an honest
respondent’s ciphertext to the tabulator, a malicious respondent also “copies” the corre-
sponding ri , which would cause the set of shares to be inconsistent with overwhelming
probability.

Theorem 7.1. If E is HCCA-secure and unlinkable with parameters as described
above, and |G| is superpolynomial in the security parameter, then our protocol is a
secure realization of Fpoll, in the point-to-point secure-channels model, against static
adversaries.20

Proof. Given a real-world adversary A, we construct an ideal-world simulator S. We
break the proof down into 4 cases according to which parties A corrupts:

20Actually, our protocol construction requires that the encryption scheme be only transformation-hiding
(Appendix) and does not require the full power of unlinkability. Thus the protocol can be securely instantiated
with even simpler encryption schemes.
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Case 1: If A corrupts neither Pserver nor Pclient, then suppose by symmetry that A
corrupts some input parties P1, . . . , Pk . Then the main task for S is to extract the inputs
of each corrupt Pi and send them to Fpoll. S simply does the following:

1. On receiving (setup, Pclient, Pserver, P1, . . . , Pn) fromFpoll, generate (pk, sk) ←
KeyGen. Choose random r1, . . . , rk ← G and simulate that Pclient broadcast
(pk, Pserver) and sent ri to each corrupt input party Pi .

2. Whenever corrupt party Pi sends a ciphertext Ci to Pserver:

(a) If Decsk(Ci ) = ⊥, then send (input,⊥) to Fpoll on behalf of Pi . Otherwise
let (mi , r ′

i ) ← Decsk(Ci ).
(b) If this is the last party i ∈ {1, . . . , k} to send a ciphertext to Pserver, and∏

i r
′
i = ∏

i ri , then send (input,⊥) to Fpoll on behalf of Pi .
(c) Otherwise, send (input,mi ) to Fpoll on behalf of Pi .

It is straightforward to see that in the cases where S sends (input,⊥), then by the honest
behavior of Pserver and Pclient, the protocol would have mandated that Pclient refuse the
output.
Case 2: If A corrupts Pclient and (without loss of generality) input parties P1, . . . , Pk ,
then S does the following:

• When corrupt Pclient broadcasts (pk, Pserver) and sends ri to each honest input
party Pi , send (setup, Pclient, Pserver, P1, . . . , Pn) to Fpoll on behalf of Pclient.

• When a corrupt input party Pi sends a ciphertext Ci to honest Pserver, send
(input,m0) to Fpoll on behalf of Pi , where m0 is any arbitrary fixed message.

• When Fpoll gives the final output to S, remove as many m0’s from the output
list as there are corrupt input parties. Arbitrarily order the remaining outputs
as mk+1, . . . ,mn . For each i ∈ [n], choose a random si such that

∏
i si = 1.

Simulate that Pserver sends a random permutation of {Encpk(mi , ri si ) | i >

k} ∪ {CTrans(Ci , si ) | i ≤ k} to Pclient.

Since Pclient is corrupt, S can legally obtain the set of honest input parties’ inputs. The
only difference therefore between the view of A in the real world and our simulation is
that in the real world, Pclient sees CTrans(Encpk(mi , ri ), si ) for each honest party Pi ,
while in the simulation, Pclient seesEncpk(mi , ri si ). By the unlinkability property of the
scheme, this difference is indistinguishable, even when Pclient maliciously chooses pk.
Also in the simulation, eachmi is paired with a potentially different ri than might be the
case in the real-world protocol (since the simulator receives a shuffled list ofmi values).
However, the distribution of (mi , ri si ) pairs is independent of the initial assignments of
mi ’s to ri ’s.
Case 3: If A corrupts Pserver and input parties P1, . . . , Pk , then S does the following:

• WhenFpoll gives (setup, Pclient, P1, . . . , Pn) toS, generate (pk, sk) ← KeyGen.
Pick random r1, . . . , rn ← G and simulate that Pclient broadcast (pk, Pserver) and
sent ri to each corrupt Pi .

• When Fpoll gives (inputfrom, Pi ) to S for an honest party (i > k), generate
(Ci , Si ) ← RigEncpk and simulate that Pi sent Ci to Pserver. Remember Si .

• When Pserver sends Pclient a list of ciphertexts (C ′
1, . . . ,C

′
n), do the following for

each i :
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– If Decsk(C ′
i ) = ⊥, then set (mi , r ′

i ) ← Decsk(C ′
i ).

– Else, if RigExtractsk(C
′
i , S j ) = ⊥ for some j , set r ′

i := ri · RigExtractsk
(C ′

i , S j ).
– If both these operations fail, send cancel to Fpoll on behalf of Pserver.

If
∏

i r
′
i = ∏

i ri or for some j > k, there is more than one i such that
RigExtractsk(C

′
i , S j ) = ⊥, then send cancel to Fpoll on behalf of Pserver.

Otherwise, let σ be any permutation on [n] that maps each j > k to the unique
i such that RigExtractsk(C

′
i , S j ) = ⊥. Send (input,mσ(i)) to Fpoll on behalf of

corrupt Pi (i ≤ k), and then send ok to Fpoll on behalf of Pserver, with σ as the
permutation that Fpoll expects.

In this case, the primary task of S is to determine whether the corrupt Pserver gives
a valid list of ciphertexts to Pclient. Applying the HCCA definition in a sequence
of hybrid interactions, we see that the behavior of the real-world interaction versus
this simulation interaction is preserved when appropriately replacing Enc/Dec with
RigEnc/RigExtract.

Note that the adversary’s view is independent of rk+1, . . . , rn . If Decsk(C ′
i ) = ⊥,

then the corresponding r ′
i value computed by the simulator is also independent of

rk+1, . . . , rn . Thus the onlyway
∏

i ri = ∏
i r

′
i can be satisfiedwith non-negligible prob-

ability is if for each honest party Pj , exactly one i satisfies RigExtractsk(C
′
i , S j ) = ⊥.

In this case, there will be exactly as many mi ’s as corrupt players, and the simula-
tor can legitimately send these to Fpoll as instructed (with the appropriate permuta-
tion).
Case 4. IfA corrupts Pserver, Pclient, and input parties P1, . . . , Pk , thenS can legitimately
obtain each honest input party’s input, so simulation is relatively straightforward. More
formally, S does the following:

• Send (setup, Pclient, Pserver, P1, . . . , Pn) to Fpoll on behalf of Pclient.
• Send (input,m0) to Fpoll on behalf of each corrupt input party Pi , where m0 is
an arbitrary fixed message.

• After receiving (inputfrom, Pi ) for all honest input parties Pi , send ok to Fpoll
on behalf of Pserver, and give the identity permutation as σ .

• After receiving (m1, . . . ,mn) as output, we know that party Pi was invoked with
input mi , so we can perfectly simulate the honest parties to A. �

Boolean or on Encrypted Data Using a similar technique, we can obtain a UC-secure
protocol for a boolean-or functionality. This functionality is identical to Fpoll except
that Pserver also gets to provide an input (i.e., we identify Pserver with P0), and instead
of giving (mσ(0), . . . ,mσ(n)), it gives

∨
i mi as the output to Pclient.

We can achieve this new functionality with a similar protocol—this time, using an
encryption scheme that is unlinkable HCCA-secure with respect to all group operations
in G

2. Pclient sends shares ri to the input parties as before. The input parties send
Encpk(mi , ri ) to Pserver, where mi = 1 if Pi ’s input is 0, and mi is randomly chosen
inG otherwise. Then, Pserver rerandomizes the ri shares as before and also randomizes
the mi ’s in the following way: Pserver multiplies each mi by si such that

∏
i si = 1 if

Pserver’s input is 0, and
∏

i si is random otherwise (Pserver can randomize both sets of
shares simultaneously using the homomorphic operation). Pclient receives the processed
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ciphertexts and ensures that
∏

i r
′
i = 1. Then if

∏
i mi = 1, it outputs 0, else it outputs

1.
We note that this approach to evaluating a boolean or (where the induced distribution

is a fixed element if the result is 0, and is random if the result is 1) has previously
appeared elsewhere, e.g., [10,13,43].

8. Beyond Unary Transformations

Many interesting applications of homomorphic encryptions involve (at least) binary
operations—thosewhich accept encryptions of plaintextsm0 andm1 and output a cipher-
text encoding T (m0,m1). A common example is ElGamal encryption, where T is the
group operation of the underlying cyclic group. In this section,we examine the possibility
of extending our results to schemes with binary transformations.
Before presenting our results, we must first define appropriate extensions of our def-

initions to the case of binary homomorphic operations. Developing appropriate (and
succinct) indistinguishability-style definitions appears to be a difficult task. Thus, the
results in this section use security formulations as ideal functionalities in the UC model,
as in Sect. 3.3.

8.1. Negative Result for Binary Group Operations

For an impossibility result, we make the security requirements on the ideal functionality
as weak as possible. Throughout this subsection, we consider an ideal functionality F
similar to FT

hmp, with the following properties:

• Any party may post a new handle by either providing a plaintext message, or
by providing a list of existing handles and a circuit where each fan-in-2 gate is
associated with a transformation T ∈ T , and each input gate associated with a
handle. In the latter case, the message for the new handle is calculated in the
natural way, by feeding as input to the circuit the messages internally recorded for
each given handle.

• Only the “owner” of the functionality can obtain themessage corresponding to each
handle. All other parties simply receive notification that the handle was generated.

• Handles are generated by the adversary, without knowledge of the corresponding
plaintext message, or which of the two ways the handle was produced.

For simplicity, we have not considered the functionality’s behavior on handles origi-
nally posted by the adversary (so-called dummy handles in the case of FT

hmp). However,
our impossibility results do not depend on these details, and one may consider the weak-
est possible ideal functionality, which reveals everything to the adversary when honest
parties try to use dummy handles.
We can now formalize our impossibility result:

Theorem 8.1. There is no secure realization of F via a homomorphic encryption
scheme, when T contains a group operation on the message space, and the size of
the message space is superpolynomial in the security parameter.
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The main observation is that each handle (ciphertext) must have a bounded length
independent of its “history” (i.e., whether it was generated via the homomorphic repost-
ing operation and if so, which operations applied to which existing handles) and thus
can only encode a bounded amount of information about its history. We show that any
simulator for F must be able to extract a reasonable history from any handle output by
the adversary.
However, when a group operation is an allowed transformation, there can be far more

possible histories than can be encoded in a single handle. For example, if n handles have
been generated, then there are at least 2n distinct histories for a newly posted handle
(combine an arbitrary subset of those handles, using the group operation). We show
that the simulator must be able to reliably distinguish between each possible history. By
setting n sufficiently large, we achieve a contradiction whereby 2n exceeds the number
of possible ciphertexts!
We note that this “overabundance of histories” does not happen in the case of unary

transformations. The simulator does not need to distinguish between the transformation
“multiply by rs” and the composition of transformations “multiply by r” and “multiply
by s.” The simulator does need to identify which ciphertext was transformed, but this
leads to n · N total histories that the simulator must distinguish, where n is the number
of handles generated so far (polynomial in the security parameter), and N is the size of
the group (exponential in the security parameter, but fixed before the ciphertext length is
determined). This number does not grow fast enough to exceed the number of possible
ciphertexts.

Proof. Wewill construct an environment that will distinguish between the ideal interac-
tion withF and the real-world protocol interaction involving any homomorphic encryp-
tion scheme. Let ⊗ be the group operation over message space M.
The environment invokes an interaction with two honest parties Alice and Bob, and a

dummy adversaryCarol. The environment instructs Bob to setup an instance of the func-
tionality, then chooses d random messages m1, . . . ,md ← M, where d is a parameter
to be fixed later, and instructs Alice to post each of them. Then, the environment chooses
a random S ⊆ {1, . . . , d} and then, given the handles for the posted messages, internally
runs the encryption scheme algorithm to obtain a ciphertext h∗ encoding

⊗
i∈S mi . The

environment can do this locally because this protocol implements the repost operation
via a non-interactive procedureCTrans. Finally, the environment instructs the adversary
to broadcast the resulting handle/ciphertext h∗ and then instructs Bob to open it. The
environment outputs 1 if Bob outputs

⊗
i∈S mi .

Clearly in the real-world interaction, the environment outputs 1 with overwhelming
probability, by the correctness of the encryption scheme’s homomorphic operation. We
will show that any sound simulator results in a contradiction.
Suppose there is a valid simulator for the protocol. After receiving h∗, the simula-

tor must provide to F a legal circuit T ′ such that T ′(m1, . . . ,md) = ⊗
i∈S mi with

overwhelming probability. From the definition of F , the initial d handles are generated
without knowledge of the underlying plaintext, so the simulator’s view is independent
of the choice of m1, . . . ,md . Thus the simulator must in fact specify a legal circuit T ′
such that T ′(m1, . . . ,md) = ⊗

i∈S mi , with overwhelming probability over the random
choice of m1, . . . ,md .
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Note that in a group, if we have S = S′ ⊆ {1, . . . , d}, then the probability (taken over
choice of m1, . . . ,md ) that

⊗
i∈S mi = ⊗

i∈S′ mi is negligible. So any function T ′ can
agree with a function of the form

⊗
i∈S′ on an overwhelming fraction of inputs for at

most one choice of S′. Thus the simulator’s choice of circuit T ′ uniquely determines the
subset S chosen by the environment.

However, let �(k) be a polynomial bound on the length of handles in the given encryp-
tion scheme (when the security parameter is k). Let us specify d = �(k) + 1, then the
environment remains polynomial time in k. There are 2�(k)+1 choices of the subset S
by the environment. However, there are at most 2�(k) possible values for the handle h∗,
which is the only part of the simulator’s view that depends on the choice of S. There is
at least one bit of uncertainty in the simulator’s view about the environment’s choice of
S, so the simulator cannot determine S with probability greater than 1

2 . This contradicts
the fact that the simulator’s choice of T ′ uniquely determines the environment’s choice
of S.
From this contradiction, we see that no sound simulation is possible against this

environment, which can successfully distinguish between the real and ideal interactions
with probability at least 1

2 . �

8.2. Positive Result for a Relaxation of Unlinkability

The impossibility result of the previous section leaves open the possibility of achieving
a relaxation of the unlinkability requirement. We consider a relaxation similar to Sander,
Young, and Yung [62]; namely, we allow the ciphertext to leak the number of operations
applied to it (i.e., the depth of the circuit applied), but no additional information. Tomake
this requirement more formal, we associate a length parameter with each ciphertext. If
a length-� and a length-�′ ciphertext are combined, then the result is a length � + �′
ciphertext. Our security definition insists that ciphertexts reveal (at most) their associated
length parameter.
The main idea in our construction is to encode a group element m into a length-�

ciphertext as a vector
(
Enc(m1), . . . ,Enc(m�)

)
, where the mi ’s are a random multi-

plicative sharing of m in the group and Enc is HCCA-secure with respect to the group
operation. To “multiply” two such encrypted encodings, we can simply concatenate the
two vectors of ciphertexts together and rerandomize the new set of shares (multiply the
i th component by si , where

∏
i si = 1) to bind the sets together.

The above outline captures the main intuition, but our actual construction uses a
slightly different approach to ensure UC security. In the scheme described above, anyone
can split the vector

(
Enc(m1), . . . ,Enc(m�)

)
into two smaller vectors that encode two

(random) elements whose product is m. We interpret this as a violation of our desired
properties, since it is a way to derive two encodings whose values are related to a longer
encoding. To avoid the problem of “breaking apart” ciphertexts, we instead encode m
as

(
Enc(α1, β1), . . . ,Enc(α�, β�)

)
, where the αi ’s and βi ’s form two independently

random multiplicative sharings of m. Rerandomizing these encodings is possible when
we use a scheme that is homomorphic with respect to the group operation inG2 (i.e., by
setting the parameter H = G

2 in our construction). Intuitively, these encodings cannot
be split up in such a way that the first components and second components are shares



Reconciling Non-malleability with Homomorphic Encryption 659

Fig. 5. UC ideal functionality FG, parameterized by a cyclic group G .

of the same value. Note that it is crucial that the (αi , βi ) pairs cannot themselves be
“broken apart.”

Security Definition The functionality, calledFG, is given in full detail in Fig. 5. Below
we explain and motivate the details of the definition.
Following our desired intuition, users can only generate new messages in two ways

(for uniformity, all handled in the same part of the functionality’s code). A user can
simply post a message by supplying a group element m (this is the case where k = 0
in the user’s post command). Alternatively, a user can provide a list of existing handles
alongwith a group elementm. If all these handles correspond to honestly generated posts,
then this has the same effect as if the user posted the product of all the corresponding
messages (though note that the user does not have to know what these messages are to
do this). We model the fact that handles reveal nothing about the message by letting
the adversary choose the actual handle string, without knowledge of the message. The
designated recipient can obtain the message by providing a handle to the functionality.
Note that there is no way (even for corrupt parties) to generate a handle derived from
existing handles in a non-approved way.
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As in FT
hmp, adversaries can also post dummy handles, which contain no message.

When a user posts a derived message using such a handle, the resulting handle also
contains nomessage.When the handle is used in a derived post command, the adversary
is informed. The adversary also gets access to an “intermediate” handle corresponding to
all the non-dummy handles that were combined in the post request. Still, the adversary
learns nothing about the messages corresponding to these handles.

The Construction Let E = (KeyGen,Enc,Dec,CTrans) be an unlinkable HCCA-
secure scheme, whose message space is G2 for a cyclic group G, and whose allowed
(unary) transformations are all group operations in G

2. We suppose the CTrans opera-
tion accepts arguments as CTrans(C, (r, s)), where r, s ∈ G specify the transformation
(α, β) �→ (rα, sβ). We abbreviate the CTrans(C, (r, s)) operation as “(r, s) ∗C”. Thus
(r, s)∗Encpk(α, β) is indistinguishable from Encpk(rα, sβ), in the sense of the unlink-
ability definition.
The new scheme E∗ is given by the following algorithms:

Key generation (KeyGen∗): Same as KeyGen.
Encryption (Enc∗): To encrypt an element m ∈ G in a length-� ciphertext, output

C =
(
Encpk(α1, β1), . . . ,Encpk(α�, β�)

)

where αi , βi are randomly chosen inG subject to the constraint
∏

i αi = ∏
i βi =

m.
Decryption (Dec∗): To decrypt a ciphertext C = (C1, . . . ,C�), decrypt each Ci to get

(αi , βi ). If any decryption returns ⊥, or if
∏

i αi = ∏
i βi , output ⊥. Else output∏

i αi .
Transformation operation (CTrans∗): To “multiply” two given ciphertexts C =

(C1, . . . ,C�) and C ′ = (C ′
1, . . . ,C

′
�′), output a random permutation of:

(
(r1, s1) ∗ C1, . . . , (r�, s�) ∗ C�, (r�+1, s�+1) ∗ C ′

1, . . . , (r�+�′ , s�+�′) ∗ C ′
�′
)

where ri , si are randomly chosen in G subject to
∏

i ri = ∏
i si = 1

To “multiply” a single given ciphertext C = (C1, . . . ,C�) by a given known
group element R ∈ G (without increasing the ciphertext length), output a random
permutation of:

(
(r1, s1) ∗ C1, . . . , (r�, s�) ∗ C�

)

where ri , si are randomly chosen in G subject to
∏

i ri = ∏
i si = R.

We note that the syntax of CTrans∗ can be naturally extended to support multiplying
several ciphertexts and/or a known group element at once, simply by composing the
operations described above.
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Theorem 8.2. If E is unlinkable and HCCA-secure with respect to G
2, where |G| is

superpolynomial in the security parameter, then E∗ (as described above) is a secure
realization of FG, with respect to static corruptions.

Proof. Let E = (KeyGen,Enc,Dec,CTrans) be the unlinkable HCCA-secure
scheme used as themain component in our construction, and letRigEnc andRigExtract
be the procedures guaranteed by HCCA security.
We proceed by constructing an ideal-world simulator for any arbitrary real-world

adversary A. The simulator S is constructed by considering a sequence of hybrid func-
tionalities that culminate in FG. These hybrids differ from FG only in how much they
reveal in their handle-req requests to the adversary.
Correctness. Note that FG only makes two kinds of handle-req requests: those con-
taining a lone message, and those containing a list of handles.
LetF1 be the functionality that behaves exactly asFG, except that every time it sends

a handle-req to the simulator, it also includes the entire party’s input that triggered the
handle-req. Define S1 to be the simulator that internally runs the adversary A, and
does the following:

• WhenF1 gives (id-req, P) to S1, it generates a keypair (pk, sk) ← KeyGen and
responds with pk. It simulates to A that party P broadcast pk.

• When F1 gives a handle-req to S1, it generates the handle appropriately—with
either Enc∗

pk or CTrans∗ on an existing handle, depending on the party’s orig-
inal command which is included in the handle-req. It simulates to A that the
appropriate party output the handle.

• WhenA broadcasts a length-� ciphertext C , S1 tries to decrypt it with Dec∗
sk . If it

decrypts (say, to m), then S1 sends a (post, �,m) command to F1 and later gives
C as the handle; else it sends (dummy, �,C).

S1 exactly simulates the honest parties’ behavior in the real-world interaction. By the
correctness properties of E∗, the outputs of the honest ideal-world parties match that
of the real world, except with negligible probability; thus, exec[Z,A, E∗,Fbcast] ≈
exec[Z,S1, πdummy,F1] for all environments Z .
Unlinkability. Let F2 be exactly like F1, except for the following change: For requests
of the form (handle-req, sender, �,m), F2 does not send the handles that caused this
request. That is, whereas F1 would tell the simulator that the handle is being requested
for a post command combining some non-dummy handles, F2 would instead act like
sender had sent (post, �,m) (that this is closer to what FG does; internally behaving
identically for such requests). Let S2 = S1, since F1 is only sending one fewer type of
handle-req to the simulator.
By a standard hybrid argument, we can see that exec[Z,S1, πdummy,F1] ≈

exec[Z,S2, πdummy,F2] for all environments Z . The hybrids are over the number
of post requests affected by this change. Consecutive hybrids differ by whether a sin-
gle handle was generated by Enc∗ or by CTrans∗. The only handles that are affected
here are non-dummy handles and thus ciphertexts which decrypt successfully under
sk. Thus distinguishing between consecutive hybrids can be reduced to succeeding in
the unlinkability experiment (by further hybridizing over the individual Enc ciphertext
components).
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HCCA. If the owner P of the functionality is corrupt, then S2 is already a suitable
simulator for FG, and we can stop at this point.
Otherwise, the difference between FG and F2 is that FG does not reveal the mes-

sage in certain handle-req requests. Namely, those in which the simulator receives
(handle-req, sender, �).

Let S3 be exactly like S2, except for the following changes: Each time S2 would gen-
erate a ciphertext component viaEncpk(α, β), S3 instead generates it withRigEncpk . It
keeps track of the auxiliary information S and records (S, α, β) internally. Also, when-
ever S2 would decrypt a ciphertext component using Decsk , S3 instead decrypts it via:

D(C) =
{

(rα, sβ) if (S, α, β) is recorded s.t. (r, s) ← RigExtractsk(C, S)

Decsk(C) otherwise

By a straightforward hybrid argument (in which distinguishing between adjacent
hybrids reduces to success in a single instance of the HCCA experiment), we have that
exec[Z,S2, πdummy,F2] ≈ exec[Z,S3, πdummy,F2] for all environments Z .

We now examine when a ciphertext given by the adversary is successfully decrypted
by the simulator (and thus given to the functionality as a post instead of as a dummy
handle).
Given a ciphertext (sequence of HCCA ciphertexts) C = (C1, . . . ,C�), S3 first

decrypts each Ci to obtain (α′
i , β

′
i ) = D(Ci ). The overall decryption succeeds if∏

i (α
′
i/β

′
i ) = 1.

Suppose the internal records (S, α, β) are labeled as (S j , α j , β j ) for j ≥ 1. Then for
some constants r, s ∈ G and exponent p ∈ {0, 1}, we have that α′

i/β
′
i = (r/s)(α j/β j )

p.
Now, let γ ′

i = α′
i/β

′
i . We denote γ ′

i as a linear function in a single formal variable of the
form γ j = α j/β j . The adversary’s view is independent of the choice of γ j ’s, except for
the fact that

∏
j∈J γ j = 1 for some disjoint sets J .

Recall that the overall decryption of C is successful if
∏

i γ
′
i = 1. However, note that

if is only with negligible probability that
∏

i γ
′
i = 1 when evaluated on the simulator’s

choice of γ j ’s, but
∏

j γ
′
i = 1 as a polynomial. Thus consider a simulator S4 that sends

(dummy,C) to the functionality whenever
∏

i γ
′
i = 1, as a polynomial (accounting for

the constraints on γ j ’s). This simulator’s behavior differs from S3 with only negligible
probability.
Suppose

∏
i γ

′
i = 1 as a polynomial, and let J be such that that we have a con-

straint of the form
∏

j γ j = 1. Then for all j ∈ J , there exists nJ such that
⊥ = RigExtractsk(Ci , S j ) for exactly nJ values of i . In other words, for each j ∈ J ,
the variable γ j appears in the expansion of

∏
i γ

′
i with the same multiplicity. Then S 4

can do the following when A outputs a ciphertext C = (C1, . . . ,C�):

• If for some Ci , we have D(Ci ) = ⊥, the ciphertext is invalid; send (dummy,C)

to the functionality.
• Otherwise, compute (α′

i , β
′
i ) = D(Ci ). If

∏
i α

′
i/β

′
i = 1, when viewed as a poly-

nomial in variables α j/β j , then send (dummy,C) to the functionality.
• Otherwise, let I be the set of indices such that ⊥ = (α′

i , β
′
i ) ← Decsk(Ci ). Let

(ri , si ) ← RigExtractsk(Ci , S j ) for each i ∈ I . We have that
∏

i∈I (α′
i/β

′
i ) = 1

and
∏

i ∈I (ri/si ) = 1 by the above argument. Then send (post, �,m0,H) to the
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functionality, where m0 = ∏
i∈I αi

∏
i ∈I ri and H contains with multiplicity nJ

the handle that resulted when {(α j , β j ) | j ∈ J } were generated.
Except with negligible probability, S4 interacts identically with the functionality as

S3. However, note that S4 does not actually use the α j , β j values that are recorded
for each call to RigEnc. Thus S4 can be successfully implemented even if the func-
tionality does not reveal m in messages of the form (handle-req, sender, �,m).
Therefore S4 is a suitable simulator for FG itself, and exec[Z,S3, πdummy,F2] ≈
exec[Z,S4, πdummy,FG] for all environments Z . �

9. Conclusion and Open Problems

Improved Constructions A natural next step is to address encryption schemes whose
homomorphic operations aremore expressive. Currently, all of our constructions support
homomorphic transformations related to a group operation. Homomorphic operations
involving other algebraic structures (ring, field, or vector space operations) may also
prove useful in protocol applications.
Our construction of a transformation-hiding HCCA-secure scheme is quite efficient,

having only a small additive overhead over a comparable CCA-secure scheme. However,
our unlinkable scheme ismuchmore impractical than the state of the art forCCAsecurity.
We leave open the problem of whether an “algebraic” property like unlinkability can be
achieved using generic hardness assumptions like enhanced trapdoor permutations (or
projective hash schemes or even CCA-secure encryption).

Anonymity In some applications, it is useful for an encryption scheme to have the
additional property of receiver-anonymity (also known as key-privacy), as introduced by
Bellare et al. [4]. Receiver-anonymity means, essentially, that in addition to hiding the
underlying plaintext message, a ciphertext does not reveal the public key under which it
was encrypted. Encryption schemes with this property are important tools in the design
of many systems [30]. The special case of rerandomizable, anonymous, RCCA-secure
encryption has interesting applications in mix-nets [34] and anonymous P2P routing
[54].
In an anonymous, unlinkable, HCCA-secure scheme, the CTrans feature of the

scheme should not require the correct public key in order to function. That is, the homo-
morphic operation should be oblivious to the identity of the receiver.
To add the requirement of receiver-anonymity to our definitions, we consider an

anonymous,multi-user variant of theFT
hmpUC functionality. This variant allowsmultiple

users to register IDs, and senders to post messages destined for a particular ID. The
functionality does not reveal the handle’s recipient in its handle-announce broadcasts
(or in its handle-req requests to the adversary).
Our indistinguishability-based security definition can be extended in a simple way

to account for receiver-anonymity. We call a homomorphic encryption scheme HCCA-
anonymous if it is HCCA secure and if theRigEnc andRigExtract procedures from the
HCCA security definition can be implemented without the public or private keys (i.e,
RigEnc takes no arguments and RigExtract takes only a ciphertext and a saved state).
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We also consider an additional correctness requirement on schemes,which is natural in
the context of multiple users:With overwhelming probability over (pk, sk) ← KeyGen
and (pk′, sk′) ← KeyGen, we require thatDecsk′(Encpk(msg)) = ⊥ for everymsg ∈
M, with probability 1 over the randomness of Enc. In other words, ciphertexts honestly
encrypted for one user do not successfully decrypt for another user.
Via a similar argument to the proof of Theorem 4.4, it can be seen that any HCCA-

anonymous, unlinkable scheme which satisfies the additional correctness property is a
secure realization of the anonymous variant of FT

hmp.
Note that this notion of anonymity is a chosen-ciphertext and not a chosen-plaintext

(simple ciphertext indistinguishability) one. Our construction does not achieve HCCA-
anonymity, since it is possible to combine a ciphertext with a public key and obtain a
valid ciphertext if and only if the original ciphertext was encrypted under that public
key.
While our scheme can be easily modified to not require the public key as input to

CTrans (by adding a “second strand” to the CSL ciphertext, since the CSL public key is
the only part of the key used by CTrans), this change does not result in a fully HCCA-
anonymous construction. An adversary can determine whether a ciphertext ζ is valid
under public key pk by applying CTrans with that public key. By sending the result to
a decryption oracle, the adversary can tell whether the ciphertext was consistent with
the public key. The technical barrier to achieving anonymity in our construction is that
the CSL component is receiver-anonymous, but only in a chosen-plaintext sense, not
in the chosen-ciphertext sense that would be required. Indeed, it appears as though a
significantly different approach is needed to achieve HCCA-anonymity.
We consider it an interesting and important open problem to construct an anonymous,

unlinkably homomorphic HCCA encryption scheme, for any T .

Repost-test In FT
hmp, when an honest party Alice receives a post from Bob and then

another from Carl, Alice has no way of knowing if Carl’s message was derived from
Bob’s (via FT

hmp’s repost feature), or via an independent post command. In fact, the
only time FT

hmp informs a recipient that a repost occurred is for the adversary’s dummy
handles.
We can easily modify our schemes and FT

hmp to provide such a feature for honest
parties. We call this feature repost-test. In this variant of FT

hmp, the recipient may issue
an additional command (test,handle1,handle2). The functionality returns a boolean
indicating whether the two handles were the result of reposting a common handle (it
keeps extra book-keeping to track the ancestor of each repost-generated handle).
To realize this modified functionality, we start with a realization of FT

hmp on message
space Mn+1, where M has superpolynomial size. Suppose every T ∈ T always pre-
serves the (n+1)th component of the message. Then let T ′ be the restrictions of T ∈ T
to the first n components.
We may then use FT

hmp to obtain a secure realization of FT ′
hmp with repost-test fea-

ture in the following way: To post a message (m1, . . . ,mn) ∈ Mn , choose a random
mn+1 ← M and post (m1, . . . ,mn+1) to FT

hmp. When reading a message, ignore the
last component. To perform the repost-test on two handles, simply check whether the
last components of their corresponding messages are equal.
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Appendix: Relaxations of Unlinkability

Definitions

Unlinkability is a strong security guarantee that considers even maliciously crafted
ciphertexts. We also consider a relaxation of unlinkability which is implied by simple
indistinguishability properties of the scheme’s CTrans procedure (and thus potentially
easier to achieve), but is nonetheless useful.
For a unary homomorphic encryption scheme E = (KeyGen,Enc,Dec,CTrans) and
a set of transformations T , we define the following stateful oracle:

OE,T
λ,b :

Initially, it generates (pk, sk) ← KeyGen(1λ) and remembers it in its state.
Then on inputs of the following forms, it responds as follows:

key: Return pk.
challenge(msg∗): If a challenge query has been made previously, then

ignore; otherwise generate ζ ∗
0 ← Encpk(msg∗) and:

ζ ∗
1 ←

{
Encpk(T (msg∗)) if b = 0

CTranspk(ζ ∗
0 , T ) if b = 1.

Return (ζ ∗
0 , ζ ∗

1 ).
dec(ζ ): Return Decsk(ζ ).

Definition 10.1. Let T be a set of (unary) transformations. A homomorphic encryption
scheme E is T -weakly unlinkable if, for all non-uniform PPT adversaries A, we have:

Pr
[
AOE,T

λ,0 (1λ) = 1
]

≈ Pr
[
AOE,T

λ,1 (1λ) = 1
]
,

Unlike the stronger variant, weak unlinkability is implied by a simple correctness condi-
tion: namely, that for all transformations T ∈ T , plaintexts msg ∈ M, and ciphertexts
ζ ← Encpk(msg), the distributions of Encpk(T (msg)) and CTranspk(ζ, T ) are iden-
tical.

Connection to the UC Definition If a scheme achieves only weak unlinkability, then
Theorem 4.4 can be proven with respect to a slight relaxation of the UC functionality.
In the FT

hmp UC functionality, call a handle adversarially influenced if:

• it is the result of a post or repost command issued by a corrupt party,
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• or it is the result of a (repost,handle) command, where handle is adversarially
influenced.

Anencryption schemewhich isHCCA-secure andonlyweakly unlinkably homomorphic
is a secure realization of a variant of FT

hmp, in which the adversary is notified every time
an adversarially influenced handle is reposted (in the same way it is notified when its
dummy handles are reposted). The proof is very similar to that of Theorem 4.4, except
that unlinkability is only applied to handles which are not adversarially influenced (i.e.,
a ciphertext which was generated by the simulator honestly using Enc).

Transformation-Hiding Transformation-hiding is a weaker requirement than unlinka-
bility. As such, it admits a much more efficient construction than our main construction.
However, the requirement is still useful in protocols such as the one in Sect. 7.
In the two “unlinkability” definitions, an adversary cannot tell, given two ciphertexts,
whether one ciphertext was derived from the other via the CTrans operation. By con-
trast, in the definition of transformation-hiding we relax this requirement so that, given
only a single ciphertext, an adversary cannot tell whether the ciphertext was derived by
encrypting a plaintext, or by encrypting and then transforming it via CTrans.
For a unary homomorphic encryption scheme E = (KeyGen,Enc,Dec,CTrans) and
a set of transformations T , we define the following stateful oracle:

OE,T
λ,b :

Initially, it generates (pk, sk) ← KeyGen(1λ) and remembers it in its state.
Then on inputs of the following forms, it responds as follows:

key: Return pk.
challenge(msg∗): If a challenge query has been made previously, then

ignore; otherwise generate:

ζ ∗ ←
{
Encpk(T (msg∗)) if b = 0

CTranspk(Encpk(msg∗), T ) if b = 1.

Return ζ ∗.
dec(ζ ): Return Decsk(ζ ).

Definition 10.2. Let T be a set of (unary) transformations. A homomorphic encryption
scheme E is T -transformation-hiding if, for all non-uniform PPT adversaries A, we
have:

Pr
[
AOE,T

λ,0 (1λ) = 1
]

≈ Pr
[
AOE,T

λ,1 (1λ) = 1
]
,

Note that the transformation-hiding experiment is identical to the weak-unlinkability
experiment, except that the adversary does not receive ζ ∗

0 in the transformation-hiding
experiment. Thus transformation-hiding is a strictly weaker requirement.
Transformation-hiding is also implied by a simple indistinguishability criterion: namely,
that for all transformations T and plaintextsmsg, the distributionsEncpk(T (msg)) and
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CTranspk(Encpk(msg), T ) are identical, over the randomness of bothEnc andCTrans
in the second expression. In particular, CTrans need not be randomized for a scheme to
be transformation-hiding.

Achieving Transformation-Hiding

We describe an encryption scheme which is HCCA-secure with respect to any unary
group operation and achieves the transformation-hiding property.

The construction Let E = (KeyGen,Enc,Dec) be any RCCA-secure encryption
scheme with message space G, which is an abelian group with group operation
“∗.” Without loss of generality, we assume that G isomorphic to the direct product
H1 ×H2, whereH1 is a parameter of our scheme, and elements inG are represented as
(m1,m2) ∈ H1 × H2.21

For t ∈ H1, let Tt denote the “multiplication-by-t” transformation Tt (m1,m2) = (t ∗
m1,m2). For simplicity, we let Tt (⊥) = ⊥.
Our construction hasmessage spaceM and supports transformationsT = {Tt | t ∈ H1}.
The construction is specified by the following algorithms:

• KeyGen∗: Same as KeyGen.
• Enc∗

pk(m1,m2): Choose random r ← H1, and set s = m1 ∗ r ∈ H1. Output
(Encpk(r,m2), s).

• Dec∗
sk(ζ, s): Decrypt (r,m2) ← Decsk(ζ ), and output ⊥ if the decryption fails.

Otherwise, output (s ∗ r−1,m2).
• CTrans∗((ζ, s), Tt ): Output (ζ, s ∗ t).

Intuitively, our desired transformations preserve theH2-component of the plaintext, but
allow the group operation to be applied to the H1-component. Thus our encryption
scheme places the H2-component of the plaintext into the RCCA-secure encryption.
We also place inside the RCCA encryption a random one-time pad that masks the H1-
component of the plaintext. The masked H1-component is provided in the clear of the
ciphertext, so that anyone can apply the appropriate algebraic operations to it.

Theorem 10.3. The above construction is HCCA-secure with respect to T , and is
transformation-hiding.

Proof. First, it is easy to see that the scheme is transformation-hiding, since the distri-
butions of Enc∗

pk(Tt (m1,m2)) and CTrans∗(Enc∗
pk(m1,m2), Tt ) are identical.

To show that the scheme is HCCA-secure, we must demonstrate appropriate RigEnc
and RigExtract procedures. Let RigEnc and RigExtract be the procedures guaranteed
by the RCCA security of the component scheme E . We define the following procedures:

• RigEnc∗
pk : Choose random s ← T1 and compute (ζ, S) ← RigEncpk . Output

(ζ, s) and private information (S, s).
• RigExtract∗sk((ζ ′, s′); (S, s)): If RigExtractsk(ζ

′; S) = ⊥, then output ⊥. Oth-
erwise, the output of RigExtractsk(ζ

′; S) is the identity transformation, by the
RCCA security of E . In that case, output t = s′ ∗ s−1.

21For example, one may choose H1 = G and H2 = {1}, leading to a useful instantiation of our scheme.
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We must prove that the two branches of the HCCA experiment are indistinguishable.
First consider the branch b = 1 of the experiment that involves RigEnc∗. We can
equivalently write the branch as follows:

• Responding to challenge query: Given message (m∗
1,m

∗
2), choose random r ←

T1 and set s = m∗
1 ∗ r . Compute (ζ ∗, S) ← RigEncpk , and output (ζ ∗, s).

• Responding to dec(ζ ′, s′) queries: If RigExtractsk(ζ
′; S) = ⊥, then compute

t = s′ ∗ s−1. Then output (m∗
1 ∗ t,m∗

2). Otherwise, set (r ′,m′
2) ← Decsk(ζ ′). If

this decryption fails, output ⊥; otherwise output (s′ ∗ (r ′)−1,m′
2).

As in the proof of Theorem 4.1, we can assume that the adversary makes no rigenc
or rigextract queries since the RigExtract of an RCCA scheme uses the private key
only to call Decsk as a black box. Now, we have simply filled in details of the HCCA
experiment, but generated the value s slightly differently than in RigEnc∗. However,
the value s is still uniform in H1, so this does not affect the outcome of the experiment.
However, suppose we modify this branch as follows: Let ζ ∗ be instead gener-
ated via Encpk(r,m∗

2); and in dec queries we remove the condition that checks
RigExtract. By the RCCA security of E , this difference is indistinguishable, since
whenever RigExtractsk(ζ

′; S) = ⊥ in the dec response algorithm above, we have
that Decsk(ζ ′) = (r,m∗

2) in the modified interaction, so the other clause of the dec
response algorithm will give a consistent answer.
But in this modified interaction, the challenge ciphertext is generated according to the
honest Enc∗ procedure, and dec queries are implemented exactly as Dec∗. Thus the
modified experiment is exactly the b = 0 branch of the HCCA experiment. We estab-
lished that the two branches of the experiment are indistinguishable, thus the scheme is
HCCA-secure. �
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