
Ann. Henri Poincaré 4, Suppl. 2 (2003) S799 – S809
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Extracting Entropy from Quantum Computers

Andrew M. Steane

Abstract. Quantum error correction (QEC) and fault tolerant quantum computing
are introduced. The basic theory of an important class of quantum error correcting
codes, the stabilizer codes, is given. Fault tolerance is described very briefly. The
whole fault-tolerant correction process can usefully be described in thermodynamic
language, as a special form of heat engine which extracts entropy from a collection
of qubits without fully measuring their state. QEC is useful both for stabilizing
quantum computers and for detecting small many-body correlated effects which
would otherwise be swamped by (uncorrelated) noise.

This paper briefly introduces some of the concepts and methods of quantum error
correction (QEC) [1, 2, 3, 4] and fault tolerant quantum computing [5, 6, 7, 8, 9,
10, 11, 12, 13, 14, 15, 16, 17, 18]. These form part of the basic theory of quantum
information, and are now sufficiently well established that the main principles
are covered in text book introductions to the subject [19, 20, 21]. This paper is
therefore mainly a ‘taster’ for interested physicists unfamiliar with the material,
but I will include some ideas which though natural to the subject, have not been
previously discussed.

The main theme of QEC and fault tolerant quantum computing is to under-
stand how quantum information can be stored, transmitted, and experimentally
manipulated in a robust way. For example, we may transmit quantum systems
such as photons down a noisy channel, and desire that the receiver can with high
reliability reconstruct the quantum state sent by the transmitter. Alternatively,
we may wish to manipulate a large quantum system so as to perform information
processing with high reliability, even though the operations and the constituent
parts of the system are subject to random noise. This is of great practical interest
for achieving quantum computing in the laboratory, and it also underlies a new
and as yet little understood area of physics concerning the thermodynamics of
complex entangled quantum systems.

The challenge of achieving precise manipulation of quantum information has
inspired much ingenuity, and many established methods of experimental physics,
such as adiabatic passage, geometric phases, spin echo and their generalizations can
be useful. These provide an improvement in the precision of some driven evolution
by a given factor at a cost in speed, for example a slow-down of the evolution by
the same factor. Such methods may play a useful role in a quantum computer, but
they cannot provide all the stability required, for two reasons. First the slow-down
is unacceptable when large quantum algorithms are contemplated, and secondly
it is doubtful whether they will in practice achieve the relative precision of order
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1/KQ which is needed to allow a successful computation involving Q elementary
steps on K logical qubits, when KQ reaches values � 106 which are needed for
computations large enough that a quantum computer could out-perform the best
available classical computer.

Quantum error correction (QEC) may allow a precision � 10−6 per logical
operation to be attained in quantum computers. In order for this to be possi-
ble, QEC must be applied in a fault-tolerant manner, that is, the QEC process is
constructed so that it removes more noise than it generates when it is itself im-
perfect. One surprising and powerful result is the threshold. This is the result that
arbitrarily long quantum computations can be robust, under various reasonable
assumptions, once the noise per quantum gate and per qubit during the duration
of a gate is below a threshold value which does not depend on the size KQ of
the computation [7, 8, 11, 9, 10, 12]. The value of this threshold depends on con-
siderations such as the degree to which operations can proceed in parallel in the
computing device, and the ease with which quantum information can flow around
the computer. For a device which allows a high degree of parallelism and good
information flow it can reach ∼ 10−3 [18]. That is to say, even though every oper-
ation and every qubit in a quantum computer is subject to random relaxation and
decoherence (e.g. by spontaneous emission of photons, thermal fluctuations, etc.)
at the level of around one tenth of one percent, the methods of QEC can cause
the stored quantum information to be protected to such a degree that it suffers
decoherence only to the level 10−10 or less.

1 A quantum computer is not a Schrödinger’s Cat;
entangled states are robust

Since large-scale quantum computing requires the coherent control of a highly
complex quantum system, it has been compared in various places to the thought-
experiment of Schrödinger’s Cat. This is a way of stating that a large working
quantum computer is extremely hard to build. However, this comparison is par-
tially misleading, because the differences between a quantum computer and a cat
are more significant than their similarities. A quantum computer (of very great
computing power) would need only of order one thousand two-state systems, or ten
thousand to one million with error-correcting ability included, arranged in such a
way that elementary operations of the system are reversible to good approximation
(to the level ∼ 10−3 or 10−4). By contrast, a cat has some 1024 or more atoms and
an extremely complex structure: its large-scale behaviour is thermodynamically
irreversible.

The paradox of the Schrödinger Cat experiment is essentially to do with rec-
onciling the irreversible nature of a physical phenomenon such as the death of a
cat with the reversible equations of quantum evolution. A working quantum com-
puter of one thousand to one million qubits would demonstrate coherent reversible
behaviour in a system much more complicated than any we are currently able to
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control, but it would not imply that the death of a cat is reversible any more
than the Young’s Slits experiment does, so it would have no impact on the logic
of Schrödinger’s cat paradox.

It is important to realise that entangled states of multiple systems are not es-
pecially fragile as the number of systems increases. For example, if a certain atomic
state has decay rate Γ then theN -atom entangled state (|000 · · ·0〉+|111 · · ·1〉)/√2
has decay rate of order NΓ. The loss of fidelity of such an entangled state, after
some small time, is of the same order as the loss of fidelity of a product state such as
|111 · · ·1〉, therefore the presence or absence of entanglement does not significantly
affect the decoherence rate of such a system. Rather, the use of entanglement al-
lows quantum computation to be stable. To store N qubits of information, 2N

orthogonal quantum states must be used. If this were attempted without using
entanglement, for example by using one or a few degrees of freedom of a single
system, such as a harmonic oscillator, then the system would be much less robust.
For, if most of these states have different energy (i.e. if the amount of degeneracy
does not grow exponentially with N) then the order of magnitude of the energy
difference between |000 · · ·0〉 and |111 · · ·1〉 is O(2N ). In this case the decoherence
rate of states such as (|000 · · ·0〉 + |111 · · ·1〉)/√2 would increase exponentially
with N . If the degeneracy were sufficient to avoid this, then the 2N states would
need to be distinguished by some other parameter, and the system would show
exponential sensitivity to the value of this parameter. In either case quantum
computing would be ruled out by an exponential cost. The use of entangled states
circumvents this sensitivity.

2 Classical and quantum error correcting codes

Let us introduce a few of the concepts of classical error correction. A classical
bit-string of n bits can be regarded as a row vector in an n-dimensional space
called Hamming space. We will perform all arithmetic modulo 2 (to be precise,
in a binary field). A classical linear code C is a collection of vectors such that
u + v ∈ C ∀ u, v ∈ C. Such codes have size 2k for some integer k ≤ n. Each linear
code is a linear vector-space (a sub-space of Hamming space). The inner product
u · v = uvT is calculated in the standard way for vectors, and owing to the use
of binary arithmetic has a value either zero or one. Every linear code C has an
(n − k) × n check matrix H such that HuT = 0 ∀ u ∈ C. The k × n generator
matrix G is defined by HGT = 0. The rows of G form a basis for the vector-space
which is the code.

If C has check matrix H , then the code generated by H is the dual of C,
denoted C⊥. For example, {000, 111} is the dual of {000, 011, 101, 110}. A code
may contain its dual. It is obvious from the definitions that C⊥ ⊂ C if and only if
HHT = 0.

I will now introduce the most important class of quantum error correcting
codes, called stabilizer codes.
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Consider the Pauli matrices X ≡ σx, Z ≡ σz and Y = XZ = −iσy, com-
bined with the identity matrix I. This set has the properties that members either
commute (e.g. XI = IX) or anticommute (e.g. XZ = −ZX); all members square
to 1, (X2 = Y 2 = Z2 = I2 = I) and it forms a complete basis for 2 × 2 matrices.
We will be interested in tensor products of Pauli matrices.

The set of tensor-products of n Pauli operators is a group P .
A state |φ〉 is said to be stabilized by operator M if it is an eigenstate of M

with eigenvalue 1, i.e.M |φ〉 = |φ〉. The set of operators in P which stabilize a given
|φ〉 is called the stabilizer of |φ〉. For example, |0〉 has stabilizer Z, I; |00〉+ |11〉 has
stabilizer II,XX, Y Y, ZZ. A sub-space of Hilbert space can also have a stabilizer,
for example the space spanned by {|00〉 , |11〉} is stabilized by II, ZZ. Let n be
the number of qubits, so the whole Hilbert space has dimension 2n. If the sub-
space has dimension 2k then the stabilizer has 2n−k operators, and this group (the
stabilizer) can be generated by n−k operators. For example, the stabilizer II, ZZ
is generated by ZZ; the stabilizer II,XX, Y Y, ZZ can be generated by XX,ZZ.

A stabilizer S is an abelian sub-group of P . The stabilized space is a quantum
error correcting code.

3 Quantum error correction by syndrome extraction

Since the Pauli matrices form a complete basis for 2 × 2 matrices, and because
non-unitary processes can be modeled by entanglement with further degrees of
freedom (which we will call simply ‘the environment’), it follows that any process
whatsoever affecting a set of n qubits can be written

|φ〉 ⊗ |ψ〉env →
∑

i

ci(Êi |φ〉) ⊗ |ψi〉env (1)

where |φ〉 is the state of the qubits, |· · ·〉env denotes states of the environment,
and where the operators Êi are tensor products of Pauli operators. Each quantum
error correcting code can correct a finite set of Êi.

There are various ways to take advantage of the structure of the code in order
to perform the error correction. The easiest to describe is the method of measuring
syndromes. This involves applying tailored measurements to the set of qubits, so
that the members of the stabilizer are measured (these are quantum mechanical
observables so a process exists which measures them) but no other information is
extracted (whether to our measurement devices or to the rest of the world). To
make this idea more concrete, and to show one way to accomplish it in practice,
it is useful to provide a complete specification for a network of operations which
accomplishes the measurement. This can consist of a set of n− k ancilliary qubits
prepared in the state |0〉 + |1〉, followed by a well-defined set of controlled-gates
between the ancilla and the original bits, followed by measurement of the ancilla.
The details are described elsewhere [4, 19, 20, 21].
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One central concept here is that, since the quantum error correcting code is
the stabilized sub-space, measuring all the members of the stabilizer has strictly no
affect on any state in this sub-space, therefore the measurement does not disturb
the stored quantum information. Errors which have acted on the data can move
the system state out of the sub-space, and if this has happened then the syndrome
measurement will either randomly collapse the state back into the protected sub-
space, or it will reveal a measured observable whose eigenvalue is not equal to 1,
and this will show what type of error has occurred.

To explain this more precisely, consider the noisy state (1). The result of
measuring the set of observables which form the stabilizer will be to collapse the
state to an eigenstate of the measured observables:

∑

i

ci(Êi |φ〉) ⊗ |ψi〉env → (Êj |φ〉) ⊗ |ψj〉env (2)

where to keep the notation uncluttered we have assumed only a single term from
the sum survives; this assumption will be dropped in a moment. The measurement
also yields the set of measured eigenvalues, this is called the error syndrome. If it is
possible to deduce the error Êj from its syndrome Sj , then the error is correctable,
since then it is possible to use the syndrome information to select which operator
should be applied to the qubits to return their state to |φ〉. Actually, a slightly
lesser requirement is enough: if a corrective operator Cj can be identified from
the syndrome, such that CjÊj ∈ S, then the error is correctable (since then the
combined effect of Êj and Cj is equal to that of the identity operator for any state
in the protected sub-space).

If several different errors have the same syndrome, then several terms can
appear on the right hand side of (2). In this case, after the corrective operation
Cj , some of the error operators may be converted into the identity, and the others
may not be. In general the state is left with some uncorrected errors. The power
of the whole technique arises from the fact that codes can be constructed so that
the uncorrectable errors are the least likely ones to occur.

It remains to show which errors are correctable. For a given quantum error
correcting code, a given set of errors {Êi} is a correctable set, if, for all members Êi,
Êj , of the set, either ÊiÊj anticommutes with a member of S, or ÊiÊj ∈ S. Proof:
suppose Ê1Ê2M = −MÊ1Ê2 for some M ∈ S. It follows that either ({Ê1,M} = 0
and [Ê2,M ] = 0) or ({Ê2,M} = 0 and [Ê1,M ] = 0), where {· · ·} denotes the
anticommutator. In either case, errors Ê1 and Ê2 will have different syndromes,
because upon measuringM , the eigenvalue +1 will be obtained if the error operator
commutes with M , but −1 if it anticommutes (the easy proof is left to the reader).
Therefore the definition of the correctable set which was given will guarantee that
all its members have different syndromes, except for the special case ÊiÊj ∈ S.
However, since the Pauli operators square to 1, the corrective operator Ci = Êi;
if Êi and Êj do not have different syndromes, but they do satisfy the requirement
ÊiÊj ∈ S, then it is sufficient to apply corrective operator Êi when the error is
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either of Êi or Êj , as was remarked in the paragraph after equation (2). This deals
with the special case.

3.1 CSS codes

Within the class of stabilizer codes, an important sub-class is the Calderbank,
Shor, Steane codes or CSS codes [2, 3, 4]. Such a code is constructed from a
pair of classical linear codes C1, C2 which have the property C⊥

1 ⊂ C2. The check
matrices H1, H2 of C1 and C2 together produce the stabilizer of the quantum code,
as follows. The generator of the stabilizer has a set of pure X operators (i.e. tensor
products of X and the identity) formed from the rows of H1 and a set of pure Z
operators formed from the rows of H2. The dual property of the classical codes
ensures that the quantum stabilizer is an abelian group. For details the reader is
referred to [22, 23, 24].

3.2 Summary

QEC has been introduced above as a set of mathematical concepts, emphasizing
the role of the Pauli group, the stabilizer, and dual pairs of classical binary error
correcting codes. The impact of noise on a physical system has been written down
in an abstract way (equation (1)), but so far there has been no need to analyze
the noise of any particular physical example. This emphasizes that quantum error
correction is a very general set of techniques which can apply to systems irrespec-
tive of the type of error process they are subject to, and which also can be used
for purposes other than correction of errors.

QEC causes the state of a set of qubits to be returned to a given sub-space of
the total Hilbert space. Since the sub-space has 2k dimensions, it is an ‘encoded’
representation of k qubits.

It is important to note that powerful quantum error correcting codes can
be found in practice. For example, there exist codes such that, for a set of n
qubits, any error which affects any subset of qubits of size up to t qubits is in
the correctable set. Such codes are called t−error correcting. For such codes, only
errors which affect large numbers of qubits at once are not correctable, and for
many physical systems such ‘many-body’ effects have a probability which falls
exponentially with the size t of the set. As long as t can be large enough for
given values of the other parameters k and n, then this means that quantum error
correction offers an exponential suppression of infidelity for only a polynomial cost
in resources (number of qubits and operations). But t can be large, because it can
be shown that classes of good codes exist. These have the property that the ratio
t/n and also the rate k/n can both remain above a finite lower bound as n→ ∞.
The combination of these results allows a sufficiently powerful suppression of noise
that it may allow quantum computing of non-trivial algorithms to be a realistic
physical possibility rather than a subject of purely abstract interest.
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4 Fault tolerance

So far I have outlined some of the mathematical structure of quantum error correct-
ing codes. However, to use them in practice for quantum computing, two further
concepts must be introduced. First, we need to understand the impact of imper-
fection in the error correction process itself. If, e.g., measurement of the syndrome
is subject to noise, then the wrong syndrome may be obtained, and the ‘corrective’
operation would in fact introduce further errors. The second issue is that we need
to be able to manipulate the protected quantum information, not merely correct it.

Error correction is called ‘fault tolerant’ if overall it results in a net sup-
pression rather than increase in errors, even when all the operations involved are
themselves imperfect. Let F be the fidelity of the quantum computer’s state at
some point in a computation, and let p give the loss of fidelity associated with a
single operation, such as a controlled-not gate. In the absence of QEC, the fidelity
will decrease as F → (1−p)F after a single computational step. With fault-tolerant
QEC, using a t-error correcting code and assuming the noise is stochastic and un-
correlated across different qubits, the decrease is modified to F → (1− (mp)t+1)F
where m is a number of order 1000 which arises from the number of operations in
the network needed to measure the syndromes.

Fault tolerant QEC proceeds by using suitable encoding, such as a large
CSS code, with careful construction of the network of operations used to extract
syndromes. In particular, we need to track the routes by which errors can propagate
from one qubit to another when a quantum gate acts between them. Space does not
permit a full discussion of this here, the reader is referred to [19, 20, 5, 8, 18]. An
important point is that different types of error propagate differently. For example,
an X error on the control bit of a controlled-gate such as “controlled-NOT” will
propagate to the target bit, but a Z error will not (CX12X1 = X1X2

CX12 while
CX12Z1 = Z1

CX12, where CX12 is a controlled-NOT from bit 1 to bit 2). A Z error
meanwhile propagates the other way, i.e. from target to control. The main trick
is to prepare ancilla qubits in partially corrected states, which have undergone an
X- but not Z- error correction, for example, and then use them as control-bits
in a set of controlled-NOT operations with the data qubits whose full correction
is desired. The Z- errors propagate from the data to the ancilla, and subsequent
measurement of the ancilla yields the syndrome. This does cause extra noise in
the data, but only to a degree proportional to the size of the network (number of
qubits and operations), and the network is efficient. At sufficiently low noise levels
the syndrome is more likely to be correct than not, and in this situation a simple
repetition of the whole syndrome extraction will yield a group of syndromes such
that the probability the majority of them are correct approaches 1 exponentially
with the size of the group. Overall, then, while the whole process of syndrome
extraction increases the noise in the data to a polynomial degree, it permits an
error correction which then suppresses the errors to an exponential degree. This
completes the correction of Z errors in the data. The correction of X errors then
proceeds similarly, and the whole process is carried out repeatedly [18].
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5 Thermodynamics of QEC

A useful overall insight into QEC is afforded by comparing it to a heat engine
(figure 1). The quantum computer is a set of physical qubits (a quantum register)
such as nuclear spins, with controlling machinery such as electrodes and laser
beams. The environment and the controlling machinery together act as a hot
thermal reservoir. The quantum register is warm, and is continuously heated by the
uncontrolled heat flow from the hot reservoir. It is cooled essentially by connecting
it to the prepared ancilla qubits which are cold. However, this connection is very
clever, in two respects. First it is such that only the random heat can flow to
the ancilla, not the information about the logical state of the register. The ancilla
learns which sub-space the register is in (i.e. the encoded Hilbert space or one of
its co-spaces), but not where it is within that sub-space. This is only possible if
the ancilla is prepared in a special entangled state (a quantum codeword).

Figure 1: Thermodynamics of QEC. The diagram is illustrative only. It shows how
QEC can be understood in part in terms of heat flow. Ancilla bits are prepared in
low-entropy states, they absorb the entropy from the data bits and lose it to the
environment during measurements or re-preparations. The correcting network is a
heat engine which only interacts with the noise, not the stored quantum informa-
tion. This is possible through the properties of QEC codes and subtle features in
the way the coupling between quantum computer and ancilla is introduced, and
in the type of cooling of the ancilla which is needed – see text.

Now, we cannot prepare the required ancilla state except by using noisy
machinery, and there is a danger of an infinite regress here. The infinite regress is
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avoided because the ancilla only needs to be cold in one ‘direction’, e.g. it must
avoid X errors but may have Z errors. This is the second ‘clever’ feature. It means
the cooling of the ancilla does not require a full QEC of the ancilla, but only a
partial one which can be accomplished by allowing it to heat in one ‘direction’
while it is cooled in the other.

The connection between thermodynamics and QEC is not just an illustrative
one, but also can be seen in a more quantitative way in a new type of phase
transition which may be found in a quantum computer stabilized by QEC [25,
26]. This is an order-disorder transition which occurs at a critical value of the
error rate when the computer is being continuously corrected by fault-tolerant
QEC. It has been suggested that this transition establishes a well-defined boundary
between quantum and classical regimes, which allows the long-standing quantum
measurement or interpretation problem to be formulated in a quantitative way [26].

6 Detection of correlated physical phenomena

I have emphasized that the ideas of methods of QEC are interesting whether
or not they can be applied successfully to stabilizing quantum computers. One
other area of interest is in the detection of correlated physical phenomena, such
as many-body effects. Suppose a collection of qubits is subject to a very weak
collective phenomenon. For example, there could be unexpected many-body corre-
lated couplings to the surrounding electromagnetic radiation field (nominally in its
vacuum state) [27]. For computing, the effect would be regarded as an undesired
noise which we wish simply to avoid. It might even prevent QEC from stabilizing a
quantum computer. However we can regard QEC instead as a technique to reveal
such effects. If we apply QEC using a t-error correcting quantum code, we sup-
press all errors acting on up to t qubits. This acts as a filter which gets rid of the
noise which would normally dominate the dynamics, and reveals any remaining
correlated effect which acts on t+ 1 or more qubits at once. This permits a very
sensitive detection of weak correlated effects if they exist.
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