
Application of Reinforcement Learning in Production 
Planning and Control of Cyber Physical Production 

Systems 

Andreas Kuhnle 1, Gisela Lanza 1 
1 wbk Institute of Production Science, Karlsruhe Institute of Technology (KIT), Karlsruhe, Ger-

many 
andreas.kuhnle@kit.edu 

Abstract. Cyber Physical Production Systems (CPPS) provide a huge amount 
and variety of process and production data. Simultaneously, operational decisions 
are getting ever more complex due to smaller batch sizes (down to batch size 
one), a larger product variety and complex processes in production systems. Pro-
duction engineers struggle to utilize the recorded data to optimize production 
processes effectively.  
In contrast, CPPS promote decentralized decision-making, so-called intelligent 
agents that are able to gather data (via sensors), process these data, possibly in 
combination with other information via a connection to and exchange with oth-
ers, and finally take decisions into action (via actors). Modular and decentralized 
decision-making systems are thereby able to handle far more complex systems 
than rigid and static architectures. 
This paper discusses possible applications of Machine Learning (ML) algo-
rithms, in particular Reinforcement Learning (RL), and the potentials towards an 
production planning and control aiming for operational excellence.  

Keywords: Production planning and control; Order dispatching; Maintenance 
management; Artificial intelligence; Reinforcement Learning. 

1 Introduction 

The productivity of manufacturing systems and thus their economic efficiency depends 
on the performance of production control mechanisms. Because of an increasing global 
competition and high customer demands, the optimal use of existing resources is ever 
more important. Optimizing production control is hence a central issue in the manufac-
turing industry. 

Companies are additionally facing complex manufacturing processes due to high 
product diversity, lot size reduction and high quality requirements. In the herein con-
sidered real-world example of the semiconductor industry, complexity arises through a 
high number of manufacturing processes and their precision on a nanometer level [1].  
Planning and coordinating processes is a challenging task and requires appropriate con-
trol methods and decision support systems. 
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Moreover, production control has to deal with a dynamic and non-deterministic system 
inside a volatile environment and thus has to handle uncertainty and unexpected inci-
dents [2]. Currently, production planning and control systems such as mathematical 
programming, heuristics and rule-based approaches are highly centralized and mono-
lithic and not able to meet these needs [3].  Therefore, the dynamic characteristics of 
production systems are poorly met. 

Through the integration of manufacturing components, enhanced process monitor-
ing and data collection, Cyber Physical Production Systems (CPPS) provide real-time 
data such as order tracking, machine breaks and inventory levels. This makes it possible 
to apply data-driven techniques, such as Machine Learning (ML) algorithms. Addition-
ally, these are able to adjust to the current system state by analyzing the available data 
in real-time. This paper shows the successful implementation of a decentral production 
control system that is based on ML algorithms. The system focuses on the following 
two use cases: order dispatching and maintenance management. As performance bench-
mark an existing rule-based heuristic is considered. The real-world use case is taken 
from a semiconductor manufacturing company that is regarded as a highly suitable ex-
ample of a cyber physical and digitized production system. 

2 Fundamentals and literature review 

2.1 Requirements within the semiconductor industry 

The semiconductor manufacturing is classically divided into two parts: the front-end, 
before splitting the wafers, and the subsequent back-end. The front-end comprises all 
processing steps before cutting the silicon wafer. It consists of several thousand indi-
vidual processes and lasts between 11 and 20 weeks. Generally, semiconductor manu-
facturing is considered as one of the most complex manufacturing processes in discrete 
manufacturing [4]. Between the actual manufacturing processes, control and cleaning 
processes are required repeatedly. Many of these processes are also performed several 
times on a wafer so that in general the entire process is not linear. Certain processes are 
recurrent to build up layers in and on the silicon wafer. Moreover, there are time re-
strictions between process steps as wafers contaminate quickly when not processed fur-
ther [1]. 

2.2 Order dispatching and maintenance management 

The assignment of orders to machines for processing is addressed in the so-called order 
dispatching. Dispatching is an optimization problem that aims to assign orders to re-
sources and hence determines the sequence and schedule of orders. It directly influ-
ences the objectives utilization, throughput time (TPT) and work-in-process (WIP). 

Next to an optimal order assignment, the robustness of each resource of the system 
to failures is crucial and has a high influence on these objectives. Therefore, the goal of 
maintenance management is to maintain availability at minimal cost. Reactive mainte-
nance, i.e. repairs, is balanced with inspection and preventive maintenance measures 
with the goal to achieve the highest possible uptime of the resources. 
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Given the challenges of wafer fabrication, order dispatching and maintenance man-
agement becomes crucial.  Based on real-time process and product data the dispatching 
and maintenance decisions can be enhanced by ML algorithms in order to optimally 
match the current manufacturing situation and objectives. 

2.3 ML in production planning and control 

ML refers to a subsection of artificial intelligence. Many other disciplines of artificial 
intelligence, such as the processing of natural language or robotics, whose intelligent 
behavior presupposes a broad knowledge base, are based on this.  

There are various industrial applications where ML algorithms are applied with 
promising results [5]: In [6] an ML algorithm is implemented to control the process 
parameter power in a laser welding process. The experimental results for a particular 
setup show that the algorithm generates stable solutions and is suitable for a real-time 
and dynamic control mechanism. In the context of production control, other authors 
investigated the usage of ML for order scheduling. The scheduling approaches differ in 
their overall architecture. The system proposed in [2] and [3], for example, focuses on 
a highly distributed form, where each resource and each order are considered as intel-
ligent agents. In this kind of architecture resources bid for the allocation of an order 
depending on the estimated processing cost when being selected. To reduce computa-
tional complexity a ML-based solution is presented to estimate the benefit of allocating 
a job to a specific resource. The implemented ML algorithm uses a table representation 
in a single objective problem. The work of [7] applies Q-learning to a single-machine 
scheduling problem and a layout with a few process steps. The order scheduling at each 
machine and the order release are performed by ML-based agents. 

These examples demonstrate the wide range and successful application of ML algo-
rithms in the domain of production engineering. Based on this research the broader 
application of ML in production planning and control is considered in this paper. 

3 Application of reinforcement learning in CPPS 

Reinforcement Learning (RL) as one subcategory of ML algorithms addresses the ques-
tion of how an autonomous, intelligent program (from hereon also named agent) ob-
serves and acts in its environment, learning to choose optimal actions in order to achieve 
a certain goal defined in the beginning. For this, every action of the agent in the envi-
ronment is rewarded or punished via a scalar number that indicates the desirability of 
the action, with respect to the overall objectives. The goal of the agent is to maximize 
this positive feedback [8]. Thereby, the agent explores its environment and learns the 
optimal connection between the input signal, i.e. the current state of the system, and the 
action without having to rely on any previous training [9]. 
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3.1 Agent definition 

Agents are an essential concept of not only RL but intelligent computing and distributed 
system design in general [5]. On a functional level, an agent is a computational system 
that (i) interacts with a dynamic environment, (ii) is able to perform autonomous actions 
and (iii) acts with regard to a specific objective [5]. To achieve this behavior an agent 
architecture that has three key components is proposed [10]: For the interaction with its 
environment the agent needs sensors to perceive relevant aspects of its surrounding and 
actuators to execute actions. To generate objective-driven actions, a third component, 
the so-called agent function is required. These characteristics are in line with the general 
characteristics of CPPS. 

In this model, the agent function is the key component for defining the agent’s be-
havior. It determines how the perceived information is processed to decide on actions 
that lead to a “good” performance with regard to the overall objectives. At the same 
time, it needs to compromise the agent’s experiences. This is crucial to learn the con-
sequences of the agent’s decisions. Eventually, the agent function represents a learned 
model of the environment. The system can consist of several agents with overlapping 
environments. In that case it is called a multi-agent system [3].  

3.2 Reinforcement Learning algorithm 

RL applies the ideas of a learning agent-based approach to optimization problems. Be-
cause the learning capability is based on repeated interaction with the environment it is 
often referred to as “trial and error” learning [11]. Despite the existence of many dif-
ferent RL algorithms that vary in the concrete realization of the learning functionality, 
they follow the same steps in the agent-environment interaction shown in Fig. 1. 

Fig. 1. Agent-environment interaction, derived from [11] 

The agent perceives the actual state of the environment as a vector St. In order to 
decide on an action At the information is processed in the agent function that stores the 
current policy ( | ) =  ( =  | = ). After the action is performed in the en-
vironment the agent perceives the new state St+1 and a reward signal Rt+1. Note that the 
environmental transformation is closely linked to the concepts of Markov Decision Pro-
cesses (MDP). According to the received feedback, the agent adapts its policy. [11] 

These steps are repeated in an iterative procedure. As a result, the agent optimizes 
its behavior in a way to find a policy  maximizing the long-term reward – and therefore 
a policy that corresponds best to the agent’s objectives. [11] 

Finding an optimal policy is a iterative process. In each iteration, the current policy 
 is adapted depending on the latest experiences. There are two main techniques to 
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determine the new policy: (i) value-based and (ii) policy-based approaches. The main 
difference between both approaches is that value approximation learns the action-value 
function during the interaction instead of directly learning a policy . The value func-
tion q (s,a) defines the expected long-term return when choosing an action a in state s 
following policy . The policy is then derived from the estimated value of all possible 
actions in each state. Policy approximation, on the other hand, directly updates the pol-
icy function = ( | ) . 

Most real-world problems deal with continuous action and state spaces. Storing and 
updating the policy or value function in a table is therefore computationally inefficient 
and requires lots of memory space. One possibility is to store the original policy or 
value function approximatively. Artificial neural networks are widely used for that pur-
pose, as they are capable of approximating complex functional relationships via multi-
ple weights connecting the neurons within the network and allow the adaption of those 
weights dynamically during the learning process [11]. As a result, neural networks re-
duce the computational effort by updating a set of weight parameters instead of the 
values for each state-action pair in each iteration. A dense fully connected feed-forward 
network is considered in this paper. 

Depending on the dimension and the characteristics of the problem, different learn-
ing approaches lead to good results. In recent years, new kinds of RL algorithms such 
as PPO [12], TRPO [13] and DQN [14] were developed to deal with complex problems 
in different domains. They can be regarded as advanced policy or value approximation 
algorithms that are optimized with regard to an efficient and stable learning process. 
The results of this paper are based on these RL algorithms. 

4 Case study and experiment results 

4.1 Case study setup and description 

The considered production system is the production area for wafer implantation. The 
layout of the production area is illustrated in Fig 2. It consists of three sections with in 
total eight machines and one entrance and exit lift per section. Regardless of the sec-
tions, the machines are grouped according to the principle of job shop production, 
which can perform the same processing steps. Processing begins with incoming orders 
at the lifts and the distribution to the respective, pre-defined machines and ends after 
the order has been processed on the machine and is transported back to the lift. When 
unloading orders from the lift, access to the first element is always possible. One worker 
does the transportation between the resources manually. The worker receives the infor-
mation which order to transport from a central control system. Intermediate storage 
does not exist, however the machines have a limited buffer in which order batches can 
be stored before and after processing. The unprocessed batches in the input buffer are 
automatically fed by the machine according to the FIFO principle and, after complete 
processing, automatically put into the output buffer.  

For this real-world system, a virtual simulation model has been implemented to de-
rive the computational results and evaluate the performance of the RL algorithm. Both, 
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the simulation model and the RL algorithm, are implemented in Python to be able to 
implement the bidirectional interaction of the RL agent with the production system. 

Fig. 2. Layout of production area. 

4.2 Intelligent order dispatching 

Due to multiple stochastic influences, such as volatile processing times, changing prod-
uct variants, dysfunctional manufacturing resources and the limited number of trans-
portation resources (just one worker), the system demands a highly flexible order dis-
patching system. So, the RL-based agent, that decides which order to dispatch next, 
needs to consider the state of the CPPS in real-time, e.g. the location of all unprocessed 
and processed batches, tool state information and remaining processing time.   

However, it considers just the information that is relevant for the optimal behavior. 
Just the following state information is taken into account: First, the location of the 
worker. Second, for each machine one variable for the machine’s current availability 
and the buffer filling state to indicate whether an action ending at a specific machine is 
possible or not. A second variable based on the existence of a processed order in the 
machine buffer indicating whether an action starting at a specific machine is possible 
or not. Two variables for the sum of processing times of unprocessed orders and waiting 
times of processed orders at each machine. Third, for each entered order one variable 
for the longest waiting order. A second variable indicates on which machine the longest 
waiting order has to be processed.  

There are three types of possible actions for the agent. Standing at a certain location 
(machine or lift), the agent can either dispatch an unprocessed order to one out of the 
eight machines, bring a processed order back to a lift or change its location by moving 
empty-handed. Additionally, there is the possibility to wait in case there is no order to 
be dispatched. Moreover, it might be beneficial to wait voluntarily knowing that a batch 
is available at this location soon.   

Objective-driven actions require a feedback from the environment to the agent. This 
feedback has to be a numeric signal that is transferred to the agent after each action. In 
this use case a reward of zero is given when the agent decides on an action that cannot 
be executed by the worker, for example due to machine failure or a buffer overflow. A 
low value indicates that the agent should avoid such kind of actions, whereas a high 
value makes the agent behave similarly in the future.  

128



It can be shown that the RL algorithm improves its performance over time, proving 
that it can be applied as flexible order dispatching control that continuously learns the 
optimal behavior. Fig. 3 shows the development of the reward signal starting from the 
initial state where the agent’s behavior is completely random. The agent successfully 
learns a high performance behavior, however not losing the desired flexible behavior. 
The reward fluctuation points out that the agent is adaptive enough to react to changing 
conditions of the production system (e.g. disturbances, demand fluctuations). The 
benchmark FIFO-heuristic approach is based on a set of if-then-rules, e.g. “take the 
longest waiting batch next” and “first dispatch all batches in one area and move to an-
other area afterwards” (to minimize time consuming area changes). According to Fig. 
3 the RL-based algorithm yields a superior performance behavior. After the first itera-
tions the utilization drops to a bottom value. In the end, an overall machine utilization 
of above 90% is achieved, comparing to a utilization of far below 90% for the heuristic. 
The same applies for the TPT. Moreover, the heuristic results show an almost stable 
performance that is not able to adapt to changing conditions. [15] 

Fig. 3. Reward signal (left), utilization (middle) and throughput time (right); moving average 
values for 1000 iterations 

4.3 Intelligent maintenance management 

The aim of the maintenance approach presented in this paper is to predict machine fail-
ures and based on this prediction perform the most appropriate maintenance action at 
the optimal time, which is characterized by a low load of incoming orders, i.e. when 
the opportunity cost of maintenance are low.  

The above presented use case is abstracted and considered as a system that consists 
of a set of parallel machines, each with a buffer, which receives the orders according to 
the dispatching. A machine then processes the available orders. The state of each ma-
chine is monitored and the state directly affects the performance of the machine, e.g. 
the operating speed is linked to the achieved output and in case of a failure the machine 
might only run at a low speed. Initially, the machines operate in a normal mode, where 
the performance is on the highest level. Each machine fails stochastically. If a critical, 
failure-initiating value is exceeded, a malfunction begins that ends with the failure after 
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a certain period. If a machine breaks, a maintenance engineer who is responsible for all 
machines repairs it and afterwards the machine is back in the desired mode.  

In this use case the intelligent maintenance agent is responsible for the decision when 
and which maintenance action to take. The goal is to reduce the opportunistic mainte-
nance cost, i.e. the optimal action considering the current system load of incoming or-
ders, the cost of the action and the cost of a machine breakdown. 

Fig. 4 illustrates the remaining time to failure of a critical state machine at the time 
the agent performs the action over the learning phase iterations. The agent learns to 
follow a strategy that brings the action closer to the failure. Additionally, the results 
proves that the algorithm is able to implicitly learn the prediction and, based on this, 
perform a suitable preventive action.  

Fig. 4 also proves that conducting maintenance as late as possible is able to increase 
the overall output of the system and comes at lower total cost, since fewer maintenance 
actions are carried out. The results are compared to two benchmarks: a reactive and a 
time-base maintenance strategy. The numbers do not take into account the further ex-
ploited wear rate of the machine components at the latest possible maintenance time, 
which is why the actual value tends to be underestimated. 

Fig. 4. Remaining time to failure (left, moving average values for 1000 iterations) and cost 
comparison with benchmark maintenance strategies (right, average values of 40 runs) 

5 Conclusion, discussion and outlook 

This research has shown that CPPS providing real-time data pave the way for the ap-
plication of data-driven algorithms to enhance the operational efficiency of production 
planning and control. RL algorithms are successfully implemented for order dispatch-
ing and maintenance management outperforming existing rule-based approaches.  

However, ML algorithms are not favorable for all industrial applications. The fol-
lowing properties are advantageous: (i) applications with a limited scope in terms of 
the number of states and actions (the learning period is dependent on these dimensions), 
(ii) responsive real-time decision systems (computing the output of a ML algorithm
requires just linear operations), (iii) “cheap” training data (the trial-and-error approach
is intensively data-driven) and (iv) complex environments that can hardly be described
in detail (ability to generalize) [15].
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This work brings the application of ML algorithms and the transition towards auton-
omous production systems one step closer to reality. However, the limitations of ML 
algorithms and RL in particular still prevail, e.g. in terms of solution robustness. Further 
research in the area of designing RL algorithms is needed to achieve a broad application 
also in other areas of production control such as employee allocation and capacity con-
trol. Furthermore, research on multi-agent systems is required to broaden the scope of 
applications. 
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