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Abstract. The growing complexity of microprocessors is not only driven
by the current trend towards multi-core architectures, but also by new
features like instruction set extensions, additional function units or spe-
cialized processing cores. The demand for more performance and scal-
ability also results in an increasing complexity of the software stack:
operating systems, libraries, and applications all need to exploit more
parallelism and new functionalities in order to meet this demand. Both
aspects – hardware and software – put pressure on performance moni-
toring infrastructures that face two conflictive requirements. On the one
hand, performance tools need to be somewhat stable without entailing
significant software changes with every additional functionality. On the
other hand they need to be able to monitor the influence of new hard-
ware and software features. We therefore present a plugin interface for
our performance monitoring software VampirTrace that allows users to
write libraries that feed VampirTrace with data from new (platform de-
pendent) performance counters as well as hardware features that may not
be accessed by Open Source software. This paper describes the interface
in detail, analyzes its strength and weaknesses, depicts examples, and
provides a comparison to other plugin-like performance analysis tools.

1 Introduction

Profiling and event tracing are the two major analysis techniques to evaluate
performance and pinpoint bottlenecks within parallel programs on high perfor-
mance computing (HPC) systems. A well-established event tracing infrastruc-
ture is VampirTrace. Its main focus is to instrument and trace parallel programs
written in Fortran or C that are parallelized with the Message Passing Interface
MPI [1]. However, VampirTrace also supports OpenMP parallelized programs
and hybrid MPI & OpenMP programs, Pthreads, UNIX processes and parallel
Java programs [2,3]. The tool is jointly developed by the Forschungszentrum
Jülich and the Technische Universität Dresden. It is shipped with OpenMPI [4]
and therefore available as a software package for all major Linux distributions.

VampirTrace supports numerous performance counters to track metrics such
as PAPI or I/O events. These performance counters are typically standardized
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and portable. New processor or operating system features are often system spe-
cific and not compatible with previous or upcoming systems. However, they
influence the overall system performance and need to be tracked by performance
monitoring tools. To branch a monitoring infrastructure for each different plat-
form would enlarge the code base significantly – this is inefficient and slows
down the development progress. The inclusion of all the new features within the
main branch is also not feasible since it would increase both the code size and
the error-proneness of the software. We therefore extend our performance mon-
itoring software VampirTrace with the presented VampirTrace plugin counter
infrastructure that effectively resolves the described issues. The new interface
allows developers to write libraries that feed VampirTrace with data from new
(platform dependent) performance counters as well as hardware features that
may not be accessed by Open Source software. This effort is an important step
towards a VampirTrace infrastructure that enables arbitrary, platform specific
performance counters while remaining stable and consistent.

The paper is structured as follows: Section 2 topics design and implementation
details of the VampirTrace plugin counter infrastructure. Three different plugin
counter libraries that extend the functionality of VampirTrace are presented
in Section 3. We discuss design limitations in Section 4 and address related
work with respect to plugins for performance analysis tools in Section 5. Finally,
Section 6 presents conclusions and outlines future work.

2 The Plugin Counter Interface

2.1 Design

Currently, there are four possible types of plugin counters that differ with respect
to their type of synchronicity:

Synchronous plugin counters are very similar to other performance events
in VampirTrace. Whenever a VampirTrace event occurs (e.g., the call of an
instrumented function or a call into the MPI library), the current value of such
a plugin counter is gathered and merged into the event trace.

Asynchronous Callback plugin counters usually start background threads
that report data by calling a function of the VampirTrace counter interface. The
event data can be gathered from a buffered local or even remote location. Such
plugin counter libraries have to provide timestamps along with the counter values
since they can not be matched directly to a VampirTrace event. Functions to
generate timestamps in a supported format are passed on to the plugin counter
library during the initialization phase of VampirTrace.

Asynchronous Post-mortem plugin counters collect tracing information
during the full runtime of a program. The event data is collected by Vampir-
Trace after the program has finished. Function calls that implicate overhead
occur either prior to or after the program runtime, thus minimizing the program
perturbation. If the plugin library itself gathers its data from an external source
over a network, the measurement process is not influenced at all.
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Asynchronous On-event plugin counters are a hybrid approach. While per-
formance events are collected asynchronously, VampirTrace retrieves the data
only when a classic event (e.g., function or MPI call) occurs. The advantage
of this plugin counter type is that the event buffer size can be decreased com-
pared to post-mortem plugin counters while still allowing a similar asynchronous
collection method.

Another distinction for plugin counter libraries is the scope of their counters.
For example, PAPI counters can be related to a thread while CPU-related coun-
ters are not thread specific. Thread-independent counters can be associated to a
host (e.g., network interface counters) or to the whole system (e.g., usage of an
NAS). The current implementation of the plugin counter interface allows mea-
suring counters per thread, per process, on the first thread of the first process
of each host (“once per host”), or only on the first thread of the first process
(“once”).

Plugin libraries can also define counter datatypes such as unsigned and signed
integer or floating point values. The relation of values to time can be defined as
“relates to the current timestamp” (e.g., temperature of components), “relates
to the time frame from the last event to the current” (e.g., average power con-
sumption for the last time frame), “relates to the time frame from the current
event to the next one” (e.g., the current processor, a thread is scheduled on),
“relates to the time frame from the first time stamp to the current” (e.g., PAPI
reads).

2.2 Implementation

The VampirTrace plugin counter interface is developed using C. It depends only
on POSIX functions and definitions declared in dlfcn.h and stdint.h. Func-
tions from dlfcn.h enable dynamic loading of plugins at runtime. The interface
defines functions for initialization, adding counters, enabling and disabling coun-
ters, providing results, and finalization. A subset of at least five functions has to
be implemented, others are optional. A minimal useful plugin can be written in
less then 50 lines of code.

Specific plugin counters can be added by the user who can define the envi-
ronment variable VT PLUGIN CNTR METRICS. This variable consists of the library
name followed by the counter name. For example, setting it to Power watts
would define the library libPower.so and the counter name watts. Multiple
plugin counters can be passed by separating them with colons. VampirTrace
evaluates the specified metrics and checks for the existence of implicitly defined
libraries. This is done for every process that is monitored by VampirTrace (e.g.,
for every MPI rank). Afterwards, the plugin counter libraries are loaded using
dlopen. Each plugin counter library has to implement the function get info,
which provides VampirTrace with pointers to all needed functions. For instance,
the get event info function assigns meaningful names and units to the coun-
ters. Furthermore, plugin developers can use this function to extend the passed
counter name to multiple counters. The functionality of wildcards can be a pos-
sible use case. If the user sets VT PLUGIN CNTR METRICS to Power *, get info
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(a) Initialization per process (b) Initialization per thread

Fig. 1. Initialization procedures for plugin counters

might add one counter per available node and provide a comprehensible name
(e.g., “power for node 1”) and unit (“watts”) for each. Finally, VampirTrace
activates all defined metrics for the corresponding library. The entire process is
depicted in detail in Figure 1a. Additionally, for every new thread of the program
the required metrics are determined and added as pointed out in Figure 1b.

The trace buffer for the measured thread is shared by VampirTrace and all
used plugins. Writing a trace entry is not an atomic operation and a plugin thread
can therefore not write to this buffer directly. Mutexes could assure mutual
exclusion when writing events but this would add an unacceptable overhead.
Therefore, each callback plugin needs to create separate event buffers. The buffer
sizes need to be chosen carefully by the plugin library developer to avoid both
event loss and excessive memory usage.

2.3 Overhead Analysis

Monitoring tools typically influence the runtime behavior of the monitored ap-
plication. In our case, both VampirTrace itself as well as the plugins create a
certain overhead. The latter is fully in control of the plugin developer and we
therefore focus on the overhead that is induced by VampirTrace and the plu-
gin interface itself. We use a synthetic, OpenMP-parallel program that runs 4
threads on the test system. The system consists of 4 Intel Xeon 7560 proces-
sors and 128 GiB registered DDR3-1066 memory. Each processor runs at a core
frequency of 2.27 GHz. The TurboBoost overclocking feature allows processor
cores to increase their frequency up to 2.67 GHz. All measurements are per-
formed with Linux kernel version 2.6.32.12. This configuration is also used for
the examples presented in Section 3. The benchmark repeatedly calls an empty
function (immediate return), a worst-case scenario in terms of trace overhead.
We compare a minimal synchronous and a minimal asynchronous post-mortem
plugin counter to the runtime with no counters. The runtime is measured at the
beginning and the end of the program, ignoring the initialization and finalization
phase of VampirTrace.
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When no counter is added, each function call lasts about 1.65 µs. Every syn-
chronous counter increases this time by about 600 ns, most of which is required
to write the counter value to the trace buffer. Asynchronous post-mortem coun-
ters do not influence the runtime of the program. Therefore, plugin libraries that
record events on an external system and gather the data in the finalization phase
have no impact on the program execution at all.

2.4 Additional Software Infrastructure

For the examples presented in Section 3, we use two additional tools. The DBUS-
based perf event server provides enhanced access to kernel tracing events. The
Dataheap is a distributed counter collection system.

The Linux kernel tracing infrastructure [5] enables event counting on a user
level, but certain restrictions apply in a non-privileged context. Users can only
read counters that are attached to their processes (per-task-counters). This af-
fects some of our use cases in Section 3, for example in case of a plugin that
monitors the operating system scheduler events. When the time slice of the
observed process ends, the operating system scheduler selects a new task and
starts its execution on the CPU. These actions are executed from the context
of the observed (previous) process. Scheduling events that are created whenever
the own process is stripped from a CPU will be reported correctly. Scheduling
the observed process to a CPU is performed from the context of a different
task and will not be reported by a per-task-counter. It is therefore necessary
to trace scheduling events for all processes. This implies the usage of per-CPU-
counters that trace all events of a specific type on one CPU. These counters
gather information of foreign processes and therefore require privileged rights.
Our DBUS-based perf event server allows applications to send tracing requests
that include their PID, the event that shall be traced, and the desired memory
to buffer the data. The server checks for appropriate user rights and available
memory and starts the monitoring if both requirements are satisfied. The plugin
collects the gathered data from the server after the task finishes and merges it
into the trace file (see Figure 2).

The distributed counter collection system Dataheap uses a central manage-
ment daemon that runs on a dedicated server and collects performance data
from information sources. The Dataheap manager then distributes this data to
arbitrary clients, for example monitoring tools. The default usage scenario of the
Dataheap framework implies a distributed set-up, where sources and clients run
on different nodes. We use this infrastructure for several different purposes, for
example monitoring I/O activity by reading information from network attached
storage servers, or for measuring the power consumption of compute nodes.

3 Examples

In this Section we demonstrate the potential of the VampirTrace plugin counter
interface. Two plugin counters exploit the Linux kernel tracing infrastructure,
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(a) Perf event server and plugin (b) Dataheap infrastructure and plugin

Fig. 2. Comparison of perf event and Dataheap Plugin infrastructure

which was introduced with kernel version 2.6.31. The third one utilizes the Data-
heap infrastructure. For our tests we use a small MPI program that executes the
following commands:

0: all ranks: sleep 1 second

1: rank 0: sleep 1 second

2: all ranks: sleep 1 second

3: rank 0: sleep 1 second

4: all ranks: sleep 1 second

5: all ranks: busy waiting for 1 second

6: all ranks: sleep 1 second

7: all ranks: busy waiting for 1 second

8: all ranks: sleep 1 second

Each of these commands is followed by an MPI Barrier to synchronize all ranks.
The resulting traces are presented in Figure 3, 4, and 5.

3.1 Power State Tracing

We use three different kernel events to determine the C-state and clock frequency
of a CPU: power:power frequency, power:power start, and power:power end. A
power:power frequency event is created every time a CPU changes its frequency.
power:power start and power:power end correlate with a CPU entering or leaving
a sleep state. The plugin is implemented as post-mortem type to reduce the
overhead within VampirTrace. This means that the event buffers for the kernel
events have to be large enough to hold all events.

The possibility of dynamically overclocking a processor (e.g., via Turbo Boost)
is not considered, as both the current availability of overclocking and its real fre-
quency are not passed from the operating system to userspace. This could be
fixed by adding information about the registers aperf and mperf to the re-
ported event. Moreover, switching to another C-state has to be done in kernel
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(a) Test application - frequency and C-
state for every CPU

(b) Frequency of a CPU is increased with
a short delay after it leaves a C-state

Fig. 3. Power state tracing, frequency and C-state for every CPU

mode since all routines initiating a C-state (e.g., mwait or hlt) require privileged
rights. Therefore we use the perf event server introduced in Section 2.4. Switch-
ing to another frequency is mostly done by a governor that adapts the processors
frequencies automatically based on the recent load (ondemand/conservative gov-
ernor). The counters displayed in Figure 3a show that whenever a process starts
sleeping, its processor immediately switches to a higher C-state. As shown in
Figure 3b, the adaption of the frequency is not quite as fast, as the CPU gover-
nor bases its frequency scaling decisions on the recent load.

3.2 Scheduler Tracing

Processes or threads that migrate to other cores have to rebuild their regis-
ter content and their cache entries. The induced overhead can be performance
relevant and of interest for an optimization task. Our next plugin therefore mon-
itors sched:sched switch events that are created whenever a process is scheduled
onto a CPU or stripped from it. Figure 4a depicts the trace visualization of
our test application including scheduler events. Figure 4b shows that there is
periodical scheduler activity during the busy waiting phase in a blocking
MPI Barrier routine (see process 1 with PID 20049). The counter values corre-
spond to the CPU number that a selected process is scheduled to. For example,
when process 0 (with PID 20048) is active, it is scheduled onto CPU 3. Whenever
process 0 is put into a sleep state, it is unscheduled (-1).

Since a sched:sched switch event is created every time the operating system
scheduler is invoked, tracing this event makes excessive use of the result buffer.
With the support for sched:sched migrate task events, our plugin provides an
alternative to trace scheduling behavior. Such a sched:sched migrate task event
is created when a process is scheduled onto a different CPU. This occurs less
frequently and reduces the required buffer size significantly. The reduced buffer
size comes along with the drawback that the sched:sched migrate task event can
not detect phases, where the observed process is not scheduled onto a CPU.
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(a) Overview of scheduler behavior for the
test application. Processes are unsched-
uled (-1) when they enter a sleep state

(b) Counter 1:1 shows periodical operat-
ing system interrupts every 10 ms during
busy waiting in a blocking MPI routine

Fig. 4. Scheduler event tracing, CPU id for every rank

3.3 Power Consumption Tracing

There are currently three distinct Dataheap counter plugins, each with its own ad-
vantages and disadvantages. We use the asynchronous post-mortem plugin, which
only registers at the management daemon and collects the written data after the
application has finished. This solution is clearly preferable in terms of trace over-
head. The trace depicted in Figure 5 uses the Dataheap framework to provide in-
formation about the power consumption of our test system (see Section 2.3).

Fig. 5. Power consumption in Watts, collected from
an external counter database

We use a ZES LMG 450
power meter with a 10 Hz
sampling frequency that re-
ports its measurement data to
the Dataheap manager. The
trace shows how the power
state changes of the CPUs re-
duce the power consumption
of the whole system. We can
see that the OpenMPI im-
plementation of MPI Barrier
uses a busy waiting algorithm
that consumes considerably
more power than our busy
waiting loop.

4 Limitations

Recording events from performance counters always increases the overall trac-
ing overhead. The proposed VampirTrace extension allows using a post-mortem
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interface that moves the overhead for the actual event generation within Vam-
pirTrace from within the program runtime to after the program has finished.
Therefore, the program perturbation is small (kernel tracing) or zero (tracing of
external events, see Section 3.3). However, the post-mortem runtime overhead
as well as the memory overhead for the event buffers can be significant. These
overheads are not introduced by the plugin counter interface, but by the plugins
themselves.

Another limitation is that only one counter is internally measured at a time.
This can be a drawback when using numerous synchronous events. In contrast,
PAPI and the Linux kernel tracing infrastructure allow reading multiple events
with only one function call, thereby avoiding some overhead.

5 Related Work

While there is a wide range of performance analysis tools and libraries, only some
of them provide a plugin interface. The Collector Plugins of Open|SpeedShop [6]
are comparable to our approach. However, while Open|SpeedShop focuses on
profiling with only limited tracing support, the focus of VampirTrace clearly is
event tracing.

The PAPI project specifies an application programming interface for accessing
hardware performance counters. Monitoring these counters can for example give
hints how software can be optimized for a specific platform. PAPI version 4
provides the possibility to implement own counters called Components, which
can be read using PAPI. For design reasons, PAPI has to be recompiled for every
new component. Moreover, its design prohibits asynchronous events. However,
for synchronous events that are counted for every thread, it is a more flexible
and well accepted interface.

The Vampir framework is a well established performance analysis tool chain
with a strong focus on scalable high performance computing applications [2,3,7].
Recent work hast demonstrated the applicability of both the event monitor Vam-
pirTrace and the performance visualizer Vampir on state of the art systems in-
cluding hardware accelerators [8,9]. While we used the kernel tracing infrastruc-
ture to trace scheduling events, Kluge et al. [10] follow a different approach.
They use an additional thread, which monitors all other threads with a specific
polling interval. A high polling frequency strongly influences the test system even
if no rescheduling events occur. A too low frequency increases the possibility of
missed events and reduces the time accuracy of scheduling events.

6 Conclusion and Future Work

This paper presents the design and implementation of the VampirTrace plugin
counter interface along with some typical usage scenarios. The main goal of this
work is to address the issue of the constantly increasing number of performance
events sources that are typically highly platform specific. The plugin counter
interface allows these events to be recorded with VampirTrace while at the same
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time strongly reducing the need to modify the core source code of the tool. Its
tight integration into VampirTrace and the availability of asynchronous events
further increase the benefit of this extension. Our exemplary implementation of
three different plugins demonstrates the potential of the newly defined plugin
infrastructure. All three plugins are used in current research efforts to analyze
programs and libraries with respect to performance and energy efficiency. Future
work will focus on making the plugin counter interface generally available within
the VampirTrace trunk. Moreover, other plugins are currently under develop-
ment, e.g., a libsensors plugin to read hardware information asynchronously.
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