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Abstract. In recent years there has been interest in performing parameter space 
exploration across “scientific workflows”, however, many existing workflow 
tools are not well suited to this.  In this paper we augment existing systems with 
a small set of special “actors” that implement the parameter estimation logic. 
Specifically, we discuss a set of new Kepler actors that support both complete 
and partial sweeps based on experimental design techniques. When combined 
with a novel parallel execution mechanism, we are able to execute parallel 
sweeps and searches across workflows that run on distributed “Grid” infrastruc-
ture. We illustrate our new system with a case study in cardiac cell modelling.  
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1   Introduction 

In recent years there has been a great deal of interest in “scientific workflows” [10]. 
These allow scientists to specify large computational experiments involving a range 
of different activities, such as data integration, modelling and analysis, and visuali-
zation. Activities can be composed, often using a graphical programming environ-
ment, so that the output of one stage can be passed as input to the next, forming a 
pipeline of arbitrary complexity. Scientific workflow engines manage the execution 
across a range of distributed resources, and leverage Grid computing middleware 
and approaches [1][2][3]. For example, it is possible to extract data from a scientific 
instrument, pass it through some analysis software running on a high performance 
cluster, store the results in a distributed data repository, and then visualize it on a 
large display wall. Scientific workflows have been used to great effect in a number 
of different disciplines including Computational Chemistry [7], Ecology[8] and Bio 
informatics [9].  

Importantly, many workflow engines double as programming environments for the 
Grid. Whilst there are no standard ways of doing this, a number of engines effectively 
expose the Grid middleware APIs. For example, Kepler [5] exposes a variety of mid-
dleware layers, from Globus through to ad-hoc interfaces like SSH. Other engines, 
such as Triana [19] and Taverna [9] allow users to invoke services as Web Services, 
but provide no explicit support for Grid middleware.  
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Prior to the wide adoption of workflow engines, we developed a family of tools, 
called Nimrod, for performing parameter sweeps with computational models. Nimrod 
supports the execution of a specific type of workflows in which a single computation 
is performed multiple times to allow exploration of some design space. Nimrod in-
cludes tools that perform a complete parameter sweep across all possible combina-
tions (Nimrod/G) [4], or search using non-linear optimization algorithms (Nimrod/O) 
[20] or experimental design techniques (Nimrod/E) [21]. Importantly, the degree of 
parallelism, can be varied at run time, as the Nimrod scheduler places tasks on the 
available resources then. Nimrod had been applied to a wide range of disciplines from 
public health policy to quantum chemistry [22]. 

However, Nimrod was not designed to execute arbitrary workflows of the type  
discussed above. Thus, it is difficult to run sweeps over workflows, and workflows 
containing sweeps. Likewise, most workflow systems do not support the parallel 
execution of tasks that are supported in Nimrod, and are not well suited to parameter 
sweeps and searches.  

In this paper we discuss how we have added parameter sweeps and searches to ex-
isting workflow tools. We focus on the techniques that allow a range of scenarios to 
be explored by adding a few simple components to an existing workflow. Specifi-
cally, we discuss the design of a new family of Kepler “actors” that support sweeps 
across parameter ranges. The resulting system is extremely flexible, and allows the 
creation of decision support systems of arbitrary complexity. 

The paper begins with a discussion of parameter sweeps and the techniques that are 
commonly used, illustrating the ideas through the Nimrod family of tools. We then 
discuss workflow engines, and in particular, we describe Kepler. We then introduce a 
new family of actors, and show how these can be combined with existing workflows. 
Finally, we demonstrate the applicability of the ideas using a case study in cardiac 
modelling. 

2   Parameter Sweeps 

2.1   Full Parameter Sweeps 

Many current scientific and engineering problems can be formulated as computational 
models with a great deal of accuracy. Changing the inputs allows a user to explore a 
range of design scenarios, giving a picture of how the system behaves. This is typi-
cally performed as a sweep over the input parameters. Although the model may be 
computationally expensive, parallel execution of the jobs can dramatically speed up 
the execution and allow very large systems to be studied. 

In this context, it is useful to think of a given computational model as a function 
that accepts a set of input parameters and produces a set of outputs. Input parameters 
are typically simple types, such as integers, floats and text strings. A full parameter 
sweep takes all combinations of the parameters, and allows exploration of the entire 
design space within some finite resolution. Such parameter sweeps have been used 
very effectively, for example in environmental modelling [23], bioscience [24], engi-
neering [20] and chemistry [25]. 
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2.2   Partial Parameter Sweeps 

Although the favoured method for exploring the parameter space of a model is a full 
parameter sweep, this may be impractical where there are many parameters, espe-
cially if the model is computationally intensive. Experimental design techniques may 
enable meaningful results to be obtained from a suitably chosen subset of jobs.  

The most widely used method of experimental design is the fractional factorial de-
sign [11]. Suppose the experiment has input parameters (called factors in the litera-
ture) A, B, C, … and produces a numerical output f(A,B,C…). The underlying model 

is that f is the sum of several terms, a constant term 0f , then the “main effect” terms 

f1 (A) , f2 (B) , …, each dependent on only one factor, then “two-factor interaction 
effects” terms, f1,2 (A,B) , f1,3 (A,C), f2,3 (B,C) , …, each dependent on two factors, 
then “three-factor interactions”, and so on.  Long experience, with both physical and 
computer-based experiments, suggests that the higher-order terms, interactions of 
three factors and more, are usually negligible. In that case, only the lower-order terms 
need to be estimated, so fewer jobs are needed to obtain these estimates and hence 
obtain reasonable approximations to the output. Significant savings are possible; with 
20 parameters, each at two levels, the number of jobs required is reduced from over a 
million to 512. 

2.3   The Current Nimrod Tool Set 

Over the past 15 years we have constructed a tool set called Nimrod [4], that auto-
mates both of the parameter sweep techniques discussed above. One of the Nimrod 
tools, Nimrod/G, supports complete parameter sweeps It operates either as a tool, 
or a middleware layer in its own right. If the former, then it is usually operated 
from a Web portal, and this allows a user to create a plan file, set up a testbed, 
manage certificates etc., and organize input and output files from an experiment. 
Nimrod/G, however, can also serve as a job management system for other soft-
ware, including the other members of the Nimrod family. This structure is shown 
in Fig. 1. 

The Nimrod/E tool, on the other hand, automates the design of fractional facto-
rial experiments. Here, the user specifies the factors and which interactions can be 
ignored. Then, one component produces an efficient design generating the parame-
ter values for the resulting jobs in a form suitable for Nimrod/G. When all jobs are 
complete, another component produces analyses of the results for each output value 
of interest. It creates graphs showing the relative size of the various main effects 
and interactions.  The Daniel Plot [13], Fig. 6, plots the effects so that the negligible 
ones, with values just experimental error, will form the central straight line, signifi-
cant effects produce points that deviate from this line. The Lenth Plot [14], Fig. 5, 
shows effects in order of absolute size and horizontal lines giving significance lev-
els. Points outside the outer lines are most probably significant. The tool also esti-
mates results of a full parameter sweep, which may then be used by visualization 
software. 
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Fig. 1. Nimrod tool chain 

3   Workflow Engines and Kepler 

There has been considerable interest in scientific workflow engines over the past few 
years, in particular, in Grid workflow engines. Workflows allow a user to build arbi-
trary computations from a set of connected components, or actors. Actors may repre-
sent computations, but also facilitate access to distributed databases and scientific 
instruments. In most systems, data moves along the edges that connect the actors as 
tokens, and can thus be streamed from instruments and databases, through a range of 
computational processes. Grid workflows allow these actors to be executed on dis-
tributed resources, and launched in a variety of ways, facilitating virtual applications 
that span multiple organizations, data sources and computers.  

To date, many scientific workflow tools have been built [6][9][10]. Grid workflow 
systems allow general applications to be constructed, with examples ranging from 
ecology to medical imaging. In this project we focus on Kepler [5][6][7][8], which 
allows a user to weave a “virtual” application from a set of otherwise distinct compo-
nents, and its workflow engine orchestrates their execution in a controlled and repeat-
able manner. Kepler builds upon Ptolemy II [11], a Java-based software framework 
with a graphical user interface called Vergil. Ptolemy II is used for the modelling, 
simulation, and design of concurrent, real-time embedded systems. The focus is on 
assembly of concurrent components. Kepler inherits a number of orchestration 
mechanisms from Ptolemy, providing an extensive range of execution mechanisms. 
These are controlled through devices called “directors”. 

In spite of their significant power, Kepler, and many other current workflow sys-
tems, do not support dynamic parallel execution of a workflow and its components. 
This means that users must explicitly code a workflow to cause it to execute elements 
in parallel – either by replicating the workflow statically, or adding looping constructs 
that scatter and gather threads. Both of these techniques significantly complicate the 
workflow and obscure the underlying business logic. In another recent paper, we have 
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shown how to augment Kepler with a Tagged Data Flow Architecture Director (TDA) 
[18]. This new system, called Nimrod/K, extends Kepler by providing powerful 
mechanisms for exposing and managing parallelism in the workflows. This provides 
an ideal platform for using workflows for parameter sweeps. Unlike the current  
Nimrod tool chain, Nimrod/K makes it possible to run sweeps over workflows, and 
workflows that contain sweeps. It leverages Kepler’s power in building complex 
workflows, and Nimrod’s ability to execute sweeps over grid resources. In the next 
section we show how we have created some specific new Kepler actors that facilitate 
parameter sweeps. When combined with Nimrod/K’s parallel execution mechanisms, 
we have a powerful new tool for parameter sweeps. 

4   New Kepler Actors 

4.1   Actor Design 

The Nimrod/G Actor. As discussed in section 2.3, the current Nimrod tools provide 
parameter sweep tools to complement Nimrod/G’s Grid execution and meta-
scheduling capabilities. One of these tools performs a parameter sweep that creates 
a Grid job for each of the parameter combinations in the parameter space. Each of 
these parameter combinations is represented in Kepler using datasets, called “to-
kens”. We have created a ParameterSweep actor, that uses the same parameter 
syntax as the Nimrod/G implementation, to generate parameter combinations in a 
workflow. This actor works with the current Ptolemy directors, however, when used 
in combination with the Tagged Dataflow mechanism in Nimrod/K, parallel execu-
tion of the different parameter combinations allows the workflow to execute effi-
ciently on the Grid. 

The new ParameterSweep actor is quite general. For example, multiple actors 
can be chained together to create a sub parameter sweep inside a larger parameter 
sweep. Although it is possible to create such a sweep with a single Parameter-
Sweep actor, staging them allows for preliminary calculations of shared data to be 
performed by the parent sweep prior to the start of the sub-sweep.  Also, chaining 
them together enables a more dynamic parameter range options, for example, if the 
sub sweep is calculated from the parameters given by the parent sweep. This envi-
ronment produces sweeps that meet the parameter sweep requirements of workflows. 

 

Nimrod/E Actors. The workflow for a typical Nimrod/E experiment is shown in Fig. 
2. The user enters details of the parameters to be varied and the effects to be  
estimated, into the FractionalFactorialDesigner actor. This designs the 
experiment and specifies the jobs required, passing these job specifications (as work-
flow tokens) to the actor(s) that perform the model execution. If the model is a simple 
formula then the model execution may be performed by a Kepler numerical actor. 
More complex modelling may require execution of an external model via the Nim-
rod/K framework. 

When all jobs are complete, downstream processing can begin. There may be sev-
eral numerical aspects of the model output of interest, so at this stage the dataflow 
may branch. Fig. 2 shows the case where there are two outputs requiring analysis.  
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Fig. 2. Nimrod/E experiment 

One output from each model is needed to estimate the effects for that output. Tabula-
tion of the effects may be sufficient, or these estimates may be used as inputs for a 
Daniel plot, Lenth plot and/or computation of the full sweep results. 

4.2   Implementation 

Nimrod/G.  The ParameterSweep actor is built on the PtolemyII source class that 
provides an output port and a trigger. The output port sends a RecordToken contain-
ing the value of each parameter for a single parameter combination.  The actor has a 
property that contains the parameter sweep string identical to the syntax of the pa-
rameter sweep commands in the Nimrod plan file syntax. To implement the token 
tagging functions, the ParameterSweep actor is built on the classes and functions 
provided by the Nimrod/K TDA director.  These classes have no functional affect 
when used with other Ptolemy directors.  Under the Nimrod/K director each parame-
ter combination is executed in parallel. This is further discussed in [18].   

 

Nimrod/E.  The actors for Nimrod/E were built using the same principles as the Pa-
rameterSweep actor. Because nimrodFracDes is computationally intensive 
there is a clear advantage in retaining the C code for this function. Further, the code is 
quite complex, so that re-writing in Java within the Kepler framework would be a 
large undertaking. Consequently, we decided to use the existing C code, using a Java 
wrapper to produce a design actor. The information that it produces as a plan file is 
redirected as a tag to the output token for downstream processing. This actor is named 
the FractionalFactorialDesigner in Fig. 2.  

For the analysis section most computation is relatively light. Further, the graphs pro-
duced would benefit from a re-coding in Java, using the Kepler graphing functionality. 
When there are a large number of factors, the plots produced may display estimates for 
many effects and be quite cluttered; Kepler graphs provide zooming to allow the user to 
explore the fine detail. On the other hand, the production of the analysis matrix does 
require some of the complex computation used in nimrodFracDes. Accordingly, we 
decided to recode the analysis section within the Kepler framework. The EffectEs-
timator, LenthPlotter, Daniel-Plotter and FullSweepInterpola-
tor actors were added to perform the analysis discussed in Section 2.3. 



110 D. Abramson et al. 

5   Case Study 

In this section we illustrate the new actors we have discussed to date, using a case study 
previously performed with the Nimrod/G and Nimrod/E tools. The case study allows us 
to demonstrate the utility of the new approach and its expressive power in Kepler. 

                    

     Fig. 3. Complete parameter sweep                              Fig. 4. Experimental Design 

Mathematical models of the heart show considerable promise for understanding the 
underlying mechanisms and for clinical diagnosis and treatment [15][12]. The model 
chosen [16] concerns excitation and contraction in rabbit ventricular muscle cells. Intracel-
lular flows of calcium, sodium and magnesium ions were modelled as a system of ordi-
nary differential equations using Matlab. Earlier experiments with this model are reported 
in [17]. Fig. 3 shows the Kepler workflow used to perform a parameter sweep over the 
nine factors, A to J., This used two values for each factor, producing an experiment of 512 
jobs, and the values are generated using the ParameterSweep Actor. 

A second experiment used the experimental design functionality to further investi-
gate the response function. The FractionalFactorialDesign actor in the 
workflow shown in Fig. 4 was used to produce a design that would estimate the main 
effects and two-way interactions of these factors. This required only 128 jobs.  

Fig. 5 shows the Lenth plot from the experiment. Points for the effects of all nine 
inputs lie outside the confidence lines and hence all inputs make a significant  
 

    

         Fig. 5. Lenth plot                                                  Fig. 6. Daniel plot 
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contribution. Of the interactions, only, AB, DE, GH, GJ and HJ are definitely signifi-
cant, the other interactions are indistinguishable from noise. This reveals the structure 
of the computational model. The final output is the sum of four terms, the first af-
fected only by A and B, the second by C, the third by  D, E and F and the last by G, H 
and J, explaining why many interactions have no effect. However the lack of signifi-
cant interactions between D and F, and between E and F, requires further investiga-
tion. Fig. 6 shows the same results on a Daniel plot. Here the deviation of points from 
the vertical line gives a measure of the significance of the effects plotted. 

Fig. 7 shows the parallelism in the complete sweep when executed under the Nim-
rod/K Director. Our cluster was saturated at just over 100 concurrent executions. The 
system takes some time to build up the parallelism, and this is evident in the initial 
ramp up phase. This is caused by the overheads in starting remote computations using 
the Globus framework.  

This case study demonstrates that Kepler provides a natural and easy mechanism 
for specifying the use of parameter sweep techniques over existing workflows. We 
have used a fairly simple computation model in this paper to clearly show the tech-
niques, but this does not really demonstrate the significant potential of the approach.  
 

 

Fig. 7. Parallelism in complete sweep 

All of the machinery developed to date is capable of sweeping across parameter com-
binations regardless of the complexity of the computational steps of the workflow. 
Thus, much more complex pre-existing workflows can be modified using our new 
actors to perform large-scale complex parameter sweep experiments. We have re-
cently begun work on modifying a complex computational chemistry workflow by 
adding the actors discussed in this paper. 

6   Conclusions 

In this paper we have discussed the design and implementation of some new actors 
that facilitate parameter sweeps in scientific workflows. The solution builds on the 
existing execution frameworks in workflow systems, and we have demonstrated its 
applicability in Kepler. The simple case study shows how easy it is to create and exe-
cute a sweep over an existing scientific computation. 

Our system leverages a separate addition to Kepler, called Nimrod/K, which sup-
ports parallel execution of the different instances. By combining the new Actors, and 
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the new TDA Director, we can execute each of the parameter combinations in paral-
lel. This makes it possible to compute complex design experiments quickly if there 
are sufficient resources available.  
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