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Abstract. We present Norma, a tool for the modeling and analysis of
Relay-based Railways Interlocking Systems (RRIS). Norma is the result
of a research project funded by the Italian Railway Network, to support
the reverse engineering and migration to computer-based technology of
legacy RRIS. The frontend fully supports the graphical modeling of Ital-
ian RRIS, with a palette of over two hundred basic components, stubs
to abstract RRIS subcircuits, and requirements in terms of formal prop-
erties. The internal component based representation is translated into
highly optimized Timed nuXmv models, and supports various syntactic
and semantic checks based on formal verification, simulation and test
case generation. Norma is experimentally evaluated, demonstrating the
practical support for the modelers, and the effectiveness of the underlying
optimizations.

Keywords: Relay-based Railway Interlocking Systems · graphical mod-
eling · model checking

1 Introduction

Railway interlocking systems (RIS) are complex signaling apparatus that prevent
conflicting movements of trains through an arrangement of tracks, most notably
stations. The basic requirement is that a signal to proceed is not displayed unless
the route to be used is proven safe. This means positioning the switches in the
appropriate position, controlling the level crossings, and setting the aspects of
the signals to indicate the expected speed restrictions.

Although the world is slowly migrating to computer-based RIS, the predomi-
nant solutions are still based on electromechanical technology, where the logic of
the interlocking procedures is encoded in the evolution of the status of the circuit
relays. RRIS are a costly and hard to modify technology. Yet, RRIS have been
working correctly and safely for decades. In the migration from relay-based to
computer-based RIS, it would be a natural choice to use RRIS as golden require-
ments for the new implementations. However, they are de facto legacy systems,
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whose behavior is known to a handful of highly specialized domain experts, hence
expensive to maintain and update. Even more, the RRIS schematics are often
available only in printed form, and their behaviour needs to be manually sim-
ulated. Understanding RRIS, modeling them in digital format and extracting
requirements from them is hence a major challenge in the migration process.

In this paper we present Norma, a real-world tool for the formal modeling
and analysis of RRIS. Norma is the result of a research project funded by
the Italian railway network company (Rete Ferrovie Italiane - RFI), within a
process of reverse engineering and migration to computer-based technology of
the legacy RRIS currently in operation [6]. Norma leverages formal verification
techniques to provide extensive support for modeling, debugging, understanding,
traceability and verification. This also enables simulation, testing, and properties
extraction from RRIS.

The Norma frontend fully supports the graphical modeling of the Italian
RRIS, with a palette of over two hundred types of configurable components,
both on direct and alternate current, and single- and double-wired convention; it
allows the use of stubs to abstract RRIS subcircuits, and to specify requirements
in terms of formal properties.

Given that RRIS often contain thousands of component instances, the task of
manually modeling RRIS is repetitive and error prone. To support the modeler,
Norma supports a modeling style where components are accurate at the elec-
trical level, so that the digital model is in a one-to-one correspondence with the
printed schematic, and no manual abstraction is needed. Furthermore, a number
of syntactic and semantic checks ease the debugging of the models. In fact, while
RRIS are operating correctly, errors may be introduced in the modeling process.

RRIS graphical models are internally represented with suitable data struc-
tures, and automatically formalized in nuXmv as symbolic timed transition
systems over Boolean and real-valued variables. Then, a rewriting pipeline im-
plements several domain-specific simplification steps that take into account the
features of the RRIS to produce a drastically reduced model. Notable simpli-
fications in the pipeline include the identification and inlining of functionally
dependent variables, and contextual determinization of unconstrained signals.

The simplified model is then amenable for simulation, checking of invariant
and temporal properties, and test case generation, in addition to providing a
number of semantic checks deriving from built-in properties.

Norma is based on an extensible software architecture. It is built on the DIA
toolset, and follows a library-based approach, where each component is modeled
and tested in isolation. In turn, the component library is built by means of an
automated process relying on configuration tables. At the core, the verification
process is carried out by the nuXmv model checker.

Norma is actively being used within RFI. We experimentally evaluated its
capabilities on real-world RRIS schematics with thousands of variables, with sev-
eral important findings. First, it is very effective in supporting the modelers: the
semantic checks proved to be invaluable to pinpoint several subtle modeling er-
rors. Second, the underlying optimizations dramatically reduce the computation
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time of the verification tasks. Third, Norma supports the automated extraction
of specifications, such as the table of mutually incompatible routes encoded in
the RRIS of a medium-sized station.

To the best of our knowledge, Norma is the only tool supporting the mod-
eling and the formal analysis of real-world RRIS. It integrates behind a graph-
ical front-end some powerful reasoning capabilities, without exposing domain
experts to the intricacies of formal verification. Approaches to the formal anal-
ysis of RRIS have been proposed [5,12,11,15]. However, the RRIS is modeled
at a high level of abstraction, so that important features are lost. More impor-
tantly, the user is in charge of ensuring the correspondence between the circuit
schematics and the formal model. Given the typical size of real-world RRIS, the
process appears to be very prone to errors. In contrast, we rely on a comprehen-
sive approach to component-based modeling [8], where the RRIS is described
as a multi-domain switched Kirchhoff network, hence supporting a precise and
electrically-accurate semantics.

This paper is structured as follows. In Section 2 we present the background
domain of RRIS. In Section 3 we overview the functions of Norma. Then, in
Section 4, 5 and 6 we discuss in detail the front end, the compiler and the
simplifier. In Section 7 we overview the software architecture of Norma, and
in Section 8 we present the experimental results. In Section 9 we draw some
conclusions and discuss the future developments.

2 Relay-based Railway Interlocking Systems

At the beginning of the 20th century, the rapid growth in the development of rail-
ways systems called for technological solutions to avoid collisions among trains
and other safety critical issues. Signals were originally installed at fixed track
side positions, featuring mechanical arms which were manually operated through
levers, pulleys and wires from local signal boxes. As purely mechanical devices
proved soon to be very unreliable, they were substituted by electric and elec-
tromechanical devices, like for example signals with colored lights and railroad
motor switches. Aside from being much more reliable and economically sustain-
able, these new devices could now be controlled remotely in a centralised fashion.
The control procedures went from manually operating each device individually,
to logics able to operate automatically multiple devices at once, for example
to safely create and monitor an itinerary for a train to leave a station. These
centralized logics were mainly based on relays and proved to be able to operate
reliably for decades.

A relay is an electromechanical element, generally composed by a coil and one
or more contacts: when the coil is traversed by sufficient current, it generates a
magnetic field that will close or open the contacts depending on the relay type.
When the current flow is interrupted, the contacts will return to their initial
state.

By combining relays in circuits it is possible to implement a sequential logic,
where the combinational part is made of series/parallel circuits of relay contacts,
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Fig. 1. Extract of schematics of itinerary from Italian legacy RIS relay logic

and the memory part is encoded in the relay coil state, i.e. being powered or not.
Inputs from the environment of such logic are electrical signals coming from the
rail track (e.g. train pedals), or from the user-interface (e.g. buttons or levers).
Outputs to the environment are electrical commands to the plant (e.g. power to
a rail crossing motor) or to the user-interface (e.g. light bulbs that represent a
signal status).

The general concept of relay circuit logic is specialized in the solutions
adopted in the Italian railway network. In such a domain, circuits are represented
as schematics in separate sheets, along with informative material like topological
schematics of the track and devices controlled by the relay logic, tables, tex-
tual notes, etc. Circuits are made of interconnected components. Components
have terminals, and terminals are connected by lines representing electrical con-
nections. Some components have an associated name to represent the relation
between a coil and its contacts.

The domain has several interesting characteristics. The first one is the com-
plexity of the domain: there is a large number of components types that differ
on the timing required to operate, the amount of memory elements that can
be stored, and so on. In particular, base components like coils, contacts, levers,
loads, etc. can be combined with zero, one or more specifiers to specialize the
components behaviour. This combination leads to more than 5000 components
types which can be instantiated in a circuit. As an example, there exist dozen
types of relay which are characterized by being delayed or not (when activating,
deactivating, or both), polarized or not, single or double coil, stabilized or not,
etc.

Second, the circuits can be operating either with direct or alternate current,
where discrete signals (e.g. the maximum allowed train speed in a track segment)
are encoded by means of frequency and/or amplitude modulation. Some compo-
nent types can generate modulated current, and some corresponding component
types can read it and react accordingly.

Third, several design conventions were adopted for the sake of readability of
the relay logic circuits. Three significant cases are: (1) the logical representation
of components in circuits, (2) single/double-wired circuits and (3) units. Circuits

A. Amendola et al.128



are logically represented (1) in schematics, in contrast with the physical represen-
tation found in conventional electrical schematics. In such logical representation,
relay coils and their contacts are represented in separate circuits, dislocated ac-
cording to logical criteria, as the coil of a single relay and its contacts may indeed
belong to different logical functions. Like in computer programs, where messages
can be sent and received from different logical units, coils can be activated (mes-
sage sent) and contacts react accordingly (message received) in separate logical
units. Separation of coils and circuits in the schematics helps preserving logi-
cal cleanness and may improve the readability of the schematics. The relation
between a coil and its contacts is pragmatically kept by using the same name.
See for example Fig. 1, where the coil of relay “F” (bottom left) and some of its
contacts appear in the same circuit.

In single-wired circuits (2), an electrical connection line between two com-
ponents implicitly represents a pair of wires, i.e. the current flows in one direc-
tion through one wire in the implicit pair, and returns through the second wire
in the pair. The single-wire representation is frequently used as it is practical
and readable. However, sometimes it is needed to represent explicitly the two
wires, e.g. when a contact needs to cut explicitly the return wire. Sometimes the
single/double-wired representation is mixed in the same schematics or even in
the same circuit.

Units (3) are a pragmatic way of reusing parts of a schematics. A unit repre-
sents a generic functionality, e.g. the logic which can control a single rail switch.
A unit is a set of circuits associated with a name. Other circuits can refer (in-
deed so instantiating the unit) to a set of components which a unit contains, by
using the same component names along with the unit’s name as namespace. For
example, in Fig. 1, all contacts “H” belong to the unit “UGB92”.

As a final remark, consider that the schematics of relay circuits are legacy,
available in terms of large printouts. They have been designed along many
decades, with new features added incrementally and often monotonically. This
makes the logic of a medium sized station interlocking very large, containing
thousands of components spread over dozens of A0 sheets.

3 Norma: overview

Norma is a tool to model, trace, understand and analyze RRIS used in the
Italian railway network. The ultimate goal of Norma is to support the under-
standing and the reverse engineering of RRIS. This demands that all original
schematics in printouts get correctly digitalized into formal models that are
amenable for automated verification, e.g. by a model checker.

In the workflow supported by Norma (Fig. 2), there are three main working
lanes: Modeling, Traceability and Analysis.

Modeling supports the graphical digitalization of formal models. Traceability
keeps the links between the created models and the corresponding requirements
and regulatory documents. Analysis supports the verification of properties about
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Fig. 2. High-level workflow with Norma

the RIS. These lanes are described further in Section 4 (Graphical Modeling)
and Sections 5 and 6 (Analysis).

The activities involved in these lanes are performed by different users oper-
ating as a structured team: the administrator inserts input artifacts to enable
modelers and analyzers to work on them. Each modeler works on schematics
areas exclusively, and their contributions are merged by the administrator into
the project. This avoids any risk of conflicts.

Modeling and Traceability Modeling is enabled by an administrator that creates
a project, adds images of RRIS schematics to be modeled, adds regulatory docu-
ments for traceability, and commits the modifications to a centralized repository
which all enabled users can access. Modelers can then checkout the project lo-
cally and graphically model components (picked from a palette), connections,
units and all other parts that are relevant for the formal analysis. As the size
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and number of schematics is very relevant, Norma enables in its architecture
the integration of an image classifier/recognizer to (semi)automatically recognize
components and connections among them. This feature is currently under eval-
uation and not yet deployed. The modeler can also select regions of the modeled
RRIS and associate those regions with parts in regulatory documents describ-
ing the requirements that the selected RRIS covers. The modeler can check the
model against a set of syntactic rules (e.g. there are no floating connections) and
iterate, then they can commit the local modifications to the remote repository
for the administrator evaluation and admittance of the contribution.

Analysis The formal core of Norma is based on a compiler that transforms a
graphical model into a formal model in SMV language, that can be processed by
nuXmv model checker. The compiler picks components from a SMV library of
timed automata with real-valued variables, each corresponding to a component
type in the graphical model, and composes the networks accordingly to the
electrical and logical connections among them. Stubs are SMV modules that
Analyzer exploits to model abstracted parts of the RRIS which do not appear
in the graphical model. The compiler injects and connects the stubs directly in
the generated SMV model. The result of the compilation is a model whose size
is directly related to the size of the modeled RRIS. In order to ease the formal
verification process, the SMV model passes through a conservative simplification
process that can dramatically reduce its size. Model checking is finally carried out
by expressing LTL or invariant properties and using the nuXmv model checker.

4 Graphical modeling of RRIS

A Norma project is defined as a set of Documents and RRIS, with meta in-
formation to link them. The key idea is to allow modelers to draw the digital
schematic on top of the original RRIS image. Hence, the RRIS within a project
are structured in layers , where contents in higher levels hide the content in lower
ones. Layering enables a clear separation between different types of elements, and
supports the modelers during the digitalization process.

There are 5 layers: Original RRIS, holding the image of the original RRIS
schematics; Masks, used to hide sections of Original as soon as they get modeled;
Modeled Components, the main working layer where modelers put components
and connections; Units layer, holding named polygons modeling Units; Trace-
ability, holding several types of tracing information. By hiding/showing a layer,
the modeler is able to focus on specific parts of the RRIS, e.g. to identify those
parts that still need to be modeled.

Modeling mainly consists in placing components, connections and units in the
diagram. The components palette (Fig. 3) has a central role in this process. As
there exist such a large number of components, a customized interactive palette
was designed to substitute the default, flat palette which could not be effectively
used. The modeler is guided through the process of picking and configuring the
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Fig. 3. 1. Modeled component 2. Not yet modeled component 3. Modeling through
interactive palette 4. Example of unit

required component and specifiers matching the RRIS section being modeled.
The selection begins from the typology (coils, contacts, load, etc.) and contin-
ues in interactive steps to allow the characterization of specifiers, single/double
wiring, number of terminals, parameters, flipping and rotations, etc. The effec-
tiveness of the process is increased by means of domain-specific constraints to
restrict the user choices. These constraints are automatically generated, as de-
scribed in section 7. Connections and junctions are also customized with respect
to the default modeled style.

Traceability aims at linking requirements, found in regulatory documents, to the
fragments of RRIS implementing them. Norma allows the modelers to select
texts and images in PDF documents, and to select regions of the model. Each
selection is given automatically an ID, and IDs can be linked at project level to
keep traceability information.

Utilities are made available to help the modeler. It is possible to search through
traceability data and models, for example to search components by name or by
type, or to search the coil corresponding to a given contact. Syntactic checkers
can be run to spot errors or other issues like for example missing or wrong param-
eters, missing components (e.g. a contact without a corresponding coil), missing
connections, etc. Selecting an issue moves the focus to the specific location in
the model.

5 Compilation in Timed SMV

A RRIS is stored internally as a set of bipartite graphs {Gi(T,N,W )}i≤n where
each Gi represents a circuit, i.e., a set of components terminals (T ) connected to
junctures – or nodes – (N) by wired edges (W ).
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The compilation converts such a description into an symbolic, infinite-state
timed automaton specified using (timed) SMV, the language of the nuXmv
model checker. The hierarchical structure of SMV modules enables us to produce
specifications that directly reproduce the structure of the starting schematics;
combined with a library of component models, we fully leverage the advantages
of the compositional approach of Multi-Domain Switched Kirchhoff Networks
(MDSKN) described in [8].

SMV library of components. The SMV library of components consists of
41 different formal models. Most of them depend on one or more parameters,
which are automatically instantiated at network generation time, based on the
parameter choices in the RRIS. The values of such parameters are either supplied
directly by the user or automatically selected according to the component role
in the network.

In some cases, different electrical components are mapped to the same SMV
model; this happens when the differences between the components are not rel-
evant for their electrical modeling (e.g. in case of manufacturing differences be-
tween relays).

Single-wired schemes are translated into equivalent double-wired schemes by
a preliminary pass. After this, only double-wired components are considered, so
that no connection is left implicit in the resulting formal model.

The interface between components is realized by means of a special terminal
module. This module defines a pair of electrical variables ii and vv representing,
respectively, the current and the voltage at the terminal, corresponding to flow
and effort in the MDSKN framework [8].

In addition to electrical connections, there are logical connections between
components, e.g. between a relay R and its contacts. To handle this kind of
connections, the models in the SMV library are divided in two classes: master
and slave components.

The SMV model for a master component exports the appropriate state vari-
ables (e.g. the activation status of a relay) that trigger a corresponding action
in its slaves. The SMV model for a slave component is characterized by the
presence of one or more parameters, which play the role of external inputs for
the component. The connection between these inputs and the correct master
outputs is then resolved when the models are composed together to form the
final network, as explained in the next subsection.

Compared to the approach described in [8], that relied on a network of hybrid
automata, supporting arbitrary continuous dynamics, here we consider networks
of timed automata (extended with real variables), whose only continuous evo-
lution is based on the standard clocks of the form ċ = 1. In fact, the domain
experts pointed out that a precise modeling of transient states (e.g. in RC circuits
implementing an activation delay for a relay) is not necessary for the correct de-
scription of the RRIS and could be safely approximated with timing constraints.
Hence, we adopt a modeling style where the continuous dynamics are replaced
by a set of discrete transitions happening within a constrained time interval.
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While being sufficient for all practical purposes, it supports a more adequate
synchronous composition and makes the verification task easier.

Circuits composition. The SMV model C for a circuit G(T,N,W ) is obtained
as the synchronous composition of the models for its components, with additional
constraints representing both wired and logical connections.

For each wired juncture in N , connected to terminals t1, . . . , tk, we add to
the invariant of the circuit the Kirchhoff conservation of current law t1.ii + · · ·+
tk.ii = 0, and the equality of potentials law ti.vv = · · · = tk.vv . Since all the
components expose the same interface of current and potential variables at the
terminals, this composition step is component-agnostic and localized to a single
circuit.

Logical connections, instead, require to resolve the correct binding between
master outputs and slave inputs which corresponds to the configuration of the
graphical specifiers used. Then, the master output is passed as input parameter
to the slave component’s module.

The high level topology of the network is defined by a graph N = ({Ci}, R)
showing the logical connections between circuits. Namely, an oriented edge (Ci, Cj)
belongs to R iff there exists a component in circuit Ci which is the master of a
component in circuit Cj . The network topology may have cycles: a master com-
ponent may be associated to a slave in the same circuit, therefore inducing a
self loop in the graph N . In order to preserve the causality of the events, it is
important to model the remote action of a master on its input with a transition
in the SMV model. More specifically, in every master we should use an urgent
transition relation which delays the master output signal to the next state, in
which it will be actually read by the slave. The analysis of N allows for an opti-
mization of the SMV module for the network, which aims to shorten the paths
of the resulting transition system. Namely, we insert the minimum number of
delayed masters needed to break cycles.

Stubs and Assumptions. The RRIS network may have dangling inputs in the
switches which respond to the status of a lever or a button controlled by a human
operator. In order to have a self contained closed system, we explicitly model
the environment module E which includes the models of the external masters.

In order to support a localized analysis of the RRIS, focusing only on a subset
of the circuits in the network and abstracting the others, Norma supports the
addition of a stub module S, which includes the masters belonging to removed
circuits.

Both the environment and the stub modules can be used to model assump-
tions on the language of the inputs read by the network. As an example, when
modeling the inputs coming from the trackside, we can add nominal or faulty
assumptions on the behaviour of the signals. Such hypotheses can be provided
by the user directly as SMV constraints. Furthermore, in order to ease the task
for railway experts (e.g. having to define sophisticated or repetitive assump-
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tions), Norma also supports the automatic translation of such constraints from
standardized Excel spreadsheets.

6 Simplification of RRIS models

Norma contains a simplifier to reduce the number of variables, especially the
real-valued ones, in the SMV models of the RRIS produced by the compiler. The
steps of the simplifier are conservative: the optimized model is equivalent to the
previous one with respect to the observable variables, i.e., the ones which can
be included in a property to verify.

6.1 Equivalence propagation

Due to the compositional approach, the variables involved in the invariants of
the circuits are highly redundant. Current and voltage variables are exposed by
all component terminals and are strongly interconnected by Kirchhoff laws. For
this reason, the first simplification step tries to reduce the number of variables by
inlining equivalences. Namely, we clusterize the real variables into equivalence
classes, propagating the equivalences that can be inferred syntactically from
atoms of the form x = y or x + y = 0. Variables are substituted with a unique
representative element for their equivalence class, and clusterization is repeated
until fixpoint.

6.2 Abstracting electrical variables

The variables occurring in the invariant of each module of the network (cir-
cuits, environment or stub) can be classified exploiting the information about
the topology as follows.

– Input variables I: boolean variables possibly defined in other circuits used to
model the open / closed condition of a switch. Each configuration of these
variables correspond to a discrete mode of the circuit.

– State variables including: real-valued clock variables C, used to model timers
inside components; history boolean variables H, needed in some component
to keep track of the previous state; all the real-valued electrical variables E
used for the values of current and voltage in each terminal.

– Output variables including: boolean variables representing the exposed mas-
ter outputs Q, such as the status of a coil; real-valued probes P . Probes are
added to the circuit to pin the points in which one would like to read the
values of current or voltages.

We simplify the model by removing the electrical variables which are only
needed to establish a binding from the switches to the relays and probes. As
a matter of fact, the input and output variables are the only observable ones,
i.e., they can be used in the specifications to verify. This simplification step is
based on the fact that electrical variables do not evolve during timed transitions.
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Pseudocode 1 Removal of electrical variables from the network
function remove-electrical-vars(N = ({Ci}, R))

for all Ci do
classify vars in Invari(I, C,H,E,Q, P )
Invari := determinize-vars(Invari);
Invari := quantify-electrical-vars(Invari);

function determinize-vars(Invar(I, C,H,E,Q, P ))
if sat (Invar ∧ Invar[Q / Q′] ∧ (Q 6= Q′)) then . Check boolean outputs

throw error: Q variables are non-deterministic.
ψ := Invari ∧ Invari[E / E′, P / P ′] . Check real vars
for all x ∈ (E ∪ P ) do

if sat (ψ ∧ (x 6= x′)) then
throw warning: variable x is non-deterministic
if x ∈ P then

Invar := Invar ∧ get-default-con(x)
return Invar

function quantify-electrical-vars(Invar)
DefC :=

{
bα(c) ↔ α(c) | c ∈ C,α(c) ∈ atoms(Invar)

}
DefP :=

{
b(p=v) ↔ (p = v) | p ∈ P, v ∈ get-values(Invar, p)

}
Invar′ := Invar ∧ DefC ∧ DefP
φ := qelim (∃E,C, P . Invar′)
Invar(I, C,H,Q, P ) := φ[b(p=v) / (p = v), . . . , bα(c) / α(c), . . . ]
return Invar

In fact, the continuous evolution of currents and voltages (e.g., the exponential
dynamic of the charging process of a capacitor) is pragmatically abstracted in
the modeling of the components using clock variables, which define lower and
upper time bounds connecting two stationary conditions (e.g. no vs full charge).
It follows that the electrical variables should be uniquely determined by the
discrete modes, and that the outputs (Q and P ) are function of only the inputs
I, clocks C and history variables H.

Function remove-electrical-vars reported in Pseudocode 1, firstly checks
and solves the non-determinism of the outputs, then quantifies out the electrical
variables. Observe that circuits can be analyzed independently and in parallel.

Solving non-determinism. In a purely theoretical setting, Kirchhoff laws
may actually allow unconstrained electrical variables. For example, current can
separate non-deterministically in a branching node if the wires of a loop have
no load; similarly, the voltage of a terminal which is neither connected neither
to a ground nor to a power source is non-deterministic. Non-determinism of real
variables is an issue only if variables in P are affected, e.g. in case we verify
that an unpowered terminal has always a null value. Nonetheless, reporting all
the non-deterministic real-valued variables (including the ones in E) is a very
important checker for the validation of the model: if many non-deterministic
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Fig. 4. System level architecture of Norma

variables are found in a circuit, then it is possible that a connection has been
missed during the manual modeling.

Function determinize-vars checks that the boolean outputs are uniquely
defined and reports to the user the set of non-deterministic real-valued variables.
For non-deterministic probes, it also enriches the invariant assigning a default
unique value (e.g., the null value for potentials) for the configurations of inputs
in which they are under-specified.

Removing electrical variables. We want to compute Invar′(I, C,H,Q, P )
.
=

∃E . Invar, where the real-valued variables C and P are preserved. In order
to avoid a possibly expensive geometric projection [14], function quantify-
electrical-vars initially builds a boolean encoding for them, that enables the
use of more efficient All-SMT quantifier elimination [13].

For clock variables we add a boolean variable bα(c) for every linear constraint
α(c) ∈ atoms(Invar) involving a c ∈ C.

Probe variables, instead, occur in atoms mixed with other electrical variables
that are to be quantified. Thanks to the previous determinization step, we know
that each variable p ∈ P can assume a finite number of values, induced by the
finite configurations of the inputs. Therefore, a boolean encoding for p is obtained
by enumerating the values that it can have in Invar with function get-values.

After the projection is performed on a purely boolean target, the original C
and P are recovered by substituting the boolean hooks with the corresponding
atoms.

7 Software architecture

At system level Norma interacts with several entities (Fig. 4). Norma is built
on top of Dia [2], a mature open source program for drawing diagrams. To han-
dle the interactions with the remote repository, Norma uses Git [1] and Git-
Lab [4]. To perform the SMV model simplification task Norma uses nuXmv [7]
and pySMT [10]. The traceability block is implemented by using Poppler [3]
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as backend for visualizing and annotating PDF documents. The domain-specific
palette is automatically generated out of a set of tables filled in by the do-
main experts . These tables contain logical constraints over base components
and specifiers, such as their graphical aspects, compatibility matrices, physical
properties, admissible terminal configurations, orientation constraints, etc. Base
components and specifiers are combined into a generated palette of over five
thousand component types that can be directly read by Dia.

Norma is the result of about 2 years development, with a team of 2 to 4
person/year. Extensions made on top of Dia are implemented in C and Python,
for a total of about 20KLOC. The compiler is implemented in Python and counts
about 10KLOC. Norma is developed with an agile process, adopting continuous
integration, feedback and testing from domain experts, and formal verification of
the model library. Norma is a proprietary software and is currently not licensed
to third parties.

8 Experimental Evaluation

Norma has been used for several months by a team of 3 domain experts to
model several schematics of the Italian railway logic. For this experimental eval-
uation, we consider two reference schemas: r-switch and routes48. r-switch
is a complete RRIS controlling a railway switch; it represents a general net-
work which is replicated and connected to other schemas. routes48 describes
the route formation for a medium sized interlocking station, with 48 shunting
routes. Each route is associated to a button and can be enabled/disabled by a
human operator.

Modeling support. The considered schemas include thousands of interconnected
components and several units. The modeling activity in Norma took approxi-
mately 1 person/week for each RRIS. Several further iterations were required.
The checkers implemented within the graphical interface were able to immedi-
ately report to the user syntactic errors, like dangling terminals or misspelled
names. Subsequent analyses, like the classification of the circuits variables and
the checks of deterministic outputs, pinpointed several errors that had been
missed by the syntactic checks: swap of identifiers between components (result-
ing in wrong logical connections between master and slaves), missing connec-
tions in n-ary junctures, and wrong initial condition for switches. The fixes were
validated by examining simulations and by verifying basic properties on the
corresponding SMV model.

Stubs and assumptions also proved very useful in modeling. RRIS routes48
is connected to 11 railway switches, which have been excluded from the model-
ing and abstracted by a stub. Assumptions on their behaviour were expressed in
tabular format, and automatically imported in Norma by way of a dedicated
conversion module. Assumptions were also used to specify typical scenarios con-
straining the actions of the human operator. RRIS r-switch is attached to a
stub which abstracts the behaviour of some physical entities in both nominal
and faulty modalities.
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Table 1. Effects of the simplifications on the number of real-valued variables and
times (in seconds) spent in each phase.

simplifier
compiler load inliner E removal

RRIS #comps #circuits #bools #reals time time #reals time #reals time
r-switch 185 16 94 1362 2 7 325 6 6 26
routes48 691 13 580 8397 14 205 1467 188 1170 21
routes02 51 7 40 642 2 2 108 2 5 1
routes04 95 8 74 1220 3 5 214 5 8 4
routes06 149 9 102 1935 3 12 337 11 124 12
routes12 210 9 139 2629 3 20 473 19 347 3

Effectiveness of Simplifications. In Table 1 we evaluate the impact of the sim-
plification steps on the analyzed RRIS, including a set of handcrafted scaled
versions of routes48, which control a reduced number of routes.

Column “compiler” shows the features of the obtained SMV models in terms
of the number of components, circuits, boolean and real-valued variables, to-
gether with the time spent for the compilation. Column “load” reports the time
spent for the untiming (with timed nuXmv [9]) and the conversion to pySMT
formulae. Column “inliner” shows the effects of the propagation of equivalences,
which drastically reduces the number of real variables. Column “E removal” cor-
responds to both the determinization and the quantification of the real variables.
While the determinization check is always performed, in these experiments we
heuristically enable the removal of electrical variables circuit-wise, depending on
the number of input variables. As a result, the un-needed electrical variables were
fully removed only in the smaller circuits. In RRIS such as r-switch, routes02
and routes04, we obtained a simplified model where the left real-valued vari-
ables are only clocks and probes. Finally, observe that the reported time for this
simplification steps corresponds to the sequential analysis of each circuit, which
are independent of each other and could be parallelized. Despite this, the per-
formance of the tool was considered to be adequate, given the strong support in
pinpointing modeling errors.

Verification. We verified the obtained SMV models against a set of domain
dependent specifications. For RRIS r-switch we consider 16 safety properties
describing how the switch changes in response to commands, for both the nom-
inal and faulty stub modalities. RRIS routes48 implements a controlling logic
which avoids that two incompatible routes are enabled simultaneously: incom-
patibilities are checked with a system of lockings of the railway switches shared
by concurrent routes. An incompatibility table represents which pairs of routes
can be sequentially activated. The table is not symmetric, as the incompatibility
relation depends on the activation order. Thanks to the simplifications, we were
able to model check all the 2256 entries, proving both safety (incompatible pairs)
and liveness (compatible pairs) properties.

Fig. 5 shows the impact of the simplification steps on the model checking
times for the verification of r-switch (on the left hand side) and routes48 (on
the right hand side). For the latter, we consider 105 queries tackled with IC3
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Fig. 5. Effect of the simplifications on the model checking times.

and 91 queries tackled with BMC under 1 hour timeout. Only 17 IC3 instances
encountered this threshold with the simplified model, against the 50 time outs
of the original model, for both IC3 and BMC.

9 Conclusions

In this paper we presented Norma, a tool for the modeling and formal analysis
of relay-based railway interlocking systems (RRIS). Norma allows to graphically
represent the wide class of RRIS of the Italian railway network, and provides
various checks to ease the task of the modeler. Furthermore, it provides an op-
timized compilation to the input language of timed nuXmv, that converts the
RRIS into a symbolic infinite-state timed transition system. This enables sim-
ulation and effective model checking of temporal properties. The experimental
results clearly demonstrate the effectiveness of the simplification techniques. The
tool is also shown to provide strong feedback to the user to support debugging
in the modeling process.

Norma is being extensively used within RFI. Despite the support provided
to the modelers, the sheer size of real-world RRIS results in a very high human
modeling effort. We are currently experimenting with deep learning techniques
to automate – at least partially – the modeling step. In this setting, the formal
analysis capabilities will be fundamental to detect misclassified samples. In the
future, we will work on obtaining high-coverage test suites for RRIS, to improve
testing of computer-based RIS. We will also explore compositional contract-
based reasoning to reduce the computation time of model checking, and provide
clear interfaces between RRIS modules. A tighter integration of the simulation
capabilities within the tool front-end is also planned.
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The images or other third party material in this chapter are included in the
chapter’s Creative Commons license, unless indicated otherwise in a credit line to the
material. If material is not included in the chapter’s Creative Commons license and
your intended use is not permitted by statutory regulation or exceeds the permitted
use, you will need to obtain permission directly from the copyright holder.
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