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Abstract. We present VeriFuzz 1.2 with two new enhancements: (1)
unroll the given program to a short depth and use BMC to produce
incomplete test inputs, which are extended into complete inputs, and (2)
if BMC fails for this short unrolling, automatically identify the reason
and rerun BMC with a corresponding remedial strategy.

Keywords: Coverage Guided Fuzzing · Bounded Model Checking · Scal-
able Model Checking

1 Introduction

VeriFuzz 1.0 [5] is an automated test input generation tool built on top of
AFL [11], a Coverage Guided Fuzzing (CGF) engine, and the PRISM [7] pro-
gram analysis framework. CGF requires initial test inputs (seeds) to generate
newer inputs in order to build a test suite for coverage. In VeriFuzz 1.0, the
seeds are generated as follows: (1) random seeds are either generated dynami-
cally, or picked from a small set of unbiased inputs, and (2) for sequentialized
concurrent programs that have deep nesting, generate test inputs using BMC
by unrolling all the loop bodies once. However, a direct application of CGF or
BMC to a given program may not yield required coverage as CGF may get stuck
in “complex conditions” [10], while BMC does not scale well for programs with
“complex loops”. To address these issues, we implemented two key enhancements
to VeriFuzz 1.0. The first is to generate incomplete test seeds using BMC and
complete them using random inputs. The second is to automatically identify
the cause if BMC fails, and re-run BMC with an appropriate remedial strategy.
These enhancements, implemented in VeriFuzz 1.2 [8], are described below.

1.1 Enhancement 1 : New Seed Generation Approach

Instead of generating a complete test seed using BMC, which scales poorly,
for a given program P , we use CBMC [6] to generate an incomplete program
Pu by unwinding P only to a “short” depth d, which is heuristically guessed
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to be small enough for BMC to scale. This short unwinding makes rest of P
unreachable due to the incompleteness of the unwinding. But it allows BMC to
scale much better to Pu. We then use CBMC to produce test input sequences
that cover the branches of Pu, using the cbmc options “–cover branches”. Each
of these inputs forms a valid prefix of a complete test input for P . We denote the
set of such prefixes with Tp. When P is executed with a prefix tp in Tp, P may
still require additional inputs to complete it’s execution. We randomly generate
such additional inputs, from the value ranges respecting the input types. We
append each of these random inputs to the corresponding tp to form a complete
input for P . Our experimentation showed that this approach helped VeriFuzz
1.2 to cover many more branches, which could not be covered with VeriFuzz 1.0.

1.2 Enhancement 2: Remedying A Stuck or Failed BMC

We observed that often times, even for short unwindings on complex programs,
BMC either gets stuck (i.e., does not terminate in the given time budget) or
fails with some error. We investigated this problem and found that BMC may
get stuck/fail in any of its internal phases during the translation of a given
program into a SAT/SMT formula. Some times the formula gets generated, but
the backend SAT/SMT solver times out due to the complexity of the formula.
Some of the common BMC failure causes and the remedial actions are:-

1. Large number of unwindings due to loops or recursive calls: As each unwind-
ing causes an exponential increase in the formula size, BMC may get stuck
in unwinding the program even for an unwinding depth as small as 10. In
such cases, we rerun BMC with an even smaller unwinding. If the BMC still
gets stuck in unwinding, instead of trying to generate a formula for the en-
tire program, we try to generate one formula per path and solve each such
formula separately. CBMC supports this with the option “–paths”.

2. Large arrays: Large arrays require too many boolean variables (equal to
the number of bits) to encode them into a SAT formula, which requires
too much memory and solving time. In such cases, to use a SAT solver
backend, we use the CBMC option “–arrays-uf-always” that translates arrays
as uninterpreted functions, thereby avoiding the bit blasting. Alternatively,
depending on the program features, we use the Z3 SMT solver [9] as it
supports array theory and hence does not require bit blasting of arrays.

3. Quadratic constraints : To ensure functional consistency of translation of fea-
tures such as array indexing operations, techniques like Ackermann expan-
sion are used, which lead to a quadratic number of constraints. In some cases,
this causes more than a billion constraints to be added to the SAT formula,
and BMC gets stuck in adding these constraints. One remedy in such cases is
to abstract out the array operations, for example by havocing the enclosing
functions. This remedy is currently under investigation.

4. Timeout trap: Sometimes, the SAT formula generation goes through, but
the solver times out. We trap the timeout, and output the test inputs corre-
sponding to the goals that have already been covered.
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2 Tool Architecture and Flow
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Fig. 1. VeriFuzz architecture.

Figure 1 shows the architecture of VeriFuzz 1.2. The yellow boxes show the
enhancements to VeriFuzz 1.0. For BMC, we use CBMC 5.42.0, with z3 4.8.12
and Glucose Syrup 4.0 [1]. VeriFuzz 1.2 takes two inputs: (1) a program to test,
say P , and (2) a property to test, such as branch or error coverage. First, the
module “BMC” invokes CBMC on P for a short unwinding, typically with a
timeout of 1 minute, to generate the incomplete test inputs. If CBMC times
out, then: if any of the incomplete test inputs have been generated by CBMC,
then output those, else identify the phase where CBMC is stuck and re-run
CBMC with a corresponding remedial strategy. Then, the “Test-Completion”
module extends these incomplete test inputs to form complete test inputs. These
complete tests are then passed to VeriFuzz 1.0, which fuzzes them using AFL to
produce more test inputs.

3 Strengths and Weaknesses

VeriFuzz 1.0 was enhanced with minor optimizations into VeriFuzz 1.1, which
does not contain Enhancement 1 and Enhancement 2 (see Sec. 1). VeriFuzz 1.1
participated in Test-Comp 2020 [2], while VeriFuzz 1.2 participated in Test-
Comp 2021 [3] and Test-Comp 2022 [4]. Here, we compare VeriFuzz 1.2’s results
against VeriFuzz 1.1’s results, for all the categories common to Test-Comp 2022
and 2020, except ECA (to avoid any bias due to the fixed-seeds).

Performance: In Cover-Error, VeriFuzz 1.2 detected 93% of the errors (387
out of 415) with an average time of 17 seconds, while VeriFuzz 1.1 detected
91% (262 out of 287) of the errors with an average time of 33 seconds. In
Cover-Branches, VeriFuzz 1.2 covered 68% (scored 1626 out of 2378)) of the
branches, with an average of 14.7 minutes per benchmark, while VeriFuzz 1.1
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covered 59% (scored 872 out of 1485) of the branches, with an average of 13.3
minutes per benchmark. The higher time taken by VeriFuzz 1.2 directly corre-
sponds to the increase in coverage. On device drivers in BusyBox (MemSafety)
and LDV(ReachSafety) VeriFuzz 1.2 scored substantially better: 29 of 75 and
57 of 290 respectively, while VeriFuzz 1.1 scored only 19 of 72 and 23 of 290
respectively.

Usefulness of the enhancements: We analyzed the results of VeriFuzz 1.2,
and noticed that in some cases Enhancement 1 was sufficient, while Enhance-
ment 2 was also necessitated in other cases. For instance, in loop-floats-scientific-
comp/loop2-1.c and ntdrivers-simplified/cdaudio simpl1.cil-1.c, VeriFuzz 1.1 was
unable to detect the error, which VeriFuzz 1.2 could detect with the seeds gener-
ated by Enhancement 1 alone. In cases like array-examples/sorting bubblesort
2 ground.i and array-tiling/mlceu.c, Enhancement 2 was also required, in addi-
tion to Enhancement 1, to generate a seed that allowed VeriFuzz 1.2 to detect
the error, which VeriFuzz 1.1 could not. In Cover-Branches, on benchmarks like
loop-industry-pattern/mod3.c (2 seeds generated by BMC), and bitvector/s3
srvr 1a alt.BV.c.cil.c (73 seeds generated by BMC), VeriFuzz 1.2 could cover
90% of the branches, while VeriFuzz 1.1 could cover none.

Weaknesses: (1) In some cases, e.g. array-multidimensional/copy-2-u.c, BMC
is running out of memory, leading to the termination of entire VeriFuzz process.
In some other cases, e.g. float-benchs/inv square-1.c, the floating point interpre-
tation mismatches between CBMC and VeriFuzz lead to unintended behavior.
These issues indicate that our tooling needs improvement. (2) In Arrays sub-
category of Cover-Error, VeriFuzz 1.2 took more than twice the time of VeriFuzz
1.1. This is because, many array benchmarks contain for-loops that iterate over
large arrays. In such cases, short unwindings of BMC do not go past the ar-
ray initialization itself and hence the seeds generated by BMC were ineffective,
adding to the elapsed time.(3) In BusyBox and LDV drivers, there are many
benchmarks that VeriFuzz is unable to solve due to issues like complex loops
and quadratic constraints, which we are currently working on.

4 VeriFuzz Tool Configuration and Setup

The tool is available at git@gitlab.com:sosy-lab/test-comp/archives-2022.git. To
install and run the tool, follow the instructions in the README.txt provided
with the tool. The benchexec tool-info module is verifuzz.py and the bench-
mark description file is verifuzz.xml. A sample run command is as follows:
./scripts/verifuzz.py --propertyFile coverage-error.prp example.c. In
2022, VeriFuzz 1.2 participated in Cover-Branches and Cover-Error categories.

5 Software Project and Contributors

VeriFuzz is developed and maintained by the authors at TCS Research. They
can be contacted at VeriFuzz.Tool@tcs.com. We thank everyone who has con-
tributed to VeriFuzz, AFL, PRISM, CBMC, Glucose Syrup and Z3.
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