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“All warfare is based on deception” Sun Tzu, 500 BC.

Abstract The art of deception has played a significant role in military conflict for
centuries and has been discussed extensively. Yet there has been an absence in the
literature of any scrutiny of the risks posed by the deception ofAutonomousWeapons
Systems (AWS). After explaining the nature of AWS, we overview reasons given in
their favour and arguments against them. Examples of military deceptive strategies
are considered, together with reflections on the nature of deception. The core of the
paper is a technical examination of some of the ways that AWS could be deceived and
the potential humanitarian consequences. Since AWS have, by definition, an absence
of meaningful human control, any deception could remain hidden until too late. We
conclude that awareness of the vulnerability of sensing and image processing systems
of AWS to deception reinforces and strengthens the case against their development
and use.

1 Introduction

Sun Tzu’s influential ‘The Art of War’, written in 500 BC and still taught in today’s
military academies, stated that ‘all warfare is based on deception’ [1, p. 10]. This is
supported by a long history of deception in armed conflict that shows it to be a key to
achieving victory. Famous examples include Hannibal’s deception of Flaminius the
Roman Consul; luring his troops into ambush [2]. The Confederate army used decoy
cannons made from tree trunks [3]. In World War 2, deception about the presence
of a (non-existent) superior force waiting outside a harbour led to the Germans
sinking their own battleship, the Admiral Graf Spee, in 1939 [4]. In 1944, the US
deployed a ‘ghost army’ of 1100 men including artists, architects and set designers
to successfully impersonate other Allied Army units, using inflatable tanks, cannons,
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aeroplanes, and both sonic and radio deception. They participated inmanyoperations,
impersonating various, larger US units [5]. The D-day invasion of Normandy relied
onmany deceptions by theAllies about the expected landing location—double agents
and other deceptive strategies strengthened the German belief that it would occur at
Pas-de-Calais and in Norway [6].

Our question here is, how does deception fit into the ongoing technological trans-
formation of warfare where ever more control of weapons is being ceded to computer
systems? In particular, we explore the risks posed by deception to the deployment of
Autonomous Weapons Systems. Despite the strong links between deception, decep-
tive strategies and military operations, there has been little or no discussion about
deception andweapons that are entirely controlled by computer algorithms.We begin
with an account ofAutonomousWeapons Systems (AWS), some of the driving forces
in their favour, and themain arguments against them. This is followed by an overview
of military uses of deception and deceptive strategies and some reflection on what
counts as deception.We then turn to a consideration of howAWS are likely to impact
on and be affected by deception in armed conflict and counter-terrorism.

2 Autonomous Weapons Systems

Autonomous weapons systems represent a comparatively recent development. The
US Department of Defence defines them as weapons that are able, ‘once activated,
to select and engage targets without further intervention by a human operator’, [7,
updated 2017]. Human Rights Watch [8] defines them as weapons which ‘would
identify and fire on targets without meaningful human control’, and the International
Committee of the Red Cross defines them as ‘weapons that can independently select
and attack targets’ [9].

Since2013 there havebeenvigorous attempts at theUnitedNationsConvention for
Certain ConventionalWeapons (CCW) to create a new international legal instrument
to prohibit the development and use of AWS [10, 11]. In 2016, the CCW agreed to
establish a Group of Governmental Experts (GGE) to discuss autonomous weapons.
Yet superpowers and other major military powers seem to be embarking on their
development in the belief that they will create a military edge [12]. China, Russian,
Israel and the US wish to use them for force multiplication with very few human
controllers operating swarms of weapons in the air, on the land as well as on and
under the sea [11].

Major military powers advocate the use of AWS for armed conflict and counter-
terrorism for They hold that (i) AWS could completemissions in environments where
communication signals could be jammed or disrupted (e.g. [13]), (ii) armed conflict
is becoming too fast for human decision making [12], (iii) they could reduce risks
for military personnel (e.g. [14]), (iv) they could increase target accuracy and reduce
risks for civilians [15].

All four reasons are problematic. In order (i) means that there is no possibility of
human oversight to disengage from erroneous targets; (ii) the speed of armed conflict
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will simply get faster in a speed race if AWS are used; (iii) they will not reduce the
risks to military personnel if the enemy also has them; (iv) while they may increase
target accuracy, this does not solve the problems of target selection—the wrong
targets could be accurately killed.

More than 140 humanitarian disarmament organisations from 60 countries, clus-
tered under the banner of the Campaign to Stop Killer Robots, are concerned about
the harm that such weapons would have on civilian populations (https://www.stopki
llerrobots.org consulted April 15 2021). Their concerns are expressed in a plethora
of arguments that we can break down into 4 major classes: (i) Non-compliance with
International Humanitarian Law (IHL): AWS cannot be guaranteed to comply with
IHL; (ii) Immoral delegation of kill decision: delegating the decision to kill to a
machine is immoral (iii) Global security: the widespread use of weapons outside
of human control would destabilize global security; (iv) Algorithmic injustice: algo-
rithmic bias and injustice: the widespread use of algorithms in civil society have
shown decision biases against women, ethnic minorities and people of colour and
are resulting in many legal challenges. We add to these arguments with an analysis of
how susceptibleAWSare to deceptivemilitary strategies. SinceAWSoperatewithout
meaningful human control, they could be subject to deceptions that a human might
have detected. They can also, as explained, be deceived by visual manipulations
undetectable to the human eye.

3 Arguments Against the Use of Autonomous Weapons
Systems

International Humanitarian Law (IHL), sometimes termed the Laws of War, is
intended to protect civilians. The principles of distinction, proportionality and mili-
tary necessity are crucial aspects of IHL. Arguments about the inability of AWS
to always comply with IHL have been made by Noel Sharkey [11, 16]—see (i)
above. The principle of distinction in IHL requires weapons systems to distinguish
combatants from non-combatants and other immune actors. Sharkey [16] argues
that AWS lack three necessary components for this. First, their sensory and vision
systems are not able to reliably discriminate between combatants, non-combatants
and other immune actors such as wounded combatants. Second, there is no codified
or programmable definition of what constitutes a civilian or non-combatant. And
third, AWS lack the necessary situational and battlefield awareness. For instance, a
human could draw on their understanding of social situations to recognise insurgents
burying their dead in a way that AWS could not.

Sharkey [16] also claims that the principles of proportionality and military neces-
sity are beyond the capabilities of present and near future weapons systems. Some
proportionality problems are relatively easy to solve, and some are much harder. The
easier proportionality problems involve calculations such as working out the likely
collateral damage of different forms of attack and minimising such damage. For
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instance, AWS software could choose the munitions to be used near a school so as
to minimise the number of children killed. Hard proportionality problems are those
which involve decisions about military advantage and military necessity—in the
school example, deciding whether the military advantage to be gained would justify
the use of any form of attack near a school. Such decisions require, ‘responsible
accountable human commanders, who can weigh the options based on experience
and situational awareness’ [16]. Suchman [17] has also argued that machines cannot
fulfil the requirement of situational awareness. And Sharkey [18] has argued that it
is not possible to program or train computational devices to develop the necessary
moral competence to make such decisions.

Other writers such as former UN special rapporteur Heyns [19] and Asaro [20]
have focused more on the moral argument, (see (ii) above), and argued that irre-
spective of what AWS and Artificial Intelligence might be able to do in the future,
there are important arguments to make about what they should and should not do.
For Heyns, AWS should not be used to target humans because their use would be an
offence against the right to life. Heyns argues that errors would be made and there
would be no person to be held accountable. He also claims that the lack of human
deliberation would render targeting decisions as arbitrary and against the right to
dignity of those targeted and of those in whose name the force was deployed (see
also [21]). Asaro [20] argues that AWS should not be used even if they were able
to meet the requirements of international humanitarian law. For him, IHL and the
principles of distinction, proportionality and military necessity, imply a requirement
for human judgement, and a duty not to delegate the capability to initiate the use of
lethal force to unsupervised machines or automated processes.

As well as concerns about the extent to which AWS can conform to IHL, the third
set of arguments against them, (iii above), is that they will destabilise global security.
Although it is sometimes claimed that AWS could result in more accurate targeting
and freedom from human self-preservation concerns, Tamburrini [22] articulates
what he terms a ‘wide consequentialist view’ that AWS will threaten global security.
He agrees with Sharkey [23] that by reducing the risks of a ‘body bag count’, a major
disincentive for war would be removed. Tamburrini [22] also argues that swarms
of AWS could weaken traditional nuclear deterrent factors by means of the threat
of destructive attacks on strategic nuclear sites that could eliminate an opponent’s
second-strike nuclear capabilities, thereby increasing preferences for first strike capa-
bilities. Amoroso and Tamburrini [24] point out that even using AWS in a non-lethal
manner to destroy buildings or infrastructure could have a global destabilising effect.
Sharkey [16] also highlights concerns about global security due to an increase in the
pace of war as a result of deploying AWS. In addition, he emphasises the likelihood
of unpredictable interactions between different computational algorithms.

The fourth class of arguments against AWS, (iv above)—strongly connected to the
first, and the inability to conform to IHL, are related to problems with the widespread
use of algorithms in civil society and the demonstrated biases [25]. It is sometimes
suggested that AWS could be used to pick out specific people, or classes of people, as
legitimate targets of attack. However, it has become increasingly clear that decisions
made about people using algorithms are frequently biased [26]. This is often the
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result of problems with big data being used to ‘train’ machine learning systems. One
problem is there has been a consistent failure to find a way to eliminate bias in the
data. Moreover, machine learning algorithms are adaptive filters that smooth out the
effects of outliers in the data, but these outliers could be minority groups that the
trained system will consequently be less able to recognise. The resulting decision
algorithms also lack transparency, since learning results in large matrices of numbers
that are then used to generate the decisions. In civil society, this has proved to create
bias in many domains such as juridical decisions, policing, mortgage loans, passport
application and short-listing for jobs.

It is difficult to see how such algorithms could possibly be considered for a role in
making decisions about who to target with automated weapons systems. This poses
a particular problem for their use in counter-terrorism activities and border control.
For example, face recognition algorithms are good at recognising the white males
that form the majority of their training data and much worse at recognising black
and female faces [27]. It is unlikely that the data used to train weapons systems to
recognise particular individuals, or classes of people, will be trained with sufficiently
representative sets of data to eliminate the problems of racial, gender and cultural
biases.

4 Deception in Armed Conflict

In the US Army’s FM-90 manual, [28] there is clear recognition of the need for
deception to achieve operational advantage. It provides an account of 10 maxims
to be followed, which includes, ‘Cry-Wolf’ and ‘Magruder’s principles’. The ‘Cry-
Wolf’maxim represents the idea of desensitising the enemy to the likelihood of attack
by repeated false alarms. For instance, in the week before the Pearl Harbour attack
there had been 7 reports of Japanese submarines in the area, all of which turned out
to be false. ‘Magruder’s principles’ refer to the exploitation of existing perceptions,
and the notion that it is easier to strengthen an existing belief than to create a new
one. In the D-day invasion, Hitler and his advisers were known to expect invasion in
the Pas-de-Calais region, and efforts were made to strengthen this expectation.

The Joint-Publication JP3-13.4 [29] of the US forces identifies four basic tech-
niques of military deception: (1) Feints (offensive action conducted to deceive the
adversary about the location and or time of themain offensive action); (2)Demonstra-
tions (a show of force without adversarial contact); (3) Ruses (deliberately exposing
false or confusing information for collection by the adversary); and (4) Displays
(simulation or disguising of capabilities which may not exist). As also discussed
in that publication, military deception can involve electronic warfare. Electronic
warfare has three major subdivisions: electronic attack (EA), electronic protection
(EP) and electronic warfare support (ES). Camouflage and concealment are distin-
guished from military deception in JP3-13.4, although described as being able to
support it by providing protection for activities.
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Guides to deception for the military also refer to forms of deception that are
against the laws of war, termed ‘acts of perfidy’, (Article 37 (1) Additional Protocol
1, [30]). Ruses of war; ‘acts which are intended to mislead an adversary or to induce
him to act recklessly’, are not prohibited (Article 37 (2) Additional Protocol 1, [30]).
Prohibited acts of perfidy are deceptions that lead the enemy to the false belief
that they are entitled to, or are obliged to accord, protected status under the law of
armed conflict. They include the use of vehicles marked with a red cross or a red
crescent to carry armed combatants, weapons or ammunition, and the use in combat
of false flags, insignia or uniforms. They are against the laws of war because they
undermine the effectiveness of protective signals and jeopardise the safety of civilians
and non-combatants.

Although some military guides distinguish between forms of deception, and
camouflage and concealment, other accounts categorise camouflage as a form of
deception [31]. Discussions of deception often hinge on the intentional deception
of a human mind, or minds. In terms of the military, this might be the mind of the
commander in charge of operations, or it might be the minds and perceptions of
combatants on the ground. A slightly different account of deception arises when
considering how AWS might be deceived.

The absence of human control of AWS necessitates a changed perspective on
the notion of deception that has not yet made its way into military manuals. If, for
instance, the sensors and programs of the autonomous weapons were subjected to
deceptive strategies and, as a result, were to attack ‘friendly’ targets, or to plunge
into the sea, this would not represent a deception of the humanmind in a direct sense.
As autonomous weapons, after they had been activated, they would have selected
and attacked the targets without any human intervention. Should examples of AWS
being disrupted in this way be described as deception? To answer this question, we
need to re-examine what is meant by ‘deception’.

Aswe have already seen, the emphasis inmilitarymanuals and guides to deception
of adversaries is on misleading the mind or minds of the enemy. But in the AWS
examples above, human minds are not directly deceived. They could be said to be
indirectly deceived, in that the operational commander’s intended target may not
have been hit. But this is not the more straightforward version of deception assumed
in the manuals. Is it still appropriate to use the term ‘deception’ here?

4.1 So, What Is Deception and Could a Weapon Be Deceived?

Some definitions of deception require a person to have been deceived, and also that
intention is involved. For instance, Carson [32] defines deception as ‘intentionally
causing someone to have false beliefs.’ For him, deception can be distinguished from
lying because deception implies success and that someone has been successfully
caused to have false beliefs. A person who lies may not deceive the person to whom
they lie. Zuckerman et al. [33], in a psychological investigation of deceptive commu-
nication, also define deception as requiring a human to have been deceived: deception
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is ‘an act that is intended to foster in another person a belief or understanding which
the deceiver considers to be false’.

Intentional deception can be undertaken with the aim of benefitting the deceiver.
As well as examples of military deceptive strategies, there are others such as internet
scams, or phishing attempts to gain information about someone’s bank details. Of
course, it is also possible that a person or persons might intentionally deceive others
with the aim of helping or improving their quality of life. Bok [34] gives several
examples of deceptions created with good intentions, including placebos, and white
lies.

Deception can also occur without intention as we have argued elsewhere [35].
Bok [34] points out various situations in which people might deceive without having
intended to do so. They might deceive others by conveying false information in the
belief that it is true. Deception also arises without intention in the natural world. In
such cases, it is usually to the benefit of the deceiver. Bond and Robinson [36] define
deception in the natural world as ‘a false communication that tends to benefit the
communicator’. Examples include camouflage, mimicry, death feigning and distrac-
tion displays. Camouflage canmake creatures less visible to their predators.Mimicry
is used, for instance, by the edible viceroy butterfly which has the markings of the
inedible monarch butterfly, and by the brood mimicry of the cuckoo. Death feigning
as an anti-predator adaptation occurs in a range of animals, and distraction displays
to draw attention away from nests and young are found in birds and fish. As Gerwehr
and Glenn [37] point out, deception is used in the natural world ‘both to acquire
dinner and to avoid becoming dinner’.

AWS could be used intentionally by humans in deceptive strategies. And, of
course, programmed (or trained) computer algorithms do not have minds and thus
cannot by themselves form an intention to deceive. But although they cannot inten-
tionally deceive, they might be disrupted by deceptive strategies. We choose to
describe AWS here as being deceived, despite our uneasiness about possible anthro-
pomorphic language. In the present context, it is useful to use the term ‘deception’ as
a shorthand to describe the situations in which the operations of AWS are disrupted,
by either intentional or unintentional deception, and by deceptive strategies. More-
over, by saying that AWS can be deceived, we by no means wish to imply that they
can be held responsible or accountable for their operations. At all times, responsi-
bility for the behaviour of weapons rests with the humans who develop and use them
(see e.g. [38]).

5 Deception and AWS

There are various ways inwhichAWS could be used to create a deception in the sense
of some of the examples of military strategy described earlier. AWS are autonomous
once launched, but the military can still be involved in decisions about when and
where to deploy them. This is the case even if the weapons are set up to automatically
launch when incoming missiles are detected—a decision has still been made by
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humans to set them up in this way. AWS could be launched in an area as a feint:
mounting an attack in an area to distract an adversary from an attack being prepared
elsewhere. They could be launched as a demonstration, or show of force, attacking
buildings or locations in order to create the impression of technological superiority.
Of course, terrorists, non-state actors, and insurgents could also make use of AWS
in a similar manner.

The more serious humanitarian risk is that deceptive strategies could be used
against AWS to disrupt the behaviour of the machines. Humans are endlessly inven-
tive and creative, and there is little reason to expect that the human targets of AWS
will passivelywait to be killed. Terrorists, insurgents, non-uniformed combatants and
non-state actors are going to invent ways of deceiving and derailing AWS. Johnson
[39] details the many adaptations and innovations of the Taliban in Afghanistan in
the asymmetric warfare conducted there. Al Qaeda are known to make use of denial
and deception strategies [40], and in 2013 Al Qaeda counter-drone manuals were
discovered in Mali, detailing 22 steps for avoiding drone attacks [41]. Bolton [42]
states ‘People are too messy, unpredictable, clever and tricky to meet the assump-
tions programmed into military technology’. He gives as examples the ways that
Vietnamese communist soldiers spoofed the electronic detectors dropped from US
warplanes onto their paths through the jungle: ‘they sent animals down the trail,
placed bags of urine next to so-called “people sniffers’, and played tapes of vehicle
noises next tomicrophones—prompting computerized bombers to unload explosives
onto phantom guerrillas’.

It is easy to underestimate the technological ingenuity of low-tech actors. A
good example was the US military capture of Shia militants with laptops containing
many hours of video footage taken from US drones. They had used software called
Skygrabber, available on the internet for $26 dollars, for downloading music and
video [43].

Hezbollah carried out similar operations against Israeli forces as far back as 1996
when they used photographic evidence taken froman Israeli drone of an Israeli attack.
Hezbollah also claimed that they had used analyses of Israeli drone footage to plan
ambushes, such as the “Shayetet catastrophe” in which 12 Israeli commandos were
killed (the method they used to hack the drone signals remains unknown) [44].

An important motivation, for those likely to be subject to an attack from AWS,
would be to cause them to select targets that reduced the risk of harm to either
combatants or civilians. For instance, if they were deceived into attacking dummy
buildings instead of military installations, expensive fire power could be drawn and
exhausted. Similarly, it would be advantageous to findways of camouflagingmilitary
targets from sensors such that theywere shielded fromattack.Adeception that caused
AWS to target neutral, or protected installations such as hospitals could create an
effective public relations coup for a terrorist group (although it is not clearwho should
or would be held responsible in such a case). Of course, some forms of deception
could have unwanted humanitarian consequences. For instance, if it was known that
AWS were programmed to attack vehicles with the heat signature of tanks, efforts
could bemade tomodify the tanks’ heat signature to resemble that of buses or lorries.
But the unwanted consequence of this could be a subsequentmodification to theAWS
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sensors so that they targeted vehicles with the signature of buses or lorries, leading to
wider devastation. This would be an example of the ‘monkey’s paw’ effect discussed
in military accounts of deception, whereby seemingly effective deceptions result in
unintended harmful side effects.

How could AWS be subject to deception? Once launched, they are dependent
on their sensors and image recognition systems to detect the targets they have been
programmed to attack. These are unlike human sensing systems and can be disrupted
in ways that humans cannot even sense such as by means of high frequency sounds,
bright lights, 2D images or even small dots that are entirely meaningless to us (see
e.g. [45]).

There is growing awareness of the limitations of image recognition systems [46]
and the risks that they could be unintentionally deceived or mistaken. For instance,
problems with the sensors and image recognitions systems of autonomous cars have
resulted in several Tesla crashes. Known objects in unexpected positions, such as
a motorcycle lying on the ground, may not be recognised [47]. Self-driving cars
and their sensors and software are known to have difficulties with rainy and snowy
conditions [48]. In 1983, the sensors on Soviet satellites detected sunlight glinting
on clouds and the connected computer system misclassified the sensor input as the
engines of intercontinental ballistic missiles. It warned Lieutenant Colonel Petrov of
an incoming nuclear attack—an unintentional deception [12].

Existing limitations are likely to be magnified by intentional efforts to mislead
and confuse those sensors and image detection programs. The seemingly sophisti-
cated sensors of AWSmight be able to penetrate camouflage designed to fool human
sensors. But, at the same time, available knowledge about the properties and limita-
tions of the sensors used in computer control and classification could make it easy
to hide from and misdirect AWS in ways that a human would not even notice.

There is a great deal of interest in the development of adversarial images. These
are images that confuse image recognition systems trained using machine learning.
For example, an adversarial image that to a human eye looks like a turtle can be
perturbed by adding visual noise so that it is recognised by an image classification
system as a rifle instead [49]. Adversarial images have been discussed in the context
of autonomous cars—in one example, stickers added to a ‘Stop’ sign led to it being
classified as a 45 mile speed limit sign [50]. There is research into ways of making
classification systems resilient to adversarial images, for instance by training them
to recognise them as adversarial, but it is not clear how successful this would be, and
constant retraining would be needed to respond to new adversarial developments.

Another form of deception that risks AWS being directed to the wrong targets is
‘spoofing’ by sending a powerful false GPS signal from a ground base. This could
cause AWS to mislocate and be guided to crash into buildings. Image classification
systems could also be misled through the use of perfidious markers—such as placing
a red cross on a military vehicle to prevent it from being targeted. In the light of
adversarial images, it might be possible to mark such vehicles in a way that was
picked up by an AWS yet was undetectable by the human eye. Other forms of
perfidy are possible: for instance, if it were known that AWSwould not target funeral
processions, military manoeuvres could be disguised as funeral processions. Or if
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they were programmed to avoid targeting children, combatants could walk on their
knees.

Of course, human eyes might also be deceived by such disguises, but AWS are
dependent on their programming, the limitations of the sensors and on the program-
mers having anticipated a deception from the infinite number possible in conflict.
Humans can be susceptible to deception, but they also have an understanding of
human social situations and would be able to interpret a social gathering in the way
that a weapon could not. Also, in the fog of war, there is the possibility that humans
might intuit that something was amiss. When Lieutenant Colonel Stanislov Petrov
was on duty in 1983 at the Russian nuclear detector centre, he decided not to trust
the repeated warnings from the computer about an incoming nuclear attack from the
US. He did not initiate a retaliatory nuclear strike and correctly reported it as a false
alarm [11, 12].

This problem of the lack of human intuition and understanding by AWS, robots,
and computer systems stems from the same technological (or metaphysical) short-
comings as those that result in the inability to adhere to the principles of discrimina-
tion and proportionality. It is another manifestation of the limitations of programmed
or trained algorithms. There is a risk that AWS will be misled by the inputs they
receive, and that they will have already attacked before any human has had the
opportunity to sense that something is not right and that a mistake is about to be
made. The speed at which such weapons are likely to operate (an argument some-
times used in their favour) exacerbates this risk and means that even when humans
see that something is going wrong, they will be powerless to stop them.

Another problem with AWS, mentioned earlier, is the danger of unpredictable
interactions between different algorithms. As explained by Sharkey [11, 35], the
algorithms controlling AWS will be kept secret from the enemy. That means that
it is impossible to know what will happen when two or more top-secret algorithms
from opposing forces meet each other. Apart from the unknown interactions, the
algorithms could be programmed for deceptive strategies such as feinting or sensor
disruption.

Not only are there reasons to fear the unpredictable effects of different algo-
rithms interacting, there is also the problem of unexpected interactions between the
programming of the AWS and unanticipated environmental situations. In software
testing, it is well known that bugs and errors will remain in code. As programmed
entities it is impossible to test AWS for their behaviour in all of the unanticipated
circumstances that can arise in conflict. And it is impossible to ensure that their
behaviour will not be catastrophic in an environment of deceptive strategies.

6 Conclusions

It is clear that a major weakness of autonomous weapons systems is that their sensors
and image processing systems are vulnerable to exploitation for the purposes of
deception. We argue that their application in the field would be subject to large scale
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deception by enemy forces. Not only could the sensors that control themovement and
target selection of AWS be misled through their limitations, their incoming informa-
tion could be deliberately distorted by the enemy to alter attack strategies. Deceptions
of AWS could result in wasted firepower, missed targets, and ‘friendly’ casualties and
mishaps. The high speed at which AWS will operate and their autonomous nature,
would make it difficult, perhaps impossible, for military commanders to prevent
mistaken targeting even if they were to become aware of it. There is already a well-
established set of arguments against AWS. Now add the risks of deception, and
the impact that this would have on civilian populations and infrastructure, and the
urgency is clear for an international legally binding prohibition treaty that compre-
hensively bans the development, production and use of weapons that operate without
meaningful human control.
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