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Abstract Over the last few years, machine learning has revolutionized countless
areas and fields. Nowadays, AI bears promise for analyzing, extracting knowledge,
and driving discovery across many scientific domains such as chemistry, biology,
and genomics. However, the specific challenges posed by scientific data demand
to adapt machine learning techniques to new requirements. We investigate machine
learning-driven scientific data analysis, focusing on a set of key requirements. These
include the management of uncertainty for complex data and models, the estimation
of system properties starting from low-volume and imprecise collected data, the
support to scientificmodel development through large-scale analysis of experimental
data, and the machine learning-driven integration of complementary experimental
technologies.

1 Introduction

Managing scientific data poses unique and challenging problems. In particular, the
volume, complexity and heterogeneity of the available data has led to an increasing
relevance of data-drivenmethodologies to integrate, process and analyze it. Tomatch
the ambitious application goals, the complex and high-dimensional data sources and
the quality issues characterizing this data, increasingly sophisticated methods have
been proposed, with a central role played by artificial intelligence (AI). Machine
learning (ML) and deep learning-based methods are revolutionizing applications
which have been consolidated for years [3, 16, 17] or enabling totally new directions
in tandem with new technological progresses [7].

This combination, even tough extremely promising, is not without challenges,
and requires an adaptation process on both sides [16]. On the one side, progresses
in AI have lead to rethinking consolidated fields such as drug discovery [3] and
medicinal chemistry synthesis [17], just to name a few. On the other, the specificities
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of scientific data and individual fields demand the development of new methods or
the adaptation of existing ones.

This work goes in the direction of exploring ML techniques for scientific data
analysis, investigating how they can be tailored to the needs of the data in this
context. In doing this, it focuses on a set of case studies spanning chemistry, biology
and genomics. The common thread of this research is the set of challenges posed by
scientific data, including quality limitations, experimental uncertainty, low volume,
and complementarity of the available sources in terms of modalities, resolutions or
measured ranges. Additionally, while complete and structured descriptions can exist
in some cases, data ontologies are often only partial, evolving and semi-structured.
In view of this, it appears relevant to investigate ML-driven methods and systems
specifically tailored to scientific data management and analysis.

This is an interdisciplinary research that, focusing on the challenges emerging
in fields such as chemistry, genomics and biomedical research, investigates ML-
driven techniques to face a set of identified requirements: (1) the management of
uncertainty for complex data and models such as deep neural networks (DNNs),
(2) the estimation of system properties starting from imprecise, low-volume and
evolving data, (3) the continuous validation of scientific models through large-scale
comparisons with experimental data and (4) the unsupervised integration of multiple
heterogeneous data sources related to different technologies to overcome individual
technological limitations. Common to virtually all fields driven by experimental data,
these requirements are faced through a set of case studies.

This chapter presents the main results included in the Ph.D. thesis [12]. In the
following, each section focuses on one of the directions previously mentioned. Each
direction is investigated in the context of a specific scientific application scenario,
but results are general and can be easily extended to other domains.

2 Uncertainty Estimation and Domain of Applicability for
Neural Networks

Experimental data are always characterized by some level of intrinsic variability
and imprecision. Models trained on those data inherit that uncertainty and are also
affected by another kind of uncertainty that comes from insufficient training sam-
ples, often difficult to quantify, especially for complex models such as DNNs. For
these reasons, modeling uncertainty in DNNs has recently attracted great interest
and currently represents a major research direction in the field [5]. Accounting for
uncertainty does not only mean outputting a confidence score for a given input. It
also means changing the way predictions are made, taking into account the concept
of “unknown” during the training and/or inference phases, and making sense of the
resulting uncertainty estimates, which need to reflect and satisfy some principles to
be really useful and trustworthy for the users. The latter point is especially important
since it has been shown that modern neural networks, even though really accurate,
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are often “over-confident” in their output probabilities (e.g., a DNN could say that a
certain image is 99% likely to be a cat, while the true observed confidence is much
lower) [5]. Recent progresses on uncertainty estimation in DNN emerged in the
computer vision field, mainly focusing on convolutional neural networks (CNNs).
In that context, uncertainty prediction is often studied to overcome interpretability
and safety limitations of modern computer vision applications such as autonomous
driving [6].

Whenwe consider scientific data and applications, uncertainty estimation assumes
a unique relevance. Experimental datasets are often comparatively small (being
costly to generate), sparse, and affected by various kinds of inherent imprecision
such as experimental errors, lack of coherent ontologies, and misreporting [16]. On
top of this, common requirements of scientific applications put particular empha-
sis on uncertainty. For example, drug discovery is strictly related to exploring the
“uncharted” chemical space and, therefore, estimating the uncertainty over such pre-
dictions is crucial since there will always be a knowledge boundary beyond which
predictions start to degrade. In such cases, uncertainty estimation becomes strictly
related to the problem of defining a domain of applicability for a model [13].

We study this problem in the context of molecular property prediction, formally
referred to as Quantitative Structure-Activity Relationship (QSAR). In the last few
years, pioneering neural network architectures for QSAR, such as graph neural net-
works (GNNs), have been proposed. Such models, combined to an increasing avail-
ability of data and computational power, have led to state-of-the-art performance for
this task. However, these models are still characterized by some key limitations, such
as interpretability and generalization ability [16].

In this respect, we investigate how uncertainty can be modeled in DNNs, theo-
retically reviewing existing methods and experimentally testing them on GNNs for
molecular property prediction. In parallel, we develop a framework to qualitatively
and quantitatively evaluate the estimated uncertainties from multiple points of view.
An overview of the methodology is shown in Fig. 1.

2.1 A Bayesian Graph Neural Network for Molecular
Property Prediction

Uncertainty can be the result of inherent data noise or could be related to what the
model does not yet know.These twokind of uncertainties—aleatoric and epistemic—
can be combined to obtain the total predictive uncertainty of the model. We extend
a GNN to model both uncertainty components.

When not explicitly modeled, the inherent observation noise is assumed constant
for every observed molecule. However, this assumption does not hold in many real-
istic settings, where input-dependent noise needs to be modeled, such as chemistry
applications. Data-dependent aleatoric uncertainty is referred to as heteroscedastic
and its importance for DNNs has been recently highlighted [6]. Since aleatoric uncer-
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Fig. 1 Overview of the methodology described in [13]. Reprinted with permission from G. Scalia,
C. Grambow, B. Pernici, Y-P. Li, W. H. Green, J. Chem. Inf. Model. 2020, 60, 6, 2697–2717.
Copyright 2020 American Chemical Society

tainty is a property of data, it can be learned directly from the data adapting themodel
and the loss function. However, aleatoric uncertainty does not account for epistemic
uncertainty. This can be overcome by performing Bayesian inference, through the
definition of a Bayesian neural network.

In a Bayesian neural network the weights of the model θ are distributions learned
from training dataD, instead of point estimates, and therefore it is possible to predict
the output distribution y of some new input x through the predictive posterior dis-
tribution p (y | x,D) = ∫

p (y | x, θ) p (θ | D) dθ . Monte Carlo integration over M
samples of the posterior distribution can approximate the intractable integral, how-
ever, obtaining samples from the true posterior is virtually impossible for DNNs.
Therefore, an approximate posterior q (θ) ≈ p (θ | D) is introduced. A common
technique to derive q (θ) is variational inference (VI). Approximate VI can scale
up to the training-intensive large datasets/models of modern applications. Major
examples of techniques of this type are MC-Dropout and ensembling-based meth-
ods. In [13], different techniques have been experimentally compared.

Experimental results on major public datasets [13] show that the computed uncer-
tainty estimates allow correctly approximating the expected errors in many cases,
and, in particular, when testmolecules are comparatively similarwith respect to train-
ing molecules. When this is not the case, uncertainty tends to be underestimated, but
it still allows ranking test predictions by confidence. Moreover, experiments show
how modeling both types of uncertainty is in general beneficial, and that the rela-
tive contribution of each uncertainty type to total uncertainty is dataset dependent.
Additionally, it has been shown how modeling uncertainty has a consistent positive
impact on model’s accuracy.

The methodology, experimental results and additional analyses are detailed in
[13] and in Chap.3 of [12].
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3 Machine Learning Estimation of System Properties from
Uncertain, Low-Volume Data

ML methods are commonly used to learn a model of the data (in terms of inputs or
inputs/outputs). Generally speaking, every ML model can be thought as a model of
the observed data, and, therefore, as an estimator of a function of the data distributions
[4]. This definition is general and includes both supervised and unsupervised tasks.

However, in many scientific settings the ultimate goal is not learning a model
of the data, but using the data to learn something about the underlying system that
has generated it. The way scientific data and ML techniques can be used in such
contexts necessarily changes and is generally less investigated. This direction is
characteristic of scientific domains, and it is also hindered by all the various types
of quality limitations characterizing data in this context, such as imprecision and
scarcity [9].

We explore the problem of estimating some properties of a system (e.g., a biolog-
ical system) starting from imprecise, low-volume data. As a case study, we consider
biological systems characterized by some kind of internal information exchanges,
andwe develop aML-drivenmethodology to estimate the optimalway of transferring
information given as input a set in-silico/in-vitro experiments for the system.

3.1 A Machine Learning-Driven Approach to Optimize
Bounds on the Capacity of a Molecular Channel

We consider biological systems characterized by some kind of internal infor-
mation exchange. Such exchange can be described from a communication point of
view, allowing defining a capacity for the communication channel (which, in this
case, is a molecular channel). We face the problem of estimating this capacity, which
is strictly related to estimating the optimal way of transferring information in the
system, only using a set of inputs/outputs for the system, that can be, for example,
the result of in-silico/in-vitro experiments. This is particularly useful since, for many
biological systems, an analytical or statistical description does not exist, but datasets
of inputs/outputs can be easily obtained.

We propose a novel methodology that frames the estimation of the capacity as
the optimization problem of finding an upper and a lower bound on the true value.
The bounds are optimized starting from the data and using an evolutionary iterative
algorithm. Being estimated from the data, the accuracy of the resulting interval is
affected by the uncertainty and the volume of the available data. Therefore, particular
emphasis has been placed on overcoming data scarcity and managing uncertainty in
the available biological data. On overview of the methodology is shown in Fig. 2.

Two fundamental factors hinder the optimization procedure, and are addressed
by the proposed methodology:
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Fig. 2 Overview of themethodology presented in [10]. Using an iterative evolutionary optimization
algorithm and a DNN-driven augmentation strategy, the proposed methodology converges to tight
capacity bounds. © 2021 IEEE. Reprinted, with permission, from F. Ratti, G. Scalia, B. Pernici
and M. Magarini, “A Data-driven Approach to Optimize Bounds on the Capacity of the Molecular
Channel”, GLOBECOM 2020 - 2020 IEEE Global Communications Conference, Taipei, Taiwan,
2020, pp. 1–7

• The biological model is a black-box: an analytical characterization of its behavior
is not known, and therefore an analytical formulation of the bounds does not
exist. This prevents the usage of exact or gradient-based optimization algorithms.
We overcome this issue with two complementary solutions: (1) evaluating the
bounds functions directly on the data, and (2) using a derivative-free optimization
algorithm (the Covariance Matrix Adaptation Evolution Strategy (CMA-ES)).

• Given the fact that biological simulations are heavily time consuming, we cannot
rely on on-demand simulations to approximate any possible input distribution
during the execution of iterative optimization algorithm. We address this issue
by using a set of previously generated simulations as input of a DNN-based data
augmentation module.

The proposed methodology is experimentally evaluated on a in-silico system
composed of two prokaryotic cells. The methodology and the experimental results
are detailed in [10] and in Chap.4 of [12].
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4 Data-Driven Validation and Development of Scientific
Models

In many scientific settings, models are developed independently and externally with
respect to the collected data and the empirical observations (for example, in principle-
based models). These models are not designed directly from the data, but exper-
imental data still have a key role in the development/validation/refinement cycle.
Necessarily, the role of ML methods in this context changes. Indeed, in this context
they primarily take a validation role, supporting the development cycle of the model
leveraging the available data.

The sharing of scientific data has greatly increased in the last decade, leading
to open repositories in many different scientific domains, also thanks to specific
initiatives and guidelines [18]. However, it was recently discussed how data sharing
practices have received far more study than has data reuse, and that data sharing
and open data are not final goals in themselves, but the real benefit is in data reuse,
which is “an understudied problem that requires much more attention if scientific
investments are to be leveraged effectively” [8]. However, in order to reuse datasets
from multiple sources, a series of challenges must be addressed.

We discuss the design of a framework to manage the development, validation and
refinement cycle of scientific models taking advantage of large amounts of scientific
data (experiments) extracted from the literature. As a case study we consider chem-
ical kinetics models, which determine the reactivity of fuels and mixtures, but the
approach taken is general and domain-agnostic.

4.1 Towards an Integrated Framework to Support Scientific
Model Development

Weinvestigate this direction froman information systemspoint of view, discussing
the requirements and an architecture for the framework. Moreover, we develop a
prototype to better analyze the framework’s requirements, that relies on a service-
oriented architecture and provides a set of functions to import experiments and mod-
els, automatically run simulations and compute global validation indices/statistics.

The design of an integrated framework (see Fig. 3) to support model development
through large-scale automatic validation on published experimental data requires
addressing a set of use case [14, 15]. Those include: (1) the acquisition of new
experiments, guaranteeing consistency, uniqueness and quality, (2) the simulation of
experiments through available models, that requires automatically interpreting and
handling data and models, (3) cross comparisons and global validations, including
model/experiment validation through large-scale comparison, also supported by ML
techniques, (4) managing changes in models, tracking and supporting the develop-
ment through a continuous validation approach.
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Fig. 3 Overview of the architecture of the SciExpeM framework, highlighting the main logical
components. Reprinted from G. Scalia, M. Pelucchi, A. Stagni, A. Cuoci, T. Faravelli, B. Pernici,
Towards a scientific data framework to support scientific model development, Data Science, 2 (1–2),
IOS Press, 2020 with permission from IOS Press. The publication is available at IOS Press through
http://dx.doi.org/10.3233/DS-190017

The SciExpeM framework [14] has been designed to support these use cases,
automatizing theprocesses of acquiring, interpreting, simulating andcross-comparing
models and experiments. SciExpeM provides model validation functionalities sup-
ported by large scale data aggregation and data analysis tools. Analysis tools include
outlier detection, clustering and statistical correlations. Examples of outcomes that
can be achieved through SciExpeM include: (1) finding potential errors in the exper-
imental data through cross-comparisons with other experiments/models (also iden-
tifying possible causes for such errors), (2) tracking models, highlighting their per-
formance over different versions with respect to a set of experiments and identifying
critical areas, (3) identifying models/experiments remarkably different with respect
to others available in the system to be validated.

The SciExpeM framework has been first studied in [15], and then largely extended
in [14]. Chapter 5 of [12] details the main results.

http://dx.doi.org/10.3233/DS-190017
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5 Unsupervised Deep Learning-Driven Integration of
Multiple Sources

Data integration has been a central research direction across many fields and from
different perspectives for decades, with applications in countless areas. Nonetheless,
integration in the context of scientific data is still considered a fundamental challenge
to be addressed. For example, the “integration of single-cell data across samples,
experiments, and types of measurement” has been very recently highlighted as one
of the main challenges in single-cell data science [7].

One limitation of traditional integration techniques is that of being mostly rule-
driven. Instead, data-driven (including ML-driven) methodologies can address the
lack of ontologies and complete descriptions of the underlying phenomena, not
requiring strong a priori assumptions about the available data sources (in terms of
quality, available modalities, etc.). Moreover, they can help exploit complementary
strengths of the available data sources and enable context-aware analysis.

In the scientific domain, data integration is often an enabler for other activities.
Integration can help overcoming data scarcity and quality issues, thus indirectly
improving downstream data-driven applications which rely on large, high-quality
datasets [16]. Integration can also allow overcoming technological limitations hin-
dering next-generation applications. For example, creating comprehensive andmulti-
scale biological atlases at single cell resolution of the human body is currently rec-
ognized as next frontier to understand cellular basis of health and disease [11].
However, a single experimental technology for doing that currently does not exist:
multiple technologies capturing different aspects, scales andmodalities are available.

We investigate this problem designing a novel methodology, named Tangram [1],
to (1) integrate transcriptomes of cells, overcoming limitations of existing single-cell
RNA sequencing technologies, and (2) relate cellular features to the histological and
anatomical scales through integration in the anatomical space.We showhow, starting
from complementary experimental datasets obtained through different technologies
characterized by different limitations, it is possible to address the individual techno-
logical limitations via integration. The proposed methodology is unsupervised and
requires minimal domain knowledge.

5.1 Machine Learning-Driven Alignment of
Spatially-Resolved Whole Transcriptomes with Tangram

We tackle integration challenges posed by the creation of high-resolution cell atlases
from two complementary perspectives: (1) learning an alignment between experi-
mental data measured through different technologies and (2) learning an anatomical
manifold from a pre-existing atlas that allows the integration of the new data. For
example, given a tissue for which we have collected single-cell RNA-sequencing
data, Spatial Transcriptomics data (not necessarily at single-cell resolution) and his-
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tological images, we can (1) integrate single cells and Spatial Transcriptomics data,
obtaining a high-quality cell-resolution map of all the genes for the tissue and (2)
integrate the obtained transcriptomes to an existing organ-level or human-level cell
atlas using the histological images. For both these directions the methodology pro-
posed is fully data-driven, unsupervised, does not require previously defined rules
and does not make strong assumptions about the available data sources. For example,
the method is flexible with respect to the number and the type of measured genes,
the available experimental sources, and the quality of thedata (indeed, Tangram can
improve data quality through integration).

Intuitively, the way Tangram achieves integration resembles a puzzle game. Tan-
gram uses single cell RNA-sequencing data as “puzzle pieces” to align in space to
match “the shape” of the spatial data. From the learned mapping function, Tangram
can (1) expand from a measured subset of genes to genome wide profiles, (2) correct
low-quality spatial measurements, (3) map and show the location of cells of different
types in space, (4) infer the mixture of cells collectively measured through low res-
olution measurements, and (5) align multi-modal data at single cell resolution using
transcriptomics data as a bridge. Technically, Tangram is based on the optimization
through gradient descent of an “alignment” function that allows obtaining a “map-
ping”, through which two complementary transcriptomics datasets are aligned. The
integration at the histological and anatomical scales is achieved building a latent
space as a proxy of a similarity metric through a Siamese neural network with a
semantic segmentation algorithm.

Through a large set of experiments using various datasets measured with differ-
ent technologies, we show how Tangram can be used to improve the resolution, the
throughput, the quality and the available modalities of the starting datasets via inte-
gration. As a final case studywe show howwe can learn a histological and anatomical
integrated atlas of the somatomotor area of the healthy adult mouse brain starting
from publicly available datasets and atlases [1]. Additionally, Tangram has been used
in conjunction with other computational methods to provide a global picture of the
regulatory mechanisms that govern cellular diversification in the mammalian neo-
cortex [2]. Details about the Tangram method and the experimental results can be
found in [1] and in Chap.6 of [12].

6 Conclusion

In this work we have investigated different facets of knowledge extraction from
scientific data, focusing on ML methods and the specific challenges posed by scien-
tific and experimental data analysis. Over the last few years, machine learning has
been a game-changing technology across countless areas and fields. However, the
specific features of scientific data demand to adapt these techniques to new require-
ments and roles. This research investigated several of these requirements, including
the role of experimental uncertainty in data modeling, the ML-driven inference of
biological systems properties, the role of ML in supporting data-driven scientific
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model development, and the ML-driven integration of complementary experimental
technologies. The choice of considering multiple application scenarios (spanning
chemistry, biology, and genomics) in this work derives from the objective of explor-
ing these challenges under multiple point of views. Research on this topic is growing
at a staggering rate and is opening up directions for many areas in ML.
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