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Abstract. Detection of bottom strongly connected components (BSCC)
in state-transition graphs is an important problem with many applica-
tions, such as detecting recurrent states in Markov chains or attractors
in dynamical systems. However, these graphs’ size is often entirely out of
reach for algorithms using explicit state-space exploration, necessitating
alternative approaches such as the symbolic one.

Symbolic methods for BSCC detection often show impressive perfor-
mance, but can sometimes take a long time to converge in large graphs.
In this paper, we provide a symbolic state-space reduction method for
labelled transition systems, called interleaved transition guided reduction
(ITGR), which aims to alleviate current problems of BSCC detection by
efficiently identifying large portions of the non-BSCC states.

We evaluate the suggested heuristic on an extensive collection of 125
real-world biologically motivated systems. We show that ITGR can eas-
ily handle all these models while being either the only method to fin-
ish, or providing at least an order-of-magnitude speedup over existing
state-of-the-art methods. We then use a set of synthetic benchmarks to
demonstrate that the technique also consistently scales to graphs with
more than 21000 vertices, which was not possible using previous methods.
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1 Introduction

Finding strongly connected components (SCCs) is a basic problem in graph
theory. It is impractical or even impossible for large graphs to find SCCs using
explicit depth-first search, motivating the study of symbolic SCCs computation.
The structure of SCCs in a graph is captured by its quotient graph, obtained
by collapsing each SCC into a single node. This graph is acyclic, thus defines a
partial order on the SCCs. Bottom SCCs (BSCCs) are SCCs corresponding to
leaf nodes in the quotient graph (alternatively referred to as Terminal SCCs).

Detection of BSCCs is an important problem with many applications. For
example, in Markov chains and Markov decision processes, the recurrent states
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belong to terminal SCCs [1,11,38]. In LTL model checking, the detection of bot-
tom SCCs is used during the decomposition of the property automaton to speed
up the model checking procedure [52]. Another example of an application where
detection of BSCCs is crucial is detecting non-terminating sections of parallel
programs written in C or C++ [55]. In models of dynamical systems, which are
of our primary interest, BSCCs correspond to so-called attractors that determine
the long-term behaviour of the system [43]. Identification of attractors has many
important applications, including communication protocols [4,47], systems biol-
ogy [31,40], mathematical physics [26], ecology [54], epidemiology [42], etc. In
biology, the possibility of reaching a particular phenotype of a living cell is indi-
cated by the presence of a specific attractor [40]. The knowledge of attractors
then unlocks the path towards cell control [33], reprogramming [49] and even
regenerative medicine [17]. Consequently, detection of BSCCs is a fundamen-
tal task important not only in computer-aided verification but also many other
disciplines.

Our motivation to develop a new symbolic approach to find BSCCs comes
from the need to handle extremely large graphs representing labelled transition
systems that encode the behaviour of complex real-world concurrent processes.
In particular, assuming we deal with finite-state systems, such large transition
systems are typically generated from models encoded in a compact formalism
such as process calculi, Petri nets, Boolean networks [32,57], their combina-
tions [6] or other higher-level modelling languages. For such transition systems,
the limits of general symbolic SCC algorithms also define the limits of realistic
applications.

In most cases, the size of a transition system generated from a model is expo-
nential in the number of concurrently interacting entities. For example, in the
case of biological systems, the number of entities is typically ranging from several
hundred to hundreds of thousands. Despite strong simplifications employed at
the side of models, the size of respective transition systems rarely falls below 106

states and is usually much bigger [23,27,44]. Thus, the need to tackle large tran-
sition systems gives us a solid motivation to revisit the algorithmics for BSCC
detection.

In general, it is possible to find all BSCCs as a part of a general SCC
decomposition algorithm. There is a rich history of research on computing SCCs
symbolically. An algorithm based on forward and backward reachability per-
forming O(n2) symbolic steps was presented by Xie and Beerel in [59]. Bloem
et al. present an improved O(n · log n) algorithm in [7]. Finally, an O(n) algo-
rithm was presented by Gentilini et al. in [25]. This bound has been proved to be
tight in [16]. In [16], the authors argue that the algorithm from [25] is optimal
even when considering more fine-grained complexity criteria, like the diameter
of the graph and the diameter of the individual components. Ciardo et al. [62]
use the idea of saturation [20] to speed up state exploration when computing
each SCC in the Xie-Beerel algorithm and compute the transitive closure of the
transition relation using a novel algorithm based on saturation.
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Our approach is motivated by the fact that techniques working very well for
full SCC decomposition do not help to sufficiently accelerate BSCC detection.
At the same time, some heuristics, such as saturation, can provide a meaningful
impact even when using simpler algorithms [62]. The key novelty of our method
lies in a heuristic called transition guided reduction that filters the state space by
reflecting the possibility of transitions to appear in BSCCs. This step allows to
remove some states not belonging to any BSCC, and that way reduce the transi-
tion system under analysis to be tractable by the modified Xie-Beerel algorithm
with saturation [62].

To target specific characteristics of transition systems representing dynam-
ical systems, e.g., those generated by Boolean networks (BNs) [32,57], several
specialised symbolic SCC decomposition methods have been developed. Since
systems for our evaluation come primarily from BNs, we also discuss these spe-
cialised methods here. A BN consists of Boolean variables, each having a Boolean
update function. Update functions change the state of the variables. The seman-
tics of a BN is a transition system where the states are the possible valuations
of the variables, and the transitions are induced by the execution of the update
functions. Some of the existing algorithms utilise the synchronous update seman-
tics (updates of all variables executed synchronously) that significantly simplifies
the problem [24]. However, it is known that synchronous update can produce
unrealistic behaviour [37,53]. Models with asynchronous update (concurrently
executed updates of variables) are closer to reproducing the real behaviour [15].
For the evaluation of our method, we consider asynchronous BNs. Various spe-
cialised techniques of BSCC detection have been developed for asynchronous
BNs, including BDDs [24,46,56,60], optimisation [34,35], algebraic-based meth-
ods [29], SAT [28], answer set programming [45], concurrency theory [14], sam-
pling [61], or network structure decomposition [18,21]. Moreover, detection of
BSCCs is also present as a necessary step in cell reprogramming [41,49] and cell
control [2,33] based on BNs. To the best of our knowledge, existing methods
specialised for asynchronous BNs do not satisfactorily handle huge models (hun-
dreds of variables and beyond). The best state-of-the-art tools [21,56] are not
yet able to robustly work with BNs of such size. We believe that the generally
applicable heuristic we propose in this paper can significantly shift the present
technology towards massive real-world applications (thousands of variables and
beyond).

The main contribution of this paper is a novel symbolic method for BSCCs
detection in state-transition graphs of huge labelled transition systems for which
the problem cannot be handled by existing algorithms. We introduce a novel
reduction technique, called interleaved transition guided reduction (ITGR),
which aims to enable the use of existing methods by removing large portions
of the irrelevant non-BSCC states. The method relies on the observation that
BSCCs in real-world systems rarely employ all transition labels available. There-
fore, if a state s can fire a transition with a label that is not employed by some
BSCC reachable from s, after applying ITGR, s is eliminated. As a result, all
paths in the remaining state space only perform transitions with labels employed
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by their reachable BSCCs. What makes the method truly competitive is the
interleaving of multiple processes, each of which performs the reduction for
a different transition label. The completion of faster processes speeds up the
remaining parts of the computation, which would be otherwise intractable.

To show the real-world benefits of our method, we use a wide collection of
models and compare the prototype implementation of ITGR to the state-of-
the-art tool CABEAN [56] as well as to our own implementation of the Xie-
Beerel BSCC detection algorithm [62]. In particular, we consider a set of 125
real-world asynchronous BNs selected from publicly available Boolean network
repositories, and show that ITGR can easily handle all these models, while either
being the only method to finish the computation or providing at least an order-
of-magnitude speedup over existing methods. Additionally, we analyse a set of
200 even larger but structurally similar synthetic BNs, which generate transition
systems with approximately 21000 states. We show that ITGR is the only method
that can consistently handle systems of this magnitude.

2 Preliminaries

To represent a wide variety of large discrete systems, we consider the abstraction
generally known as labelled transition systems:

Definition 1. Let L be a non-empty set of labels. A labelled transition system
over L is a pair T = (S, { a−→ | a ∈ L}), where S is a finite non-empty set of
states, and for each a ∈ L, a−→ ⊆ S × S is a transition relation.

When (s, s′) ∈ a−→, we write s
a−→ s′, and when (s, s′) ∈ a−→ for some

a ∈ L, we simply write s → s′. When there is a path s1 → s2 → . . . → sn,
we write s1 →∗ sn. Each labelled transition system T can be seen as a directed
state-transition graph GT = (S,E), whose vertices are the states of T and whose
edges are given by the transition relations, i.e. (s, s′) ∈ E ⇐⇒ s → s′. This
formalism can naturally describe a wide variety of modelling frameworks with
built-in nondeterminism, such as Petri nets, Boolean networks, or multi-valued
regulatory networks.

We assume to have a symbolic representation of a labelled transition system
that allows us to perform symbolic set operations on the subsets of S (union ∪,
intersection ∩, difference \, subset test ⊆, pick an element Pick, etc.) as well as
apply the following operations using the associated transition relations:

Post(a,X) = {s′ ∈ S | ∃s ∈ X.s
a−→ s′}

Pre(a,X) = {s ∈ S | ∃s′ ∈ X.s
a−→ s′}

CanPost(a,X) = {s ∈ X | ∃s′ ∈ S.s
a−→ s′}

We further assume a symbolic complexity model where the complexity of
each such operation is in O(1). Additionally, we use the notation AllPost(X) =⋃

a∈L Post(a,X) for all successors and AllPre(X) =
⋃

a∈L Pre(a,X) for all
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predecessors. However, the symbolic complexity of these operations is in O(|L|).
Finally, we assume that the labels in L are sorted based on the order in which
they influence the variables in the symbolic representation (as in, for example,
an ordered binary decision diagram [10]). As a consequence, we index the labels
and write L = {a1, . . . , a|L|}.

Now let us recall a few basic definitions from graph theory in order to define
the BSCC detection problem for labelled transition systems:

Definition 2. Let G = (V,E) be a directed graph. A subset C ⊆ V is a strongly
connected component (SCC) of G iff it is a maximal subset such that for all pairs
v, v′ ∈ C, there is a path from v to v′.

A strongly connected component C is called bottom (or terminal, BSCC in
the following) when there is no edge going from any v ∈ C to any v′ ∈ V \ C.

For a given s ∈ V , we write SCC(s) to denote the strongly connected com-
ponent that contains s. Furthermore, we say that a set X is SCC-closed when
X =

⋃
x∈X SCC(x). This means that every SCC of G is either included in X,

or is completely disjoint with X. As an example, a set of all reachable vertices
from any given initial set is SCC-closed. When |SCC(x)| = 1 and (x, x) 
∈ E,
the SCC is called trivial.

For a set X ⊆ V , we sometimes use the term the basin of X to denote the
set of all the vertices that have a path to a state in X, formally basin(X) = {u |
∃v ∈ X : u →∗ v}. Note that although the name is motivated by the notion
of attractor basins in dynamical systems, we use it in a more generalised form
here, i.e. we do not require X to be a BSCC.

Problem 1. Let T be a labelled transition system and GT its corresponding
state-transition graph. The problem of bottom strongly connected component
detection (BSCC detection) is to identify all subsets of S that correspond to the
bottom strongly connected components of GT .

A detailed analysis of optimal symbolic asymptotic complexity of a full SCC
decomposition can be found in [16]. However, the authors in [16] use a slightly
different complexity model, where operations like AllPost and AllPre also
assume O(1) complexity. However, their observations about the relationship
between problem complexity and graph (or component) diameter are very rele-
vant.

3 Basic Symbolic BSCC Detection

First, we discuss a BSCC detection algorithm from [62], which will form our
baseline going forward. In [62], the authors discuss several symbolic approaches
to SCC and BSCC computation, as well as fair cycle detection using various
symbolic algorithms, and compare them on large systems from computer science.

In particular, the paper points out that more complex approaches, like the
lock-step method [7], work well for full SCC decomposition but do not bring much
benefit to the detection of BSCCs. However, the authors do highlight the benefits
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Algorithm 1: Basic BSCC detection algorithm with saturation.
1 Function BSCC(universe ⊆ S)
2 while universe �= ∅ do
3 pivot ← Pick(universe);
4 basin ← Bwd

∗({pivot}, universe);
5 forward ← {pivot};
6 repeat
7 (fixpoint, forward) ← Fwd(forward, universe);
8 until fixpoint or forward �⊆ basin;
9 if forward ⊆ basin then

10 Output(forward);

11 universe ← universe \ basin;

12 Function Bwd
∗(reachable, universe)

13 repeat
14 (fixpoint, reachable) ← Bwd(reachable, universe);
15 until fixpoint;
16 return reachable;

17 Function Bwd(reachable, universe)
18 for i ∈ |L| . . . 1 do
19 pre ← universe ∩ Pre(ai, reachable);
20 if pre �⊆ reachable then
21 return (false, reachable ∪ pre);

22 return (true, reachable);

of basin saturation [19] as a heuristic to speed up the state space search. What
we present here is therefore the Xie-Beerel algorithm [59], adapted to BSCC
detection with saturation, based on the notes from [62] (we have rewritten the
pseudocode to better match the presentation style and background of this paper,
though).

The method is summarised in Algorithm 1, which shows the main procedure
(BSCC) as well as the reachability procedures Bwd and Bwd

∗, which we also
use in the later sections. We omit the pseudocode for Fwd and Fwd

∗, as they
are identical to the Bwd case, only swapping Pre for Post.

Reachability and Saturation. The forward and backward reachability proce-
dures are divided into two methods each, Fwd, Bwd, Fwd

∗ and Bwd
∗. Since

they are functionally symmetrical, we only explicitly discuss backward reacha-
bility, with everything directly translating to forward reachability as well.

Bwd performs a single backward reachability step and returns the new set
of states together with an indication of whether a fixed point has been reached
(i.e. whether no new states have been discovered). Note that in classical satu-
ration, once Bwd selects some ai, it is typically applied repeatedly. However,
for our primary application domain (Boolean networks), multiple subsequent
applications of a single transition would not yield any benefit; we thus use this
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observation to simplify the pseudocode. In other cases, the recommended app-
roach is to follow [19].

Bwd
∗ then simply wraps Bwd into a cycle that actually computes the full

fixed point of the reachable set. This separation into two sub-procedures allows
us to perform reachability step-by-step or even interleave multiple reachability
procedures (which will come into play later). Remember that for saturation to
work well, the ordering of labels needs to follow the ordering of variables in the
symbolic representation.

Xie-Beerel Algorithm. The main algorithm relies on the well-known observa-
tion that for a fixed pivot vertex, the SCC of this vertex can be computed as
the intersection of vertices forward and backward reachable from pivot. When
searching for BSCCs, we can easily extend this with two extra observations:
First, pivot is in a BSCC when only the SCC itself is forward-reachable from
pivot. Second, a vertex backward-reachable from pivot is either in the same
SCC as pivot (in which case it is in a BSCC iff pivot is in a BSCC), or it is
not in a BSCC.

Based on these two extra observations, the original algorithm is modified in
two ways: First, not just the SCC around pivot, but all backward-reachable
vertices are eliminated at the end of each iteration. Second, the backward reach-
ability from pivot is computed in full, as these are the vertices we can eliminate.
However, the forward reachability is terminated early if it leaves the backward-
reachable set, since this implies that pivot does not belong to a BSCC.

The asymptotic complexity of this algorithm (in terms of symbolic opera-
tions) is O(|L| · |S|), which follows from the fact that every vertex will appear in
basin exactly once but may need O(|L|) operations to be discovered. Note that
optimal symbolic algorithms for BSCC detection are expected to have linear
asymptotic complexity. That is, however, assuming a model where AllPost is
an O(1) operation, not O(|L|). This may be reasonable for some (in particular
synchronous) systems, but as demonstrated in [19], saturation is typically more
effective in practice, even though it is not asymptotically optimal in this model.

In [62], the authors show very impressive performance numbers for this simple
algorithm. However, there are two drawbacks, which we believe can be improved
significantly. And as we demonstrate in the evaluation, while powerful, this algo-
rithm certainly has limits on some real-world models.

First, the performance of this method is directly tied to the selection of the
pivot vertex. If the BSCCs of the graph are relatively small, the probability
of picking a right pivot is also tiny (remember, even an SCC with 2100 vertices
is only a minuscule fraction of a graph with 21000 vertices). As a consequence,
the algorithm may require a lot of pivots to explore the entire graph. Second,
the overall complexity is limited by the diameter of the whole graph instead of
the diameter of the BSCCs. Even if the pivot is picked perfectly, the algorithm
still has to explore each BSCC’s whole basin sequentially. To some extent, this
is inevitable; however, as we hope to demonstrate in the next section, it is not
always necessary.



512 N. Beneš et al.

Algorithm 2: Core reduction principle
1 Function Reduce(pivots, universe)
2 forward ← Fwd

∗(pivots, universe);
3 extendedComponent ← Bwd

∗(pivots, forward);
4 bottom ← forward \ extendedComponent;
5 if universe �= forward then
6 basin ← Bwd

∗(forward, universe);
7 universe ← universe \ (basin \ forward);

8 if bottom �= ∅ then
9 basin ← Bwd

∗(bottom, universe);
10 universe ← universe \ (basin \ bottom);

11 return universe;

To sum up, Algorithm 1 is a powerful tool for the detection of BSCCs. How-
ever, it performs best in graphs where the BSCCs either form a large portion
of the state space or have basins of small diameter, allowing the algorithm to
converge quickly.

4 Transition Guided Reduction

a

a

Fig. 1. Example of transition guided reduction. Square nodes show the pivots set used
for this reduction (in this case, the states that can fire transition a). Double-drawn
states are the BSCCs of the graph. The green area then shows the extendedComponent

induced by the two a transitions, and the blue area is the bottom set. The striped
states are the basins of the two sets, which are eliminated in this reduction. (Color
figure online)

In this section, we introduce a technique that we call transition guided reduction
(TGR) to eliminate a large portion of non-BSCC states. Algorithm 1 can then
perform much better on this reduced state space.
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We present the technique in two steps: First, in Algorithm 2, we present the
core principle of the reduction procedure and prove its correctness. This approach
is generally applicable to any directed graph. Then in Algorithm 3 we show how
to apply Algorithm 2 in the context of a labelled transition system. Here, we
can exploit the knowledge of the transition labels to guide the reduction.

The reduction principle is described in Algorithm 2 and illustrated in Fig. 1.
Given a set of pivot states and the current universe of all considered states, the
method starts by computing forward—the set of all states reachable from the
pivot states. Using this forward set, we then compute the extendedComponent
of the given pivot states. Formally, an extended component of set X is a subset
X ′ ⊆ S that contains all states from X, as well as all paths between the states in
X. It is a superset of the union

⋃
x∈X SCC(x) but also contains all paths (and

SCCs on these paths) that lead between the elements of this union.
We can observe the following properties:

– The forward set is SCC-closed, as it is the result of a reachability procedure.
Thus any state that can reach but is not contained in forward is not a part
of any BSCC.

– The set bottom (i.e. forward\extendedComponent) is also SCC-closed (as it
is the difference of two SCC-closed sets). Notice that if this set is not empty,
it must contain at least one BSCC, and also that any state that can reach
bottom but is not contained in it is necessarily not a part of any BSCC.

The algorithm then computes the two sets of states that definitely do not
contain a BSCC according to these observations and discards these sets from
the state space. This is done on lines 5–7 and 8–10, respectively.

Now we can formulate the following theorem:

Theorem 1. If state s ∈ universe is discarded by Algorithm 2, then it is not
part of any BSCC.

Proof. The proof follows from the two previous observations. If the state s is
removed on line 7, it means s can reach a state s′ ∈ forward. Since the set
forward is SCC-closed, we get SCC(s) 
= SCC(s′). State s therefore does not
belong to a BSCC.

Similarly, if the state s is removed on line 10, then it means s can reach
a state s′ ∈ bottom, and again due to the fact that bottom is SCC-closed, the
state s does not belong to a BSCC. ��

However, this does not provide any guidance as to which pivots should we
select for the reduction or why. This is addressed in Algorithm 3. Here, we go
through all the available transitions a ∈ L and select as the pivots the set of all
the states that can fire a (notice that pivots in Fig. 1 also correspond to such
states). As a result, all BSCCs that use a are contained in extendedComponent
and all BSCCs that do not use a, but a is performed in their basin are contained
in the bottom set. This effectively separates the BSCCs based on the transitions
that they use.
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Algorithm 3: Transition Guided Reduction
1 Function TGR(universe ⊆ S)
2 for a ∈ L do
3 universe ← Reduce(CanPost(a, universe), universe);
4 if CanPost(a, universe) = ∅ then
5 L ← L \ a;

6 return universe;

Finally, notice that if all transitions of a certain type are eliminated, we
remove a from L completely. In large systems, this can significantly reduce the
overhead of the Fwd/Bwd procedures that have to iterate through L.

To better describe the cases in which this reduction works well, let us first
formally define the following:

Definition 3. Given a labelled transition system T and a state s, the fire set
F (s) is the subset of transition labels F (s) ⊆ L that can be fired in state s, i.e.
a ∈ F (s) ⇔ ∃s′ ∈ S : s a−→ s′. A transitive fire set F ∗(s) is the union of all the
fire sets F (s′) of all the states s′ reachable from s (i.e. s →∗ s′).

Notice that for any two states such that s →∗ s′, it holds that F ∗(s′) ⊆ F ∗(s).
This also means that in any SCC, the transitive fire set of all states is the same.

Theorem 2. Let s be an arbitrary state and s′ be a state of a BSCC such that
s →∗ s′. If F ∗(s) 
= F ∗(s′), Algorithm 3 discards the state s.

Proof. Since s →∗ s and F ∗(s) 
= F ∗(s′), it follows that F ∗(s′) ⊂ F ∗(s).
Let a ∈ F ∗(s) \ F ∗(s′) be arbitrary and let us consider the iteration of the
main loop when a is selected. Assume that s has not been discarded in any of
the previous iterations (otherwise, the proof is already finished). Let E be the
extendedComponent computed in the current iteration. Then s is either in E,
or s can reach E, because a ∈ F ∗(s).

If s 
∈ E, but s can reach E, then s is eliminated on line 7 of Algorithm 3
as part of the forward basin. When s ∈ E, it holds that s′ ∈ bottom, since
a 
∈ F ∗(s′). However, since s →∗ s′, we know that s is removed on line 10
because it belongs to the basin of the bottom set. ��

However, note that the other implication does not hold. That is, these are
not the only states that Algorithm 3 eliminates (this can be also seen in Fig. 1).

Based on this theorem, we can derive two extra observations which help to
explain the effectiveness of the reduction:

Corollary 1. If a transition system T has a trivial BSCC, then the whole basin
of this SCC is discarded by Algorithm 3.

Corollary 2. If a state s is not discarded by Algorithm 3, then all paths starting
in s in the reduced state space only use the same transitions as contained in
BSCCs reachable from s.
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The first corollary follows from the fact that F ∗(s) = ∅ iff s is a trivial BSCC.
The second corollary is essentially a rephrasing of Theorem 2, but it highlights
an important property of the reduction: if some transition label is not used by
a BSCC, all states in its basin that use it will be eliminated. In our experience,
real-world systems rarely use all available labels in all BSCCs (unless most of the
state space is just a single large BSCC). Thus by using this pre-processing step,
we can greatly simplify the work of Algorithm 1 by pruning “easily identifiable”
non-BSCC states.

There is one more point to be made here: Algorithm 1 has to walk the entire
depth of the BSCC basins, which can be substantial. Meanwhile, our approach
can often “skip ahead” because it is not starting from a single pivot but rather
a larger subset of states. However, this may not always be sufficient. In practice,
some transitions may be much harder to reduce than others. We address this
problem in the next section.

5 Interleaved Transition Guided Reduction

While TGR can significantly reduce the number of states Algorithm 1 needs to
consider, TGR itself iterates transitions in an arbitrary order which can signifi-
cantly influence the speed and number of steps the reduction needs to perform.
Removing a transition potentially reduces the number of states which subse-
quent reductions need to consider. It is thus beneficial to perform the “easiest”
reductions first, as this can greatly simplify the following “harder” cases.

However, determining which reductions are “easy” and which are “hard”
is not a simple problem. We could try to use additional structural information
about the system to determine this, but that would limit us to a specific subclass
of models. Instead, we let the algorithm determine this dynamically on the fly.

Our approach is summarised in Algorithm 4. Instead of reducing one tran-
sition relation at a time, we interleave all reductions in one procedure. This
is done by creating a number of processes, one per each a ∈ L, that we run
in an interleaving fashion. The processes work in two phases: Forward and
ExtendedComponent. The goal of a process in the Forward phase is to
compute the value of the forward set starting from the states that enable an a-
transition, and then switch to the ExtendedComponent phase, in which the
goal of the process is to compute the corresponding extendedComponent set.
The computation proceeds using the one-reachability-step functions Fwd and
Bwd, which we defined in Algorithm 1. Every process has its process variables
that are local to each process, but their values are kept between steps: The set
reach represents the part of forward that has already been discovered; the set
component represents the part of extendedComponent that has already been
discovered; the variable weight is explained below; and the variable phase holds
the current phase of the process (Forward or ExtendedComponent).

The process selected for execution in each iteration (line 31) is the one with
the smallest weight. The weight of a process is determined by the size of the
symbolic representation of the set it is currently expanding (reach in the first
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Algorithm 4: Interleaved Transition Guided Reduction
1 Process ItgrWorker(a ∈ L)

process variables: reach, component, weight, phase
shared variables : L, universe, processes

2 initialisation:
3 reach ← CanPost(a, universe);
4 weight ← NodeCount(reach);
5 phase ← Forward;

6 step if phase is Forward:
7 (fixpoint, reach) ← Fwd(reach ∩ universe, universe);
8 weight ← NodeCount(reach);
9 if fixpoint then

10 if universe �= reach then
11 basin ← Bwd

∗(reach);
12 universe ← universe \ (basin \ reach);

13 component ← CanPost(a, universe);
14 weight ← NodeCount(component);
15 phase ← ExtendedComponent;

16 step if phase is ExtendedComponent:
17 (fixpoint, component) ← Bwd(component, reach ∩ universe);
18 weight ← NodeCount(component);
19 if fixpoint then
20 bottom ← (reach ∩ universe) \ component;
21 if bottom �= ∅ then
22 basin ← Bwd

∗(bottom, universe);
23 universe ← universe \ (basin \ bottom);

24 if CanPost(a, universe) = ∅ then
25 L ← L \ {a};

26 stop current process (remove it from processes);

27 Function ITGR(universe ⊆ S)
28 processes ← {ItgrWorker(a) | a ∈ L};
29 initialise all processes;
30 while processes �= ∅ do
31 p ← MinByKey(processes, weight);
32 run one step of p;

33 return universe;

phase, component in the second). For BDDs (or MDDs), this is the number of
nodes in the decision diagram (NodeCount). The algorithm thus prioritises
processes that have the potential to advance quickly because they will use fast
symbolic operations.

Notice that the universe variable is shared by all processes and needs to be
now taken into account in multiple places. This means that whenever one process
discards some states from universe, all processes benefit from this change. This
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update can be performed safely because whenever Algorithm 4 discards some
states, the discarded set is SCC-closed.

Because both Algorithm 3 and Algorithm 4 compute the same states for
forward and extendedComponent (modulo the states eliminated by other reduc-
tions), Theorem 1 and Theorem 2 remain valid for Algorithm 4 as well. The only
difference is that this approach should be much more resilient to a bad ordering
of transition relations.

Finally, let us note that this approach should be quite simple to parallelise
to some extent. If w parallel workers are available, the algorithm can advance
w processes at a time instead of picking a single process. However, we do not
pursue this approach in this paper as the other methods we use as a reference
are also not parallelised.

6 Evaluation

To see how ITGR affects the performance of attractor detection for real-life
systems, we implemented the method for asynchronous Boolean networks (BN),
a common logical modelling framework used predominantly in systems biology.

Using this implementation, we aim to support the following claims:

1. ITGR performs significantly better than available state-of-the-art tools (for
Boolean networks) on real-world models.

2. On realistic Boolean networks, ITGR easily scales to 1000 or more variables,
which is not possible with other methods.

3. Interleaving plays a crucial role in making ITGR competitive.

To evaluate the first claim, we compare our implementation with the tool
CABEAN [56] on a set of 125 real-world Boolean networks with up to 350 vari-
ables. We then generate a pseudo-random set of 200 networks with similar struc-
tural characteristics to our real-world benchmarks, but with up to 1100 variables.
We show that ITGR can successfully deal with models of this magnitude as well.
Finally, we compare the performance of ITGR with the basic attractor detection
algorithm as well as with “sequential” TGR on both benchmark sets, showing
that ITGR is overall faster and is the only method able to handle the large
benchmarks efficiently.

The whole set of benchmarks, as well as the implementation of all the algo-
rithms in Rust, is available as a paper artefact at Zenodo1. Additionally, the
method is successfully employed by our tool AEON that facilitates long-term
analysis of Boolean networks [3].

Before we present the actual benchmark results, let us also first briefly com-
ment on the modelling paradigm chosen (Boolean networks) and the actual setup
used to perform the measurements.

1 https://doi.org/10.5281/zenodo.4709882.

https://doi.org/10.5281/zenodo.4709882
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6.1 Boolean Networks

A Boolean network, as the name suggests, consists of n Boolean variables, each
variable having an associated update function bi. The state space of the network
consists of 2n Boolean variable valuation vectors, {0, 1}n. Each update function
takes the current state of the network and produces a new value that is assigned
to the associated variable, bi : {0, 1}n → {0, 1}. We assume the update func-
tions can be applied non-deterministically, resulting in an asynchronous updating
scheme. This is not the only updating scheme used in practice (e.g. synchronous
or generalised asynchronous can be used as well) but is generally considered to
cover the possible behaviour of the biological system well.

Typically, an update function of a particular variable x only depends on a
smaller subset of the system variables. In such a case, we say that these variables
regulate x (specifically, y regulates x if the update function of x depends on
the value of y). The number of such regulations in a Boolean network can be
viewed to represent the connectedness or structural complexity of the network in
general. In short, the more regulations the network has, the more complex update
functions it contains, possibly resulting in more complex behaviour. Variables
and regulations together form a directed regulatory graph.

A Boolean network with an asynchronous updating scheme fits naturally into
our definition of a labelled transition system. The state space of the network vari-
ables corresponds with S, i.e. S = {0, 1}n. Each transition ai of L corresponds
to the application of the i-th Boolean update function bi to the i-th Boolean
variable, i.e. (s, s′) ∈ ai ⇔ s′ = s[i ← bi(s)] ∧ s′ 
= s.

When dealing with Boolean networks, BSCCs are typically referred to as
attractors. The rationale behind this term is that the BSCCs are the states
where the fair runs of any system eventually converge to—the behaviour is thus
attracted towards these states. In the following, we use these two terms inter-
changeably.

As a symbolic representation, the most natural choice for Boolean networks
are Reduced Ordered Binary Decision Diagrams (ROBDD, or BDD) [10], as
these can be easily used to represent sets of Boolean vectors. We do not make any
specific optimisations with regards to variable ordering, but to enable saturation-
like reachability, we assume that the ordering of transitions a1, . . . , an follows
that of the variables in the ROBDD that they update.

Since a Boolean network consists of n Boolean variables, a set of states of
such a network can be seen as a Boolean formula (represented as a BDD) over the
network variables. Here, a state belongs to such a set iff it represents a satisfying
assignment of this formula – a fairly standard approach to state-space encoding
using BDDs. To apply a particular update function, we must first construct a
BDD describing all states where the update function should change the value of
its associated variable (note that this BDD can be reused in subsequent steps).
By computing an intersection of a state set with this BDD (yielding the result
of the CanPost operation) and then performing a “bit flip” of the updated
variable in the result BDD, we obtain a set of successor states with respect to
this one update function (i.e. Post). Similarly, we can obtain CanPre and Pre.
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6.2 Benchmark Set-Up

Real-world Models. To provide the best possible real-world evaluation of
our method, we have collected all the models from publicly available Boolean
network repositories that we were aware of, and that support the universally
accepted SBML-qual format [12] for model transfer. Specifically, our benchmark
set includes models available through GINsim [13], Cellcollective [30], Biomod-
els [39] and the COVID-19 disease map project [48]. Together, the benchmark
set consists of 125 models, peaking at 351 variables and 1100 regulations, respec-
tively.

Note that some of these models contain Boolean constants (also called inputs
or parameters) that can be specified by the user. For such models, we performed
a simple parameter sampling to determine if some of the valuations result in non-
trivial attractors, as these are the main focus of this paper. If such valuation was
found, we have used it in our benchmark set. However, for the vast majority of
models (approximately 90%), there were either no tunable parameters or the
sampling did not find any significant changes in the structure of attractors.

Environment. We ran all the benchmarks on a machine with a modest 4-core
i7 4790 and 32 GB of RAM. However, none of the benchmarks used more than
one core at a time, and typical memory consumption was significantly below
1 GB. Hence our evaluation should be reproducible even using a much slower
machine.

We have measured the runtime for each model using the standard Unix time
utility, with a one-hour timeout per benchmark model. We have run a large
portion of the benchmarks repeatedly but have not observed any significant
variance in runtime; we thus only report average runtime values.

CABEAN. In the real-world performance test, we compare our method to
the tool CABEAN [56]. To the best of our knowledge, CABEAN is both the
most recent and the most advanced tool that targets the detection of non-trivial
attractors in asynchronous Boolean networks. Other tools that we know of (such
as [14,21,36]) are not built for systems of the size we are dealing with (for exam-
ple, due to explicit state-space representation). CABEAN focuses on Boolean
network reprogramming, but as a necessary component of this process, it also
provides state-of-the-art methods for attractor detection. Specifically, CABEAN
uses symbolic manipulation using BDDs, just as our method, but implements
advanced decomposition techniques [50] to reduce the state space of the network.

6.3 Real-World Networks

The core of our results is summarised in Fig. 2. On the left, we see a comparison
of total successfully completed benchmarks by both CABEAN and ITGR, and
on the right, we have relative speedup for each individual benchmark. On the
right, we only show benchmarks that took CABEAN more than one second to
complete (remaining models would be normally easy to compute even without
any special techniques).
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Fig. 2. The left plot shows the total number of benchmarks that each tool has com-
pleted before a certain time limit. The dashed line represents CABEAN, whereas the
solid line shows our ITGR implementation. On the right, the graph displays the rela-
tive runtime between CABEAN and ITGR. The dotted lines represent 10x and 100x
speedup compared to CABEAN. The solid circles are the benchmarks where CABEAN
successfully computed the attractors. The crosses represent the benchmarks where
CABEAN was able to finish the decomposition but failed to extract the actual attrac-
tors. Notice that we use logarithmic scaling for the time in both graphs.

In this test, ITGR completed all but one benchmark in less than 1 min. The
one remaining case took almost 15 min to complete. However, the reduction
process for this model was also quite fast at roughly 100 s. The rest of the com-
putation was spent on identifying the 352 non-trivial attractors in the remaining
state space (together, the attractors account for almost 285 states – by far the
largest we have seen in any model). Out of the 125 benchmarks, we uncovered
non-trivial attractors in exactly 40 models (however, this also includes 6 models
with only small 2- or 4-state attractors).

On the other hand, CABEAN failed to compute attractors for 19 of these
125 models (15.2%). Upon closer inspection, all but one of these 19 benchmarks
contained non-trivial attractors, which means CABEAN failed for 45% of models
with non-trivial attractors.

However, we note that on some models, CABEAN did not simply timeout
but actually terminated early due to a segfault. While this behaviour does not
seem to be directly linked to the total size of the attractors, it certainly appears
to be more common in such networks. We have seen this happen in networks
with relatively small attractors, while other networks (even one with a 230-
state attractor) were completed successfully. We hypothesise that this occurs
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when the decomposition is (at least partially) successful but does not reduce the
complexity of the network enough to continue with attractor search2.

These failed attempts are visualised in the right plot using crosses, as they
represent an interesting lower-bound approximation on the performance of this
decomposition technique. Overall, the plot shows that for the vast majority
of models, ITGR provides an order of magnitude (10x) speedup compared to
CABEAN, with some (especially larger) models attacking or exceeding the 100x
speedup threshold.

Overall, we have shown that ITGR is capable of solving all publicly available
problem instances (that we know of), and it outperforms current state-of-the-art
decomposition methods with the median of 16x speedup (77x average). Natu-
rally, we also compared the actual attractors found by CABEAN and ITGR,
and we are happy to report that we found no inconsistencies between the two
methods.

6.4 Pseudo-random Networks

Next, we set out to test the limits of ITGR on larger models than the ones avail-
able in the public repositories today. Specifically, we wanted to test networks
with 1000 or more Boolean variables. While such a number is arguably not pos-
sible to achieve in a single hand-made model, fully or semi-automated machine
learning techniques [5,8,22,51] are making models of this magnitude much more
approachable.

Pseudo-Random BNs. To create a benchmark set of larger models, we have
decided to generate pseudo-random networks structurally similar to our real-
world benchmark set. Biological systems, specifically protein and gene regulatory
networks, are known to follow certain properties of small-world networks [9,
58]. However, aside from other differences, they are directed and typically quite
sparse (our real-world benchmark set has the average node degree of 4.3). This
makes most common random network models unsuitable for this specific task.
For example, the famous Watts–Strogatz model would, in this case, assume that
the average degree is significantly larger than ln(1000) ∼ 7.

We have thus first measured the relative in- and out-degree distributions
in the regulatory graphs of our real-world networks and then generated ran-
dom networks by sampling from this distribution to approximate the real-world
dataset. Additionally, regulatory graphs of Boolean networks are essentially
always weakly connected. In each model, we have thus filtered out all vari-
ables except the largest weakly connected component. Note that this makes the
dataset slightly skewed towards more connected networks (i.e. more challeng-
ing), as these have a higher chance of being weakly connected when randomly
generated. However, it is still well within the connectivity limits expected based
on the real-world dataset.
2 Developers of CABEAN have confirmed that this assumption is essentially accurate,

i.e. for some structurally complex networks with large non-trivial attractors, the tool
can segfault instead of timing-out.
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To generate the boolean functions, we have measured that 80.7% of the regu-
lations in the real-world dataset are positively monotonous, with the remaining
being negatively monotonous (monotonicity is typically expected in biological
networks). Each regulation was thus assigned monotonicity based on this dis-
tribution, and a function was generated by randomly choosing between ∧ and
∨ when connecting the positive/negative literals. Note that this does not cover
the full spectrum of possible Boolean functions, but it is well within reason for
biological networks, where some techniques tend to even implicitly assume the
function is just a simple conjunction/disjunction of literals.
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Fig. 3. Runtime comparison of ITGR, “sequential” TGR and the basic symbolic BSCC
detection. The left plot shows the real-world benchmark set with up to 350 variables
per model. On the right, we see the medium synthetic benchmark ranging from 50 to
1100 variables. Note that the large synthetic benchmark (∼ 1000 variables only) is not
shown, as ITGR was the only method capable of actually completing these models. All
the time axes have a logarithmic scale.

Performance. In the end, we have obtained two benchmark sets: A medium set
with 100 networks ranging from 50 to 1100 variables, and one large benchmark
set, also with 100 models, but all with ∼ 1000 variables and ranging from 2471 to
5099 regulations. Out of these 200 models, we discovered non-trivial attractors
in 61 of them.

The runtime for the medium benchmarks is summarised in Fig. 3 (right).
Here, we see that ITGR successfully completed all instances within 10 min. For
the large benchmark set, ITGR consistently finished 98% of the models within 5
to 10 min. The remaining two outliers took 28 and 55 min to complete. Similar
to what we saw in the real-world benchmark, these models contained very large
non-trivial attractors (the largest having again more than 280 states) and were
thus not limited by the speed of the reduction but by the diameter of the actual
attractors.
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Additionally, for each reduction procedure, we kept track of the actual num-
ber of reachability iterations that needed to be performed (specifically, how many
times we applied line 21 of Bwd as shown in Algorithm 1, or the same line in
Fwd). For all models, this number was well below 10 000 iterations, which is
quite low considering the procedure needed to evaluate up to 1100 transition
relations. In particular, this supports our hypothesis that ITGR works well due
to typically short distances between states that can fire individual transitions.

6.5 Interleaving Performance Impact

Finally, we would like to evaluate the influence of smart interleaving on the
performance of ITGR. For this purpose, we consider three algorithms:

1. the basic symbolic algorithm with saturation as described in Sect. 3;
2. TGR, as described in Sect. 4, applied to variables in the order in which they

appear in the network declaration (that is, without any interleaving);
3. the full ITGR as described in Sect. 5.

Keep in mind that all three approaches use the same implementation of
symbolic representation and differ only in the actual attractor detection. Also,
TGR/ITGR use the basic algorithm to actually identify attractors once the
reduction is completed. Any speedup between TGR and the basic algorithm
can be thus directly attributed to the state-space reduction, while any speedup
between ITGR and TGR is due to the introduction of interleaving.

For the real-world benchmarks (up to 350 variables) and medium synthetic
benchmarks (50 to 1100 variables), the comparison is presented in Fig. 3. Here,
we see that the basic algorithm is indeed not generally sufficient for large net-
works, finishing only 62 of the 125 real-world models and only 5 of the medium
synthetic benchmarks (the main reason was typically poor pivot selection; how-
ever, some instances also timed out due to long reachability procedures).

The difference between TGR and ITGR is not as drastic for real-world mod-
els. TGR finished in 122/125 instances but was consistently slower than ITGR,
especially on larger models (on one instance, we have even seen a 55 min vs 2.9 s
speedup, i.e. more than 1000x). However, as we look into even larger graphs with
the medium synthetic benchmark set, ITGR easily outperforms TGR, which
completed only 26/100 instances.

Finally, for the large benchmarks, all with ∼ 1000 variables, we have ITGR
completing all benchmarks within the 1-h timeout (with 98% finishing within
10 min); no other method has finished any of the 100 models within this limit.
This leaves ITGR as the only implementation in this comparison capable of
successfully analysing networks with 1000 or more Boolean variables.

7 Conclusions

In this paper, we present a novel symbolic method for BSCC detection in state-
transition graphs of labelled transition systems, called interleaved transition
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guided reduction (ITGR). The method relies on the observation that BSCCs
in real-world systems rarely employ all transition labels available. Therefore, if
a state s can fire a transition with a label that is not employed by some BSCC
reachable from s, after applying ITGR, s is eliminated. As a result, all paths in
the remaining state space only perform transitions with labels employed by their
reachable BSCCs. If the system has only trivial BSCCs, this solves the problem
completely. For non-trivial BSCCs, this may make the problem tractable using
previously known techniques.

ITGR relies on smart interleaving to prioritise the elimination of “symbol-
ically easier” transitions. Completing the reduction in this order allows ITGR
to subsequently simplify the analysis of transitions which would initially be too
complex to handle.

We tested the method on a large benchmark set of real-world Boolean net-
works (up to 350 variables) as well as randomly generated benchmarks (up to
1100 variables) with similar structural properties. Our experiments show that
ITGR significantly outperforms the state-of-the-art tool CABEAN and can eas-
ily handle all models from both benchmark sets, pushing the boundary of what
was previously possible in this field.
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