
Chapter 3
Composition, Separation of Roles and
Model-Driven Approaches as Enabler of
a Robotics Software Ecosystem

Christian Schlegel, Alex Lotz, Matthias Lutz, and Dennis Stampfer

Abstract Successful engineering principles for building software systems rely
on the separation of concerns for mastering complexity. However, just working
on different concerns of a system in a collaborative way is not good enough
for economically feasible tailored solutions. A successful approach for this is
the composition of complex systems out of commodity building blocks. These
come as is and can be represented as blocks with ports via data sheets. Data
sheets are models and allow a proper selection and configuration as well as the
prediction of the behavior of a building block in a specific context. This chapter
explains how model-driven approaches can be used to support separation of roles
and composition for robotics software systems. The models, open-source tools,
open-source robotics software components and fully deployable robotics software
systems shape a robotics software ecosystem.

1 Aims and Challenges of Software Engineering for Robotics

Many definitions refer to a robot as a machine that is able to perform a variety of
tasks and that is reprogrammable in order to become multifunctional. Thus, as soon
as a machine reaches some level of flexibility and versatility in its applicability,
we call it a robot. In this way, the most advanced robots are called service robots.
A service robot shall not only be able to fulfill a multitude of different tasks. It
is expected to do this successfully and with some robustness even under varying
circumstances, as it is quite normal in open-ended environments and when a robot
needs to share its workspace with others [1].
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The aspect of reprogramming is deeply rooted in the notion of a robot as is
the challenge of making its flexibility exploitable. In the ideal case, that can be
done with as little effort as possible and by the user itself. Of course, there is
the full spectrum from simple robots (automated devices) to autonomous systems
(making decisions on their own and being able to revise decisions), but software is
an indispensable tool for implementing and operating all of them.

The question now is whether Software Engineering for Robotics is different from
software engineering for other domains or whether it is different with respect to
software engineering in general [2]. The short answer is no, there is nothing special
at all about Software Engineering for Robotics.

At first glance, that statement seems to be contradictory to the daily experience: it
often ends up in a costly IT project or software project when integrating a robot into
existing infrastructure or when tailoring a robot to a new use case. Studies identified
software as the road block (or at least as the bottleneck) in bringing robots to new
application domains [3, 4]. Indeed, Software Engineering for Robotics needs to be
mastered in a way that is economically feasible for the application domains so that
the flexibility of robots can be exploited.

Figure 3.1 outlines a perspective for a business ecosystem for robotics soft-
ware systems. Our aim is to introduce into the domain of robotics software the
mechanisms and structures of a business ecosystem to let robotics exploit all the
benefits of value networks. In this section, we first give an introduction into business

Fig. 3.1 Software engineering is about mastering interfaces between building blocks, competen-
cies and responsibilities. Properly identified and agreed interfaces are the enabler for composition
and for separation of roles and thus for a robotics software business ecosystem that comes with
marketplaces for composable assets. Building complex software systems for robotics can become
as easy as building with Lego bricks.
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ecosystems and into software technologies used in robotics. The subsequent sections
then outline how to arrange software technologies used in robotics to shape a
robotics software business ecosystem.

1.1 Carving Out the Specifics of Software for Robotic Systems

Unfortunately, markets become more and more volatile, products have shorter
market life time, and the ongoing trend to customization is another driver that further
increases the number of product variants [5]. Quantities of the same product are not
high enough anymore to ensure the return of investment of highly specialized and
most advanced single-purpose machines via a single product.

Thus, standardized automation solutions able to handle a single scenario are not
sufficient anymore. An expensive machine either must cope with a product mix
(flexibility), or the effort for adjusting it to the next scenario must be low enough
(adaptability). Here is where users expect that robots are such kinds of machines:
(1) flexible and adaptable and (2) matching the high demands in fulfilling complex
manufacturing steps or whatever other tasks, even in workspaces shared with others
or even when robust task fulfillment requires at least a minimum level of autonomy.

Right now, one can basically go for the offered families of standardized robots
that come with a reasonable price tag. However, there are many scenarios that one
cannot address with them. They are limited in flexibility and adaptability—very
often so limited that one faces problems in properly addressing a specific scenario.
On the other hand, custom-made robots are also not yet an option as they are
still far from being economically feasible under the constraints of an application
domain. Although they can be made to perfectly fit requirements, this is then priced
accordingly, and such a robot nowadays still does not fulfill the level of flexibility
and adaptability which one expects from it to get on the safe side for a return of
investment [6].

To summarize, the changeability and flexibility of robotic systems often is not
yet economically exploitable to face the pressure of lot-size one. Robots are in many
cases not yet a tool that users can adjust themselves to match their daily changing
needs. In robotics, costs of changes are not in proper relation to the similarity of
an existing solution (Fig. 3.2). Unfortunately, expectations in many application
domains where robotics can contribute cannot yet be fulfilled due to high efforts
and costs.

The challenge is nothing less than coming up with a different way of building
robotic systems. Otherwise, the pull from application domains for robotic solutions
helping the application domains to reach their next level of automation cannot be
fulfilled. Robots need to make progress in fulfilling the promise of being flexible
and adaptable machines. Indeed, software and software tools play a major role in
implementing functionalities of robots, in enabling robots to performmore advanced
tasks and in empowering users to command robots to their benefits. Thus, one
cannot help but admit that the current practice of how we build and manage robotics
software systems needs to change in order to address the above-outlined challenges.
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Fig. 3.2 In robotics, costs of changes are not in proper relation to the similarity of an already
existing solution. This needs to be resolved in order to enable the widespread use of robotics.

A different way of building robotic systems should tackle questions like: (1) Can
we reason about robotic systems before we build them? (2) Can we answer what-if
questions and can we find adequate solutions? (3) Can we put together systems out
of configurable as-is building blocks? (4) Can we bring effort and costs in relation to
the similarity to an already existing application? (5) Can we trace the fulfillment of
safety requirements? (6) Can we explain what the system does? (7) Can we generate
enough trust into the systems—and how and by what means?

Of course, the solutions and approaches are not specific to robotics but to
complex systems in general. In some sense, the domain of advanced service robotics
is a moving target. As soon as a challenge in advanced service robotics is solved,
that tends to be called automation subsequently. Thus, advanced service robotics just
always pools all the cutting-edge challenges. That is why the focus of this chapter
is not on all the positive examples of software systems for robotics, which made the
implementation and deployment of all the successfully working robotic systems
possible. The focus is on the challenge of Software Engineering for Robotics:
advances here allow for opening up new markets for robotic systems and allow
for entering new application domains by robots.

1.2 The Power of Ecosystems and the Power of Separation of
Roles

Ecosystems are dynamic and co-evolving communities of diverse actors who create
and capture new value through both collaboration and competition [7]. A distinctive
characteristic of many ecosystems is that they form to achieve something that lies
beyond the effective scope and capabilities of any individual actor (or even group of
broadly similar actors).
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Ecosystems show benefits in coping with the ever-increasing complexity of many
processes, products and services and the decrease of lot sizes [8]. More and more,
services or products must be tailored to very specific requirements in order to make
them a fit. This fit can best be achieved by individually selecting building blocks
and putting them together according to the order to be fulfilled.

A huge variety is just not feasible within a single value chain. A value chain
comes with a small number of stable partners. Business relationships just grow over
time and some partners make it into preferred and established relationships. Instead,
we now need to have access to a pool of thousands of partners that all are highly
specialized experts in particular niches. This is because we need to select at any
given time the then best fitting partner, even when this is going to be a partner for
only a short period of time or for very low quantities of an asset. For the most part,
supply chains of large businesses were not set up to deal with a world of thousands
of partners, and they need to evolve into value networks (Fig. 3.3).

An ecosystem works differently. It requires partners to strictly focus on their
unique expertise and allows them to become highly specialized. In an ecosystem, as
purchaser, one depends on a huge pool of different offerings with finest differences
mapped out. This allows purchasers to match the requirements of their customers
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Fig. 3.3 Linear supply chains evolve into complex, dynamic and connected value networks that
build on co-creation, collaboration and access to a pool of thousands of partners within an
ecosystem (Source: own illustration based on [8]).



58 C. Schlegel et al.

with products tailored to the orders. As a supplier, one depends on many different
purchasers selecting the offered components or services in order to come up with
high enough revenues. One just needs to be the best within one’s narrow scope
and then rely on others being the best in their niches. This is why an ecosystem
as a whole is very agile in filling even the smallest niche and the smallest demand
with dedicated offers. In an ecosystem, one does not depend on the small world
of a particular value chain anymore. Instead, one reaches out to all the partners
with opportunities to collaborate with all of them. With most of the partners, one
collaborates only temporarily, but one always does so with enough partners to stay
focused on one’s particular expertise.

We call that way of splitting up work and distributing it across many different
partners separation of roles. This is different to the way in which work is split up
along a product-line approach [9] as separation of roles comes with a different
granularity of management and with more responsibilities for a partner filling a
role [10]. Of course, within our local scope, we can still run a product-line approach
(see Chap. 1 for software product-line engineering).

Thus, the basic difference of a business ecosystem compared to a value-chain
approach or compared to a product-line approach is its different way of managing
the huge variety of partners (that all form their own organizational units) in order to
better tackle a huge variety of tailored products. Instead of trying to manage all the
required interactions and interfaces to cope with complexity, an ecosystem provides
a set of mechanisms that allows thousands of partners to collaborate on demand
and to do this under continually changing operating conditions. Management to
ensure that the artifacts of the different partners fit together or that the partners
smoothly interact in tightly coupled ways is replaced by structures and means that
ensure those fit even under loose couplings between partners. A business ecosystem
supports independent and locally managed work to end up with fits without extra
management on top.

Figure 3.4 shows three different tiers that are typically found in a business
ecosystem. The uppermost tier is driven by only a small number of partners,
called the ecosystem drivers. At that level, all the basic structures and means
that form sound foundations for the other tiers are provided. Tier 1 can also

Fig. 3.4 Three tiers typical for any business ecosystem. Tier 3 is conforming to Tier 2 and Tier 2 is
conforming to Tier 1. While there are only few ecosystem drivers forming Tier 1, there are already
more domain experts at Tier 2 and finally all the ecosystem users are at Tier 3.
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be called foundations. The middle tier is driven by domain experts that use the
Tier 1 structures to come up with domain specifics. The middle tier is completely
conforming to the uppermost tier. The separation between Tier 2 and Tier 1 is
extremely important as Tier 2 allows to shrink the size of the domain under
consideration such that agreements on structures become feasible. Tier 2 allows
us to have many different domains in parallel and without conflicts in consistency,
even coexisting and competing approaches for the same aspect. For example, the
navigation domain and the vision domain might differ in the representation of
coordinate systems. There might be different vocabularies for specifying trajectories
all consistent in themselves. Of course, fragmentation without reason is not good,
but Tier 2 allows for processes to resize scopes of domains and to sort out competing
approaches where they are just different without any reason. As any Tier 2 domain
is conforming to Tier 1, one can build links between different Tier 2 domains via
Tier 1. Tier 2 is typically filled by domain-specific working groups. Tier 2 can also
be called definitions. Finally, Tier 3 comprises all the concrete products and services
that conform to at least one of the domains at Tier 2. As purchaser, one knows
beforehand which parts can fit together. As supplier, one knows to what kind of
structures one needs to adhere to so that the provided parts fit to others. Tier 3 can
also be called implementations.

This is exactly the same structure that is also followed by OPC UA in the
context of industry 4.0 [11]. OPC UA provides the basic means for information
models and accessing them (i.e. Tier 1). However, that still is not enough to make
different industry 4.0 devices interoperable. Interoperable devices must use the same
information models, that is, they must apply the generic OPC UA concepts in the
same way. Thus, OPCUA introduces the so-called companion specifications (Tier 2)
[12]. Finally, Tier 3 comprises all the conformant devices.

1.3 The Power of Composition

Complexity can be mastered by splitting up a complex problem into smaller ones,
solve those and finally put these solutions together to form a solution for the original
problem. Of course, that proved to be a reasonable approach in many engineering
disciplines as we then can assign the work to different entities, let it be persons,
teams, departments or even contracted other companies. This lets us do the work
faster as we can get it done by a larger workforce. We can get it done concurrently
and we can also identify whether there are already solutions for subproblems that
we might want to reuse.

However, just splitting up the problem or splitting up the work is not enough. It
needs to be done such that the subparts ultimately fit together and that they properly
form the intended solution. Different approaches address exactly that challenge in
significantly different ways [13].

A whole set of approaches is based on integration. The outcome of integration
is an amalgamation of the previously separated subparts. It is quite difficult (and
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typically not foreseen) to again split apart the outcome afterward or even modify
it. As everything is optimized for a set of preplanned configurations, any changes
or variations interfere with the highly optimized setup that works like a clockwork.
Basically, there is a huge management effort needed in keeping all the interactions
between teams, and interfaces of parts and the work in general (i) up and running,
(ii) in sync and (iii) orchestrated, so that at any point in time everything fits
smoothly. Product-line approaches to face variations work well only within the
same organization [9, 10] and as long as it is about foreseen variations of the same
product for which the product line got already prepared. As soon as we need to
cross organizational boundaries (i.e. when we are in need of managing resources
not under our control, like other teams, other departments or external contractors),
integration-based processes reach a level of complexity that cannot be managed
anymore.

Another set of approaches is based on composition. It is the activity of selecting
building blocks (modules, components, subsystems, etc.) as they are and putting
them together. Composability is the ability to combine building blocks. Composi-
tionality refers to the ability to understand a composite system by understanding
its building blocks and how they are combined. Modularity is the degree to which
a system’s building blocks may be separated and recombined. Modularity comes
with the challenge of designing building blocks with well-defined interfaces that
can be used in a variety of contexts. Composition is one approach to achieve
modularity. In contrast to an integrated system, a composed system can again be
split apart into its building blocks. Thus, modifications and adaptations are possible
requiring only adequate effort. Adequate means that effort and costs are in balance
with the achieved result. That is exactly how we build complex Lego models out
of given Lego bricks. Of course, as long as only regular bricks are used, many
contours and shapes can only be approximated. Nevertheless, there is still room for
most specialized bricks. These fit as long as they adhere to the standardized knobs.
However, specialized bricks come with a price to pay in terms of extra costs, extra
effort and less reuse in other contexts which does not pay off in case a solution based
on standard bricks is adequate.

For example, resource shares and reservation-based mechanisms are compos-
able. As long as there are resource shares available, these can be claimed without
interfering with already assigned shares. However, priorities are not composable.
Each new asset might require reassignments of priorities (see, e.g. priority assign-
ment in rate monotonic scheduling).

To summarize, composition is a very powerful concept to build a huge range
of diverse and modifiable systems in an economically feasible way, even down
to lot-size one, as one does not start from scratch over and over again. Instead,
one just reuses (compositions of) commodity building blocks as far as possible.
This amortizes costs at a different level of granularity. It is not anymore by huge
quantities of the same and difficult to modify finished product. It is at the level of
huge quantities of commodity building blocks that become part of many different
and diverse finished products.
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1.4 Aiming for a Software Business Ecosystem for Robotics

Robotic systems need to become more flexible, more adaptable and still affordable
even when it comes down to lot-size one for a particular robot. We select, combine,
adjust and exploit those already available software engineering approaches that help
us best in matching those needs. The approach is not limited to robotics.

A business ecosystem provides a lot of benefits in addressing the above chal-
lenges. In order to ramp up a business ecosystem for robotic software systems, one
first needs to identify what structures need to be defined at which tier. One also has
to answer the question of how those structures are presented to participants of an
ecosystem. For them, it needs to be as simple as possible to adhere to the defined
and agreed key structures and to apply those structures properly and in the intended
way. This is of paramount importance in enforcing the principles of separation of
roles and of composition as these form the pillars of a working and fruitful business
ecosystem.

Figure 3.5 gives an overview of some core concepts. First of all, it shows
different roles, such as a component developer, a system builder but also a
safety engineer, a domain expert, a system architect and a behavior developer.
For example, a component developer selects functional libraries from marketplaces
of the ecosystem and uses them within software components. A system architect
translates the requirements of a domain expert into a system design. A system
builder selects those software components that fit best to a design and composes
them to form the system. A behavior developer models action plots to achieve a
certain task but in a way that is independent from a specific robotic system. Rather,
a particular action plot needs to be executable with all robots that have the required
capabilities. A safety engineer translates domain-specific safety requirements into
a set of constraints that are checked during the development as well as during the
operation phase. There are many more roles, but it is important to understand that
they all work concurrently and independently from each other and that there can be
many partners for the same role at any time.

As shown in Fig. 3.5, the structures of all assets, whether these are functional
libraries, software components or action plots, are represented via blockswith ports,
where ports are linked by connectors. A block separates the internals from the
externals. The only way to interact with a block is via its ports. Blocks can be
nested as is the case, for example, of a software component that comprises functional
libraries that are also blocks with ports. As soon as the experts of a particular domain
agree on the kind of blocks, ports and connectors for the different assets of their
domain (of course, structure and behavior), one can ensure that conforming assets
finally fit together in the intended way.

Figure 3.5 also shows that each block comes with a data sheet. This proved to
be an extremely successful mechanism to decouple suppliers and purchasers in a
business ecosystem. A data sheet describes an outside view of an asset, including its
foreseen variation points. A data sheet includes internals only as far as we need to
know them for using the asset and for predicting its fit (behavior, structure) for our
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context. Data sheets are, by purpose, not rich enough for synthesizing the artifact.
They are an abstraction of the asset and they are not in conflict with our needs
in protecting our intellectual property. Data sheets are models. A data sheet is the
minimum information we need to provide to users about our asset. The asset cannot
be operated, and thus would be useless, if one does not know what to provide to its
ports and how to set its variation points.

1.5 The Role of Model-Driven Software Engineering and of
Data Sheets

It is important to understand what kind of roles we foresee for models and for
model-driven software engineering in a business ecosystem for robotics [14]. An
essential part of software engineering is managing interfaces between software
assets. Despite the different levels of granularity of software artifacts, one ends
up with different types of interfaces such as programming interfaces for libraries,
service-oriented ports of software components and many others. These interfaces
can all be represented by blocks, ports and connectors.

Models are considered as the most adequate way to explicate and link all the
required and agreed structures in a consistent way. Models are not bound to a
specific implementational technology. The represented insights are decoupled from
the pace of new technologies. Models allow for early binding of semantics and for
late binding of technology (in source-code-driven approaches, it often is exactly the
other way around). Models form the baseline for role-specific model-driven tools
that enforce the agreed structures and thus ensure that outcomes of independent
work fit into the ecosystem.

Model-driven software engineering and associated model-driven tools are strong
(1) in making structures with their semantics accessible and (2) in enforcing those
structures with their semantics. In a robotics software business ecosystem, all those
structures that implement the principles of separation of roles and of composition
should be managed by a model-driven approach. Compliance to relevant structures
and to their semantics is not anymore achieved by the developer’s discipline.
Instead, this compliance is ensured by the model-driven tools that generate (or
just retrieve) the related source code for the asset’s interfaces. Pregiven reference
implementations for interfaces are a feasible way to provide their semantics
(meaning and behavior of the structures). Model-driven tools relieve users from a
huge cognitive load and from a huge responsibility while still giving all the freedom
beyond the enforced structures.

We do not advocate fully replacing source code by models. Coding is to some
extent modeling as well and models in the form of source code are even executable.
Instead, we understand models as abstractions of artifacts, then called a data sheet.
The more is expressed in the data sheet, the more details can be taken into account
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for prediction, analysis, etc. and the less there is a need to actually build all the
variants in a costly way just to identify—by real-world testing—the wanted variant.

A model in the form of a data sheet does not cover everything to the finest detail,
and it does not allow the synthesis of the represented artifact. Of course, the better
a model can represent further properties of an artifact, the richer we can make the
data sheet. Indeed, this can be a reasonable migration path to full-blown models and
a full-blown model-driven approach. If it becomes both beneficial and feasible to
avoid coding at all, then there might be a shift toward fully model-driven software
engineering approaches. However, we might still end up with considering coding
as the more efficient way of expressing some of the details. The reason is quite
simple: software models are not just a level of indirection, they are an abstraction.
A software model does not explicate all the complex details of its target platforms.
Anyway, it is about a beneficial coexistence and about consistent links between
different abstraction levels.

Figure 3.6 shows a fully model-driven approach where all the different models
are composed to the final system (see ①). However, pure modeling without means
to get models grounded in the real world is not a solution in robotics as robots
finally need to act in the real world. Indeed, a model-driven approach in robotics
makes sense only when there are no gaps between models and their grounding in
real-world assets. After modeling is complete, one needs mechanisms to transform
the models into an executable form. Up to now, such mechanisms exist only in a
few domains. For example, 3D printing is such a domain as a 3D printer is such
a generator (see ②). As result, we get the real asset and a data sheet (see ③). The
data sheet is an excerpt of the model used to generate the artifact and contains only
information that the user needs to know for using the asset. Unfortunately, such a
generator is still not there for complex software systems.

Figure 3.7 shows the approach we are favouring for a model-driven software
approach in robotics. As a data sheet is an abstraction of a real asset, there is no data
sheet without a related real asset. We can already compose a system at the model
level by composing data sheets. This allows us to already check those system-level
properties that are covered by the data sheet abstractions of the real assets (see also
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Fig. 3.6 A fully model-driven approach where we first model everything ① before we finally use
a generator ② to get out of the model the real-world asset and an excerpt forming the data sheet ③.
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Fig. 3.7 Data sheets are models that are abstractions of real assets. A data sheet describes an
outside view of an asset and it is grounded via the real asset.

Chap. 4 on testing, Chap. 7 on verifiable autonomy and in particular Chap. 8 on
verification). For example, we can already perform various what-if analyses and we
can trade off configurations of the variation points of the assets (see ①). This can
all be done prior to buying any of the assets. Once we are fine with the predicted
outcome, we can go for the according real assets (see ②). The transformation from
the model level to the real-world level is by picking up the related assets and putting
them together in the same way as we did at the data sheet level. This gives us a
system with properties consistent to the predicted ones (see ③). Of course, all those
properties of the system that are not covered by the data sheets can only be checked
via the real assets.

This chapter is organized as follows. Section 2 describes the arrangement of
software technologies such that a robotics software business ecosystem can get
shaped. Section 3 goes in-depth into selected details of Tier 1 as this tier is decisive
for the overall ecosystem approach. Section 4 gives selected insights into Tier 3
and into a world of model-driven tools from a user perspective as most ecosystem
participants will operate at Tier 3. By that user-centric view, the role of Tier 2 and
its links to Tier 3 and Tier 1 get clear as well. Section 5 relates the presented work
to state of the art and concludes.

2 Structures for a Robotics Software Business Ecosystem

Separation of concerns is an important design principle to handle complex interde-
pendent systems [15]. An example is the Internet protocol stack with its different
well-defined layers. A good design defines abstraction layers where each layer can
exist without the layers above it, but requires the layers below it to work. Otherwise,
different layers just form levels of indirection. By definition, a layer cannot be
defined on its own, since its semantics is the relationship between its artifacts and
those of the neighbouring layers. The exercise to obtain well-defined relationships
is a tough one. Of course, transitions between layers can be fluent and individual
layers may also be split horizontally. There can also be implementations that just
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Architectural Patterns for
• Communication
• Component Coordination
• Software Components
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Fig. 3.8 Best practices and lessons learned are described in the form of architectural pat-
terns. Experts translate architectural patterns into formal models using block-port-connector
meta-models. Formalized and consistently arranged architectural patterns form the composition
structures. Composition structures form the ecosystem foundations.

combine several adjacent layers into one, which means losing flexibility. However,
it is not good practice at all to define relationships between non-adjacent layers.

Figure 3.8 shows widely agreed layers for robotic systems. The lowest layer is
hardware, followed by the operating system/middleware. The execution container
provides access to resources in a way independent of the implementational tech-
nology of the layer below. The function layer comprises the implementations of the
algorithms. A service performs work based on contract and with its own resources
and thereto interacts with other services. A skill arranges different services such that
they become a particular robot capability. It translates between a generic name for a
capability like move (from above) and configurations and parameterizations specific
to the used services (downward). The task layer represents what steps and how these
need to be executed in order to accomplish a particular job. Tasks are independent
from a particular robot but can be executed with a particular robot only if that robot
possesses matching skills. Finally, the mission layer represents the purpose of the
robotic system.

The challenge is to define the relationships between the different layers. We need
to find those patterns and structures that form the sweet spot between freedom of
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choice and freedom from choice [16, 17]. We need to support as much freedom
as possible to not block progress and to address specific requirements in the most
flexible way. On the other hand, we need to define at least those structures that
ensure composability and separation of roles and that overcome fragmentation. The
latter is about just different alternatives for the same concept but without any specific
reason and without providing added value.

Obviously, it is not as simple as separating the overall robotic system along
both the above abstraction layers and the different concerns such as computation,
communication, coordination and configuration. This would end up in a granularity
of assets that neither fits to a natural role in a robotics ecosystem nor forms
marketable entities. In contrast, a software component is a good example for a
reasonable building block as it is a marketable asset that fits to the well-understood
role of a component developer. Of course, a software component comprises aspects
of all the above concerns. Nevertheless, a well-defined software component model
jeopardizes neither abstraction layers nor separation of concerns.

We introduce the notion of an architectural pattern to describe a particular
recurring design [18]. An architectural pattern is a textual description comprising
a specific design context, a recurring design problem and a well-proven solution.
In our case, architectural patterns are driven by two fundamental objectives, that is,
(1) to facilitate building systems by composition and (2) to support separation of
roles. Architectural patterns allow us to compile knowledge and best practices from
a community.

Via the description of the specific design context, it gets clear whether the
pattern belongs to Tier 1 of an ecosystem, whether it is specific to a particular
domain and thus belongs to Tier 2, or whether it is specific just to particular
assets and thus belongs to Tier 3. Architectural patterns already allow in their
textual form to identify competing approaches and overlap in scope. We can then
initiate discussions, clarifications, classifications and decisions to ensure overall
consistency across the different tiers. Afterward, all that can be formalized by using
the fundamental modeling means as provided by Tier 1.

2.1 (Meta-)Models and Tiers

The concepts of conform-to, models, meta-models and tiers are key in understanding
how an ecosystem gets organized. All the concepts at Tier 1 are prescriptive for
Tier 1 and Tier 2. All the concepts at Tier 2 are conforming to the concepts at
Tier 1 and they are prescriptive for Tier 2 and Tier 3. All the concepts at Tier 3 are
prescriptive for Tier 3 and they are conforming to Tier 2.

At a particular tier, one can only operate in a way that is consistent with the scope
of the already given prescriptive concepts. If there is already a prescriptive concept
at a tier, one cannot go for an alternative one at a lower tier. The only option is to add
at the tier comprising the prescriptive concept an alternative concept that is placed
next to the already existing one. The alternative concept nevertheless still needs to
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be consistent with the concepts at this tier and with the prescriptive ones from the
above tier. The more alternatives get introduced, the more we again end up with
fragmentation that destroys composition. This is why it is so important to come up
with very well thought-out concepts and place them at the proper tier.

For example, the key elements of the structure and the behavior of a software
component are defined at Tier 1. This means that all the software components
within that ecosystem adhere to that structure. The prescriptive parts of a software
component are, for example, the basic states of its lifecycle automaton, the structure
and behavior of its ports (such as a request-response or a publish-subscribe
interaction), its behavior interface for its configuration and many more. The model
of these key elements that constitute a well-formed software component is part of
Tier 1. At Tier 2, a software component can still be tailored to a specific domain, for
example, by the substates of the lifecycle automaton, the concrete data structures
exchanged via the ports, etc. The prescriptive models of Tier 1 are used at Tier 2 to
come up with a concrete set of domain-specific ports that are conforming in structure
and behavior to the prescribed elements. The concrete set of domain-specific ports,
which is defined at Tier 2, is again a set of models. This set of models is conforming
to the related Tier 1 model and that Tier 1 model is a meta-model for it. Finally,
a concrete software component is modelled at Tier 3, using the Tier 1 software
component model as meta-model and the domain-specific refinements of Tier 2 as
another consistent meta-model.

Tier 1 contains all structures that are relevant to shaping an ecosystem and that are
independent from a specific domain. Nevertheless, these still provide all the hooks to
get tailored at Tier 2 to domain-specific needs where necessary. For example, how to
represent skills is defined at Tier 1, but the very concrete and domain-specific names
of capabilities are defined at Tier 2. The structure and behavior of all the elements
of a software component including the structure and behavior of its ports are fully
defined at Tier 1, but the concrete set of instantiable domain-specific service ports
are defined at Tier 2.

2.2 Tier 1: Foundations

This tier comprises all the sound foundations for expressing ecosystem structures.
Tier 1 itself is organized into three different layers as shown in Fig. 3.9. The
structures in Tier 1 are provided and driven by experts. The overall community
compiles its body of knowledge via architectural patterns. Groups of experts
moderate the consistent arrangement of the architectural patterns and then formalize
them to become part of the bottom layer of Tier 1. As component developer, system
builder, etc., one does not get directly in touch with those structures as one uses role-
specific tools. The fully detailed description of the following concepts is available
via the RobMoSys Wiki [19]. The Wiki is an effort of the robotics community that
is driven and moderated by the EU H2020 RobMoSys project. It aims to explicate
the body of knowledge of the robotics community for the purpose of ramping up a
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Fig. 3.9 A modeling view clusters related modeling concerns in one view. A view establishes the
link between primitives in composition structures and ecosystem roles. Views enable roles to focus
on their responsibility and expertise.

digital industrial platform for robotics. The euRobotics AISBL with its topic groups
already adopted the role of stewardship for the robotics body of knowledge in
order to ensure sustainability. Stewardship is about the responsibility to moderate,
shepherd and safeguard the community’s body of knowledge.

The uppermost layer provides a hierarchical hypergraph model as scientific
grounding [20], [21, hypergraph-er]. A hierarchical (property) hypergraph [22, 23]
is the modern, higher-order version of the entity-relationship model. In short,
hierarchical means that every edge and every node can be a full graph in itself.
In other words, any relation can be considered an entity in itself and can hence be
used as an argument in another, higher-order relationship. Hypergraph means that
every edge can join any number of nodes, that is, it is an n-ary hyperedge. Property
meta-data means that every node and every edge in the graph has a property data
structure attached to it (at least, a unique identifier and a meta-model identifier).

The middle layer contains the entity-relationship model, which is a specialization
of the hypergraph model and that conforms-to a hypergraph. It comprises the
concepts of an entity, a relation and a property and the basic set of standard relations
is-a, instance-of, conforms-to and constraints. Their semantics is not specific to
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principles:block-port-connector] for full details).

robotics, but is given by just typical common-sense descriptions. These are basically
backed by generic modeling foundations such as mereology and topology.

This allows us to introduce the block-port-connector model, which is a special-
ization of the more abstract hypergraph model and of the entity-relationship model.
It comes with two additional relations, namely, contains and has-a. The generic
entity is refined into block, port, dock, connector and collection, and the generic
relation is refined into connects. All these come with a description of their semantics
(Fig. 3.10 and [21, principles:block-port-connector] for details).

We now have all the means to express structures and their relations by a block-
port-connector model. Please note that while blocks and ports are semantically
different, the structure of a port is represented as well by blocks. The kind of
presentation is specific to a particular view, its purpose and its level of abstraction.

The bottom layer comprises the composition structures. The entry point for their
detailed description is again the RobMoSys Wiki [21, composition-structures:start].
These are formed by the consistently arranged architectural patterns that are then
formalized using the elements that are provided by the middle layer of this tier. This
gives a set of meta-models [21, metamodels:start] that define the various elements
and their relations. An excerpt of the composition structures is shown in the lower
left-hand side of Fig. 3.9. The lower middle part of Fig. 3.9 shows a snippet of
the meta-model of a component [21, metamodels:component] that comprises all the
elements with all the internal and all the external ports that make the structure of a
component and its links. In contrast thereto, the snippet on the lower right-hand side
shows only those parts of the component meta-model that are relevant to the role of
a component developer. A role-specific view is a collection out of those meta-model
elements that are relevant for guiding in a consistent way the work of that role.

As we use blocks, ports and connectors to organize structure, behavioral aspects
also get structured and separated along blocks, ports and connectors. The advantage
now is that for describing the behavior of a block, it is sufficient to describe for all
its ports (1) their behavior (just the behavior of the port as it is visible from outside
the block) and (2) which input port influences which output port (connections inside
a block and related transfer functions). This is fully in line with the way of thinking
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of the above-described data sheet approach. As long as not all relevant properties
can be made available in a formalized way, and as long as one cannot deal yet with
all the details due to overall complexity, one can already now offer a migration
path toward this end by stepwise making data sheets richer and richer. A valuable
approach that is already feasible now are compliance checks via running tests. Of
course, there needs to be a mutual understanding and agreement about significance
and coverage of the set of tests for properties of interest. In the same line are tests
that run an artifact against a reference artifact to check whether there are deviations
in properties defined as relevant. Another approach is to run artifacts in simulation
to see whether the produced behavior is in line with the expectations (at least for the
properties considered as relevant).

All the composition structures conform to the middle layer elements and, thus,
either just use that semantics or they come with a consistent refinement that is further
narrowing that semantics. Again, the semantics is specified either (1) by references
to outside documentation, or (2) by referring to related reference implementations,
or (3) by transformations into other representations that already come with a
semantics. Of course, at least one mechanism, and sometimes even all three, is
given for all the specific elements that are introduced in modeling the composition
structures.

2.3 Model-Driven Tools to Access and Use Tier 1 Structures

The modeling mechanisms of Tier 1 are independent from any technology. Never-
theless, making them accessible and usable via model-driven tools has significant
advantages in addressing what is called the semantic gap. Often, there are only
textual descriptions of the semantics. Without model-driven tools, one depends on
the users to properly interpret that semantics and to come up with a correct use in
their particular context. There is a high risk of misinterpretations if different users
do that individually. In a model-driven approach, highly specialized experts do this
once and transform their reasoning and interpretation just into additional structural
constraints. Pitfalls on the user side can be sorted out as some assets then fit only in
the intended way or get directly linked to a trustworthy implementation providing
the intended semantics without any chance to circumvent it. Structural constraints
are easy to implement even with model-driven tools of limited expressiveness.

As illustrated in Fig. 3.11, the modeling mechanisms are represented in different
ways in different model-driven tools. The modeling elements in the model-driven
tools consistently refer back to the full set of Tier 1 structures by the unique
identifiers that are used with all modeling elements. Unique identifiers are used,
in particular, for elements of instances, elements of models and elements of meta-
models.

Examples of specific technologies in model-driven tools are Eclipse Ecore and
UML profiles. Although neither has enough expressiveness to directly represent the
structures of Tier 1, one can still implement with them role-specific views. A role-
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specific view allows a particular person in its role to do its work within its context
in a consistent way. Missing expressiveness can be circumvented much easier in
the narrow scope of a particular view as measures can be specific. For example,
an often-occurring challenge is to transform models about what is not allowed into
proper mechanisms of model-driven tools. An approach often used for this is to
structure the presentation of the view (guiding the user through particular steps) and
to run checks for well-formedness before one can proceed with the next step.

2.4 Tier 2: Definitions

Tier 2 structures all the domains that are part of an ecosystem. A particular domain,
such as vision, navigation, manipulation, etc., is shaped by the experts of that
domain. Again, it is a community effort to structure a particular domain by creating
domain-specific models. As a domain is limited in scope, it is much easier to
come up with an agreement about, for example, particular vocabularies and data
structures. At Tier 1, one would need to aim for an all-encompassing approach
which several times already proved to be just infeasible (as evidenced by all the
failed approaches to come up with a single ontology for a domain such as robotics).
However, as all the domain-specific models in Tier 2 conform to Tier 1, these
different models can be linked to each other in a consistent way.

By the way, that is exactly the role of meta-models. It is important to understand
that the concept of a meta-model is a relative one. A meta-model is just a model as
well. It becomes a meta-model only with respect to other models that conform to it.

As Tier 1 serves as meta-model for Tier 2, all models at Tier 2 conform to the
models at Tier 1. Models at Tier 2 bind flexibility and narrow down semantics, but
they are all consistent with the models in Tier 1. Of course, there can be different
and coexisting domains, all with their own models. Although these are all consistent
within their domain and although they all conform to Tier 1, concepts often cannot
be easily linked one-to-one across domains. However, such links between domain-
specific models are always available via the path through Tier 1.

Obviously, Tier 2 needs to be defined within the structures and semantics given
by the bottom layer of Tier 1. In order to fulfill the relation conform-to, one can
neither just pick out structures and ignore their semantics, nor can one just arbitrarily
pick out elements from the top layer and the middle layer of Tier 1 as these
layers do not form the interface to Tier 2. One cannot just go upward until it gets
generic enough to then extend from there on. Of course, doing so would completely
break the sound conceptual approach of layering abstraction levels and having them
only interact with adjacent layers. It would break all the foundations that enable
composition and that would again result in fragmentation.

If we cannot live with the framing of the adjacent superordinated layer, we
cannot just put a different semantics next to it and ignore what already has been
agreed. Instead, in case there are very good reasons why adjustments or extensions
are needed at a particular layer, then we should just submit a convincing proposal
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that has a chance to get support from the community or expert group. As already
mentioned before, that is why there is such a high responsibility in coming up with
proper structures that match the sweet spot between freedom of choice and freedom
from choice.

Very often, the above is misunderstood and it takes some effort explaining why it
is not sufficient to just go for the structural approach of blocks, ports and connectors.
Blocks, ports and connectors become of use only when one respects their concrete
designs with semantics. By the way, that is exactly the challenge of applying SysML.
It fits easily nearly everywhere in systems engineering as it basically just refers to
blocks, ports and connectors. However, it gets useful only when there is another
level of detailing to provide a consistent meaning and grounding for the kinds of
blocks, ports and connectors in a particular domain.

2.5 Tier 3: Implementations

Tier 3 comprises all the content available in the ecosystem. In robotics, such content
is libraries, software components, solution templates representing architectures as
well as task plots that convey process knowledge independent of a particular robotic
system, and many other artifacts. Tier 3 uses the domain-specific structures from
Tier 2 in order to produce content to supply to the ecosystem and thereby using
content from the ecosystem. For example, an expert in localization will adhere to
the services defined for the navigation domain in building a software component for
localization as it then fits to others conforming as well to the agreements for the
navigation domain.

2.6 Coverage and Conformance

An ecosystem is viable and sustainable only when it finds the right balance between
rigidity and plasticity. The further up a concept is in the hierarchy of the ecosystem
structures, the more impact on the ecosystem comes with any modification of that
concept and the better reasons have to be brought up for doing so. Thus, proposing
an alternative to what is already defined (without having a real benefit, a real need
or high enough added value) will hopefully not find enough supporters as this just
fosters fragmentation. It is much simpler to make modifications at a lower tier of
an ecosystem as the scope of the impact is much smaller. However, the lower a
concept is in the hierarchy, the more constraints for new concepts come from the
superordinated structures to which conformance is mandatory. In principle, there is
always the option to put something next to what already exists (e.g. open up a new
domain at Tier 2) as long as it is conforming to superordinated structures. This is an
important means to take up new proposals and then perhaps let them even replace
already existing structures.
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Basically, the balance between rigidity and plasticity is dependent on the
processes that manage the ecosystem. Of course, the three tiers already come with
well-defined responsibilities (ecosystem drivers at Tier 1, domain experts at Tier 2
and all the ecosystem participants in Tier 3). This makes it easy to identify and then
approach the according representatives whenever needed. However, that alone is not
sufficient. In the ideal case, an ecosystem is managed in the form of a meritocracy
for which the following key processes are decisive.

First, there need to be processes for the vertical interaction (i.e. between
stakeholders at different tiers) and for the horizontal interaction (i.e. between
stakeholders in different parts within the same tier). For example, there might be
a concept that evolved within a particular domain and that might be of fundamental
use for other domains as well. In such a case, one should discuss whether to
move that concept up in the hierarchy. In case one detects coexisting approaches
at lower tiers for the same concerns, one should stipulate a process to overcome this
accidental fragmentation.

Second, there need to be processes to assign coverage and conformance labels
to assets in the ecosystem. That enables us to explicate for any asset its link
into the ecosystem. Assets include concepts, models, software components, tools
and everything else of relevance in the ecosystem. This tremendously simplifies
navigating through the ecosystem and selection of assets according to needs. Of
course, there can be coexistence of assets that come with only partial conformance
(relevant for uptake of new ideas in early stages or for establishing first links into
neighbouring domains), but this always is explicated.

Basically, the outcome of processes to tackle aspects of coverage and of
conformance are agreements (1) on content and format of data sheets for all kinds
of assets in the ecosystem and (2) on procedures to state the properties in the data
sheets. Of course, coverage of particular aspects with their particular degrees of
conformance can be subsumed under dedicated labels. Some labels can even come
with certification bodies.

3 Details of Selected Concepts at Tier 1

This section explains details of some selected concepts at Tier 1. These come with
concrete structures and behaviors that are not specific to any domain in robotics.
Exhaustive descriptions with lots of references to further documents are maintained
via the RobMoSys Wiki [19].

A model at Tier 1 is called a definition meta-model when it defines the means
for Tier 2 domain experts to model domain-specific aspects. It is called realization
meta-model when it defines the means for Tier 3 ecosystem participants to model
(and build) concrete assets. Otherwise, a model comes without any specific label.
Of course, a model at Tier 1 directly serves as meta-model for Tier 3 in case there
are no further refining models down to Tier 3.
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3.1 The Software Component Model

A software component [24, 25] is one concrete example of a block with ports that
needs to be specified (structures and behaviors) at the lowest level of Tier 1. A
software component combines aspects of different concerns, namely, computation,
communication, coordination and configuration. It comprises the abstraction levels
ranging from the execution container to the skill interface but without diluting their
layering and their interfaces.

Figure 3.12 shows the structure of a software component, that is, its elements and
their relations. Of course, these elements all come with well-defined behavior, and
the behavior of the software component model is defined by the behavior of these
elements in the context of the interaction given by the explicated relations. Thus, it
would be a complete misunderstanding if one conforms only to that structure but
ignores the related specified behavior.

For example, the Lifecycle of a component is represented as a block with ports.
It interacts with the Activity as an activity runs only in particular states. It interacts

Fig. 3.12 The component definition meta-model shows the structure of a software component. A
dashed gray box is a reference to another definition meta-model. The behavior of a block is defined
by the behavior of its ports. A port is a block as well. A block refers to a behavior specification.
A behavior specification can be in different forms (textual description, reference implementation,
formalized model).
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Fig. 3.13 The lifecycle of a software component with main states (visible outside), substates
(inside coordination) and the pseudostate Alive (customizable).

with the Services of a component as their availability and their responses depend
on the state of the component. It interacts with the Behavior Interface as this is the
access from outside to the state of a component, its configuration and its monitoring
(control flow interface).

The very concrete structure and behavior of the lifecycle of a software component
are specified in detail in [26]. Figure 3.13 illustrates selected aspects. The lifecycle
comes with the predefined main states Init, Shutdown, Fatal Error and Alive. At
any point in time, a component can be in exactly one main state only. Main states
come with substates. The main states Init, Shutdown and Fatal Error are created
with exactly one substate each. As a convention, each name of a main state begins
with a capital letter and each name of a substate begins with a small letter.

Activities inside a component refer to substates only and not to main states.
An activity runs only when the required substates are active. From outside the
component, only main states (and no substates) can be commanded. The reason
for this approach is to decouple component internals from the outside view such
that one can provide a standardized way of how to configure, control and monitor
a component via its standard behavior interface. The approach becomes clear with
the main state Alive, which is basically a pseudostate.

The main state Alive can be replaced by an individual state automaton that gets
executed when the component is in the main state Alive. One can define an arbitrary
set of substates for use by the activities within the component. The substates are
clustered into user-defined main states. A substate can belong to any number of
user main states. In this way, a user main state represents such a set of substates
that can be consistently active at the same time and without conflicts. From the
outside view, one needs to know neither the names of the individual substates nor
the combinations of substates that can be consistently activated. One just needs to
query the names of the user main states. One can set any of those user main states
instead of the main state Alive, in any order.
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Of course, as the lowest layer of Tier 1 already defines a lifecycle automaton for a
software component, one cannot just define another one and put it next to the already
existing one. Nevertheless, there can be ongoing discussions within the expert group
shaping the lowest layer of Tier 1 whether one wants to have different kinds of
lifecycles that then coexist (which means to explicitly agree to go for fragmentation,
perhaps, as an interim solution). In particular, the pseudostate Alive provides a hook
for other individual state automata. Nevertheless, alternative proposals should also
properly deal with the challenge of providing a standardized behavior interface, a
consistent way to manage activities and communication according to states and state
changes and others.

A different representation of a software component (that fully conforms to the
component definition meta-model) is shown in Fig. 3.14. It shows different role-
specific views in a single figure. In the case of being a user of a software component,
we see its outer view, which just comes as a block with ports as indicated by the
solid surrounding line. These ports form the stable interface to other components
and they are either a provided service or a required service. In the case of being a
component developer, we see the stable interfaces of the inner part of the component

stable interface of the 
inner part visible to the 
component developer

stable interface to 
middleware and 
operating system

stable interface 
outer view for 
component user

Fig. 3.14 Software component with communication (service-oriented ports), configuration
(resources, parameters), coordination (modes, lifecycle) and computation (managed tasks).
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(dashed line). Finally, the dotted line is the stable interface to the middleware and
the operating system. This is an internal interface hidden from the user. It links the
execution container to the middlewares and operating systems and ensures that the
execution container is agnostic to middlewares and operating systems.

If we open the software component block, we see that its internals are again
blocks with ports. In particular, a component service (which is a port of the software
component block) itself becomes a block (the complete component service) with
ports. Its first port forms the external dock of a component service (visible
from outside the component as component service port—solid line). The second
port forms the internal dock of a component service (visible inside the software
component only and only by the component developer—dashed line). Other ports
form the internal interface to the component lifecycle and to the execution container
(that links to the OS/middleware).

As the basic structure and behavior of a software component is defined at Tier 1,
these are prescribed for Tier 2 and for Tier 3. However, the software component
model still provides enough freedom when it comes to filling in, for example,
domain-specific resource management mechanisms inside the dashed block. Of
course, when domain-specific refinements become of general use, they can be
moved upward to Tier 1.

Basically, the model-driven tools are the means to come up with proper pre-
sentations of role-specific views. For example, the model-driven tools then ensure
that we select ports of a component only from a palette that represents what has
been agreed upon in this domain and that we cannot use others not specified for the
selected domain. The guidance and consistency of what is allowed in which step by
which role as it is given by the model-driven tools stems from the meta-models and
the reference implementations linked to the elements.

3.2 Communication Patterns and Services

The link between the component internal ports (dashed interface in Fig. 3.14)
and the component external ports (solid interface) is realized via communication
patterns. Basically, they cover a request/response as well as a publish/subscribe
interaction. Table 3.1 gives an overview of all the communication patterns used
by a software component for communication and for coordination. The patterns for
coordination are based on the patterns for communication. The meta-model for the
small set of generic communication patterns is shown in Fig. 3.15.

A communication pattern always consists of two complementary parts. The outer
docks of complementary communication patterns can be connected with each other
in case the used communication objects are the same. Again, it is important to note
that all patterns come with well-defined structures (i.e. the APIs for their docks
visible inside a component and also the definition of what is a fit between external
docks) and well-defined behavior (i.e. the fully specified behavior of their externally
visible dock and of the API of their internally visible dock). That is given by both
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Table 3.1 The communication patterns and the configuration & coordination patterns of the
software component model (see [21, metamodels:commpattern])

Pattern name Interaction Description Definition

Send Client/server One-way communication [27, pp. 85–88]

Query Client/server Two-way request/response [27, pp. 88–96]

Push Pub/sub 1:n distribution [27, pp. 96–99]

Event Pub/sub 1:n asynchronous condition notification [27, pp. 103–112]

Parameter Master/slave Runtime configuration of components [17, 28]

State Master/slave Lifecycle management, modes [26, 29]

Dynamic wiring Master/slave Runtime (re-)wiring of connections [27, p. 112]

Monitoring Master/slave Runtime monitoring and introspection [28, 30]

1-n forking 1-n joyning

Push

Communication 
Pattern

Event Query Send

Communication 
Object

1

has-a message

is-a

is-a

has-a event
has-a parameter

has-a request
has-a response

11111

has-a message

is-a

is-a

Fig. 3.15 The meta-model for the communication patterns (Communication Pattern Meta Model).

Communication
Object

Element
AbstractType

cardinality:INT=1

1…*
contains EnumElement

CommObjRef PrimitiveType EnumType

1…*
contains

1
has-a

is-a is-a is-a1
has-a

<<Enumeration>>
DECIMAL

Int8 / UInt8
In16 / UInt16
In32 / UInt32
In64 / UInt64

BooleanType OctetType RealType StringTypeDecimalType

Type:DECIMAL

Float Double

is-a
is-a

is-ais-a

is-a is-a
is-a

Fig. 3.16 The meta-model for a communication object (Communication Object Meta Model).

(1) descriptions in the form of documents [27] (that contain behavior specifications
in the form of automata, sequencing diagrams, etc.) and in the form of API specs
[31] and (2) reference implementations producing that very semantics (e.g. one such
fully conformant implementation is given by SMARTSOFT/ACE [32]).
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1..2
has-a

has-a

has-a
1

contains

selectionServiceDefinition

ServiceProperty CommunicationObject

CommunicationPatternCommPatternUsage

Fig. 3.17 The meta-model for defining services (Service Definition Meta-Model).

Fig. 3.18 A service based on the query communication pattern with the internal and external
docks.

Figure 3.16 shows the meta-model for communication objects, and Fig. 3.17
shows the meta-model of a service. A communication object is a digital data
representation that can be transferred by-value via communication patterns. A
service is the combination of a particular communication pattern with selected
communication objects. Thus, a service shows exactly the structure and behavior as
defined by the used communication pattern, although it is customized via the used
communication objects. A service is split up into a provided service and a required
service according to the complementarity of the used communication pattern. Each
port of a software component then is either such a provided service or a required
one.

This is illustrated in a summary in Fig. 3.18. The shown service is based on the
query communication pattern. The provided part of the service is based on the query
server part of the query communication pattern. Accordingly, the required part of
the service is based on the query client part of the query communication pattern.
It shows also the interfaces of the internal docks that are visible to the component
developer. The client-side access policy (synchronous, asynchronous) is completely
decoupled from the server-side processing policy (asynchronous via handlers).
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Fig. 3.19 The interface between the abstraction layer execution container and the abstraction layer
middleware/operating system allows for middleware-agnostic software components.

3.3 Middleware-Agnostic Software Components

The structure and behavior of the communication patterns and of the communi-
cation objects, and thus of services as well, are completely middleware-agnostic.
Their semantics is defined fully independently from any particular implementation
technology. It is at the interface between the layer of the execution container and the
layer of the middleware/operating system (Fig. 3.19) where the given and specified
semantics of the communication patterns must be reproduced exactly as specified
via the means of the selected underlying middleware technology. It is also at that
interface where the elements of the communication object meta-model get mapped
onto marshaling mechanisms of a middleware. The mapping between the execution
container and a particular middleware/operating system is provided by experts on
system-level software. Experts for model-driven tools make use of such mappings
and reference to them from within their tools to generate artifacts for the according
middleware/operating system.

By means of a common meta-model with a clearly specified semantics, one can
replace a middleware by another one without impact on the overall behavior of
the system. One can even mix different middlewares within a single system and
one can decide on a middleware per connection. With dynamic linking, one can
do this even at deployment time and without recompiling any of the components. A
common meta-model also allows for the automatic transformation between different
middleware-specific representations of the same communication object. Section 4.4
shows this via the SmartMDSD toolchain.
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• generic block, port, connector
• generic request / response
• generic publish / subscribe
• generic task etc.

• RobMoSys request / response
• RobMoSys publish / subscribe
• RobMoSys managed task etc.

composition structures
(structure and semantics 
to allow for composition)

all conform to the 
composition structures 
and thus behave in the
same way

late binding of technology 
and all behave in the same 
way ACE DDS …

2

5

4

3

• hypergraphs1

Fig. 3.20 Early binding of semantics and late binding of technology (not early binding of
technology with lock-in into their semantics).

3.4 Early Binding of Semantics, Late Binding of Technology

Middleware-agnostic software components are a good example of the importance
of the principle of early binding of semantics but late binding of technology. Only
adhering to structure and ignoring the behavior destroys composition and thus
results in fragmentation. The same happens when one just ignores the abstraction
layers. Although that insight is a commonplace, there often is a tremendous lack in
discipline when it comes to adhering to it.

Figure 3.20 illustrates this along the hierarchy of the tiers of an ecosystem. The
composition structures (see ③, bottom level of Tier 1) are fully technology-agnostic
(also agnostic to technologies of workbenches for model-driven tools). They ensure
composition, composability and compositionality. These properties are available
earliest at ③, which sets the frame for Tier 2 (see ④). Whatever domain-specific
structures are introduced at ④, these are consistent with ③ and they do not destroy
composition. The same holds true for all the assets (see ⑤) as these conform to ④.
The behavior of a structure introduced at ③ frames the refinements at ④ and ⑤. Late
binding of an implementational technology at ⑤ (such as a particular middleware)
does not change the behavior given by ④ (and given by ③) as that binding is eligible
only when it produces a behavior exactly in line with ④ (which is then also in line
with ③). In this way, all the assets at ⑤ are not affected in their behavior when we
move to another underlying implementational technology and there are nearly no
migration costs.

In contrast to that is the approach of directly working with a particular imple-
mentational technology and let that subsequently drive structures and behaviors.
Any change of the implementational technology would affect the behavior as well.
This easily results in huge migration costs with any new technology and obviously
is in conflict with the aim of composability. Therefore, it is also a misunderstanding
that arbitrary solutions, which are available so far in source code only, can become
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part of the ecosystem by just modeling them. The models in Tier 1 are much more
as they ensure composition, composability and compositionality.

Thus, the following often-seen proposal for extending the ecosystem structures
does not help to attain the objectives of a business ecosystem. A typical but inap-
propriate approach is that an expert for a particular robotics domain or a particular
software framework just picks out an arbitrary block from the ecosystem structures
and ignores its behavior. A typical example is to select the generic request/response
block from ② and to refine that into the query of a particular framework and provide
its behavior by the implementation from that very framework. In consequence,
it becomes an alternative to what is already there at ③. However, ③ defines a
query that ensures composition, composability and compositionality. Either the new
proposal comes with those properties as well (then it would be very astonishing if it
is different from what is already there), or it does not come with those properties
(then it should not be placed at ③ as then Tier 2 and Tier 3 cannot rely on
composition anymore). It can also not be placed at ④ as this would not be consistent
with ③. Just placing it at ④, skipping ③ and extending ② is also not an option as this
again circumvents the composition structures and thereby jeopardizes the ecosystem
foundations.

Of course, one can still propose to put another query at ③ that does not come
with all the properties required for composition. However, such a query then does
not help the ecosystem objectives. This is the same for all the other models such as
the lifecycle of a software component, its behavior interface and many others. Again,
model-driven tools can enforce compliance where necessary and it can circumvent
relying on discipline only.

3.5 Horizontal Versus Vertical Composition

While vertical composition addresses the composition of parts located at different
layers of abstraction, horizontal composition focuses on the composition of parts
located at the same layer of abstraction. The concepts are illustrated in Fig. 3.21.

The difference becomes obvious in the context of control hierarchies. In a control
hierarchy, resources assigned to a particular layer can be managed there. As long as
one operates within the given boundaries (constraints on the assigned resources),
there is no conflict with others. In particular, we can assign shares of our resources
to entities that are under our control (vertical relationship). These then can again
manage those resources within the given constraints and according to the given
policy. It gets more complex in case we need access to resources outside our
responsibility. In such a case, we need to come up with a contract that secures that
horizontal relationship.
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3.6 The Data Sheet

Figure 3.22 shows more details of a digital data sheet using an the example of
a software component. The very same principles apply for all the assets in an
ecosystem.

A digital data sheet comes in digital form and it contains different parts: at least
a technical part that is generated from the technical models of the asset and a
descriptive part that comprises manual annotations done by humans. The manual
annotations in the descriptive part can range from free-form text fields to ontology-
based labels. A data sheet is a model and thus its form, content and meaning are
defined at Tier 1 (general parts) and Tier 2 (domain-specific parts).

The technical part is more like a technical product data sheet, operating manual,
etc. It is technically binding and states guaranteed properties that can be claimed by
customers. It supports aspects such as what-if analysis, prediction, composition,
configuration and runtime adaptation. As can be seen in the lower right, the
technical part may also contain an abstract representation of selected internals such
as data flows and transfer functions needed for analysis, checking, predicting and
configuration of system-level properties.

The descriptive part is more like a product description for presentation in a
web store or in an advertisement. Its focus is on finding and preselecting assets
from a marketplace. Thus, the descriptive part is more market-oriented, oriented to
gain attention and awareness, and thus is more user-oriented. The statements in the
product description are mapped to and grounded by the technical part of the data
sheet.

The concept of a digital data sheet is fully consistent with the concept of an
industry 4.0 asset administration shell (AAS). As shown in the upper right-hand
side of Fig. 3.22, the digital data sheet can become just a submodel in the AAS and
thus part of the AAS container.
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3.7 Dependency Graphs and Constraints on Services

Dependency graphs can model system-level requirements that span across different
components. Examples are properties along data flows, such as quality and ageing of
data, but also consistency aspects, triggering along computational chains and arrival
time analysis [33]. A dependency graph can also be used to express requirements on
data privacy, for example, “there must not be any link between a service providing
a raw camera image and a service connecting to the network outside the robot”. A
dependency graph can also express that, for example, the blur of a camera image
depends on the speed of the robot. In order to keep the blur below a given threshold,
one can derive the related maximum allowed velocity. A dependency graph can
guide the system builder in selecting and configuring components according to the
input from a system architect, a safety engineer and others. Thereto, the foreseen
variation points, explicated in the data sheet, are exploited.

Dependency graphs can also be extracted from a virtual system composition
(based on data sheets only; see Fig. 3.7, Sect. 1.5). Before building the real system,
one can already check whether the dependency graphs in the virtual system comply
with the constraints of the dependency graphs representing the requirements. Tools
can be used to try different configurations and to check for matches. In that
way, dependency graphs also help to implement traceability from requirements to
fulfillment by configurations of variation points. Dependency graphs also serve at
runtime as sanity checks (before finally implementing a runtime decision) and for
monitoring integrity.

From a technical point of view, the meta-model of a dependency graph is again
based on the entity-relation model provided in layer 2 of Tier 1, which refines into
different variants at layer 3 of Tier 1. The dependency graph shown in Fig. 3.23 is
a simple one that expresses dependencies between services (entity service, relation
uses). It gets checked by a mapping between the dependency graph and the graph
resulting from the data sheet composition.

Figure 3.24 shows two more examples of a dependency graph. The example on
the left shows error propagation through a data flow across components. Transfer
functions of a component specify what additional uncertainty comes on top. For
example, the system builder can check whether the selected component is good
enough to match the requirement at the end of the processing chain.

The dependency graph on the right is based on name/value pairs. The left
component might be a service providing a camera image. That data is labelled as
critical with respect to data privacy. The right component might provide a map
based on the camera image (the transfer function for this port makes critical input
to uncritical output) and the camera image enriched with pose information (critical
input results in critical output at this port). Interval arithmetic and constraint solving
are further mechanisms for dependency graphs. Trigger chains are another example
that is illustrated in more detail in Sect. 4.6.
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Fig. 3.24 Further examples of dependency graphs. Left: checking component selection (error
propagation). Right: checking criticality of information (name/value pairs).

3.8 Tasks, Skills and the Behavior Interface

Robotics behavior blocks are separated into different levels of abstraction in order
to allow for composition and for separation of roles. A skill provides access to
functionalities realized by components. It is the bridge between generic descriptions
of capabilities (independent of a particular implementation) and behavior interfaces
(configuration—resources, parameters, wiring; coordination—modes, lifecycle,
events) of a (set of) component(s) to achieve that capability (specific to the used
components). A skill lifts the level of abstraction from a component-specific level
to a generic level. Thus, different implementations for the same capabilities become
replaceable as they are accessed in a uniform way.

Tasks describe via which steps (what, the ordering of steps) and in which manner
(how, the kind of execution) to accomplish a particular job. This is done in an
abstract manner independent from a particular robot as tasks refer to skills for their
grounding (see also Chap. 12 on mission specification).

Tasks and skills are domain-specific as they refer to domain-specific vocabular-
ies. Nonetheless, software components can be used in skill sets of different domains.
Of course, one can also define a domain that holds generic tasks and skills that can
then be used from within different domains.

We illustrate that for the domain of intralogistics. A task for order fulfillment
arranges several other tasks such as move to a shelf, locate and pick an item, follow
the worker and deliver the item at a packing station. Such tasks refer to skills for
their execution, for example, to skills such as navigate-to, recognize-object and
grasp-object. A particular task can be executed by a particular robot when the robot
possesses matching skills for all the required skills. For example, a task might refine
into a skill for grasping an object. From the execution context and its bindings, one
knows that the object has a maximum weight of 1 kg. The robot can select any of
its grasping skills that can handle at least 1 kg.
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Fig. 3.25 The general context of meta-models for tasks and skills and their link to the behavior
interface of software components.

Figure 3.25 illustrates the general context and selected roles, namely, domain
experts, component suppliers, system builders and behavior developers. It also
comprises different meta-models from Tier 1 and their use at Tier 2 and Tier 3. Skill
definitions are being done by domain experts that belong to Tier 2 of an ecosystem.
Those skill definitions are prescriptive for component developers that operate at
Tier 3 of an ecosystem. A component developer adheres to the skill realization meta-
model in making accessible the capabilities provided by its component (including
references to other components needed for that capability) and thus does this in full
conformance with the Tier 2 domain-specific specifications. Finally, the behavior
developer is able to model task plots and ground them in domain-specific skill
definitions. The skill definitions are the interface to software components providing
the required functionalities and getting them executed. The components selected
and composed by the system builder to form the robotic system all come with their
individual skills. These skills get listed in the data sheet of the robotic system. Thus,
the set of skills available on a concrete robotic system is part of and available via its
accompanying data sheet.

Selected meta-models of Tier 1 for the behavior interface are shown in Fig. 3.26.
The overall link between tasks, skills and services of a software component is
organized by the robotic behavior meta-model. The task definition meta-model and
the skill definition meta-model are the entry points to provide the means for the
modeling views of the domain experts at Tier 2. They describe which elements form
sound descriptions of a task and of a skill. They specify that input values and output
values as well as results are described by attribute-value pairs. A result consists



3 Toward a Robotics Software Business Ecosystem 91

F
ig
.3

.2
6

Se
le
ct
ed

m
et
a-
m
od

el
s
fo
r
ta
sk
s
an
d
sk
ill
s
an
d
lin

ks
to

th
e
el
em

en
ts
of

th
e
so
ft
w
ar
e
co
m
po

ne
nt

m
et
a-
m
od

el
.



92 C. Schlegel et al.

of a list of string values, each labelled with either success or error. Task and skill
definitions are grouped into sets to model their semantic cohesion.

Of course, the domain-specific definitions of attribute names and type assign-
ments for input/output values as well as the domain-specific set of possible string
values for results are defined by domain experts (Tier 2). It is at Tier 2 where all
the tasks and skills that are possible within a particular domain are defined. That is
done by modeling them in a way that is conforming to the definition meta-models
for tasks and for skills. Based on the generic concepts at Tier 1, domain experts
model for their domain the concrete forms of data sheets, tasks and skills. They
model the concrete sets of communication objects and services, and they also define
concretizations of configurations (configurable parameters and configurable main
states).

The domain-specific task and skill definitions at Tier 2 ensure that different
components with all their specifics present their capabilities in the same way. In
consequence, skills belonging to the same domain represent the same capability
when they use the same name and their input/output arguments as well as their
result values follow the same domain-specific vocabulary and meaning.

The task realization meta-model and the skill realization meta-model put all
those domain-specific models together. They form the foundation for presenting
aspects of robot behavior in role-specific views at Tier 3. For example, software
components comprise a behavior interface. Its generic structure and semantics is
part of the component definition meta-model (Fig. 3.12, Sect. 3.1). It is used to
configure control flows, even dynamically at runtime.

The component supplier needs to adhere to the domain-specific ports for
software components (communication objects, communication patterns, services,
parameterization, main states). The component supplier needs to model skills of its
(set of) component(s) along the domain-specific agreements.

Task plots are modelled by the behavior developer. They refer to skill definitions,
not to software components. The link between tasks/skills and skills/component
instances on the robot is set up by the system builder.

More insights into role-specific views are given in Sect. 4.7. The differentiation
between the task/skill definition meta-models and the task/skill realization meta-
models is in the same vein as for communication objects and for services, where
also the generic means are provided at Tier 1 and the domain-specific means are at
Tier 2.

4 Links Between Composition Structures, Roles and Tools

This section gives further insights into some links between definition meta-models,
realization meta-models and roles using views of them. This also gives insights into
how the independent activities of different roles can result in consistent assets due to
the overall guidance of the meta-models in the different tiers. Of course, the meta-
models and role-specific views are independent from their implementation within
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a particular model-driven tool. However, examples are illustrated by screenshots
from the open-source eclipse-based SmartMDSD toolchain [34], which implements
the composition structures via Ecore. This is much more explanatory than going
into details of their lengthy Ecore-mappings.

4.1 The Role of the Domain Expert (Tier 2)

Figure 3.27 show selected views for the Tier 2 domain experts. Types define
communication objects, services define the combination of communication pat-
terns and communication objects, modes define the agreed and configurable main
states for software components, and coordination services define the coordination
and configuration interface. Middleware-agnostic communication patterns require
middleware-agnostic communication objects. The middleware-agnostic modeling
of data structures is also used in a broader context and is then referred to as
digital data modeling. In the context of communication objects, the digital data
models are mapped in a semantics-preserving way onto the middleware marshaling
mechanisms. Skill definitions define the task-level interface of skills and the data
sheet refines the non-technical part of a data sheet (e.g. that license information is
to be provided in that domain).

4.2 The View of the Component Developer (Tier 3)

Figure 3.28 shows a software component. The component developer selects from
the domain-specific models at Tier 2 the ports (required and provided services) and
the behavior interface (parameterization, configuration, main states of lifecycle, etc.)
and models the skills of the component along a Tier 2 skill set. An example is shown
in Fig. 3.29.

Skills always come with a component as a skill has a component-specific side
(component behavior interface). A skill of a component can refer to skills of other
components in order to allow for modeling skills that require a set of components.
At the end, the set of models for a software component comprises the component
model itself, the model for its parameters, its data sheet, its documentation and the
skill realization.

4.3 The View of the Behavior Developer (Tier 3)

Figure 3.30 shows the SmartTCL version of the task realization model of a
transportation task. SmartTCL is a task-coordination language for hierarchical task
nets [35]. It comes with an interpreter, which at runtime dynamically expands tasks
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Fig. 3.27 Some views in the SmartMDSD toolchain for Tier 2 domain experts.
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Fig. 3.28 The component developer view in the SmartMDSD toolchain (Tier 3).

Fig. 3.29 Excerpt of the skill modeling for a software component (skill realization by the
component developer in the SmartMDSD toolchain at Tier 3 using the SmartTCL representation).

into arrangements of other tasks/skills based on the current situation and context.
Besides a hierarchical refinement (see the tcl-push-plan statement, in this example a
refinement into skills), arrangements of tasks and skills can be sequential, parallel,
one-of and others. The example nicely shows the binding of task variables via
the knowledge base of the robot which, for example, contains the world model
(linking names of rooms to regions in a particular map and a particular coordinate
system) and also the data sheets of the used components. It is accessed as any
other component via service ports (in our example, a service port for tell-and-ask
expressions). The example also shows how a task model refers to skill realizations.
Some more details on the relationship between design-time task and skill modeling
and their runtime execution follow in Sect. 4.7.
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Fig. 3.30 Task model for a transportation task: realization by the behavior developer in the
SmartMDSD toolchain at Tier 3 using SmartTCL.

ACE_SmartSoft

DDS_SmartSoft

System 
Builder

View

Fig. 3.31 Using different middlewares for different connections at the same time in a system.

4.4 Middleware-Agnostic Components and Mixed-Middleware
Systems

The system builder view for selecting and composing different components is shown
in Fig. 3.31. The system builder can select for each connection the middleware to be
used. Different ports of a component can use different middlewares. Even different
connections of the same port can use different middlewares. The components are not
recompiled with a change of the underlying middleware as the links to the runtime
executables of the middlewares are dynamically linked with the deployment process.
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Supported Middlewares
• ACE
• DDS
• OPC UA

Fig. 3.32 Mixed-port-components serve as gateways to legacy systems and offer a migration path
to the full-fledged composition structures.

4.5 The Mixed-Port Component as Migration Path

A smooth migration path from current systems to the full-fledged composition
structures is very important to secure existing investments. Very often, we have
to cope with a brownfield setting and thus need to be able to interact with our
legacy parts. A mixed-port component shows two different sides of ports (Fig. 3.32).
The first side consists of RobMoSys ports and the second side consists of ports
of the legacy framework. A mixed-port component is like a gateway, which fully
hides access to the legacy system. Thus, the resource management of the legacy
system does not get in conflict with the RobMoSys composition structures (and
their way of managing and configuring resource assignments). Relevant examples
of mixed-port components are links to ROS systems and to industry 4.0 devices. The
SmartMDSD toolchain comes with full support for ROS mixed-port components
[36, start#lesson 6interfacing with ros subsystems] and for OPC UA mixed-port
components [36, start#lesson 5opc unified architecture opc ua].

It is important not to confuse mixed-port components with middleware-agnostic
RobMoSys ports. For example, OPC UA can be used as middleware underneath
RobMoSys ports. It is then fully hidden and just serves as a middleware to produce
the semantics of the RobMoSys ports. In contrast, a mixed-port component for
OPC UA offers at its second side native access to OPC UA devices (thereby, e.g.
following OPC UA companion specifications).

4.6 Deployment-Time Configuration of Trigger Chains

In a robotics software business ecosystem, the development of a software compo-
nent is first fully completed by a component developer before it is then offered
as-is for use by others. In many approaches for robotics software components, the
component developer ultimately decides how a particular task inside a component
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gets triggered (time-triggered such as periodically or event-triggered such as by
incoming data) and then already invariably fixes that for the software component at
the time of its implementation.

However, trigger chains (also called cause-effect chains) are a system-level
property. They are a particular form of a dependency graph. Trigger chains occur in
the context of data flows and typically map onto publish/subscribe communication.
Trigger chains are part of the information architecture specified by the system
architect.

The information architecture gets instantiated by a system builder by selecting
software components that fit the information architecture and that match the depen-
dency graphs. A software component will be extremely limited if it comes with
prescribed trigger sources and thus only fits selectively. Thus, a software component
must allow a system builder to configure the trigger sources for its activities.
However, there should be no need at all to deliver the source code of a software
component to the system builder and to have the software component recompiled.
System builders neither want to go into internals of a software component nor are
they expected to do so. Indeed, the data sheet of a software component shall contain
trigger sources as variation points, which are then configurable without a need for
recompilation.

For this use case, another abstraction layer is added inside a software component
as refinement for an activity. This is just one example of how the internal structures
of a software component can be refined or enriched with additional structures which
form coexisting but consistent and dedicated offers for particular use cases. Further
examples of such refining structures are scheduling mechanisms inside a software
component or time-based approaches for functional composition.

The component developer now does not anymore write code that directly
accesses the native API of ports providing incoming data. For example, the native
API of a push client offers a getUpdate method (reading the latest available data
without blocking) and a getUpdateWait method (blocking wait for the next update).
Writing code using these access methods prescribes whether the access follows a
register semantics (getUpdate) or a trigger semantics (getUpdateWait). Instead, the
port is now accessed via a get method that forms a stable interface for programming
independent from the subsequent trigger configuration. The get method is generated
by the model-driven tools if the extension of trigger configurations is selected.

In a software component, the activity depends on a trigger. Thus, the additional
abstraction layer is an extension of the activity. As shown in Fig. 3.33, the model
of a software component comprises its ports and its activities, but also from which
ports an activity reads its input and to which ports an activity forward its output.
Model-driven tools generate from this model the component hull with its stable
programming interfaces for use by the component developer.

An activity executes user code within its on execute method. The generated
component hull includes all the mechanisms to configure an activity at any time
to be either without trigger (calls the on execute method in a loop, user side self-
trigger), periodic (calling the on execute method along the configured cycle rate
and accessing all the ports with a register semantics) or input port (calling the on
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Fig. 3.33 The input port LaserServiceIn is of type 1-n forking (see Sect. 3.2) for which the access
method laserServiceInGetUpdate is generated.

executemethod only when new data arrives on the port selected as trigger port). This
configuration then also sets the according mapping of the generated get method to
either the getUpdate or the getUpdateWait method. The trigger for a task can be
specified at any point in time: (1) the component developer can specify a default
value, (2) the system builder can set it according to system requirements, and (3) the
task-coordination mechanism can set it even at runtime.

Figure 3.34 shows an application for tracing and checking the consistency of data
flows, trigger chains, response times and more. For example, one can ask whether
the response time for reacting to obstacles along the cycle A-B-C-A is fast enough,
whether it is fine that obstacle avoidance gets triggered with each new laser scan, or
whether the mapper with its configured update pace is good along the loop A-B-D-
E-C-A.

4.7 Robotic Behavior Coordination: Skills, Tasks, World Model

Figure 3.35 shows the recurring principle of a block with ports and a data sheet in the
context of runtime behavior coordination. In its simplest form, the complete robot
is represented as a block that comes with a port. That port allows to call tasks or
skills out of the data sheet of the robot and thereby have them executed. Examples
for its use are user interfaces to command the robot but also fleet managers, or
MES (manufacturing execution systems). Tasks and skills in that data sheet of the
robot are a subset of those available on the robot as some are just internally used
alternatives that are presented in a more generic way outside the robot. The skills
of a robot come with the software components that the system builder selected and
instantiated. The system builder also selects a task set that fits to the skills. Both the
skills and the tasks end up on the robot so that they can be accessed by the behavior
executor. This is a (set of) software component(s) providing the runtime execution
mechanism for tasks and skills. At runtime, the behavior executor comprises at least
the link from the task/skill models to the software components via their behavior
interfaces (the skill interface component).
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system
builder

behavior executor
(tasks, skills)

software
componentsoftware

component

task
plottask

plot

…

component

component

component

component

component

task
realizations

skill 
realizations

tasks, skills
robot interface

robot user,
application

ecosystem market places

Fig. 3.35 Data sheets with tasks and skills: from the ecosystem marketplaces to their runtime
execution by robots.

Push skill for execution / skill execution result message:

Abort skill / abort current skill: Optional information query:

{ "msg-type" : "push-skill" , "id„ : <ID>, "skill" : { "name" : "<SKILLNAME>", "skillDefini�onFQN" : "<SKILL FQN>", 
"in-a�ribute" : { "<ATTRIBUTE>" : <VALUE> }, "out-a�ribute" : { "<ATTRIBUTE>" : <VALUE> }}}

{ "msg-type" : "skill-result" , "id" : <ID> , "result" : { "result" : "<SUCCESS|ERROR>", "result-value" : "<VALUE>" }}

{ "msg-type" : "abort-current-running-skill" }

{ "msg-type" : "abort-current-running-skill-result", "result" : "<SUCCESS|ERROR>"}

{ "msg-type" : "abort-skill", "id" : 2 }

{ "msg-type" : "abort-skill-result", "id" : 2, "result" : <"SUCCESS|ERROR>"}

{ "msg-type" : "query" , "query" : { "type" : "<INFORMAION TO QUERY>" }}

Fig. 3.36 The JSON format for commanding and querying a robot.

One implementation of the port for commanding tasks/skills to a robot uses a
JSON representation (Fig. 3.36). The possible content and the parser in the skill
interface component are directly derived from the data sheet of the robot.

A behavior executor can be as simple as allowing only one skill to be called at
a time in order to avoid conflicts in concurrently executing skills. More advanced
behavior coordination mechanisms are based on state automata or behavior trees.
The tool Groot of the RobMoSys ITP MOOD2Be is one such example, which
provides a dedicated graphical tool to support the behavior developer in arranging
skills into behaviors. Skills can either be imported from the data sheet of a particular
robotic system, or it can be the set of skills of a particular domain or even skills from
different domains. The outcome is a task in the form of a behavior tree. That can be
executed on any robotic system that comes with the skills referenced in the behavior
tree. Typically, the behavior-tree executor is on-board the robot, becomes part of
the behavior executor and uses its skill interface component. The robot becomes a
block with a port where the port now forms a task-level interface.

Hierarchical task nets are another mechanism for behavior coordination. A
powerful implementation is given by SmartTCL [35]. The behavior developer view
within the SmartMDSD toolchain has already been introduced in Sect. 4.3. As
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shown in Fig. 3.37, hierarchical task nets allow for refinements at runtime taking into
account the current situation and context. They can also deliberately include external
solvers to decide between alternatives or to decide for a trade-off of different
parameters. This is key when it comes to binding left-open variation points at
runtime along given policies for executing tasks, even in open-ended environments,
in an adequate and robust way.

Again, the robot comes with a port that allows to command tasks to the robot and
the data sheet contains all the tasks that the robot accepts. All the tasks with their
current execution status including their current level of refinement are present on
the agenda. Tasks can also be generated from inside the robot. An example for this
is a task that ensures that the robot drives to a charging station before it runs out of
power. The agenda is processed by the so-called sequencer.

The core feature of the agenda-based mechanism (and of the hierarchical task
nets) is the free-of-conflicts execution of concurrent activities. Hierarchical task nets
go for resource reservations of their resources, and sub-tasks can only operate within
the setting given by their superordinated task (horizontal/vertical interaction and
composition of resource shares). For example, a task might reserve the gripper such
that no other concurrent task can run concurrently that might release the carried
object in the gripper. The self-model of the robot with its resources is part of the
knowledge base. It gets initially filled from the data sheets of the components of the
robot at the system building step.

5 State of the Art, State of the Practice and Conclusion

A comprehensive overview of the rich body of knowledge of different robotics
software frameworks, of relevant software engineering approaches and of their
applications in related domains (such as automotive, avionics, industry 4.0), of
technologies (such as simulation in the loop, model-driven workbenches) and of
advances in, e.g. formal methods (such as validation, verification, semantic mod-
elling), is just impossible. Instead of just describing arbitrarily selected approaches,
it is very revealing to think about how the relationship between robotics, program-
ming, software engineering and the other just mentioned domains has changed over
time.

There are all kinds of examples of robot programming. In earlier times, it was
often related to bare-metal programming and could be done only by highly skilled
programming experts. This approach neither scaled with respect to the complexity
challenge nor allowed application domains to easily get access to and make use of
robotics technology.

This was followed by a huge diversity of different robotics software frameworks,
each favouring different needs and thus filling a particular niche [37, 38]. Indeed,
these all can be best understood in their time since they have been heavily influenced
by at least (1) the technology available and accessible at that time, (2) the kinds
of robots and domains put into focus (mobile robots, manipulation, flying robots,
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etc.), (3) whether the focus has been more on functionalities (typically driven
by academia) or on (application) scenarios (typically driven by industry and also
by competitions like the RoboCup) and even by (4) the (non)availability and
(non)affordability of standard robot platforms (mobile robot Pioneer, humanoid
robot NAO, Willow Garage PR2, PAL Robotics Tiago, FESTO Robotino, the
Universal Robots UR-Arm and many others), cheap sensors (laser rangers, RGB-
D cameras, tablets for user interfaces), ubiquitous and always available Internet
connections as well as enough and cheap computing power.

Robotics software has seen tremendous changes and shifts up to now. In the past,
it has been left to the readers of a paper to try to implement a described algorithm
on their own and it was nearly impossible to reproduce experiments. Nowadays,
it is quite standard that papers are accompanied by at least prototypical and easy-
to-access implementations. In particular, there are more and more graphical tools to
support low-code programming (e.g. for parameterization of templates for particular
tasks such as palletizing, etc.).

Latest developments in software frameworks for robotics now link cloud plat-
forms and robotic systems. Examples are the Microsoft Azure Cognitive Services
and the Amazon Web Services RoboMaker. Cloud services have the potential to
boost object recognition and learning algorithms as well as inference algorithms
and to add these to the variety of skills of robots. Cloud services have inherent
advantages when it comes to cheap processing power, sharing of data sets for
learning and even sharing of experiences between robots. This then allows a robot
facing a new situation to take advantage from other robots that have dealt with that
situation already.

In general, there is a long-standing fruitful relationship with mutual benefits
between robotics and other related domains. For example, middleware systems are
researched and pushed forward by a community in their own, and robotics makes
use of their outcomes. On the other hand, the middleware community is stimulated
by insights and demanding needs from robotics.

Nevertheless, all interdisciplinary fields, and thus robotics as well, come with
a natural and deeply rooted challenge. We make this clear by exaggerated and
catchy examples. Middleware experts provide generic middleware systems to try
to cover as many application needs as possible. Some robotic experts consider those
middleware systems to be of unnecessary complexity and with a too big footprint.
In consequence, they implement message-based blackboard communication archi-
tectures on their own and thereby step-by-step discover all the challenges already
well-known (and sometimes even solved) in the competent domain.

Software engineering experts come up with more and more generic offers for
modeling aspects of software systems [39]. However, they either abstract away
the steps to ground the models (as this is just domain-specific) or they do it in an
exemplary manner only (e.g. by low-complexity examples with educational robots).
Roboticists then neither see the benefits given their complex challenges nor do they
see an easy-access path.

Another example relates to the question of how to generate trust into a robotics
system. Roboticists are aware of formal methods for verification, validation,
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certification, runtime sanity checks, co-simulation (even at runtime by the robot
before a decision is executed) and of many others [40]. However, it is about making
reasonable matches for each technology: what kind of problem and what kind
of complexity can it handle, what is the effort in using it, what is the coverage
and reliability and is that within the needs and the economic constraints of the
application domain. Unfortunately, there are again lots of mismatches. The reason
is that at least advanced robotic systems have to face additional complexity due to
open worlds.

Basically, after years of huge advancements within all the different silos relevant
for robotics, it is now the time to again rethink matches between requirements
and now available opportunities. Neither roboticists shall become experts for those
silos, nor experts from those silos shall become experts for robotic systems. Rather,
achieving mutual benefits requires (1) mutual respect for the body of knowledge
of different silos and domains; (2) open and honest explications of the capabilities,
but also the deficiencies of the state-of-the-art in a silo; and (3) neither blaming
nor getting blamed for that state of the art, but rather seeking for possible hooks
and interfaces between the silos and illustrating the benefits first along low-hanging
use cases instead of starting with full-blown examples and missionary work first.
Although that all should be quite standard, it always is a challenge because it is about
establishing and providing opportunities for fruitful interactions between different
silos for the mutual benefit of all.

We consider model-driven approaches, with their now-achieved maturity level
and when applied as described in this chapter, to be a particular fit to serve as
a moderator for this. As outlined, model-driven approaches are not foremost just
modeling everything instead of coding. They are also not just about code generation.
Instead, they are the means to provide consistent links between different domains
and their assets and thus can establish links between so far isolated silos. They allow
to stay with presentations specific to robotics but map those in a semantically correct
way onto the huge variety of offered implementational technologies.

The broadest coverage of concepts, tools, implementations and applications of
model-driven software engineering in robotics is represented by the EU H2020
project RobMoSys and can be found in the RobMoSys Wiki [19, 21]. In-depth
presentations of core concepts are available via PhD theses (some still underway)
[29, 41, 42]. RobMoSys started a movement toward model-driven software engineer-
ing approaches in robotics and is continuously updated with broadest community
involvement based on discussions in the related forum [43]. It also contains lots of
references beyond robotics.

The euRobotics AISBL Topic Group on Software Engineering, System Integra-
tion, System Engineering is another entry point for the community. It shapes the
European road-mapping in software systems engineering for robotics. It will also
take over stewardship for the body of knowledge managed and organized for the
community by RobMoSys, heading for the sustainability of that starting point and
the related movement and also ensuring its liveliness after the runtime of the project.
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The community also gathers in the Technical Committee on Software Engineer-
ing for Robotics and Automation (IEEE RAS TC-SOFT). Further currently active
community services are the MORSE (Model-Driven Robot Software Engineering)
workshops, the SIMPAR (Int. Conf. on Simulation, Modeling, and Programming
for Autonomous Robots) conference, the MODELS (Int. Conf. on Model Driven
Engineering Languages and Systems) conference but also JOSER (Journal of Soft-
ware Engineering for Robotics). Further material is also available via the Dagstuhl
Seminar 17071 Computer-Assisted Engineering for Robotics and Autonomous
Systems [40]. Relevant software and modeling activities with impact on robotics
are also driven by the Reference Architecture Model Industrie 4.0 (RAMI), the Asset
Administration Shell and related OPC UA companion specifications.
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