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Abstract

In this chapter, we focus on the computational challenges associated with statistical phylogenomics and how
use of the broad-platform evolutionary analysis general likelihood evaluator (BEAGLE), a high-
performance library for likelihood computation, can help to substantially reduce computation time in
phylogenomic and phylodynamic analyses. We discuss computational improvements brought about by the
BEAGLE library on a variety of state-of-the-art multicore hardware, and for a range of commonly used
evolutionary models. For data sets of varying dimensions, we specifically focus on comparing performance
in the Bayesian evolutionary analysis by sampling trees (BEAST) software between multicore central
processing units (CPUs) and a wide range of graphics processing cards (GPUs). We put special emphasis
on computational benchmarks from the field of phylodynamics, which combines the challenges of phylo-
genomics with those of modelling trait data associated with the observed sequence data. In conclusion, we
show that for increasingly large molecular sequence data sets, GPUs can offer tremendous computational
advancements through the use of the BEAGLE library, which is available for software packages for both
Bayesian inference and maximum-likelihood frameworks.
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1 Introduction

Phylogenomics, a term coined by Eisen and Fraser [13], explores
the intersection of evolutionary studies and genomic analyses.
Accurate phylogenetic reconstruction using genomic data has
important repercussions for answering particular questions in
genome analysis, as phylogenomic analyses often involve estimating
the underlying evolutionary history of sequences either as an inter-
mediate goal or as an end point. The availability of more and more
complete genomes can help to correct for phylogenetic reconstruc-
tion artifacts and contradictory results that often appeared in
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molecular phylogenies based on a single or few orthologous genes
[21]. Expanding the number of characters that can be used in
phylogenetic reconstruction from a few thousand to tens of
thousands, these large quantities of data lead to reduced estimation
errors associated with site sampling, to very high power in the
rejection of simple evolutionary hypotheses and to high confidence
in estimated phylogenetic patterns [4].

Among the phylogenetic reconstruction approaches that have
attained widespread recognition, Bayesian inference has become
increasingly popular, in large part due to the availability of open-
source software packages such as the Bayesian evolutionary analysis
by sampling trees (BEAST) software [11] andMrBayes [29]. Bayes-
ian phylogenetic inference is based on a quantity called the poste-
rior distribution of trees, which involves a summation over all trees
and, for each tree, integration over all possible combinations of
branch length and substitution model parameter values [20]. Ana-
lytical evaluation of this distribution is practically infeasible, and
hence needs to be approximated using a numerical method, the
most common being Markov chain Monte Carlo (MCMC). The
basic idea is to construct a Markov chain that has as its state space
the parameters of the statistical model and a stationary distribution
that is the posterior distribution of the parameters (including the
tree) [20]. While MCMC integration has revolutionized the field of
phylogenetics [34], the continuously increasing size of data sets is
pushing the field of statistical phylogenetics to its limits.

While promising approaches to improve MCMC efficiency
have emerged recently from the field of computational statistics,
such as sequential Monte Carlo (SMC; see, e.g., Doucet [10]) and
Hamiltonian Monte Carlo (HMC; see, e.g., Neal [27]), these
approaches do not yet find widespread use in phylogenetics. The
primary difficulty in this adoption centers around the tree that
encompasses both continuous and discrete random variables.
Instead, considerable attention is being meted on techniques for
parallelization [32] to improve phylogenetic software run-times.
Obtaining sufficient samples from a Markov chain may take many
iterations, due to the large number of trees that may describe the
relationships of a group of species and high autocorrelation
between the samples. It is therefore of critical importance to per-
form each iteration in a computationally efficient manner, making
optimal use of the available hardware. High-performance compu-
tational libraries, such as the broad-platform evolutionary analysis
general likelihood evaluator (BEAGLE) [3], can be useful tools to
enable efficient use of multicore computer hardware (or even
special-purpose hardware), while at the same time requiring mini-
mal knowledge from the software user(s).

In this chapter, we first introduce the BEAGLE software library
and its primary purpose, characteristics, and typical usages in Sub-
heading 2, along with the hardware specifications of the devices
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used for benchmarks in this chapter. In Subheading 3, we present
computational benchmarks on the different hardware devices for a
collection of data sets that are typically analyzed with models of
varying complexity. Subheading 4 presents a brief overview of
studies for which GPU computing capabilities were critical to
analyze the data in a timely fashion. Given the increasing capabil-
ities over hardware devices, we present an interesting avenue for
further research in Subheading 5, in the form of adaptive MCMC.

2 The BEAGLE Library

BEAGLE [3] is a high-performance likelihood-calculation platform
for phylogenetic applications. BEAGLE defines a uniform applica-
tion programming interface (API) and includes a collection of
efficient implementations for evaluating likelihoods under a wide
range of evolutionary models, on graphics processing units (GPUs)
as well as on multicore central processing units (CPUs). The BEA-
GLE library can be installed as a shared resource, to be used by any
software aimed at phylogenetic reconstruction that supports the
library. This approach allows developers of phylogenetic software to
share any optimizations of the core calculations, and any program
that uses BEAGLE will automatically benefit from the improve-
ments to the library. For researchers, this centralization provides a
single installation to take advantage of new hardware and paralleli-
zation techniques.

The BEAGLE project has been very successful in bringing
hardware acceleration to phylogenetics. The library has been
integrated into popular phylogenetics software including BEAST
[11], MrBayes [29], PhyML [19], and GARLI [35] and has been
widely used across a diverse range of evolutionary studies. The
BEAGLE library is free, open-source software licensed under the
Lesser GPL and available at https://beagle-dev.github.io.

2.1 Principles

2.1.1 Computing

Observed Data Likelihoods

The most effective methods for phylogenetic inference involve
computing the probability of observed character data for a set of
taxa given an evolutionary model and phylogenetic tree, which is
often referred to as the (observed data) likelihood of that tree.
Felsenstein demonstrated an algorithm to calculate this probability
[16], and his algorithm recursively computes partial likelihoods via
simple sums and products. These partial likelihoods track the prob-
ability of the observed data descended from an internal node con-
ditional on a particular state at that internal node.

The partial likelihood calculations apply to a subtree compris-
ing a parent node, two child nodes, and connecting branches. It is
repeated for each unique site pattern in the data (in the form of a
multiple sequence alignment), for each possible character of the
state space (e.g., nucleotide, amino acid, or codon), and for each
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internal node in the proposed tree. The computational complexity
of the likelihood calculation for a given tree is O( p � s2 � n),
where p is the number of unique site patterns in the sequence
(typically on the order of 102–106), s is the number of states each
character in the sequence can assume (typically 4 for a nucleotide
model, 20 for an amino-acid model, or 61 for a codon model), and
n is the number of operational taxonomic units (e.g., species and
alleles).

Additionally, the tree space is very large; the number of
unrooted topologies possible for n operational taxonomic units is
given by the double factorial function (2n � 5)!! [15]. Thus, to
explore even a fraction of the tree space, a very large number of
topologies need to be evaluated, and hence a very great number of
likelihood calculations have to be performed. This leads to analyses
that can take days, weeks, or even months to run. Further com-
pounding the issue, rapid advances in the collection of DNA
sequence data have made the limitation for biological understand-
ing of these data an increasingly computational problem. For phy-
logenetic inferences, the computation bottleneck is most often the
calculation of the likelihoods on a tree. Hence, speeding up the
calculation of the likelihood function is key to increasing the per-
formance of these analyses.

2.1.2 Parallel

Computation

Advances in computer hardware, specifically in parallel architec-
tures, such as many-core GPUs, multicore CPUs, and CPU intrin-
sics (e.g., SSE and AVX), have created opportunities for new
approaches to computationally intensive methods. The structure
of the likelihood calculation, involving large numbers of positions
and multiple states, as well as other characteristics, makes it a very
appealing computational fit to these modern parallel processors,
especially to GPUs.

BEAGLE exploits GPUs via fine-grained parallelization of
functions necessary for computing the likelihood on a (phyloge-
netic) tree. Phylogenetic inference programs typically explore tree
space in a sequential manner (Fig. 1, tree space) or with only a small
number of sampling chains, offering limited opportunity for task-
level parallelization. In contrast, the crucial computation of partial
likelihood arrays at each node of a proposed tree presents an excel-
lent opportunity for fine-grained data parallelism, which GPUs are
especially suited for. The use of many lightweight execution threads
incurs very low overhead on GPUs, enabling efficient parallelism at
this level.

In order to calculate the overall likelihood of a proposed tree,
phylogenetic inference programs perform a post-order traversal,
evaluating a partial likelihood array at each node. When using
BEAGLE, the evaluation of these multidimensional arrays is off-
loaded to the library. While each partial likelihood array is still
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evaluated in sequence, BEAGLE assigns the calculation of the array
entries to separate GPU threads, for computation in parallel (Fig. 1,
partial likelihood). Further, BEAGLE uses GPUs to parallelize
other functions necessary for computing the overall tree likelihood,
thus minimizing data transfers between the CPU and GPU. These
additional functions include those necessary for computing branch
transition probabilities, for integrating root and edge likelihoods,
and for summing site likelihoods.

Multicore CPU parallelization through BEAGLE can only be
done via multiple instances of the library, such that each instance
computes a different data partition. Multiple CPU threads can be
used (e.g., one for each partition) if the application program
(BEAST, for the remainder of this chapter) creates the BEAGLE
instances in separate computation threads, which will be the case
when using BEAST. This approach suits the trend of increasingly
large molecular sequence data sets, which are often heavily parti-
tioned in order to better model the underlying evolutionary pro-
cesses. BEAGLE itself does not employ any kind of load balancing
nor are the site columns computed in individual threads. Each
BEAGLE instance only parallelizes computation on CPUs via SSE
vectorization.

BEAGLE can also use GPUs to perform partitioned analyses,
however for problem sizes that are insufficiently large to saturate
the capacity of one device, efficient computation requires multiple
GPUs. Recent progress has been made in parallelizing the compu-
tation of multiple data subsets on one GPU [1], and future releases
of BEAGLE will include this capability.

Fig. 1 Diagrammatic example of the tree sampling process and fine-grained parallel computation of
phylogenetic partial likelihoods using BEAGLE for a nucleotide model problem with five taxa, nine site
patterns, and four evolutionary rate categories. Each entry in a partial likelihood array L is assigned to a
separate GPU thread t. In this example, 144 GPU threads are created to enable parallel evaluation of each
entry of the partial likelihood array L(x0)
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2.2 Design

2.2.1 Library

The general structure of the BEAGLE library can be conceptua-
lized as layers (Fig. 2, library), the upper most of which is the
application programming interface. Underlying this API is an
implementation management layer, which loads the available
implementations, makes them available to the client program, and
passes API commands to the selected implementation.

The design of BEAGLE allows for new implementations to be
developed without the need to alter the core library code or how
client programs interface with the library. This architecture also
includes a plugin system, which allows implementation-specific
code (via shared libraries) to be loaded at runtime when the
required dependencies are present. Consequently, new frameworks
and hardware platforms can more easily be made available to pro-
grams that use the library, and ultimately to users performing
phylogenetic analyses.

Currently, the implementations in BEAGLE derive from two
general models. One is a serial CPU implementation model, which
does not directly use external frameworks. Under this model, there
is a standard CPU implementation, and one with added SSE intrin-
sics, which uses vector processing extensions present in many CPUs
to parallelize computation across character state values. The other
implementation model involves an explicit parallel accelerator pro-
gramming model, which uses the CUDA external computing
framework to exploit NVIDIA GPUs. It implements fine-grained
parallelism for evaluating likelihoods under arbitrary molecular
evolutionary models, and thus harnessing the large number of
processing cores to efficiently perform calculations [3, 32].

library API

BEAGLE

CPU SSECPU GPU

implementation manager

implementation base-code

CUDA modelCPU model

BEAST

application programming interface one-time initialization

analysis parameters

sequence data

iterative tree sampling

tree traversal operations

tree likelihood request

BEAGLE

Fig. 2 Layer diagram depicting BEAGLE library organization, and illustration of API use. Arrows indicate
direction and relative size of data transfers between the client program and library
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Recent progress has been made in developing new implemen-
tations for BEAGLE, beyond those described here, thus expanding
the range of hardware that can be used. Upcoming releases of the
library will include additional support for CPU parallelism via a
multi-threaded implementation and will support the OpenCL stan-
dard, enabling the use of AMD GPUs [2].

2.2.2 Application

Programming Interface

The BEAGLE API was designed to increase performance via fine-
scale parallelization while reducing data transfer and memory copy
overhead to an external hardware accelerator device (e.g., GPU).
Client programs, such as BEAST [11], use the API to offload the
evaluation of tree likelihoods to the BEAGLE library (Fig. 2, API).
API functions can be subdivided into two categories: those which
are only executed once per inference run and those which are
repeatedly called as part of the iterative sampling process. As part
of the one-time initialization process, client programs use the API
to indicate analysis parameters such as tree size and sequence
length, as well as specifying the type of evolutionary model
and hardware resource(s) to be used. This allows BEAGLE to
allocate the appropriate number and size of data buffers on device
memory. Additionally at this initialization stage, the sequence data
is specified and transferred to device memory. This costly memory
operation is only performed once, thus minimizing its impact.

During the iterative tree sampling procedure, client programs
use the API to specify changes to the evolutionary model and
instruct a series of partial likelihood operations that traverse the
proposed tree in order to find its overall likelihood. BEAGLE
efficiently computes these operations and makes the overall tree
likelihood as well as per-site likelihoods available via another
API call.

2.3 Performance Peak performance with BEAGLE is achieved when using a high-
end GPU; however, the relative gain over using a CPU depends on
model type and problem size as more demanding analyses allow for
better utilization of GPU cores. Figure 3 shows speedups relative to
serial CPU code when using BEAGLE with an NVIDIA P100
GPU for the critical partial likelihood function, with increasing
unique site pattern counts and for two model types. Computing
these likelihoods typically accounts for over 90% of the total execu-
tion time for phylogenetic inference programs and the relationship
between speedups and problem size observed here primarily
matches what would be observed for a full analysis.

Figure 3 includes performance results for computing partial
likelihoods under both nucleotide and codon models. The vertical
axis labels show the speedup relative to the average performance of
a baseline serial, single threaded and non-vectorized, CPU imple-
mentation. This nonparallel CPU implementation provides a
consistent performance level across different problem sizes and
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provides a relevant point of comparison as most phylogenetic infer-
ence software packages use serial code as their standard.

Using a nucleotide model, relative GPU performance over the
CPU strongly scales with the number of site patterns. For very
small numbers of patterns, the GPU exhibits poor performance
due to greater execution overhead relative to overall problem size.
GPU performance improves quickly as the number of unique site
patterns is increased and by 10,000 patterns it is closer to a satura-
tion point, continuing to increase but more slowly. At 100,000
nucleotide patterns, the GPU is approximately 64 times faster than
the serial CPU implementation.

For codon-based models, GPU performance is less sensitive to
the number of unique site patterns. This is due to the better
parallelization opportunity afforded by the 61 biologically mean-
ingful states that can be encoded by a codon. The higher state
count of codon data compared to nucleotide data increases the
ratio of computation to data transfer, resulting in increased GPU
performance for codon-based analyses. For a problem size with
10,000 codon patterns, the GPU is over 256 times faster than the
serial CPU implementation.

2.4 Memory Usage When assessing the suitability of a phylogenetic analysis for GPU
acceleration via BEAGLE, it is also important to consider if the
GPU has sufficient on-board memory for the analysis to be per-
formed. GPUs typically have less memory than what is available to
CPUs, and the high transfer cost of moving data from CPU to
GPU memory prevents direct use of CPU memory for GPU
acceleration.

Figure 4 shows how much memory is required for problems of
different sizes when running nucleotide and codon-model analyses
in BEAST with BEAGLE GPU acceleration. Note that when mul-
tiple GPUs are available, BEAST can partition a data set into
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Fig. 3 Plots showing BEAGLE partial likelihood computation performance on the GPU relative to serial CPU
code, under nucleotide and codon models and for an increasing number of unique site patterns. Speedup
factors are on a log-scale
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separate BEAGLE instances, one for each GPU. Thus, each GPU
will only require as much memory as necessary for the data subset
assigned to it. Typical PC-gaming GPUs have 8 GB of memory or
less, while GPUs dedicated to high-performance computing, such
as the NVIDIATesla series, may have as much as 24 GB of memory.

2.5 Hardware Highly parallel computing technologies such as GPUs have over-
taken traditional CPUs in peak performance potential and continue
to advance at a faster pace. Additionally, the memory bandwidth
available to the processor is especially relevant to data-intensive
computations, such as the evaluation of nucleotide model likeli-
hoods. In this measure as well, high-end GPUs significantly out-
perform equivalently positioned CPUs.

BEAGLE was designed to take advantage of this trend of
increasingly advanced GPUs and uses runtime compilation meth-
ods to optimize code for whichever generation of hardware is being
used. Table 1 lists hardware specifications for the processors used in
this chapter. We note that further advancements in the GPUmarket
for scientific computing are on its way, with NVIDIA preparing the
launch (at the time of writing) of the Tesla V100 in Q3 of 2017.
The new NVIDIATesla V100 features a total of 5120 CUDA cores
and comes equipped with 32 GB of on-board memory with
900 GB/s of bandwidth. As such, it seems to have the potential
to reach 7.5 TFLOPs in double-precision peak performance
(DP PP), a roughly 50% increase over their current flagship, the
Tesla P100.
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Fig. 4 Contour plots depicting BEAGLE memory usage on GPUs for BEAST nucleotide and codon-model
analyses with 4 rate categories in double-precision floating-point format, for a range of problem sizes with
different numbers of taxa and of unique site patterns. Memory requirements shown here assume an
unpartitioned dataset. Partitioned analyses and more sophisticated models that use multiple BEAGLE
instances incur memory overhead per additional library instance. Black dots indicate memory usage require-
ments for the unpartitioned version of three data sets subsequently described in this chapter
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3 Results

In this section, we compare the performance of various typical
Bayesian phylogenetic, phylogenomic, and phylodynamic analyses
on different multicore architectures. In Subheading 3.1, we analyze
a data set of mitochondrial genomes [32] using a high-dimensional
model of codon substitution which, albeit low in number of para-
meters, is particularly challenging in phylogenetic analyses specifi-
cally because of the high-dimensional state space. In Subheading
3.2, we analyze the largest Ebola virus data set at the time of
publication [12] using a collection of nucleotide substitution mod-
els, i.e., one per codon position and an extra one for analyzing the
intergenic regions, where the large number of taxa and unique site
patterns offer an interesting test case for the comparison between
CPU and GPU performance. Finally, Subheading 3.3 reports on
the performance of analyzing data sets that complement sequence
data with discrete trait data (typically host data or geographic data),
for which transition rates between (a potential large number of)
discrete trait states are parameterized as a generalized linear model
(GLM). All performance evaluations in this results section were run
for 100,000 iterations (which is usually insufficient to achieve
convergence) in BEAST v1.8.4 [11], using double precision
(both on CPU and GPU) and in conjunction with BEAGLE
v2.1.2 [3]. By default, BEAST—through BEAGLE—uses SSE2
(Streaming SIMD Extensions 2), an SIMD instruction set exten-
sion to the x86 architecture, when performing calculations
on CPU.

Table 1
Hardware specifications for the Intel CPUs and NVIDIA GPUs used in this chapter

Hardware Year Cores Memory Bandwidth DP PP

Xeon E5-2680v2 2013 2 � 10 64 GB 60 GB/s 0.45 TFLOPS

Xeon E5-2680v3 2014 2 � 12 64 GB 68 GB/s 0.96 TFLOPS

GTX 590 2011 2 � 512 2 � 1.5 GB 164 GB/s 0.31 TFLOPS

Tesla K20X 2012 2688 6 GB 250 GB/s 1.31 TFLOPS

Tesla K40 2013 2880 12 GB 288 GB/s 1.43 TFLOPS

Quadro P5000 2016 2560 16 GB 288 GB/s NA

Tesla P100 2016 3584 16 GB 720 GB/s 4.70 TFLOPS

Estimated performance in double-precision peak performance (DP PP) taken from the manufacturer’s website. Note that

the Quadro P5000 GPU only lists performance in single precision and we hence list its double-precision performance as

not available (NA)

700 Guy Baele et al.



3.1 Carnivores Selection is a key evolutionary process in shaping genetic diversity
and a major focus of phylogenomics investigations [23]. Research-
ers frequently evaluate the strength of selection operating on genes
or even individual codons in the entire phylogeny or in a subset of
branches using statistical methods. Codon substitution models
have been particularly useful for this purpose because they allow
estimating the ratio of non-synonymous and synonymous substitu-
tion rates (dN/dS) in a phylogenetic framework. Goldman and
Yang [18] and Muse and Gaut [26] developed the first codon-
based evolutionary models (GY and MG, respectively), i.e., models
that have codons as their states, incorporating biologically mean-
ingful parameters such as transition/transversion bias, variability of
a gene, and amino acid differences.

Full codon substitution models are computationally expensive
compared to standard nucleotide substitution models due to their
large state space. Compared to nucleotide models (4 states) and
amino acid models (20 states), a full vertebrate mitochondrial
codon model has 60 states (ignoring the four nonsense or stop
codons). We restrict ourselves to the standard GY codon substitu-
tion model implementation in BEAST [11], employ the standard
assumption that mutations occur independently at the three codon
positions and therefore only consider substitutions that involve a
single-nucleotide substitution, and assume that codons evolve
independently from one another. Additionally, we allow for substi-
tution rate heterogeneity among codons using a discrete gamma
distribution (i.e., each codon is allowed to evolve at a different
substitution rate) [33], which increases the computational
demands of such an analysis fourfold (given that we allow for the
standard assumption of four discrete rate categories).

As a first application of using state-of-the-art hardware in sta-
tistical phylogenetics, we reevaluate the performance of a full codon
model on a set of mitochondrial genomes from extant carnivores
and a pangolin outgroup [4, 32]. This genomic sequence align-
ment contains 10,869 nt columns that code for 12 mitochondrial
proteins and when translated into a single 60-state vertebrate mito-
chondrial codon model, yields a total of 3623 alignment columns,
of which 3601 site patterns are unique [32]. Figure 5 shows a
comparison of the computational throughput between various
CPU and GPU computing platforms. To this end, we make use
of an option in BEAST [11] to split an alignment into two or more
pieces of equal length, with each resulting alignment being evalu-
ated on a separate processor core or computing device for optimal
performance. Figure 5 shows that the analysis scales remarkably
well on CPU, where the use of each additional processor core
results in a performance increase. This can be attributed to the
use of full codon models, which invokes a higher workload when
evaluating each likelihood and hence more concurrent evaluation
compared to thread communication. As the evaluation of the total
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amount of unique site patterns is split over more processor cores,
the workload per core decreases and the communication overhead
increases, resulting in smaller relative performance increases.

The performance of a 24-core CPU setup is easily matched by a
single GPU (the GTX 590) that was originally aimed at the market
of PC gaming. However, subsequent improvements in GPU cards
for scientific computing have yielded impressive performance gains,
with a single Tesla K20 GPU outperforming 2 GTX 590 GPUs.
Whereas the advent of the Tesla K40 offered further performance
increases, it was mainly welcomed for having twice the amount of
on-board memory, allowing for much larger data sets to be ana-
lyzed on GPU. The recent introduction of the Tesla P100 GPU
promised and delivered astonishing results, as shown in Fig. 5, with
a single Tesla P100 GPU delivering six times the performance of a
Tesla K40 GPU on these high-dimensional full codon models. We
conclude that the use of a high-performance computational library
such as BEAGLE, in combination with a powerful GPU, has signif-
icantly facilitated the evaluation of and phylogenetic inference with
full codon models.
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Fig. 5 Performance evaluation of different CPU and GPU configurations when estimating a single full codon
substitution model on a full genome mitochondrial data set. Left: performance comparison on multicore CPUs
(with the dashed line indicating optimal GPU performance). Right: performance comparison on GPUs. The
numbers below the bars indicate the number of partitions/threads used in each analysis. The GTX 590, a GPU
released in 2011 for PC gaming, performs equally well as a 24-core CPU configuration. However, GPUs from
the Tesla generation, aimed at scientific computing, drastically outperform the CPU system, with the recently
released P100 showcasing the impressive improvements in the GPU market, running 166 times faster than a
single-core CPU setup
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3.2 Ebola Virus The original developments within the BEAGLE library offered
considerable computational speedup when evaluating codon mod-
els—up to a 52-fold increase when employing three GPU cards—
and nucleotide models—up to a 15-fold increase when using three
GPU cards—in double precision [32]. This may have resulted in
the perception that GPU cards are mainly useful when evaluating
codon models, but that the benefit for fitting models was not
sufficiently substantial to warrant GPUs. To offer an objective
assessment of the usefulness of GPUs in such cases, we analyze
the use of various CPU and GPU configurations on a full genome
Ebola virus data set, consisting of 1610 publicly available genomes
sampled over the course of the 2013–2016 Ebola virus disease
epidemic in West Africa [12] (we discuss this study in more detail
in Subheading 4). This data set encompassing 18,992 nt columns is
modelled with four partitions: one for each codon position and one
additional partition for the intergenic region (which consists of
several noncoding regions interspersed in the genome). The three
codon partitions contain, respectively, 2366, 2328, and 2731
unique site patterns, while the intergenic partition contains 2785
unique site patterns. We model among-site rate variation [33] in
each partition independently, which confronts us with a computa-
tionally demanding analysis for this large number of taxa and
unique site patterns.

Figure 6 shows how the performance of such a large nucleotide
data set scales with the available CPU and GPU resources. Contrary
to the carnivores data set analysis in Subheading 3.1, this analysis
does not scale particularly well with the number of CPU cores
available, as the main benefit lies with splitting each partition into
two subpartitions and only limited performance gains can be
observed when using additional partitions or threads. Popular
single GPU cards for scientific computing—such as the Tesla
K40—match the optimal performance brought about by using
16 CPU cores, and may provide a useful alternative to multicore
CPU systems. However, the decreasing cost for increasingly parallel
multicore CPU systems makes this a difficult matchup for slightly
older GPUs. More recently introduced GPU cards, such as the
Tesla P100, are able to deliver a substantial performance improve-
ment over a multicore CPU setup, with two Tesla P100 GPUs
running in parallel offering over twice the performance of a
16-core CPU setup. We note that the GTX 590 cards, as well as a
single Tesla K20 card, do not contain sufficient on-board memory
to hold the full data set and as such, these benchmarks could not be
run on those resources.

3.3 Phylogeography As shown in the results in Subheadings 3.1 and 3.2, different
partitions of the aligned sequence data can contain a large number
of unique site patterns, rendering phylogenomic inference chal-
lenging. However, other data types are also included more
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frequently, such as trait data to be analyzed alongside the sequence
data and hence potentially influencing the outcome of such an
analysis (for an overview, see, e.g., Baele et al. [6]).

Arguably, the most frequently considered traits in phylody-
namics, and molecular evolution in general, are spatial locations.
The interest in spatial dispersal has developed into its own research
field referred to as phylogeography, with Bayesian inference of
discrete phylogenetic diffusion processes being adopted in the
field of biogeography [30]. Jointly estimating the phylogeny and
the trait evolutionary process, Lemey et al. [23] implemented a
similar Bayesian full probabilistic connection between sequences
and traits in BEAST [11], with applications focusing on spatiotem-
poral reconstructions of viral spread. These approaches offer exten-
sive modelling flexibility at the expense of a quadratic growth in
number of instantaneous rate parameters in the continuous-time
Markov chain (CTMC) model as a function of the state dimension-
ality of the trait. This can be seen in Fig. 7, which shows two maps
with different numbers of (discrete) locations and the
corresponding CTMC models that describe the instantaneous
rates of transition between these locations.
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Many phylodynamic hypotheses can be addressed through the
combination of genetic and trait data, but additional data in the
form of covariates can help explain the evolutionary or epidemio-
logical process. Such covariates can be used in a GLM formulation
on a matrix of transition rate parameters between locations defining
a CTMC process. Lemey et al. [25] developed an approach to
simultaneously reconstruct spatiotemporal history and identify
which combination of covariates associates with the pattern of
spatial spread. This approach involves parameterizing each rate of
among-location movement, typically denoted as the ijth elements
(λij) of the CTMC transition rate matrix, in the phylogeographic
model as a log linear function of various potential covariates:

logλi j ¼ β1δ1xi,j ,1 þ β2δ2xi,j ,2 þ � � � þ βN δNxi, j ,N , ð1Þ
where βi is the estimated effect size of covariate xi, δi is a binary
indicator that tracks the posterior probability of the inclusion of
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Fig. 7 Graphical depiction of the Benelux countries (top) and the provinces of Belgium (bottom). When these
countries and provinces are used as discrete location states in a discrete trait model, this yields, respectively,
a 3 � 3 and a 10 � 10 CTMC model with instantaneous rates of transition between each pair of locations.
Such models are subject to the same restrictions as those used in popular substitution models, i.e., the rows
sum to 0. As such, these CTMC models consist of, respectively, 6 and 90 free parameters to be estimated
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covariate xi in the model, and N equals the number of covariates;
further, in the case of Fig. 7: i, j ∈ {A, B, C} withN ¼ 3 (top), and
i, j ∈{A, B, C, D, E, F, G, H, I, J} with N ¼ 10 (bottom). Priors
and posteriors for the inclusion probabilities (δ) can be used to
express the support for each predictor in terms of Bayes factors (for
more information, see Baele et al. [6], Lemey et al. [25]). We discuss
examples of such possible predictors in a phylogeographic setting in
Subheading 4 but focus here on performance benchmarks for such
generalized linear models.

3.3.1 Bat Rabies We here assess the performance of a phylodynamic setup aimed at
reconstructing the spatial dispersal and cross-species dynamics of
rabies virus (RABV) in North American bat populations based on a
set of 372 nucleoprotein gene sequences (nucleotide positions:
594–1353). The data set comprises a total of 17 bat species sam-
pled between 1997 and 2006 across 14 states in the USA [31]. Two
additional species that had been excluded from the original analysis
owing to a limited amount of available sequences, Myotis austror-
iparius (Ma) and Parastrellus hesperus (Ph), are also included here
[14]. We also include a viral sequence with an unknown sampling
date (accession no. TX5275, sampled in Texas from Lasiurus bor-
ealis), which will be adequately accommodated in our inference.
This leads to a total of 548 unique site patterns. Following Faria
et al. [14], we employ two GLM-diffusion models for this analysis,
one on the discrete set of 17 bat species and another on the discrete
set of 14 location states.

Figure 8 shows the performance of various multicore platforms
on the bat rabies Bayesian phylodynamic analysis. In contrast to
previous examples, the low number of sites (and hence unique site
patterns) in the alignment does not offer many options for splitting
the observed data likelihood over additional threads. While four
CPU cores offer the optimal performance across our CPU plat-
forms, using more threads for the analysis causes serious communi-
cation overhead, slowing down the analysis. Comparing the CPU
results with the GPU results shows that, across all multicore plat-
forms tested, a 4-core CPU offers the best performance.

Nonetheless, this scenario provides a very interesting use case
for employing multiple graphics cards for scientific computing.
Even though the (relatively small) dimensions of this particular
example do not allow for a performance increase, it will be benefi-
cial for higher-dimensional cases to compute each diffusion model
on a separate GPU. When assuming independent diffusion pro-
cesses that only depend on the underlying phylogeny, each of the
trait diffusion models can be computed on a different GPU,
whereas the data alignment can be split into two subpartitions of
equal complexity (i.e., with an equal number of unique site pat-
terns) and hence also be computed in parallel over the two GPUs.
However, the limited sequence data size and the relatively restricted
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number of discrete locations make this data set less suited for
illustrating performance increases using GPUs.

3.3.2 Ebola Virus We here assess the performance of a similar setup as in the previous
section, but using the data from the 2013–2016 West African
epidemic caused by the Ebola virus [12]. We hence use the nucleo-
tide data from the previous Ebola example (see Subheading 3.2) and
augment it with location states. Using a phylogeographic GLM
that integrates covariates of spatial spread, we have examined
which features influenced the spread of EBOV among administra-
tive regions at the district (Sierra Leone), prefecture (Guinea), and
country (Liberia) levels. This resulted in a GLM parameterizing
transition rates among 56 discrete location states according to
25 potential covariates (seeDudas et al. [12] for more information),
resulting in a computationally challenging analysis.

As shown in Fig. 9, we have evaluated the performance of this
challenging data set on our different multicore platforms. By com-
paring these benchmarks with those in Fig. 6, it’s clear that the
addition of a high-dimensional discrete trait model is much harder
to process for any multicore CPU configuration. Adding more
CPU cores to the analysis does not improve performance by
much, indicative of the discrete trait model being the main
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bottleneck in this analysis. This can be attributed to the high
dimension of the discrete phylogeographic model [23] and the
fact that this model describes a single column of characters, which
cannot be split into multiple partitions. Relative to the computa-
tional complexity of modelling the location states, splitting the
observed sequence data over multiple partitions/threads yields
relatively small performance improvements.

Some of the (older) GPUs cannot fit the full data set in memory
(such as the GTX 590 and a single Tesla K20), but those that are
able to vastly outperform any CPU setup. Further, as these GPUs
are better equipped to handle high-dimensional models, splitting
the observed sequence data over multiple physical cards still yields
noticeable performance gains. In contrast to Fig. 8, where two
discrete phylogeographic models were used that could each be
computed on different GPUs, the fact that this example only con-
siders a single trait observation explains why less performance gains
can be obtained by adding an additional GPU to the analysis.

4 Examples

In this section, we highlight examples of large sequence data sets
that are augmented with trait data in the form of discrete geo-
graphic locations, for which BEAGLE [3] offers impressive
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computational benefits, specifically when running these analyses on
powerful graphics cards for scientific computing. Further, discrete
phylogeographic models can be equipped with generalized linear
models to identify predictors of pathogen spread. Both inclusion
probabilities and conditional effect sizes for these predictors are
estimated in order to determine support for such explanatory vari-
ables of (pathogen) spread.

4.1 Human Influenza

H3N2

A potentially powerful predictor for the behavior of influenza and
other infectious diseases comes in the form of information on
global human movement patterns, of which the worldwide air
transportation network is by far the best studied system of global
mobility in the context of human infectious diseases [8].

Lemey et al. [25] use a discrete phylogeographic model
equipped with a GLM to show that the global dynamics of influ-
enza H3N2 are driven by air passenger flows, whereas at more local
scales spread is also determined by processes that correlate with
geographic distance. For a data set that encompasses 1441 time-
stamped hemagglutinin sequences (sampled between 2002 and
2007) and up to 26 locations to be used in a discrete phylogeo-
graphic model equipped with a GLM, BEAGLE can offer substan-
tial performance gains. A snapshot of a visual reconstruction
through geographic space is presented in Fig. 10, which includes
a summary of the support for the collection of covariates in the
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Fig. 10 Snapshot of the geographic spread of human influenza subtype H3N2, based on 1441 hemagglutinin
sequences sampled between 2002 and 2007 [25]. A discrete phylogeographic approach was used, allocating
the sequence data into a discrete number of locations and employing a generalized linear model on the
parameters that model geographic spread. Inclusion probabilities and Bayes factor support are shown for the
most prominent predictors of H3N2 geographic spread. D3 visualization is made using SpreaD3 [7], with
circular polygon areas proportional to the number of tree lineages maintaining that location at that time
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GLM that offer the strongest contribution to spatial spread among
those tested. As illustrated in Fig. 10 (but see Lemey et al. [25] for
additional data), there is strong evidence that air passenger flow is
among the most dominant drivers of the global dissemination of
H3N2 influenza viruses. Further, geographic spread is found to be
inversely associated (data not shown; but see Lemey et al. [25]) with
geographical distance between locations and with origin and desti-
nation population densities, which may seem counterintuitive. As
the authors state, this negative association of population density
with viral movement may suggest that commuting is less likely, per
capita, to occur out of, or into, dense subpopulations.

4.2 Ebola Virus During the two and a half years Ebola virus (EBOV) circulated in
West Africa, it caused at least 28,646 cases and 11,323 deaths. As
mentioned in Subheading 3.3.2, Dudas et al. [12] used 1610
genome sequences collected throughout the epidemic, represent-
ing over 5% of recorded Ebola virus disease (EVD) cases to recon-
struct a detailed phylogenetic history of the movement of EBOV
within and between the three most affected countries. This study
considers a massive time-stamped data set that allows to uncover
regional patterns and drivers of the epidemic across its entire dura-
tion, whereas individual studies had previously focused on either
limited geographical areas or time periods. The authors use the
phylogeographic GLM to test which features were important in
shaping the spatial dynamics of EVD during the West African
epidemic (see Fig. 11).

The phylogeographic GLM allowed Dudas et al. [12] to deter-
mine the factors that influenced the spread of EBOVamong admin-
istrative regions at the district (Sierra Leone), prefecture (Guinea),
and country (Liberia) levels. The authors find that EBOV tends to
disperse between geographically close regions, with great circle
distances having among the strongest Bayes factor support for
inclusion in the GLM among all covariates tested (along with four
other predictors). Additionally, both origin and destination popu-
lation sizes are equally strongly and positively correlated with viral
dissemination (see Fig. 11). Dudas et al. [12] conclude that the
combination of the positive effect of population sizes with the
inverse effect of geographic distance implies that the epidemic’s
spread followed a classic gravity-model dynamic, with intense dis-
persal between larger and closer populations. Finally, the authors
found a significant propensity for virus dispersal to occur within
each country, relative to internationally, suggesting that country
borders may have provided a barrier for the geographic spread
of EBOV.
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5 Adaptive MCMC

The various data sets described in this chapter so far have shown the
use and computational performance of a wide range of models in
phylogenetic, phylogenomic, and phylodynamic research. Whether
employing full codon models (e.g., the carnivores data set), codon
partition models (e.g., the Ebola data set), or discrete phylogeo-
graphic models, the number of parameters of a typical Bayesian
phylogenetic analysis has increased drastically over the years. This is
exacerbated by the use of partitioning strategies, resulting also in a
potentially large array of likelihoods that need to be evaluated
simultaneously, increasing run times for most phylogenetic ana-
lyses. In a similar fashion, computational resources available to
researchers have also markedly increased, both in the form of multi-
core CPU technology and increasingly powerful graphics cards
targeted towards scientific computing. The ubiquitous availability
of multiprocessor and multicore computers practically has moti-
vated the design of novel parallel algorithms to make efficient use of
these machines [22, 32].
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Fig. 11 Snapshot of the geographic spread of the Ebola virus during the 2013–2016 West African epidemic,
based on 1610 whole genome sequences [12]. A discrete phylogeographic approach was used, allocating the
sequence data into a discrete number of locations and employing a generalized linear model on the
parameters that model geographic spread. Inclusion probabilities and Bayes factor support are shown for
the most prominent predictors of Ebola virus geographic spread. D3 visualization is made using SpreaD3 [7],
with circular polygon areas proportional to the number of tree lineages maintaining that location at that time
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Many Bayesian phylogenetics software packages, such as
BEAST [11] and MrBayes [29], do not fully exploit the inherent
parallelism of such multicore systems when analyzing partitioned
data because they typically update one single parameter at a time
(a practice called single-component Metropolis–Hastings; Gilks
et al. [17]). Such a single parameter often belongs to an evolution-
ary model for a single data partition, leading to only one of the
potentially large collection of (observed) data likelihoods to be
modified at any one time. Such a strategy does not use the compu-
tational power of modern-day multiprocessor and multicore sys-
tems to its full advantage. Updating all the models’ parameters at
once however leads to multiple data likelihoods being modified
simultaneously, thereby making better use of the resources offered
by these multicore systems (see Fig. 12).

Fig. 12 Conceptual visualization on the potential benefits of an adaptive MCMC algorithm over single-
component Metropolis–Hastings (green bars indicate that a processor is computing a specific likelihood). In
Bayesian phylogenetics, the common practice of updating a single parameter (i.e., either a, b, c, or d ) at a time
leaves many CPU cores idle, underusing the computational performance of such architecture. Adaptive MCMC
allows to update a collection of continuous parameters simultaneously (i.e., a, b, c, and d ), putting many cores
(in this case: 4) to work in a parallel fashion. Quad-Core AMD Opteron processor silicon die is shown, courtesy
of Advanced Micro Devices, Inc. (AMD), obtained from Wikimedia Commons
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In recent work, Baele et al. [5] propose to use multivariate
components to update blocks of parameters, leading to acceptance
or rejection for all of those parameters simultaneously, rather than
updating all the parameters one by one in a sequential fashion using
low-dimensional or scalar components [17]. To this end, the
authors developed an adaptable variance multivariate normal
(AVMVN) transition kernel for use in Bayesian phylogenetics,
based on the work of Roberts and Rosenthal [28], to simulta-
neously estimate a large number of partition-specific parameters.
Baele et al. [5] implemented this adaptive MCMC approach in the
popular open-source BEAST software package [11], which enables
this transition kernel to exploit the computational routines within
the BEAGLE library [3]. The authors applied this transition kernel
to a collection of clock model parameters, speciation model para-
meters, coalescent model parameters, and partition-specific evolu-
tionary model parameters (which include substitution model
parameters, varying rates across sites parameters, and relative rate
parameters), although this kernel may find its use on parameters in
many additional models.

Baele et al. [5] show that such an AVMVN transition kernel
tremendously increases estimation performance over a standard set
of single-parameter transition kernels. Importantly, the use of an
AVMVN transition kernel requires a paradigm shift in assessing
performance of transition kernels in MCMC. It is common to
judge the performance of Bayesian phylogenetic software packages
strictly by the time they take to evaluate proposed parameter values,
often expressed in time per number of states or iterations. How-
ever, comparing transition kernels that only require a single proces-
sor core to evaluate a proposed value against transition kernels that
require a collection of processor cores to evaluate a collection of
proposed values simultaneously is unfair, as the latter will logically
take up more time as this involves more (computational) work
(on multiple processor cores). Hence, a fair comparison involves
calculating the effective sample size (ESS) per time unit, as this
takes into account differences in execution speed while still report-
ing a main statistic of interest.

We note that the approach of Baele et al. [5] has been shown to
yield performance increases on CPU, but that it still needs to be
tested on GPU. This is due to the specific design of the BEAGLE
library [3], which evaluates a collection of BEAGLE likelihoods/
instances sequentially on GPU. Current work is underway to sim-
plify the run time process of the BEAGLE library on GPU, allowing
for simultaneous evaluation of such a collection of instances.
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6 Conclusions

In this chapter, we have focused on the computational challenges
associated with typical analyses in the fields of phylogenetics, phy-
logenomics, and phylodynamics. We have provided a detailed
description of how the BEAGLE library can employ multicore
hardware to perform efficient likelihood evaluations and have
focused on its interaction with the BEAST software package.
Using benchmarks collected on a range of multicore hardware,
both from the CPU and GPUmarket, we have shown that employ-
ing the BEAGLE high-performance computational library can con-
siderably decrease computation time on these different systems and
this for data sets with different characteristics in terms of size and
complexity. The BEAGLE library allows to simultaneously com-
pute the likelihoods for different data partitions on different CPU
cores or even on different hardware devices, such as multiple GPU
cards. In addition, existing data partitions can be split into multiple
subpartitions to be computed in parallel across multicore hardware,
yielding potentially drastic performance increases as shown in the
benchmarks discussed in this chapter.

Having employed the BEAGLE library on state-of-the-art mul-
ticore hardware for a range of commonly used evolutionary models,
we conclude that the combination of using BEAGLE and running
analyses on powerful graphics cards aimed at the scientific comput-
ing market allows for massive performance gains for many challeng-
ing data sets. Given that sequence data sets keep growing in size and
are being complemented with associated trait data, we have paid
particular attention to a popular discrete trait model that parame-
terizes the transition rates between its states as a GLM, to allow for
the inclusion of covariates to help explain transitions in the trait
data. Graphics cards can be particularly useful when dealing with
such models, as shown in the benchmarks presented, and we have
hence presented a number of examples from the literature in which
such a setup was used to perform the analyses.

Discrete phylogeography approaches (or discrete trait ana-
lyses), as the ones presented in this chapter, treat the sampling
locations of the sequences as informative data, rather than uninfor-
mative auxiliary variables [9, 23, 25]. As such, the posterior distri-
bution of the parameters given the data contains not only the
likelihood of the sequences given the genealogy and substitution
model but also the likelihood of the sampling locations given the
genealogy and migration matrix, calculated by integrating over all
possible discrete state transition histories using Felsenstein’s prun-
ing algorithm [16]. What makes this computationally demanding is
a potential large number (equal to the number of branches in the
phylogeny) of potentially high-dimensional (depending on the
number of sampling locations) matrices, which can be parallelized
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across a large number of computing cores such as those found on
a GPU.

Similarly, structured coalescent approaches also contain the
likelihood of the sequences given the genealogy and substitution
model in their posterior distribution of the parameters given the
data. The use of BEAGLE will yield equal benefits to both
approaches when it comes to the computation of the likelihood of
the sequences given the genealogy and substitution model. How-
ever, rather than the likelihood of the sampling locations,
structured coalescent approaches require computation of the prob-
ability density of the genealogy and migration history under the
structured coalescent given the migration matrix and effective pop-
ulation sizes. To compute this density, a product of exponentials—
one for each of the time intervals between successive events (coa-
lescence, sampling, or migration)—needs to be calculated. If the
number of demes is sufficiently large, a GPU implementation of the
probability density of the genealogy and migration history under
the structured coalescent may be able to compute the contribution
to this density for each of those time intervals in a highly parallel
manner.

Approximations to the structured coalescent include, for exam-
ple, BASTA [9], which aims to compute the probability density of
the genealogy under the structured coalescent, integrated over
migration histories. The computational bottleneck of this approach
lies with calculating and updating the probability distribution of
lineages among demes, over all lineages and over all coalescent
events. This involves computing the matrix exponential of the
product of each time interval duration with the backwards-in-
time migration rate matrix, of which the diagonal elements are
defined such that the rows sum to zero. BEAGLE is equipped
with a parallel thread block design for computing such finite-time
transition probabilities, and to construct the finite-time transition
probabilities in parallel across all lineages, and therefore has the
potential to provide performance increases for structured coales-
cent approximations such as BASTA. However, the application
software that calls upon BEAGLE needs to be implemented to
rely on BEAGLE’s API in order to achieve the corresponding
performance increases.

Graphics cards aimed at the scientific computing market have
traditionally offered roughly three times the single-precision per-
formance compared to their double-precision performance (Tesla
K40, K20X and K20). Previous generation cards, such as the Tesla
K10, offered poor double-precision performance and focused
solely on single-precision performance (up to 24 times their
double-precision performance). The latest generation of GPUs,
specifically the Tesla P100, offers tremendous double-precision
performance, while single-precision performance is still twice as
high. We therefore expect a doubling in performance for the
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computations described in this chapter if we would run them in
single precision on GPU, provided that the decrease in accuracy
would not lead to rescaling issues which would slow down the
evaluations.

In theory, single-precision likelihood evaluations will be twice
as fast as double-precision likelihood evaluations on CPU as well,
but with more rescaling issues hampering performance. However,
the influence of switching to single precision is more difficult to
assess for CPUs, as there are a number of other factors to consider.
Single-precision floating points are half the size compared to
double-precision floating points and hence they may fit into a
lower level of cache with a lower latency, which potentially frees
up cache space to cache more (or other) data. Additionally, they
require half the memory bandwidth, which frees up that bandwidth
for other operations to be performed. Nevertheless, the total over-
all bandwidth will still be limited compared to that of powerful
graphics cards and this will not suffice to bridge the performance
differences between CPUs and GPUs in phylogenetics.

Finally, we have presented an interesting avenue for further
increasing computational performance on multicore hardware, in
the form of a new adaptive MCMC transition kernel. Traditional
MCMC transition kernels generally update single parameters in a
serial fashion triggering sequential likelihood evaluations on single
cores. The adaptive transition kernel however updates a collection
of continuous parameters simultaneously, triggering multiple like-
lihood evaluations in parallel on multiple cores and hence allowing
for potentially large improvements in computational efficiency.
Further research into this area is needed to continuously advance
MCMC kernels and keep computation time manageable for a wide
range of models in Bayesian phylogenetics.

7 Notes

1. We have showcased the potentially impressive performance
gains brought about by using BEAGLE in conjunction with
powerful graphics cards. However, users sometimes complain
about the poor performance gains they experience when using
a GPU for their analyses, which may have to do with their GPU
being not particularly suited for scientific computing. We urge
readers to be cautious as to which GPU they invest in, as there
is an important distinction between graphics cards aimed at the
gaming market and those aimed at the scientific computing
market. Computer gaming cards mainly offer tremendous
single-precision performance, but typically weak double-
precision performance. We hence advise to invest in GPUs
aimed at scientific computing, offering increased accuracy and
performance in double precision. As a rule, computer gaming
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cards have a much reduced cost compared to scientific comput-
ing cards, but we advise readers to check the technical specifica-
tions of the card before purchase.

2. While 32-bit operating systems are no longer the norm, such
systems are still being used from time to time, and problems
have been reported in the use and/or installation of BEAGLE
on such systems. We strongly advise to install and run BEAST
together with BEAGLE on a 64-bit operating system and, in
the case of problems, urge users to check that their Java instal-
lation is a proper 64-bit installation as well (i.e., avoid 32-bit or
mixed mode software installations). The BEAGLE website,
hosted at https://github.com/beagle-dev/beagle-lib, con-
tains installation instructions for Windows, Linux/Unix, and
Mac systems.

3. While powerful GPUs can be purchased and installed in desk-
top computers for immediate use, high-performance comput-
ing (HPC) centers or computing clusters can also be equipped
with GPUs. These systems typically run a job scheduler that
allows users to submit BEAST analyses to either CPU or GPU
nodes. In case the requested resources are not immediately
available, the submitted job is placed in a queue until those
resources become available, which may take some time. We
hence strongly advise users (especially those who manually
compose their input files) to first test their BEAST XML files
on a local desktop machine with BEAGLE installed, in order to
not have wasted precious time in a job queue only to find out
the BEAST XML cannot be run properly.

8 Exercises

1. An important aspect to getting computations—such as those
discussed in this chapter—up and running, is defining which
hardware is available on your computer or server. This can
easily be checked using BEAST once BEAGLE has been
installed. To check this when using the BEAST graphical user
interface (GUI), simply check the box that says “Show list of
available BEAGLE resources and Quit”; alternatively, when
using the command-line interface using a BEAST Java Archive
(or JAR) file—which can usually be found in the lib directory
within the BEAST folder—you can simply type:

java -jar beast.jar -beagle_info

If the path to the BEAGLE library hasn’t been set up
automatically, be sure to add its location to the command by
adding:
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java -Djava.library.path=/usr/local/lib ...

On a typical desktop system equipped with a GPU fit for
scientific computing, this will yield the following output to
screen:

Using BEAGLE library v2.1.2 for accelerated, parallel

likelihood evaluation. 2009-2013, BEAGLE Working Group.

Citation: Ayres et al (2012) Systematic Biology 61: 170-173

BEAGLE resources available:

0 : CPU

Flags: PRECISION_SINGLE PRECISION_DOUBLE ...

1 : Intel(R) HD Graphics 530

Global memory (MB): 1536

Clock speed (Ghz): 1.05

Number of compute units: 24

Flags: PRECISION_SINGLE COMPUTATION_SYNCH ...

2 : Tesla K40c

Global memory (MB): 11520

Clock speed (Ghz): 0.74

Number of cores: 2880

Flags: PRECISION_SINGLE PRECISION_DOUBLE ...

In order to determine which resource to use for your
computations, it’s important to look into the specifications of
the GPU as listed by the hardware vendor. For example, certain
GPUs will be equipped with a large number of cores and yet
they’re aimed at the computer gaming market, which will result
in poor double-precision performance. As we have shown in
Table 1, the Tesla brand is typically well suited for GPU com-
puting, but other cards may be appropriate as well if they
deliver adequate double-precision peak performance. In the
output printed above, it’s quite obvious that we’ll be interested
in running our analyses on resource 2, i.e., a GPU equipped
with thousands of computing cores (resource 1 is an integrated
graphics unit, mainly fit for delivering graphics output to
screen).

2. Once you have located a GPU fit for scientific computing on
your desktop computer or server, try to perform your analysis
both on the system’s CPU and GPU to compare performance.
Using BEAST’s GUI, the default option is to run on CPU; if
you’d like to run your analysis on a suitable GPU, use BEAST’s
GUI to select “GPU” where it says “Prefer use of:.” However,
most desktop computers don’t come equipped with powerful
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graphics cards, and most often servers aimed at high-
performance computing (HPC) will be used for performing
these types of computations. As such servers are typically
instructed using a command-line interface, BEAST offers the
possibility to assign computations to one or more specific
GPUs. Using the system described here, it would hence make
sense to run your analysis on resource 2, which can be done as
follows:

java -jar beast.jar -beagle_gpu -beagle_order 2 data.xml

Note that not specifying -beagle_orderwill result in the
analysis being run on the system’s CPU, i.e., resource 0. Addi-
tionally, when employing a GPU for your analyses, adding the
-beagle_gpu argument is highly advised. Many different
combinations of using resources arise when your data set is
partitioned into multiple subsets, for example if your data is
partitioned according to gene and/or codon position. In such
cases, it may be beneficial to split those partitions onto multiple
resources by using the -beagle_order command-line
option. For example, the Ebola virus data set (without trait
data) has four partitions; it may be useful (although this
depends on the actual hardware and needs to be tested) to
compute the likelihood of one partition on the CPU (i.e.,
resource 0) and the other three likelihoods on the GPU (i.e.,
resource 2). This can be done as follows:

java -jar beast.jar -beagle_gpu -beagle_order 0,2,2,2

ebola.xml

3. In some cases, such as for example the carnivores data set
analyzed in this chapter, only one (sequence) data partition is
available. On CPU, drastic performance improvements can still
be achieved by using a BEAGLE feature that allows to split up a
data partition into multiple subsets, as can be seen in Fig. 5.
This approach will lead to performance increases on most CPU
systems, as many laptops now come equipped with 4-core
processors; this can hence easily be tested on the system
you’re currently using. To split a (sequence) data partition
into two subsets, you can use the following command:

java -jar beast.jar -beagle_instances 2 carnivores.xml

To generate the results in Fig. 5, we have used this
approach to split the data set into 2, 4, 8, 12, 16, 20, and
24 subpartitions, increasing performance every step of the way.
Note that on GPU, this approach will only lead to an increased
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overhead and hence worse performance compared to keeping
the single data partition, as all the likelihood calculations end
up on the same (GPU) device. With multiple GPUs in a system
however, this can also lead to drastic performance improve-
ments, as shown throughout this chapter.
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