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Abstract: While there is agreement on the drawbacks of centralized management, many 
approaches that address those do not scale well to large networks. We believe 
that effective management of future large-scale networks requires 
decentralized but coordinated control. In our recent work, we introduced the 
paradigm of pattern-based management, an approach that formalizes the use of 
graph traversal algorithms for controlling and coordinating lightweight agents 
that perform computations and data aggregation inside the network. We have 
shown analytically and through simulations that such a management system 
potentially scales to tens of millions of nodes, without significant performance 
problems regarding execution time and traffic overhead. In this paper, we 
report on a first implementation designed to realize the paradigm. Our system, 
Weaver, consists of active nodes constructed from small, low-cost Linux 
computers that are deployed onto a network of commodity routers. 
Management programs are written in C++ and can be validated and tested for 
performance on a simulator before being deployed. From the design of 
Weaver, we derive a simple performance model that allows us to predict the 
execution times of management operations on this platform. We evaluate the 
model through measurements on a laboratory testbed and demonstrate the 
efficiency of the platform. Finally, we use the model to predict the 
performance of a management operation running on a Weaver system for a 
large-scale network and thus show that our system is likely to meet the scaling 
potential of the paradigm. 
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1. INTRODUCTION 

Over the last decade, the drawbacks of centralized management schemes have 
been recognized [2][3][22], and several approaches to distributing management 
tasks have been developed [9][32]. Interestingly, most of this research aimed at 
distributing the computations associated with a management task while keeping the 
overall control of a task centralized. In our recent work, we reached the conclusion 
that effective management of future large-scale networks requires decentralized 
management operations. 

A significant step towards decentralized control has been made with the 
introduction of mobile agents for management tasks. Mobile agents can be 
characterized as self-contained programs that move in the network and act on behalf 
of a user (i.e., a human operator) or another entity. Mobile agents are generally 
complex, since they often need a degree of intelligent behavior for autonomous 
decision-making. Our approach can be understood as a variation of the mobile agent 
paradigm, where a management operation is realized through the coordinated 
actions of a swarm of lightweight mobile agents. However, in contrast to most 
mobile agent schemes to date, the agents in our approach are very simple; they 
exploit the parallel processing capability of the network, and, although they always 
carry state, they carry program code only when necessary 

We call our approach to distributed management, which we have developed over 
the last two years, pattern-based management [16][18][19]. It centers around the 
concept of the navigation pattern, used for controlling and coordinating the actions 
of light-weight agents. Navigation patterns realize graph traversal algorithms that 
determine the dissemination of local management operations and the aggregation of 
the results of these local operations. 

As our previous work shows, the approach of pattern-based management 
systems has interesting implications. First, management programs can be formally 
analyzed with respect to performance and scalability. The analysis of a management 
program is based on the analysis of the graph traversal algorithm of its underlying 
pattern. Second, navigation patterns allow the separation of the semantics of a 
management operation from the distributed programming aspects of the operation. 
From a software engineering perspective, this separation allows us to design generic 
patterns that can be combined with specific semantics to implement a particular 
management operation. A pattern, once designed, can be reused in the 
implementation of many management tasks. Conversely, a specific management 
task can potentially be built from a choice of patterns, which enables us to build 
management operations with different performance profiles. Ultimately, this 
approach frees an application programmer from developing distributed algorithms, 
allowing him/her to focus on the management task at hand, by selecting a navigation 
pattern from a catalogue that captures the requirements for that task. 

Third, as our work on robust patterns indicates, the reaction to network faults, 
which can be complex to understand and handle, can be programmed into a pattern, 
thereby eliminating the need for the management application programmer to deal 
with faults. Finally, the degree of code mobility can be controlled in a fine-grained 
manner, since the execution of a management operation in a network involves 
distributing only those parts of the program that are not already resident in the 
network nodes. In other words, for a management program that is frequently 
executed, only the states of the distributed computation need to be exchanged 
between network nodes, not the code, which is locally available. 
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From the perspective of scalability, a pattern-based management system can 
eliminate bottlenecks associated with centralized processing of management data by 
distributing the load to network nodes via an appropriate navigation pattern. For 
example, the Echo pattern is particularly efficient at distributing and aggregating 
data over large networks [18]. By using an Echo pattern as a means for distributing 
computation to network nodes, highly scalable management programs can be 
implemented in compact form. 

In order to support the development and study of pattern-based management 
programs, we have developed a PC-based discrete-event simulator, called 
SIMPSON [20]. SIMPSON is a C++ application that runs under Microsoft Windows 
(Win98, NT, 2000, XP) and is capable of simulating a large pattern-based 
management system of up to 60,000 nodes. Management programs on SIMPSON 
are written in C++ and compiled into dynamic libraries that are loaded on the fly for 
simulation. SIMPSON's interactive features allow the dynamics of a pattern to be 
visualized and recorded when its associated management program is executed. 
Performance data, such as completion time and volume of management traffic, can 
also be collected and analyzed. 

In this paper, we describe the design and implementation of a pattern-based 
management system, called Weaver, on a network of commodity routers. Our design 
requires neither modifications to the routers nor any special features on them. The 
paper articulates and supports our belief that it is possible to build flexible and 
scalable network management systems at moderate cost, by using our paradigm. 

This paper relates to previous publications on pattern-based management as 
follows. In [16], we introduced the idea of a management pattern and outlined an 
architecture supporting a pattern-based management system. We further reported on 
an explorative prototype, built to validate the very concept of management patterns. 
That prototype was based on Voyager, a commercial mobile agent platform, and 
was written in Java. The system presented in this paper is completely new and has a 
very different design focus, which is to demonstrate the feasibility of an efficient 
and scalable platform. In [18], we presented the Echo pattern and analyzed its 
performance with focus on large networks. In [19], we discussed a possible software 
design for management patterns and introduced SIMPSON, the simulator we had 
developed to test the functionality and estimate the performance of pattern 
programs. 

In section 2 of this paper, we present the architecture of Weaver and discuss its 
operation as well as pertinent design issues. In section 3 we benchmark the 
performance of Weaver and develop a performance model for analyzing its 
behavior. In section 4 we use the performance model and the results from the 
previous section to evaluate its scalability through simulation. Finally, we conclude 
with a discussion of lessons learnt and future work. An appendix summarizes the 
aspects on management patterns needed to understand this paper, relieving the 
reader from accessing [16][18] and [19]. 

2. THE WEAVER PATTERN-BASED 
MANAGEMENT SYSTEM 

Figure 1 shows the architecture of a pattern-based management system, first 
described in [16]. The gray nodes represent physical routers, while the white nodes, 
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attached to them, represent the execution environments in which management 
programs run. The combination of a physical router and its associated logical 
execution environment constitute a logical network node. The execution of a 
pattern-based management program begins, when it is launched by a network 
management station onto the execution environment of the start node. When the 
program has completed executing on the node, its pattern determines the subsequent 
node (or nodes), on which the program must execute next. If that node already 
contains a copy of the program, only the program's state is transferred to it. 
Otherwise, both code and state are transferred. Alternatively, a node can download 
the program code directly from a secure repository called a code server. 

Router 

Management 
Program 

NetNork 
Launch Management staHon 

g 
Code Server 

i 
... 

Code \ 

Figure 1. Architecture of a pattern-based management system 

A pattern-based management system can be realized in a number of ways, for 
example, using a general purpose framework, such as Java, or an active networking 
toolkit, such as ANTS [31]. It can run internally on the processor of a router or 
externally on a device attached to the router, etc. However, realizing such a system 
at low cost on commodity routers restricts the design space and thus poses a 
significant challenge. 

2.1 Weaver design aspects 

Our most important design goals for Weaver were, first, to realize an efficient 
implementation of a pattern-based management system. By efficient, we mean that 
management programs complete execution quickly, even in large networks. Second, 
we wanted to realize a system that works with virtually all commodity routers. 

In our system design, each router is managed by a dedicated active node that 
hosts the execution environment needed for running pattern programs. Such an 
active node, called a Weaver Active Node (WAN), is an internet-enabled, single
board computer, equipped with an Intel StrongARM 1110 microprocessor, 32MB of 
SDRAM, and a lOMbps Ethernet interface. The hardware of the WAN is 
commercially available at a cost of an average PDA, in the form of an aluminum 
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cube of 3 inches per side. To provide sufficient local storage, we attached a 1GB 
IBM Microdrive to the onboard compact flash slot. Each WAN runs a modified 
distribution of the Linux kernel (version 2.4.9), as well as an Apache web server, 
which is used to implement the WAN's management interface. 

Code mobility was a further design issue in the development of our platform. 
Specifically, we had (1) to choose between transferring program code in either 
binary or source form, and (2) to decide, if code is to be transported by patterns or 
downloaded from code servers. The decisions made in addressing these questions 
have implications on the system's performance and its vulnerability to attacks. 

For instance, if a program is to be transferred in source form, then a time
consuming compilation process must be invoked, before it can be executed. In 
addition, every node must be equipped with sufficient disk space to store the 
compiler, the linker, and the header files. The advantage of transferring source code 
is that source programs are significantly smaller than compiled programs. 

On the second question, code servers can become bottlenecks, if the network 
becomes very large. Increasing the number of such servers introduces other 
problems, because keeping the code on all repositories up-to-date and consistent can 
be expensive. 

In the current design of Weaver, programs are transferred in binary form by the 
pattern itself. We made this choice for performance reasons, as our tests indicate that 
simple management programs (for instance, programs based on type 1 to type 4 
patterns, see appendix) take 10,000 times longer to compile than to run. 
Furthermore, compiled management programs in Weaver are generally less than 10 
times larger than their source. 

Figure 2 shows the software architecture of a WAN with its primary 
components. The first, the Active Node Manager (ANM), comprises an Apache 
SSL-enabled web server and a set of server-side PHP scripts [1]. The main 
functionality of the ANM is to offer a web interface to the management station for 
configuring and operating the node. The second component, the Active Node 
Daemon (AND), is a C++ application running as a background process. It 
implements the execution environment, which runs the pattern-based management 
programs on the node. In addition, there are several repositories (drawn as cylinders) 
with state information. For example, the node state repository holds the operational 
state of the node (such as the numbers and parameters of executing management 
programs), while the binaries repository serves as a cache of ready-to-run patterns 
and aggregators. When a pattern migrates to another node, it can leave local state 
variables in the local program state repository. Finally, the result repository provides 
for persistent storage of the results returned from a management operation. 

2.2 Executing a pattern program on Weaver 

In order to start a management program on Weaver, the management station 
downloads the source code of the pattern and aggregator, as well as the run-time 
parameters, via http onto a WAN, which will be the start node of this operation. The 
WAN's ANM then saves the code into its source repository and relays the source 
file names and the parameters to the preprocessor module through a local socket 
(Figure 2). 
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Figure 2. Software architecture of a Weaver Active Node (WAN) 

The preprocessor module invokes the compiler to process the program source, 
computes the MD5 checksum of the resulting binary, and invokes the execution 
environment to run the program. If the compiler encounters an error, the execution is 
aborted, and an error code is returned to the management station via the ANM. If the 
program binaries are already in the WAN's repository, the preprocessor invokes the 
execution environment directly, passing to it the filenames and paths of the 
compiled binaries. 

The execution environment dynamically loads the program and instantiates the 
pattern and the aggregator objects. It also generates a system-wide unique cookie, 
which associates the distributed state of the program with its current execution. 
Finally, it relinquishes control to the program, passing to it the arguments as 
specified by the management station. 

A program accesses the management interface of the attached router through the 
WAN's device manager. In addition to the specific access protocol, the device 
manager also implements low-level monitoring procedures, such as heartbeats, to 
detect failures in the attached device. In principle, a WAN may include multiple 
device managers, one for each access protocol supported by a router. Our current 
prototype, though, has only a single device manager for SNMP. 

When the management program has completed its execution on a node, it returns 
control back to the execution environment, along with a list of node addresses, to 
which to migrate next. After that, the execution environment stores the local 
program variables in the local state repository, serializes the mobile state variables, 
and passes them to the transport access point, along with the list of node addresses 
and the cookie. 
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The main function of the transport access point is to securely transfer program 
code and states between adjacent nodes. Whenever a WAN is initialized, it connects 
to its neighboring W ANs by establishing secure channels. 

When a transport access point receives a request to send program code and 
(mobile) state to a neighboring WAN, it first checks, whether the destination already 
has a copy of the program. If so, only the state of the program and the cookie are 
sent. Otherwise, the program code is sent, as well. 

Every transport access point keeps a record of the nodes, to which it has sent 
programs, by saving their MD5 checksums. If no record exists for a particular node 
and a program checksum, then the program code is sent to the neighboring node, 
despite the chance that the neighbor might actually have a copy of the program. 
While this scheme incurs a (usually small) overhead, it is simple and requires no 
handshake. 

When program code is sent, the receiving transport access point saves it into the 
local binary store, if necessary, and invokes the execution environment. Using the 
cookie, the execution environment determines, if the node has participated in the 
current execution of the program. If so, it checks for the program's local state 
variables, before passing control to the pattern and aggregator objects. Otherwise, 
new instances of the pattern and aggregator objects are created prior to program 
execution. 

3. BENCHMARKING WEAVER 

In this section we give a performance model for pattern-based management 
programs that are executed on the W AN architecture described in the previous 
section. The metric of interest in our model is the execution time of a management 
operation. It is measured as the time period from when a program is launched on a 
start node to when the results are returned to the management station. 

We have conducted two series of experiments to obtain a delay profile for 
Weaver management programs. Table 1 and 2 show results from these experiments. 
The first series focuses on measuring the delay incurred by a management program 
based on the type 1 pattern, which models a simple polling operation, where control 
passes from a node to one of its neighbors before returning (see appendix). Other 
types of patterns (e.g. the type 2 and type 4 pattern, see appendix) can be expressed 
as serial compositions of type 1 patterns. In a similar manner, the type 3 pattern (see 
appendix) constitutes the basic building block for patterns, in which control is 
passed to neighboring nodes in parallel. The Echo pattern (see appendix), for 
instance, can be built from a type 3 pattern. 

For accurate measurements, the experiments have been carried out on an isolated 
testbed of four Cisco 2621 routers, which are interconnected via a Cisco Catalyst 
2900 fast Ethernet switch. Each router is equipped with two fast Ethernet ports, one 
of which is connected directly to a WAN. A 1.13 GHz DELL Inspiron 8100 
notebook serves as the management station. Static routes have been set up from each 
router to the fast Ethernet switch, so that all nodes are able to communicate with 
each other. 

In order to understand the delay profile of a management program that is based 
on a type 1 pattern, we decompose the execution of the program into a series of 
phases, listed in Table 1. 
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As we are only interested in measuring the delay from the point of view of the 
management program, the first phase begins when control is passed to the 
management program (Tl). We call this the execution phase. When the program 
completes its execution, the serialization phase (T2) is invoked, in which the 
program's mobile state is serialized and then, during the dispatch phase (T3), sent to 
the remote WAN. The receiving phase (T4) begins, when the mobile state has been 
received on the remote node. Depending on whether the management program has 
been executed on this node before, the next phase can be either the loading phase 
(TS) or the instantiation phase (T6). 

The loading phase occurs the first time a management program is executed on 
the node. Typical tasks performed include invoking the dynamic linker to load the 
program code as a shared library and instantiating the pattern and aggregator 
objects. Also, the program code, if received during T4, is saved in this phase. If the 
management program has already been loaded because of a previous execution, only 
the instantiation of the objects are performed. This is referred to as the instantiation 
phase. 

If the program is still active on a node (i.e., the pattern will traverse the node 
again during its current execution), the pattern and aggregator objects are not deleted 
when the program migrates to another node. In this case, only a lookup will be 
needed to return their object references. We refer to this phase as the resolving phase 
(T8). Finally, the de-serialization phase (T7) creates (or recreates) the mobile state 
variables in the program's address space. 

Table 1. Overhead incurred by each phase of execution of the type 1 pattem 
Duration in IDS Performed by Module 

Execution (Tl) 1.57 (0 = 0.4S) Execution Environment 
Serialization (T2) 3.46 (0 = 0.71) Execution Environment 
Dispatch (T3) 1.67 (0 = 0.49) Transport Access Point 
Receiving (T4) 0.62 (0 = 0.30) Transport Access Point 
Loading (T5) 23.42 (0 = 0.70) Execution Environment 
Instantiation (T6) 0.77 (0 = 0.015) Execution Environment 
De-serialization (T7) 2.04 (0 = 0.49) Execution Environment 
Resolving (TS) 0.15 (0=0.001) Execution Environment 
Communications Delay (Tc) 4.04 (0 = 0.10) 

Table 1 gives the mean and standard deviation of the delay for each of the 
phases (T 1 through T8 and T d, as measured over 40 runs. The communication 
delay on the last row of the table includes transmission delay, propagation delay and 
operating system overhead. The size of the mobile state is 207 bytes. The pattern 
program contains the minimal code necessary to implement the type 1 pattern and 
does not perform any other computations. The aggregator program contains only 
empty functions. 

Based on the above discussion, we can derive the (average) completion time of a 
type 1 pattern as: 

Tlypel = 3T1 + 2(T2 + T3 + T4 + T7) + T6 + T8 + Tc 

For a more detailed explanation of the above formula, see [21]. When the pattern 
is executed for the first time, an additional delay of TS-T6 incurs, because the 
execution environment needs to invoke the dynamic linker. Also, the estimate given 
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by the above equation does not take into account the situation when the node 
daemon is swapped out by the operating system. Such instances appear rarely during 
our measurements, because of the small testbed and the light system load. 

Following the above approach, we can derive similar expressions for the average 
completion times of management programs based on the type 2, 3, and 4 patterns. 
(See [21] for more details). 

Table 2 compares the estimated completion time (based on the above formula 
and table 1) with the actual measurements on the testbed for all 4 basic pattern 
types. As can be seen, the estimations lie below the measured delays in all cases, 
with a margin of error between 8.3% and 10%. 

Table 2. Comparison of estimated vs. actual measurements for the four basic patterns 

Type 1 
Type 2 
Type 3 
Type 4 

Average completion time 
(estimated) 
25.2 ms 
72.6 ms 
44.3 ms 
49.5 ms 

Average completion time 
(measured on testbed) 
27.6ms 
78.4 ms 
47.6 ms 
55.0 ms 

4. EVALUATING THE SCALABILITY OF WEAVER 

In this section, we investigate the scalability of the Weaver architecture when the 
network to be managed becomes large. Specifically, we estimate the completion 
times of pattern-based management programs on large networks using SIMPSON 
and the delay profiles shown in the previous sections. For comparison purposes, we 
also estimate the time of the same operation executed on a centralized SNMP-based 
management system, polling nodes serially or in parallel. 

For simplicity, we assume the network topology to be a full b-ary tree with 
height h. Each node in the network is a router with b+ 1 ports, one of which is 
connected to a WAN. This way, each WAN manages exactly one router. We assume 
that the latency between two adjacent routers is identical to that experienced in our 
testbed (i.e. TC1=Tc2=O.STc=2.022ms). We also assume that routes taken by packets 
are symmetrical; that is, PDUs of an SNMP request take the same path, from the 
manager to the managed device and vice versa. We assume that the management 
station is attached to the root of the tree and that all management program 
executions use the root as the start node. Finally, we choose the management task to 
be an operation that computes the average value of a specific MIB variable across 
all nodes in the network. 

Given the above topology, the total number of nodes in the network, N, is 
therefore given by 

nh+1 _1 
N=-

n-l 
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The most scalable manner to implement the task in a centralized management 
scheme is to compute the network-wide average value of the desired variable 
incrementally from the values obtained from each node that is polled (via SNMP 
GET). If the polling is performed serially on N nodes (i.e., each GET operation must 
complete before the next GET is initiated), and if we neglect the time needed for the 
simple averaging computation, the total completion time is given by: 

Tcentralized_S = (Tc +Ts)+(2Tc +Ts)n+ ... +«h+1)Tc +Ts)bh 

which evaluates to: 

where Ts is the time required by the SNMP agent on a node to process a request. 
Our measurements on the Cisco 2621 routers puts this to be approximately 1.9 ms. 
On the other hand, if the polling is performed in parallel (Le., the system does not 
wait for the completion of a GET before polling the next node) and nodes farther 
away are polled first before nearer nodes, the total completion time is given by: 

Tcentralized _P = 2hTc + (bh -1)Tp 

where Tp is the polling interval between nodes. Our measurements on the W ANs 
indicate that this is approximately 1.5ms. 

In the case of a pattern-based management solution, we employ the Echo pattern 
described in section 2 to accomplish the same task. 

We compare the performance of Weaver against centralized management using 
the serial polling scheme as a common yardstick. Specifically, we define the 
scalability measure S to be the ratio between the average completion time of a 
management task using the serial polling scheme and the scheme underlying the 
specific management task (such as parallel polling or WeaverlEcho). Figure 3 plots 
S against h, the number oflevels in the tree network, (a) for parallel polling (dashed 
lines) and (b) WeaverlEcho (solid lines), for the two cases where b, the number of 
children of each node, is 2 and 6, respectively. 

From the plot it is evident that parallel polling always outperforms serial polling, 
since its scalability measure S never falls below 1. Furthermore, for networks of 
small to moderate size (Le., b=2, h<7 and also b=6, h<3), it also outperforms 
Weaver!Echo because of its lower overhead. However, for large networks, Le., (b=6, 
h>4) WeaverlEcho yields completion times that are several orders of magnitude 
lower than the other schemes. 
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Figure 3. Scalability (S) versus Height (h) for parallel polling and Weaver/Echo. 
N indicates the number of network nodes. 

5. DISCUSSION AND CONCLUSIONS 

In this paper, we described a possible realization of the pattern-based 
management paradigm, using a network of low-cost, single-board computers that are 
attached to commercial routers. Our goal was to engineer a system that (a) would be 
lightweight, fast, and scalable, and (b) would be deployable on existing networks. 
The fIrst goal dissuaded us from using a general-purpose mobile agent platform, 
which, while probably cutting down the development effort, would have provided 
unneeded flexibility at the cost of performance. The second goal necessitated the 
design of an execution environment external to a router, since the current generation 
of commodity routers does not permit the execution of user-supplied code internally. 
We chose a low-cost solution in terms of both hardware costs and space needed for 
the management devices inside the network. The choice of SNMP for router access 
also arose from our desire for a widely deployable solution. 

Since every testbed limits the performance predictions of a system for different 
confIgurations, sizes, etc., we developed a performance model for a pattern-based 
operation on Weaver and used the testbed to instantiate and validate the model. 
Based on the measurements we took so far, we believe the model given in Section 3 
to be basically sound. However, the accuracy of +/-10% for the predicted execution 
times of the type 1 to 4 patterns on our testbed tells us that our model must be 
refIned. We are currently investigating, why the current model seems to 
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systematically underestimate execution times, and why a large variance in certain 
sub operations occurs. 

In Section 4, we gave evidence that pattern-based management operations on a 
large-scale Weaver system are likely to be very scalable. To prevent 
misunderstanding, we add two comments here. First, we measure scalability by 
comparing an Echo-based operation to a centralized operation. This means that we 
use the centralized management solution as a point of reference. Specifically, we are 
not implying that traditional or current solutions to managing very large networks 
are centralized in this manner. Second, one could probably come up with a 
traditional management system that is built on a hierarchy of SNMP agents and 
would exhibit similar scaling properties as shown in Figure 3. Note though that, 
while scalability is a key design goal of Weaver, its underlying paradigm of pattern
based management potentially has many advantages over traditional management 
systems. For instance, the communication and computation structure of a 
management operation is dynamically constructed by the pattern during its 
execution, which makes patterns independent of network topology and network size. 
Also, the discussion in Section 4 is based on the Echo pattern, which exhibits a 
specific hierarchical communication structure. Other patterns establish different 
communication structures during execution. 

As with any system that includes mobile code, there is a danger of unsafe or 
malicious code being introduced. In its current implementation, Weaver addresses 
this issue as follows. First, all communication between the management station and 
a WAN occurs through an SSL-enabled web interface. This reduces the risk of 
unauthorized access and protects against masquerade attacks. Second, the compiled 
code of a management program is only executed within the context of a separate 
process, with restricted rights and resource quotas. This prevents management 
programs from interfering with one another or from crashing the daemon, should a 
fatal error occur. Finally, the communication channel between Transport Access 
Points of peer nodes is implemented usingoa simple TLS-like protocol [12], thereby 
preventing a third party from altering the program code or state while the data is in 
transit. In addition, all Linux services that are not needed to run Weaver have been 
disabled in our platform. While the above measures introduce security elements into 
the design of Weaver, a thorough study of this system's vulnerabilities and how to 
reduce them effectively still needs to be carried out. 

There have been many efforts into building efficient management platforms by 
recent research into active and programmable networks. First, high-performance 
active network platforms have been used to implement management applications 
where management traffic is processed (close to) wire speed. Systems implemented 
with this philosophy typically have low-level, assembly-style instruction sets 
[14][23][29], optimized for space and speed. Unfortunately, developing 
management programs on such systems is difficult, due to their low-level nature, 
and thus limited to applications, such as programmable traffic probes. Furthermore, 
these platforms are built on customized or special network nodes that require 
features not available in commodity routers [10][11][17]. In order to apply some of 
these techniques to the management of traditional IP networks, (PC-based) software 
routers have to be used [5][14][17][23][25][29]; In these environments, the 
(operating system) kernel intercepts packets for processing in a management 
execution environment, usually through an IP option called Router Alert [15]. 

The second approach suggests that scalability can be achieved through mobile 
agent platforms that support intelligent preprocessing and data aggregation inside 
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the network [3][6][22][24]. Many of the systems developed along this line 
emphasize flexibility over performance. They generally require the support of a 
heavyweight infrastructure, which is often Java-based [4][6][24]. 

Our current and planned work in pattern-based management follows several 
tracks. On the one hand, we are further exploring the potential of pattern-based 
management, by designing patterns for dynamic construction of network hierarchies 
and routing schemes, as well as investigating how basic patterns can be combined 
into complex ones with desirable properties. At the same time, we are accelerating 
our work on Weaver. We are currently extending our testbed from 4 to 16 nodes, 
which will help us in better evaluating and refining our performance model. Since 
Weaver is a decentralized system, initializing it is a non-trivial task, even in a 
medium-size network. We began working on a (pattern-based) scheme that would 
automatically configure Weaver on any network topology and dynamically integrate 
new W ANs into the system. Finally, we have begun studying the use of patterns in 
policy-based management systems for disseminating policies in large networks and 
for dynamically re-computing policies, when triggered by state changes or network 
faults. 
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APPENDIX: PATTERN-BASED MANAGEMENT 

The pattern-based management paradigm is a distributed management approach 
based on the use of graph traversal algorithms to control and coordinate the 
processing and aggregation of management information inside the network. From 
the perspective of a network manager, the algorithms provide the means to 'diffuse' 
or spread the computational process over a large set of nodes. A key feature of the 
approach is its ability to separate this mechanism of diffusion and aggregation from 
the semantics of the management operation. The paradigm achieves this through the 
development of two important concepts; the navigation pattern and the aggregator. 
The former represents the generic graph traversal algorithms that implement 
distributed control while the latter implements the computations required to realize 
the task. A pattern-based management program includes both components. 

Pattern Typical Application V isualuation 

type I: node-to-node I node controVmonitor (e.g. getlsetof 0:2 -=n variables) 

type 2: VISit all nodes I flow/path control (e.g. traceroote, 
along a path/flow bottleneck detection, signalling, VPN 

operation) 2 
type j:OIstnoute agents suonet contrOl, message oroaocast 
to all nodes in subnet (e.g. congestion location detection) 
(parallel control) & I I 

.& 2 
type 4: visit all nodes in subnet control (e.g. topologydetec-

D subnet (sequential con- tion) 
trol) 

Figure 4. Examples of simple navigation pattems 

Figure 4 presents the simplest examples of navigation patterns. The most basic 
pattern is the type 1 pattern, where control moves from one node to another and 
returns after triggering an operation. The manager-agent interaction is an example of 
this pattern. A type 2 pattern represents the scenario where control moves along a 
path in the network, triggers operations on the network nodes of this path, and 
returns to the originator node along the same path. A possible application of this 
pattern is resource reservation for a virtual path or an MPLS tunnel [27]. In a type 3 
pattern, control migrates in parallel to neighboring nodes, triggers operations on 
these nodes, and returns with result variables. This pattern can be understood as a 
parallel version of the type 1 pattern. Finally, in a type 4 pattern, control moves 
along a circular path in the network. As these examples illustrate, navigation 
patterns can be defined independently of the management tasks performed in an 
operation. 
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For further clarification, we briefly discuss the Echo pattern, first introduced in 
[18]. It is an extension of the basic type 3 pattern and is based on a class of 
distributed graph traversal algorithms known as wave algorithms [7][28][30]. The 
behavior of the Echo pattern can be described as follows. The pattern starts out from 
a single start node, migrating to all its neighbors for further execution. This forward 
migration of the pattern from a node to each neighbor is called an explorer. An 
explorer, arriving on a node for the first time, marks the node as 'visited' and 
generates an explorer for each neighbor, except for the one from which it arrived 
(which is called its parent). Explorers arriving on a node that has been marked as 
'visited', terminate at that node (i.e., they do create more explorers). If the node has 
no neighbors other than its parent, the program returns to its parent node. This return 
of the pattern from a node to its parent is called an echo. When a node has received 
an echo from each of its neighbors, it returns an echo to its parent. The Echo pattern 
terminates, when the start node has received an echo from each of its neighbors. 
Figure 5 shows the Echo pattern in pseudo code. It is a refined version of the code 
given in [19]. 

var visitedi : boolean 

Gi : set of integers 
parenti : integer 

1 Echo (inmsg: from: integer) { 

2 Gi := Gi - from; 

3 If visitedi = false { 
4 parenti : = from; 

5 visitedi := true; 
6 OnInitiate (inmsg. outmsg); 
7 if Gi != empty ( 

8 dispatch(Gi' outmsg. i); 

else ( 
9 OnAggregate(inmsg); 

10 if Gi = enpty ( 

11 OnCOmp1ete (outmsg) ; 
12 if parenti >= 0 

13 dispatch(parenti' outmsg. i); 

14 else OnTerminate (inmsg) ; 

init : false; 

init : neighbors(); 

init : -1; 

Figure 5. Echo pattern in pseudo code 

Note that the concept of a navigation pattern is very different from that of a 
design pattern as used in software engineering [33]. While a navigation pattern 
captures the flow of control of executing a distributed operation, a design pattern 
describes communicating objects and classes for the purpose of solving a general 
design problem in a particular context. 
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