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Abstract
In today’s globalized integrated circuit (IC) ecosystem, untrusted foundries are often procured to build critical systems since
they offer state-of-the-art silicon with the best performance available. On the other hand, ICs that originate from trusted
fabrication cannot match the same performance level since trusted fabrication is often available on legacy nodes. Split-Chip
is a dual-IC approach that leverages the performance of an untrusted IC and combines it with the guaranties of a trusted
IC. In this paper, we provide a framework for chip-to-chip authentication that can further improve a Split-Chip system by
protecting it from attacks that are unique to Split-Chip. A hardware implementation that utilizes an SRAM-based PUF as an
identifier and public key cryptography for handshake is discussed. Circuit characteristics are provided, where the trusted IC
is designed in a 28-nm CMOS technology and the untrusted IC is designed in an also commercial 16-nm CMOS technology.
Most importantly, our solution does not require a processor for performing any of the handshake or cryptography tasks, thus
being not susceptible to software vulnerabilities and exploits.
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1 Introduction

The increased complexity in integrated circuit (IC) manu-
facturing processes entails an ever increasing capital invest-
ment to establish an IC foundry. Companies and govern-
ments that once used to have full oversight over design and
fabrication of their critical systems, now commonly dele-
gate the fabrication to third parties. In order to keep at pace
with the increased complexity and cost of IC manufacturing,
foundries have been establishing themselves in regions that
are cost favorable. In practice, the state-of-the-art foundries
of today are considered untrusted entities in the IC supply
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chain, which raises some serious considerations about the
trustworthiness of the fabricated ICs [1–3].

Relying on untrusted fabrication requires a careful
assessment of its threats. For instance, any IP that is part of
the system is inevitably shared with the untrusted foundry.
Besides the obvious risks of IP theft, reverse engineering
(from design database), and overproduction, the same IP can
also be modified through the insertion of a backdoor or a
hardware trojan horse (HTH). For a thorough discussion on
HTH types and activation conditions, please see [4].

There are, however, alternatives to combat the threats
of untrusted fabrication. Trojan detection, despite several
shortcomings, has active research efforts [4]. Obfuscation
[5] and logic locking [6] are effective countermeasures
to a certain extent, with several variants described in the
literature. Generally speaking, these circuit-level strategies
require modifications to the circuit that would render an
adversary less capable of making sense of the IP.

Trusted fabrication is another option to protect IP from
untrusted parties. While trusted fabrication is reliable from
a hardware security standpoint, there are financial and
logistical obstacles to it. Maintaining a trusted fabrication
facility is prohibitively expensive, specially at advanced
nodes.
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In recent years, several research efforts relating to
hybrid fabrication approaches have beenmade. In particular,
IARPA’s TIC program was a catalyst for research into split
manufacturing [7], an approach where a single IC is built
by both an untrusted and a trusted foundry. The untrusted
foundry is responsible for the lower layers (transistors and
M1, typically) while the trusted foundry is responsible for
the upper metal layers. The appeal of the approach is that
the performance of the state-of-the-art transistors can be
leveraged without revealing the entire layout of the IC to the
untrusted foundry, thus protecting any sensitive IP.

The background technique for this work is also a hybrid
fabrication approach, which we refer to as Split-Chip [8].
In Split-Chip, the goal is to build a trustworthy system
composed of two ICs, one trusted and one untrusted. Similar
to split manufacturing, the performance of the untrusted
technology can be leveraged while critical IP is not shared.
An illustration of this hybrid fabrication approach is shown
in Fig. 1. The flow starts by coding RTL for the entire
system—the code at this stage is completely agnostic to
Split-Chip. The system is then partitioned into two ICs, a
process that is driven by the performance and criticality
constraints of the individual modules. Finally, both ICs are
fabricated and later integrated to rebuild the system intent.

Split-Chip brings unique attacks that are specific to its
dual-IC framework. In this work, we present a method
to securely authenticate the untrusted and trusted ICs and
drastically reduce risks associated with potential malicious
acts carried out by an attacker. Although our authentication
method has been originally developed for use in a Split-
Chip context, in practice, it can be applied to any system
that requires chip-to-chip authentication.

The remainder of this paper is organized as follows:
Section 2 provides the background on the Split-Chip
technique, as well as a description of adversaries and threats.
In Section 3, we present our authentication method along
with the detailed architecture of the system. In Section 4, we
show implementation results based on commercial CMOS
technologies. We then proceed by comparing our results
with other solutions in the literature, both software-based
and hardware-based. Finally, Section 5 concludes our paper
and provides some directions for future research.

2 Background on Split-Chip

As previously mentioned, the key characteristic of Split-
Chip is that a trustworthy system is built by combining two
ICs. There are unique challenges related to the design and
partition of such systems. Generally speaking, IP that is
considered critical should be placed on the trusted portion
of the system. Non-critical IP can reside on the trusted
or on the untrusted ICs, with different implications for
the system performance. The technologies selected for
the trusted and untrusted ICs can be drastically different,
such that assigning modules to a given IC requires careful
assessment. Assuming the trusted IC is fabricated in a
legacy CMOS node, the need for an automated assessment
and partition tool is exacerbated. Such partitioning tool is
discussed at length in [9]. The integration and packaging
choices for a Split-Chip system also have a heavy bearing
on the system performance. Inevitably, an interface between
the two ICs will be established for exchanging data. It
is foreseeable that the ICs will exchange data that could
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Fig. 1 Illustration of the Split-Chip fabrication flow. The proposed authentication scheme is implemented during the design phase of the “splitting”
process. The authentication scheme is started at power-on
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otherwise expose sensitive information, for which a secure
data exchange mechanism is also required. Therefore, we
utilize authentication and encryption approaches to realize a
secure chip-to-chip interface.

While split manufacturing [7] is widely considered an
effective approach, it compulsorily requires the untrusted
foundry to deliver unfinished wafers. Commercial foundries
are not easily convinced to change their flow and pull
unfinished wafers. To a certain extent, the logistical barrier
to implementing split manufacturing is higher than the
technological barrier (i.e., alignment). The most significant
motivation to pursue a Split-Chip solution is that it does not
require any degree of cooperation from a foundry. In fact,
the untrusted foundry is not even capable of realizing it has
been procured to build a portion of a Split-Chip system.

2.1 Adversaries and AttackModels

A detailed list of attacks and respective adversaries is
provided in Table 1. The threats that are specifically
addressed by this work are highlighted. Notice how the
trusted foundry is never considered an adversary as it is
assumed complete oversight of the trusted fabrication is
in place. Therefore, the adversaries that we consider are
the untrusted foundry and a reverse engineer. It is assumed
that the untrusted foundry has unrestricted access to the
layout/netlist of the untrusted IC, while the reverse engineer
can obtain the layout/netlist of both ICs through imaging
and delayering techniques of fabricated chips. We list four
different attacks that the untrusted foundry could mount,
yet all of them are thwarted by the fact that the untrusted
foundry has only partial understanding of the system as a
whole.

Attack scenarios AS1 and AS2 relate to the removal
or insertion of malicious logic. As is the case with other
hybrid fabrication approaches, Split-Chip cannot deter
the untrusted foundry from performing HTH insertion.
However, the untrusted foundry has only partial overview of
the system and would therefore have less opportunities for
targeted HTH insertion. For instance, if the authentication
logic is modified, chips will not pair and the attack will
fail.

On the other hand, AS3 and AS4 relate to theft of IP or
the entire IC in the case of overproduction. However, the
untrusted foundry cannot produce or steal the portions of the
system that it cannot see. As long as the system partitioning
is carefully realized, no sensitive IP should be shared with
the untrusted foundry.

For a Split-Chip scheme to work, the ICs must exchange
keys securely such that an adversary cannot perform an
eavesdropping attack by simply monitoring the I/Os of
either IC. The use of encryption prevents AS6—and the
stronger the encryption, the stronger the mitigation.

Preventing an attacker frommounting AS5 is, in practice,
not possible. However, by authenticating and bonding pairs
of chips, even if an attacker is able to acquire a pre-
authenticated pair of ICs, it still is not possible to learn
signatures from other chips. The acquired trusted IC will not
pair to any other untrusted IC and vice-versa. Let us now
discuss how this functionality is achieved.

3 ProposedMethod and Implementation

To protect a Split-Chip system from the risks associated
with untrusted manufacturing, as denoted in Section 2, we
develop a method which relies on a physically unclonable
function (PUF). For the specific implementation presented
in this paper, the power-up state of an SRAM is utilized as
the PUF. This is not a restriction, other PUF sources would
be equally sufficient but may prove harder to integrate than
SRAM. Along with the PUF, public key cryptography is
utilized to provide a secure way of authenticating the pair of
ICs.

The proposed method and implementation have been
optimized such that minimal area and power overheads
are present. Besides pairing the chips, the implemented
method can be partially reused for any subsequent encrypted
communication between them.

3.1 SRAM Power-up State as a Fingerprint

The most commonly used practice for IC authentication
involves the placement of a secret key in some kind

Table 1 Attack scenarios and their respective attackers

Scenario Adversary Target Approach Mitigation strategy

AS1 Untrusted foundry Untrusted IC HTH/backdoor insertion Attacker has only partial understanding of the system

AS2 Untrusted foundry Untrusted IC Circuitry removal Attacker has only partial understanding of the system

AS3 Untrusted foundry Untrusted IC Overproduction Untrusted IC alone does not perform the same system function

AS4 Untrusted foundry Untrusted IC IP theft Critical IP is not shared with the untrusted foundry

AS5 Reverse engineer Both ICs Delayering, imaging, etc. Pairing and authentication scheme (this work)

AS6 Reverse engineer Interface Eavesdropping Encryption (this work)
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of non-volatile electrically erasable programmable read-
only memory (EEPROM) and the use of cryptographic
operations based on that key. The secret key serves as
the “fingerprint” or digital signature of the IC. While this
approach works well for most consumer applications, it
is still susceptible to various attacks from more capable
adversaries.

PUFs have emerged as a promising solution for
secure secret key storage. A PUF is a mathematical
function that describes the complex behavior of a physical
structure derived from inevitable physical variations during
semiconductor manufacturing. Secret keys can be derived
directly from that function, without the requirement
of secure non-volatile memories and other expensive
hardware. Since the secret key is derived from physical
characteristics of the IC, any physical attack attempting
to extract subproducts of the PUF from the chip should
be performed while the chip is powered on, which is
considerably more difficult [10]. Furthermore, invasive
attacks are more difficult to execute without modifying the
underlying physical characteristics from which the key is
derived [11].

A typical SRAM cell contains two cross-coupled
inverters which reinforce each other into one of two stable
states. Similar to applying a reset pulse to an SR-latch, a
write operation forces the transition of the cell towards one
of those states. Interestingly, before the first write operation,
i.e., during device power up, the cell exists in a metastable
state where the force of both feedback loops is theoretically
equal and it cannot transition to one of the stable states.
In practice, however, one of the inverters is always slightly
stronger than the other mainly due to process variation–
induced transistor threshold mismatches during fabrication.
Thus, each cell “settles” almost always into the same state.

The idea of using the initial state of an SRAM as
an electronic fingerprint has been explored [12] and
demonstrated in real silicon [13]. Results from [13] show
more than 96% bit stability and a nearly ideal Hamming
distance distribution between individual chips. These results
were obtained with a custom designed SRAM cell, but other
works have achieved comparable bit stability levels using
off-the-shelf RAM [14]. According to [15], SRAM-based
PUF exhibits the best PUF behavior, with high reliability
and the largest Hamming distance. Authors in [16] report an
average entropy present in SRAMPUF of 950 per 1,000 bits,
which is the highest among all other types of tested PUFs.

The above findings, combined with the fact that SRAMs
are prevalent in IC design and display rather high density,
motivate us to use SRAM-based PUF as the fingerprint
mechanism in our authentication method.

3.2 Public Key (Asymmetric) Cryptography

RSA is the first practical realization of public key
cryptography and has gained extreme popularity since it
was first published to the unclassified community [17, 18].
Similar to other public key cryptosystems, RSA is based
on the notion of a trapdoor one-way function—a function
that is easy to compute in one direction but very difficult
(as far as is currently known) to compute in the opposite
direction. Particularly, the RSA algorithm exploits the prime
factorization problem which refers to the difficulty in
factoring the product of two large primes. Indeed, while it is
relatively easy to compute the product of two large primes,
doing the opposite, i.e., factorize the resulting product into
the original prime numbers, is still very difficult.

The RSA algorithm can be split into three parts: the key
pair generation, data encryption, and subsequent decryption
of data. The key pair generation precedes any encryption
or decryption process. The basics of all three parts are
as follows. We do not discuss issues related to RSA
padding/short messages as our implementation does not
give the user the freedom to pick the message length (or
content).

A. Key pair generation
An N -bit key pair can be generated using the

following steps.

1. Find two random prime numbers p, q of approxi-
mately (N /2)-bit size, such that their product is of
size N

2. Compute n = p×q and φ(n) = (p − 1)×(q − 1),
where n is the modulus and φ(n) the Euler’s totient
function

3. Choose an integer e, with 1 > e > φ(n), such
that GCD

(
e, φ(n)

) = 1, where GCD is the greatest
common divisor. Integer e is known as the public
exponent and it is usually a prime number and most
commonly one of the first Fermat numbers

4. Compute the secret exponent d as the modular
multiplicative inverse of e

(
mod φ(n)

)
. Based

on the extended Euclidean algorithm, d can be
computed as d ≡ e−1

(
mod φ(n)

)

The public key is defined as the pair of public
exponent and modulus, pk = {e, n}. The secret key
is defined as the pair of secret exponent and modulus,
sk = {d, n}. Finding the large random primes p and
q is the most time-consuming step of RSA and it
determines, to a large extent, the total time required for
the key pair generation.
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B. Encryption
A plaintext m, where 1 < m < n, is encrypted to a

ciphertext c by modular exponentiation with the public
key as c = me mod n.

C. Decryption
A ciphertext c is decrypted to the original plaintext

m by modular exponentiation with the secret key as
m = cd mod n.

3.3 Noise Filtering of Fingerprint

One of the related challenges of using an SRAM PUF
for cryptographic operations is its inherent stochasticity.
Indeed, the operation of the PUF relies on physical
properties that are naturally susceptible to noise and
variability due to environmental factors and aging. When
transistor threshold mismatches are small, SRAM cells
create sufficiently similar pull-up and pull-down tensions
in the feedback loop. In this case, small environmental
fluctuations or aging can cause enough of an imbalance such
that a bit can flip and no longer settle to its ‘original’ state.
However, cryptography relies heavily on reproducibility of
secret keys. The output of a cryptographic function, such as

RSA, is extremely sensitive to its input values. Therefore, in
order to use the output of an SRAM PUF as the secret key,
it needs to be error corrected, or filtered, first.

We propose a simple, fast, and scalable filtering based
on the quantization of an excessive amount of SRAM bits
to produce a noise-resistant full entropy key. The first step
of the filtering process is to define a sampling width (sw).
This denotes the number of bits to be quantized later. For
example, a sampling width of 8 means that every chunk of
8 bits represents 1 sample. Next, we calculate the digit sum
of each sample by counting the ones (“1”) among its digits,
i.e., the 8-bit sample of “10110111” will be converted to the
decimal 6 (or binary “0110”). This is often referred to as the
Hamming weight of the sample. The outcome will be a new
bit stream of x words, where x is the target key length. The
width of each word is equal to �log2(sw)� + 1. We denote
this bit stream as s and each word/sample as si . Then we
quantize each sample by setting the threshold (qth) at half
the sampling width (e.g., for sw = 8 ⇒ qth = 4) and we
derive a binary key of x digits. If the value of each sample
(si ) is less than the threshold (qth), then it will be set to
0. Otherwise, it will be set to 1. We denote this as key. A
schematic representation of the process is shown in Fig. 2a
for a 16-bit sample.
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Fig. 2 Schematic representation of our noise filtering method. a Sampling, digit sum (Hamming weight) and quantization of the SRAM bitstream.
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While this method can provide a cheap and efficient way
to tolerate random bit flips, as a result of environmental or
aging factors, it is not enough as a solution. Quantization
alone cannot assure reproducibility of a noisy signal due to
the uncertainty problem at, or near, the quantization thresh-
old. When the value of si equals qth, even a single bit flip
can change the relevant quantized digit (keyi). To overcome
this problem, we perform two additional steps to filter out
the potential unstable digits. First, we define another param-
eter which specifies the width of the region we want to
filter. We call this region the volatile region and we denote
the parameter as vw. A vw = 3 means that there are 3
si values which fall into this region with qth as the mid-
dle value. For example, for vw = 3 and qth = 4, every
3≤si≤5 belongs to the volatile region and will be referred
to as a volatile digit. Then the first step is to “map” the positions
of volatile digits in the key. A new bit stream is created with
length equal to the key length which is the binary representa-
tion of this map. The ones (“1”) in this bit stream represent
a volatile digit and the zeros (“0”) represent a non-volatile
digit. We denote this as vmap. A schematic representation of
the extra filtering process is shown in Fig. 2b.

The map of volatile digits is to be written in an one-
time programmable (OTP) embedded non-volatile memory
(eNVM), such as an anti-fuse, along with an extra bit that
will serve as the “write flag”. Namely, the mapping process
will run only once during the first IC power-up and the
outcome will be saved permanently on the IC. In the final
step, we use this map as a “mask” in order to exclude
the volatile digits of the key, which are set to a fixed
value. Thus, the final/filtered key is defined as keyf =
key AND vmap for a fixed value of “0” for the volatile digits
and keyf = key OR vmap for a fixed value of “1.” This
process reduces the entropy of the derived key which can be
compensated by increasing the key length.

The filter’s resistance to noise is ultimately controlled by
tuning the sampling width (sw) and volatile region width

(vw) parameters. We calculated its effectiveness over a
range of sw and vw by introducing random bit flips on the
initial PUF key and measuring the failing rate over 1,000
samples per case. In each sample, a fixed number of bit
flips is introduced at random positions. The filter fails over
a sample when the resulting quantized key differs from the
original quantized key. Our statistical results over a wide
range of number of bit flips are plotted in Fig. 3.

The length of the PUF key is the product of the target
key length times the sampling width. The filter’s resistance
to noise increases when the sampling width decreases and
when the volatile region width increases. Decreasing sw
means that we allow “more frequencies” in our key which
results in increased contrast between samples, and thus
increased distance from quantization threshold. If we take
a very large sample, it will average very close to a 1-to-
1 ratio of zeros and ones (assuming no transistor biasing),
i.e., at sw/2. Furthermore, since there are more samples, the
chance of multiple bit flips inside the same sample reduces.
However, decreasing sw also reduces the margins outside
of the volatile region, which reduces the entropy of the key
since a higher percentage of samples would get a value
inside the volatile region. Accordingly, the increase of vw

also reduces the entropy of the key. Thus, choosing the
values of sw and vw is a trade-off between noise resistance,
entropy, and PUF size. For example, the cases (f) and (g) in
Fig. 3 show very similar response to noise. However, case
{vw = 7, sw = 12} results in a key with lower entropy
but much smaller PUF size compared with case {vw = 9,
sw = 20} and vice versa. A designer can choose one over
the other depending on the design requirements.

In [19], results from extensive experiments on SRAM
PUFs found on FPGAs are shown. Multiple measurements
of the power-up state of 8,190 bytes of SRAM from dif-
ferent memory blocks on different FPGAs show an average
intra-distance (noise level) of 3.57%. The authors in [14]
and [20] report an average intra-distance of 3.8% for 5,120
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Fig. 4 Block diagram of the
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blocks of 64 SRAM cells measured on eight commercial
SRAM chips and an average intra-distance of 6.5% for 15
blocks of 64 SRAM cells from the embedded memory in
three microcontroller chips. As reported in [19] and [16],
noise level increases with accelerated effective aging of 10–
20 years if no countermeasures are taken. However, when
aging countermeasures (anti-aging mechanism) are intro-
duced, the impact of aging completely vanishes. They also
report a strong resiliency to environmental variations, such
as temperature, voltage, and electromagnetic radiation with
< 12% intra-distance at extreme values. These results indi-
cate that a filter configuration with (e), (f), or (g) ensures
high reliability (higher yield) while (b), (c), or (d) can be
used when key entropy is prioritized over reliability.

3.4 Split-Chip Authentication Solution

We now discuss how asymmetric cryptography can be
combined with an SRAM PUF and its filter to form a
secure authentication solution that is tailored to Split-Chip.
We design and implement the hardware for all three parts.
Portions of the design reside on the trusted IC and portions
of the design reside on the untrusted IC. The top-level block
diagram of the system is shown in Fig. 4.

The proposed authentication solution is based on the
following assertions:

• The untrusted IC performs RSA crypto key pair
generation as a power-on routine. The secret/private key
(sk) is kept in memory while the public key (pk) is
exported in plain.

• After fabrication, the untrusted ICs are put through
rigorous testing for physical defects. If trojan detection
mechanisms are part of the design, they can also be
exercised at this stage.1

• For those ICs that pass testing, their public keys are
stored and embedded into their trusted IC counterparts.

1It is always important to acknowledge that test vectors alone are
very inefficient to trigger HTHs. Alternative detection schemes can be
devised and would not interfere with the authentication solution herein
proposed, but could make it even stronger

Any memory technology can be used for storing the
public keys, but write-once memories like fuses can prevent
an adversary from simply rewriting pk at a later time.
Finally, each untrusted IC is paired with one (and one only)
trusted IC.

A natural consequence of having a dual-IC system
is that the ICs will require some form of integration.
Whether the system is wirebonded together or makes
use of vertical integration (e.g., through silicon vias),
the authentication protocol remains the same. There are,
naturally, integration choices that limit the performance of
the Split-Chip interface, but this discussion is beyond the
scope of this paper. Once the ICs have been integrated,
an authentication protocol is executed on every power-on
event. The authentication is performed in the following way:

1. Trusted IC reads the pk from the untrusted IC.
2. The received pk is validated against the stored pk.
3. If validation passes, it proceeds to the handshaking

routine (see below). If it does not pass, then a locking
mechanism is activated.2

4. If handshaking is successful, then the ICs are authen-
ticated and the system can enter into the operational
phase. If handshaking fails, then the same locking
mechanism is activated.

5. For a pair of authenticated ICs, a secure channel can be
initiated so application data can be exchanged. A sym-
metric encryption scheme such as the AES [21] is better
suited—it is much lighter than asymmetric encryption
and lends itself well for hardware implementation.

The following algorithm is proposed for handshaking. It
relies on the generation of a random challenge that must
match given the mathematical duality of the pk and sk keys.
We refer to the trusted and untrusted ICs as T-IC and U-IC
for conciseness.

2We do not implement any locking mechanism in this paper. Putting
the IC into a simple passive or always-reset state can be sufficient,
but it is likely that application-specific locks can be devised. Self
destruction could be utilized, but the research on this topic is still on
its infancy.
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We mentioned that a shared key is necessary for
a symmetric encryption channel to be established. The
asymmetric scheme already in place can be used to
exchange a shared key. This key should also be randomized
for avoiding a bypass of the authentication protocol. The
hardware module placed on the trusted IC that is responsible
for generating a random challenge can be reused for this
purpose.

3.4.1 Implementation details - Untrusted IC

Having the RSA key pair generated dynamically in the
untrusted IC makes it challenging for an adversary to
obtain or modify the key at runtime. This is a contrasting
characteristic to a software-based RSA implementation.
Furthermore, the secret key is regenerated every time the IC
is powered on. To this end, we have designed a complete
hardware RSA system including the key pair generation
mechanism. Figure 5 shows the block diagram of this
system.

As mentioned in Section 3.2, the RSA key pair is
based on two prime numbers and the public exponent.
The size of each prime number is half the size of the
target key length (so that their product has a size that
matches the target key length). In our approach, the prime
numbers are generated in two steps. In the first step, we
use a synchronous linear feedback shift register (LFSR) to
generate pseudo-random numbers on demand. For our test
implementation we assume 512-bit target key length and
sampling width (sw) of 16 bits which require 256-bit primes
and 256×16 = 4, 096-bit PUF. As expected from a pseudo-
random source, the LFSR will produce the same sequence
of numbers for a given seed. In order to produce different
sequences for different ICs, we use the SRAM PUF to

seed the LFSR. Then, in the second step, pseudo-random
numbers are generated and tested to determine if a prime
number has been found.

Even though simple primality testing algorithms are
very well known (e.g., Sieve of Eratosthenes) and have
a complexity of (O(n.log(log(n))), for the magnitude of
the numbers involved in cryptography (≥ 2256), their
runtime can be astronomical. One of the most efficient
contemporary algorithms commonly used for primality test
is the Miller-Rabin algorithm [22]. This is a probabilistic
algorithm, meaning that it gives a probable result within
probabilistic (but provable) bounds. More specifically, if
a number does not pass the Miller-Rabin test, then it is
provably a composite number. Otherwise, then the number
is probably a prime.

The probability of Miller-Rabin to give an erroneous
positive result, i.e., the number passes the test without being
prime, has a worst case upper bound of 25%. Although
this error rate appears to be quite high (even as an upper
bound), in practice we can run the algorithm many times
and thus effectively control the error rate at any desired
target level. In this case the upper bound of error probability
is formulated as Pe = 4−k where k is the number of
subsequent tries. In our design, we use a generous k value of
10, effectively setting the upper bound of error rate at 2−20.

Once the first prime number of length len-bits is
generated, it is serially shifted to a shift register. The
shift register can hold two prime numbers; therefore, its
length is 2 × len. A flag is raised when the shift register
is full, indicating that two prime numbers are ready for
checking (not all prime numbers satisfy RSA requirements).
The primality tester keeps requesting new pseudo-random
numbers from the LFSR, then proceeds to check their
primality and write them to the shift register until the full
flag is raised.

The RSA validator unit takes both prime numbers as
input. This unit performs a check to determine if the primes
fulfill the requirements for RSA with respect to the chosen
public exponent (e). Given p, q as the prime numbers then

GCD
(
(p − 1)(q − 1), e

) != 1 (1)

for valid RSA operation. The GCD can be found with the
Euclidean algorithm. However, if e is also a prime number
and smaller than (p − 1)(q − 1), then the validity check
can be further optimized to a much simpler integer division
with remainder, since the GCD of any integer and a smaller
prime is 1 if and only if the prime number does not divide
the integer evenly. The most commonly used numbers for
the public exponent are the first five Fermat numbers,
3, 5, 17, 257, and 65,537, due to the fact that they are
primes and their binary representation contains mostly 0s
and few 1s. This characteristic is helpful for the encryption
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process that follows (modular exponentiation). When the
above equality does not hold, either a different prime pair
or a different e can be tried. In our implementation, e is
fixed in order to make the encryption process as efficient
as possible. As stated in Algorithm 1, it is the trusted IC
that must generate a challenge and encrypt it. Our goal is
to make this encryption as lightweight as possible since the
trusted IC of a Split-Chip system can and likely will be
fabbed in a mature technology.

If the generated pair of primes does not pass RSA
validation, then a new prime is requested from the LFSR,
and the validation process starts from scratch. The new
prime will be shifted in in order to replace one of the
previously stored prime numbers. The new pair will then
propagate to the RSA validator again. The process continues
to iterate until a valid prime pair is obtained. In our results,
we provide figures for the average number of tries of this
iterative process.

Following the validation, keys are ready to be calculated.
The “Secret key calculation” module in Fig. 5 calculates
sk out of the generated prime pair. The modulus for pk

has been already calculated in the validator unit since it is
required for the validation (φ(n) = pq − p − q + 1). The
validator actually outputs the prime numbers together with
the modulus. The secret key is calculated as the modular
multiplicative inverse of e

(
mod φ(n)

)
using the extended

Euclidean algorithm, i.e., sk ≡ e−1
(
mod φ(n)

)
. When the

calculation is done, the key pair generation unit raises the
ready flag and outputs both keys which are captured by the
control unit. The system is ready to start the authentication
sequence.

Authentication is handled by the control unit which com-
municates with the trusted IC through an SPI interface.
The intensive task of decrypting the received challenge is
handled by an additional unit labelled “RSA decryption,”
which implements large number modular exponentiation
operation—a fundamental operation within an RSA cryp-
tosystem. This module has been obtained from OpenCores
[23], and is an open-source implementation of a full FIPS
certified crypto-core for 512-bit RSA. The core implements
512-bit modular exponentiation using the Montgomery
reduction method. This is the only significant portion of our
system that was not in-house developed. However, we did
modify the original IP as it was originally developed for
FPGAs and relied on memory and FIFO instances that are
FPGA-dependent.

Ideally, we would have implemented our authentication
solution based on 1024-bit RSA since 512-bit RSA is
currently considered subpar/outdated and can be factored
with relative ease. Unfortunately, the core obtained from
[23] is the only free IP for large number modular
exponentiation we have access to3. Since the focus of this
work is not on the public key cryptography algorithm per
se but rather on the authentication sequence and hardware
integration, we regard it as a necessary but fair choice.
In any case, adopting 512-bit RSA allows us to compare
our results with other research works and commercial
products which offer the same encryption, as later shown in
Section 4.

3Modular exponentiation is not offered as a DesignWare/ChipWare
component by commercial synthesis tools, i.e., a third party IP is
required.
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The original implementation of [23] requires a pre-
calculated, hard-coded Montgomery constant (based on
the assumption that the keys are also known in advance
— something that does not apply to our system). The
Montgomery constant is given by

r c = r2 mod m (2)

where r = 2word length(word count+1) and m is the modulus.
Conversely, our custom ASIC implementation performs the
Montgomery constant calculation on-the-fly. The modular
exponentiation unit is the largest module, taking up ~52.7%
of the total area of the untrusted IC. Since modular
exponentiation is also required in the Miller-Rabin primality
test and since the two modules (decryption and primality
test) never run at the same time, we multiplex the unit
between those to achieve a better design point in terms of
area.

Communication between the two ICs is enabled through
a custom SPI interface, achieving full duplex synchronous
serial communication using only 3 wires. In contrast
to typical SPI implementation, the slave (trusted IC)
can send any amount of data to the master (untrusted
IC) at any time—i.e., no predefined slave-to-master time
windows or extra wires are needed. After authentication,
the same channel can be utilized for any subsequent
data exchange between the ICs. The SPI interface can
be modified or replaced according to the latency and
bandwidth requirements of the Split-Chip system.

3.4.2 Implementation Details - Trusted IC

The tasks of the trusted IC are summarized as (a) read
pk from the untrusted IC and compare it with the stored
pk, (b) generate a random challenge, (c) encrypt challenge
with pk, (d) send encrypted challenge to the untrusted
IC and wait for response, and (e) compare the received
response with the original challenge. The circuitry in the
trusted IC should be kept as minimal as possible due to
the fact that it will be fabricated in an older, more mature
technology that does not display the same high-performance
achieved in the untrusted IC. For this reason, we use a small
public exponent number e as previously mentioned (e.g., 3).
Figure 6 depicts the block diagram of the trusted IC.

Upon power-up, the trusted IC waits for the untrusted IC
to finish its own power-up sequence and send the generated
pk. After pk is received, the authentication sequence is
started, as described in Section 3.4. Due to the deterministic
nature of the untrusted IC power-up sequence (and arrival
of pk), time cannot be used as a seed for generation
of a random challenge. While an LFSR is capable of
generating a random challenge, it would potentially make
the authentication scheme weaker if challenges were also
deterministic. Instead, a true random number generator
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Fig. 6 Block diagram of the trusted IC

device can be used in lieu of an LFSR. A magnetic device
like the one proposed in [24] can be utilized with minimal
impact on area or performance.

Verilog source code for the trusted IC, untrusted IC, and
accompanying communication interface can be found in our
public repository [25]. We now proceed by discussing the
specifics of the hardware implementation and presenting
our results.

4 Implementation Results and Discussion

The untrusted IC has been designed in a commercial 16nm
FinFET process. For the trusted IC, the technology of
choice is a planar 28-nm CMOS process. This combination
of processes was selected based on the availability of
commercial IP that we have access to. Synthesis was
performed using standard cell libraries and compiler-
generated memories specific to each process. Relying
on commercial IP (instead of academic or predictive
technologies) allows us to present numbers that are
representative of the chosen nodes.

4.1 PUF SiliconMeasurements

As the PUF is at the center of our design and drives several
of its choices, we herein present measurement data obtained
from actual silicon. In [26], we taped out several designs
using the same commercial FinFET technology we adopted
for the untrusted IC of this paper. Such designs make
extensive use of SRAM memories, which we embedded
with read-out circuitry to allow them to specifically work
as a PUF and to expose the PUF contents to the outputs
of the chip. The memory elements are 8T SRAM cells,
therefore cross-coupled inverters are the source of its
entropy. The 8T cells are packed together by a memory
compiler obtained from a third party. The chosen PUF has
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no special features/modification for increased stability or
security.

For establishing the quality of the PUF, we first
performed a series of measurements by power cycling the
tested chips and capturing their signatures. Each chip has
been power cycled 10 times, which we considered sufficient
to discern good PUF bits from random bits. During each
power cycle, 144 bits are read from the memory and
serialized to appear at a primary output of the chip. These
are recorded and compared across power cycles. A total of
12 chips were tested, accouting for 17,280 bits captured. On
average, 11.4 bits per chip (7.6%) present random behavior,
as detailed in Fig. 7. All tested dies come from the same
lot/wafer, therefore the differences can be attributed to
die-to-die process variation.

Furthermore, we also performed sanity checks on the
obtained signatures. Bits that present a random behavior
were not discarded during this process. The most basic
characteristic we evaluated is the ratio of 1s and 0s, for
which we detected a large bias towards 0s. Of the 17,280
collected bits, 5,131 bits are 1s, a ratio of approximately
29.6%. For one of the tested chips, the number of 1s is
only 376 for all 10 reads, a ratio of only 26.1%. The same
chips were also tested at voltages as low as 0.45 V, well
beyond the acceptable margins for a nominal voltage of
0.85 V. No significant influence coming from voltage shift
was detected. Finally, in Fig. 8 we provide a heatmap for
the occurrence of 1s and 0s. Each region represents a single
bit that was read 10 times from each of the 12 chips, for a
total of 120 reads per bit. Since the PUF is strongly biased,
several bits have a very low rate of 1s and appear as almost
white in the image. We highlight that our proposed filter
can easily manage this behavior by tweaking the threshold
qth.
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4.2 Power, Performance, and Area

Our designs for both ICs were synthesized separately but
using the same tool and optimization options. Figures for
power, performance, and area (PPA) are collected and
shown in Table 2. We synthesize our designs for three
clock speeds: (a) at maximum operating frequency, (b) at
500 MHz, and (c) at 100 MHz. The key length is set at 512
bits. The maximum frequency is 1.5 GHz for the untrusted
IC and 1.36 GHz for the trusted IC.

It must be noted that the authentication framework, even
when amply optimized, requires a considerable amount of
hardware resources. For maximum frequency, the combined
cell count is greater than 200 K gates. Not all applications
can tolerate this overhead for authentication. However,
modern SoCs are large by nature and would be able to

Table 2 Power, performance, and area results for the complete system
placed into the untrusted and trusted ICs

Untrusted IC Trusted IC

(16 nm) (28 nm)

@max freq. 122.6 119.4

Power (mW) @500 MHz 47.4 58.3

@100 MHz 17.4 15.3

For max freq. 120,539 88,279

Std. cell count For 500 MHz 95,603 72,729

For 100 MHz 92,245 70,544

For max freq. 87,987 153,834

Total area (µm2) For 500 MHz 77,892 125,340

For 100 MHz 76,884 123,512
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tolerate this overhead, especially if security is a concern
(e.g., dependable and military systems).

4.3 Runtime Characteristics

Due to the non-deterministic nature of the prime number
generation, a careful assessment of the design character-
istics is necessary. We test various key lengths up to 512
bits. We run 1,000 simulations per key length from which
we extract statistical runtime figures. We account for the
randomness of the SRAM PUF by using a random seed
for each simulation run. For all simulation runs performed,
no instances of erroneous RSA key generation or faulty
authentication result were registered.

The time required to read the raw PUF data is
proportional to the SRAM word size and the number of bits
necessary to build a post-quantization key of the desired
length. In our implementation, we consider a 4,096-bit
SRAM is necessary for a key length of 512. Assuming
a word size of 32 bits, 128 clock cycles are required to
read all adresses of the SRAM. The filtering process (key
reconstruction) is completed by the time needed to read {key
length / 2} bits from the OTP eNVM plus 2 clock cycles.
The OTP eNVM can be read at the same time as the SRAM,
incurring no additional clock cycles for reading it. Runtime
results for finding a prime and also for validating the pair of
primes are shown in Table 3. These are, by far, the most time
consuming tasks of the entire authentication scheme and are
executed only on the untrusted IC.

Aside from the key pair generation, the remaining
operations executed by the untrusted IC, (i.e., send pk →
receive challenge → decrypt challenge → send response)
require exactly 197,514 clock cycles for a 512-bit key. The
trusted IC, on the other hand, can execute its operations (i.e.,
receive pk → validate → generate challenge → encrypt →
send → validate answer) in 2,955 clock cycles for a 512-bit
key. All these operations are completely deterministic and
thus have a fixed clock count, unlike the key pair generation
which is stochastic.

Further tuning of the circuitry is possible by choosing
not only a key length, but also a target time-to-authenticate.
For example, if a 512-bit key length is selected and one
second is allowed for authentication, the clock frequency

can be as low as 120MHz when accounting for one standard
deviation of the key pair generation time. We highlight that
there is a one-time cost to authentication at power-up, and
that no system performance degradation is accrued from
having longer or shorter authentication times.

4.4 Comparison with Software-Based Solutions

As an alternative to the hardware only implementation
described in this paper, a software-based implementation of
RSA can be sought with the use of a processor. Naturally,
the key benefit of a software solution is the flexibility to
change the running code. Not only can the authentication
code be modified as necessary, but the processor can be
reused to run any other algorithm that is specific to a given
system.

There are a number of drawbacks, however, which makes
this option unattractive for certain applications. When
security is concerned, a hardware-based implementation
is considered more resilient. See [27] for a thorough
discussion on attacks to software systems. Generally
speaking, to mount an attack on hardware is a difficult
task as altering or corrupting silicon is no trivial task. On
the other hand, it is reasonably easier to alter algorithms
that run on general-purpose processors. Moreover, software-
based solutions are, by and large, inefficient compared with
hardware implementations. This translates to a larger PPA
product for performing the same task.

To assess the PPA of a software-based solution, we
synthesize an ARM-compatible 32-bit processor obtained
from [28]. Since an instance would be required for each
IC, we synthesize the core in both target technologies.
To approximate the memory requirements for both stack
and heap, we wrote and compiled a C++ program that
generates random prime numbers, checks their validity, and
subsequently runs RSA encryption and decryption. The
program was specifically compiled for ARM’s instruction
set using the compiler available from [29]. We selected
the public exponent e = 3 to match the hardware
implementation.

We assume the authentication/communication between
ICs would incur a small overhead of 10% to the code size.
In summary, the software performs nearly all the tasks of

Table 3 Runtime results for
finding primes and validating
they are adequate for RSA

RSA key length 32 64 128 256 512

Average tries to find a prime 4.6 10.2 20.9 46.3 95.5

Average tries for valid pair 5.9 5.6 5.8 5.9 6.2

Average number of clock cycles (×106) 0.64 1.51 4.54 16.48 66.27

Std. dev. of number of clock cycles (×106) 0.53 1.22 4.00 15.06 51.10
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Table 4 Power, performance, and area results for the Amber core
implementation

Untrusted IC Trusted IC

(16nm) (28nm)

@max freq. 80.2 53.5

Power (mW) @500 MHz 38.3 27.2

@100 MHz 9.1 8.2

For max freq. 23,001 25,685

Std. cell count For 500 MHz 19,366 21,511

For 100 MHz 19,096 21,077

For max freq. 83,750 160,236

Total area (µm2) For 500 MHz 82,370 153,851

For 100 MHz 82,273 153,092

the hardware-based authentication method. The memory
technology is assumed to be embedded SRAM. Memory
modules have been generated for each IC using specific
compilers for each technology. Our results are summarized
in Table 4. The maximum frequency varies by a small
amount, as the untrusted IC can achieve 1,085 MHz and the
trusted IC can achieve 1,020 MHz.

By comparing the results of Tables 2 and 4, it can
be seen that the hardware implementation outperforms the
processor/software solution in area and maximum operating
frequency. The software solution consumes less power,
however, with a power difference in the range of 19–53%.

However, we cannot assess the performance difference
without runtime figures for the software solution (i.e.,
clock or instruction count). The authors of [30] report
that an optimized software implementation of RSA for
a 512-bit key, when executed on an ARM Cortex-A9 (a
much larger and powerful processor than Amber), requires
between 4.63×106 and 3.7×106 clock cycles.4 This clock
cycle count refers to the RSA decryption part alone. Our
hardware implementation requires 197,514 clock cycles for
the equivalent RSA decryption (more than 23 times faster),
which would certainly offset the increase in power.

In Table 5, we list the memory requirements for the code
we have written, which are not negligible. This memory
would most likely be SRAM. However, the code itself
would also have to be stored, for which some form of ROM
could be used. The data previously shown in Table 4 does
not account for either memory. Our estimation is that the
results from Table 4 would have to be significantly inflated,
clearly making our specialized hardware solution stand out.

4The clock cycle count varies depending on the use of external
hardware other than the processor itself. The reported algorithm is
based on Montgomery multiplication with Orup’s algorithm in RELIC
[31].

Table 5 Memory characteristics of our C++ code for various key
lengths

Key length Max heap size (bytes) Stack + heap size (bytes)

256 bits 2,648 7,432

512 bits 2,696 8,488

1,024 bits 2,792 11,152

2,048 bits 3,392 26,320

4.5 Comparison with Other Research Works

Execution time of the authentication scheme is dominated
by the key pair generation process, which in turn is
dominated by the execution time of the primality test. Our
primality test process takes 99,096 clock cycles for 256-
bit numbers and 198,016 for 512-bit numbers. We run the
same test up to 10 times for generating a reasonably reliable
prime (Miller-Rabin test), albeit this number can be lowered
depending on the target confidence level and target time-
to-authenticate. In general, the authentication runtime is
limited by the choice and implementation of primality test
algorithm.

In order to situate our work with respect to other
implementations, we now provide a discussion on the few
works that provide implementation details of hardware-
based RSA solutions. Lu C. et al. in [32] report 3.96-
s runtime for generating a 512-bit prime with optimal
settings, requiring 25.3 calls on average to their primality
test. Their hardware runs at 3.57 MHz which renders
∼ 558,700 clock cycles to complete each test; more than
double when compared to our implementation. Their total
performance though, with only ∼ 14×106 clock cycles
for a 512-bit prime, is much better than in our case due
to the use of a sieve function—a variation of sieve of
Eratosthenes. A sieve function can detect and exclude a
portion of composites that contain small factors very fast.
It requires the storage of a set of small prime numbers
which uses for trial divisions. Implementing a sieve function
increases the overall performance by reducing the average
number of calls to the actual primality test. The authors
in [32] use a set of 2,560 primes in their sieve function,
effectively eliminating 85.7% of composites. The drawback
of the sieve function is that it requires extra memory for
storing the set of primes, as well as the intermediate values.
In our case, we opted not to use a sieve function as it
does not allow us to remove/reduce any other modules from
our system. A sieve function only accelerates the prime
validation process at the expense of area.

Cheung et al. in [33] present an optimized prime number
validation that exploits parallelism and extra memory to
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reduce the overall number of clock cycles. They report 256-
bit prime number validation within a range of 0.07×106 to
3.55×106 clock cycles and 512-bit numbers in the range
of 0.27×106 to 23.64×106. Their approach introduces a
significant area (and consequently power) overhead.

Joye et al. in [34] report 3.15 seconds in average to
generate a 512-bit prime on a 3.57 MHz crypto-processor
(roughly 11.2×106 clock cycles). Their method relies
on some precomputed elements which they store in an
additional 2.7-KB memory. They use the weak Fermat
pseudoprime test with 1 base, as opposed to the strong
Fermat pseudoprime test (i.e., Miller-Rabin) with 10 bases
that we use.

Bahadori et al. in [35] report an average of 2.85
seconds for 512-bit key pair generation with 10% of the
workload assigned to a 4 MHz processor and 90% assigned
to a 32-MHz crypto-coprocessor. This would amount to
an equivalent of 29-MHz processing power and about
82.65×106 clock cycles. The authors use a sieve function
with 5,120 primes. Our implementation performs the same
task in ∼ 66.27×106 clock cycles without a sieve function.

Also worth comparing is Infineon’s SLE-66CX160S
chipset, a popular high-end security cryptocontroller used
in a myriad of devices. The IC employs an 1,100-bit
Advanced Crypto Engine capable of performing RSA
encryption/decryption for 160 − 1, 024-bit keys. In spite of
currently being outdated and replaced with newer models
for larger key lengths (starting from 1,024 bits), there is
still some merit in comparing its performance with our
512-bit RSA cryptosystem. The IC completes 512-bit RSA
decryption in 550,000 clock cycles, more than 350,000
additional clock cycles compared with our implementation.

5 Conclusion and FutureWork

In this paper, we demonstrated an active authentication
scheme between ICs fabricated in a Split-Chip fashion. As
untrusted fabrication remains a reality for most governments
and private entities, concerns like overproduction and IP
theft arise. Split-Chip naturally thwarts IP theft, while the
scheme presented in this paper prevents the adversary from
overproducing the untrusted IC as it will fail to authenticate
with existing trusted ICs. Furthermore, the proposed scheme
does not rely on software or processing cores, as the
entire hardware is custom designed for the specific task of
authentication. A comparison with other works in the area
revealed that our achieved performance is often many times
superior.

There are a number of improvements that can be devised
for the herein presented scheme. For instance, a lightweight
version of the authentication would prove useful for smaller
systems, as well as support for longer keylengths for higher

security guaranties. A promising direction for the latter is
the conversion of the system to utilize Elliptic Curve Cryp-
tography instead of RSA. Another improvement would be
the design of a different PUF filter which would not rely on
volatile digit mapping and would not have to trade entropy
for reproducibility, or do so more efficiently. We intend to
investigate these possibilities as future avenues of research.
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