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Abstract In a recent crowdsourcing project, 29 teams ana-
lyzed the same data set to address the following question:
“Are football (soccer) referees more likely to give red cards
to players with dark skin tone than to players with light skin
tone?” Themajor findingwas that the results of the individual
teams varied widely, from no effect to highly significant cor-
relations between skin color and the rate of red cards, which
some teams interpreted as indicative of a referee bias. We
analyzed the same data using a Poisson log-linear regression
model and obtained an odds ratio of 1.34 (95%-CI, 1.13–
1.59), which means that players with a darker skin tone have
in fact a slightly higher odds of receiving a red card. This
result is in agreement with the median odds ratio of 1.31
from all 29 teams. We then extended the original study by
investigating the likelihood of receiving yellow cards. If a
referee bias was in fact present, it would be plausible to see a
similar association. However, players with darker skin tone
were significantly less likely to receive a yellow card, with an
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odds ratio of 0.94 (95%-CI, 0.91–0.97). The risk of receiving
a card is most strongly affected by a player’s position, and
there are significantly more players with darker skin tone
at center back and defensive midfield where receiving red
cards is generally more likely. Taken together, our results
do not support the hypothesis of a referee bias. Our most
important finding, however, is that the perceived diversity of
results from the crowdsourcing teams is due to placing too
much emphasis on dichotomous decisions (significant vs.
nonsignificant). When we focus on point estimates and their
reasonable bounds, the individual substudies predominantly
reinforce each other. We argue that data scientists should put
less emphasis on statistical significance and instead focus
more on the careful interpretation of confidence intervals or
alternative methods for measuring the effect size and its pre-
cision.

Keywords Crowdsourced research · Statistical
significance · Confidence interval · Effect size estimation ·
Soccer referee bias

1 Introduction

Crowdsourcing research—the recruitment of a “crowd” of
scientists for an online collaboration—is a relatively new
approach to tackling interdisciplinary research projects.
Crowdsourcing research is an interesting paradigm that offers
several advantages over more conventional research prac-
tices; for example, it can reveal how conclusions depend on
analytical choices made by different data scientists.

In a recent crowdsourcing project [28,29], 29 teams ana-
lyzed the same data set to investigate the same question:
“Are football (soccer) referees more likely to give red cards
to players with darker skin tone than to players with lighter
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skin tone?” The individual teams analyzed the data indepen-
dently using a variety of statistical techniques. After their
initial analyses, the teams discussed their analytical choices,
but did not disclose their preliminaryfindings. Since all teams
analyzed the same data, they acted as peer-reviewers with an
unusually high problem understanding. In the final result, 20
teams found a significant positive correlation between the
number of red cards received and the players’ skin tone,
whereas nine teams did not find any significant relation.
The constructive comments on the analytical choices were
expected to lead to a convergence of results [29]; however, a
“disturbing” [28, p. 191] range of effect sizes was reported.
How can this discrepancy be explained? The answer to this
question has implications far beyond the scope of the present
study, as similar discrepancies between collaborating teams
might be observed in future crowdsourcing projects.

Another open question is whether a referee bias exists.
Here, we need to be clear about the difference between (a)
“Do players with darker skin tone tend to receive more red
cards than players with lighter skin tone?” and (b) “Is there
a referee bias with respect to red cards and a player’s skin
tone?” These two questions are not the same. Question (a)
pertains to a purely statistical relation between two variables,
a player’s skin tone and the number of red cards that a player
receives. The answer to that question does not permit any
causal inference regarding a potential referee bias. If ques-
tion (a) is answered affirmatively, then all we have found is
a statistical association, but we still lack a plausible explana-
tion. Note that question (a) is semantically equivalent to the
primary research question of the original study. By contrast,
question (b) implies an interpretation in terms of cause and
effect. The implication is that if we observe a significant rela-
tion, then we can interpret it as an indication of referee bias.
But this reasoning excludes other possible explanations; for
example, it is well known that most red cards are given to
players at defending positions. If players with darker skin
tone play predominantly at these positions, then obviously
they have a higher prior probability of receiving a red card.
Note that the data set allows to investigate only associations;
any causal interpretations are speculative. In this study, we
address the following questions:

1. Is there a relation between a player’s skin tone and the
number of cards (both yellow and red) that he received,
and, provided that such a relation exists, is referee bias a
plausible explanation?

2. How should significant and nonsignificant findings by
different crowdsourcing teams be interpreted?

In the present study, we obtained an odds ratio of 1.34
(95%-CI, 1.13–1.59). This means that, after controlling for
position, playerswith a darker skin tone have in fact a slightly
higher odds of receiving a red card. This result is in agree-

ment with the median odds ratio of 1.31 from all 29 teams.
But is referee bias a plausible explanation? We believe that
this particular hypothesis has a very low prior probability, as
professional referees have gone through extensive training
and should be assumed to be fair. Thus, “referee bias” is an
extraordinary claim, and in the words of the astrophysicist
Carl Sagan, extraordinary claims require extraordinary evi-
dence. We therefore investigated the relation between yellow
cards and skin tone. Red cards are normally given because
of a clear foul or serious misconduct and result in immedi-
ate dismissal from the pitch and possibly a suspension for
one or more future games. By contrast, yellow cards are nor-
mally given as an official warning in more ambiguous cases,
including unsporting behavior. A red card means not only a
severe punishment for the player who receives the card, but it
also represents a major (and possibly decisive) intervention
in the game. Consequently, when showing a red card, a ref-
eree is under a much higher level of scrutiny from the public,
coaches, and soccer associations. Our assumption was that
if a referee bias was in fact present, then it would be plau-
sible to see a similar relation between the number of yellow
cards and skin tone. However, that was not the case. On the
contrary, the odds of receiving a yellow card decrease with
darker skin tone.

Regardingour secondquestion, the central problemhinges
on the difference between a significance test and a confidence
interval [5]. If we focus on statistical significance, then we
somehow have to reconcile nine nonsignificant with 20 sig-
nificant findings by the crowdsourcing teams. Here, we show
that the focus on significance gives amessage that is opposite
of the appropriate interpretation. By focusing on the effect
size and the correct interpretation of overlapping confidence
intervals, we see that the individual studies, overall, reinforce
each other.

This paper is organized as follows. First, we describe
the data pre-processing and the distributions of players with
respect to skin tone, positions played, and cards received.
We then investigate whether some referees tend to give dis-
proportionally more cards to players with darker skin tone.
In a regression analysis, we then predict the rate of cards
using four different methods. We conclude the paper with a
discussion of our main findings.

2 Materials and methods

2.1 Data pre-processing

We retrieved the raw data from the crowdsourcing project
website at https://osf.io/47tnc/. This data set contains demo-
graphics from all players (N1 = 2053) who played in the first
male divisions of England, Germany, France, and Spain in
the 2012–2013 season. The data set contains the number of
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red and yellow cards that each player received in his profes-
sional career, as well as data about the referees (N2 = 3147)
who issued the cards.

Based on the players’ pictures, two raters had assessed
the players’ skin tone individually on a scale from 1 (very
light skin tone) to 5 (very dark skin tone). These scores were
normalized to [0, 1]. We first checked the inter-rater reliabil-
ity using Pearson’s correlation coefficient. Given the strong
inter-rater reliability (r = 0.92), we decided to average the
scores to obtain the response variable for the regression anal-
ysis. Averaging the ratings led to nine different scores: 0,
0.125, 0.25, 0.375, 0.5, 0.625, 0.75, 0.875, and 1, where 0
indicates very light and 1 indicates very dark skin tone.

We then removed all players for whom no skin tone rating
was provided (N3 = 468). Next, we aggregated the data as
follows. For each player, we derived the cumulative count
of games, yellow cards, red cards, etc. The resulting matrix
contains data for N4 = 1585 players. For 152 players, infor-
mation about their position was missing. We replaced these
missing values by “unknown” and included them in our fur-
ther analysis.

2.2 Distribution of players with respect to skin tone and
position

We first investigated the distribution of players with respect
to skin tone and position. For example, 0.8% of all play-
ers at position attacking midfielder have skin tone rating
1, and 23.4% of all red cards were given at position cen-
ter back (Table 1). There is a significant correlation between
the players’ skin tone and the position played (P = 0.02,

Kruskal–Wallis test). For example, consider the positions
attacking midfielder and right midfielder versus the positions
center back and defensivemidfielder. At attackingmidfielder
and right midfielder, 6.4% of players have a darker skin tone
(0.75 and above), whereas more than twice that many play-
ers (15.2%) at center back and defensive midfielder have this
skin tone. The ensuing question is, are cards more frequent
at center back and defensive midfielder?

2.3 Distribution of red cards with respect to position

The percentage of red cards received depends strongly on
a player’s position. For example, 6.51% of all red cards
were received at the positions attacking midfielder and right
midfielder, whereas 33.79% of all red cards were received
at center back and defensive midfielder. To address the
problem of multiple testing, we performed all pair-wise
comparisons between positions using the Marascuilo pro-
cedure (α = 0.05). We observed that players at center back
received significantly more red cards (23.4%) than players
at left winger (1.8%) and right midfielder (2.0%). Relative
to games played, players at center back and defensive mid-
fielder received significantly more red cards than players at
attacking midfielder and right midfielder: 591 red cards in
105,488 games (0.56%) versus 116 red cards in 45,974 games
(0.25%) (P = 3.76× 10−12, two-sample test of proportion;
Holm–Bonferroni correction for multiple testing). Interest-
ingly, we make the same observation when we consider only
players with very light skin tone: they received significantly
more red cards at center back and defensive midfielder than
at attacking midfielder and right midfielder (P = 0.025).

Table 1 Stratification of players with respect to skin tone and position, with percentage of received cards

Position Skin tone

0 0.125 0.25 0.375 0.5 0.625 0.75 0.875 1 yellow red

Attacking midfielder 27.6 18.9 32.3 5.5 9.4 1.6 3.9 0.0 0.8 7.7 4.5

Center back 31.5 11.7 29.4 4.8 8.5 1.6 3.6 2.4 6.5 20.1 23.4

Center forward 24.1 13.1 24.1 5.8 7.9 2.1 8.9 3.7 10.5 9.6 8.7

Center midfielder 36.7 15.0 30.0 3.3 6.7 0.0 5.0 0.0 3.3 4.5 2.8

Defensive midfielder 26.2 14.5 29.7 5.2 4.7 0.6 6.4 3.5 9.3 14.8 10.4

Goalkeeper 32.9 19.9 34.2 4.3 2.5 0.6 1.2 2.5 1.9 3.5 11.1

Left fullback 25.6 14.5 26.5 8.5 6.8 4.3 7.7 2.6 3.4 8.2 8.3

Left midfielder 21.1 21.1 36.8 1.3 3.9 3.9 3.9 1.3 6.6 4.8 4.4

Left winger 23.2 5.4 32.1 1.8 8.9 3.6 14.3 3.6 7.1 2.9 1.8

Right fullback 26.6 11.0 28.4 8.3 8.3 2.8 9.2 0.9 4.6 8.3 5.7

Right midfielder 31.7 13.3 30.0 1.7 13.3 0.0 6.7 1.7 1.7 3.7 2.0

Right winger 8.9 19.6 23.2 7.1 12.5 5.4 8.9 5.4 8.9 2.8 3.0

Unknown 21.7 10.5 32.2 2.0 7.9 3.3 11.8 3.9 6.6 9.3 13.9

Shown are normalized card counts. For example, let ni denote the number of games that a player i played, and let xi denote the number of red cards
that the player received. The normalized card count for this player is xi

ni
. The normalized card counts are summed up for all k players who play at

the same position and then expressed as percentage of the total normalized card count,
∑k

i
xi
ni

/
∑

i
xi
ni
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(a) (b)

Fig. 1 Proportion of cards per skin tone (referee #1852). a Proportion of red cards and b yellow cards with respect to skin tone (score; 0 indicates
very light skin tone and 1 indicates very dark skin tone) (color figure online)

Thus, the positions center back and defensive midfielder—
positions with significantly more players with darker skin
tone—involve a higher risk of receiving a red card.

2.4 Distribution of yellow cards with respect to position

Relatively to games played, players at center back and defen-
sive midfielder received significantly more yellow cards than
players at attackingmidfielder and rightmidfielder: 4846 yel-
low cards in 105,488 games (4.6%) versus 5750 yellow cards
in 45,974 games (12.51%) (P < 9.44× 10−13, two-sample
test of proportion; Holm–Bonferroni correction for multiple
testing).Again,whenweconsider only playerswith light skin
tone, they also received more yellow cards at center back and
defensive midfielder than at attacking midfielder and right
midfielder (16.2 vs. 12.8%, P < 9.44× 10−13, two-sample
test of proportion; Holm–Bonferroni correction for multiple
testing). We performed all pair-wise comparisons between
positions using the Marascuilo procedure (α = 0.05), but no
pair-wise comparison was significant.

The conclusion is that position strongly influences the
number of cards. We also checked whether soccer club and
league country are potential confounders, but we failed to
see any significant association between these attributes and
cards given. Furthermore, the variable “club” is not static, as
it is not uncommon for a player to change his club. Therefore,
we controlled only for the variable “position” in a Poisson
regression model (Sect. 2.6).

2.5 Trend analysis of cards received

Are there any referees who tend to give more cards to players
with darker skin tone than to players with lighter skin tone?
To answer this question, we proceeded as follows. From our
preprocessed data set containing a total of 2978 referees, we
removed all referees who never showed a card (n = 1056).
For the remaining 1922 referees, we counted how many yel-
low or red cards each referee showed to players stratified
based on skin tone. Then, we performed a χ2-test for a trend

in proportions. Increasingly higher proportions of cards for
players with increasingly darker skin tone could point to a
referee bias. For the proportions of red cards, we found 29
significant trends (P < 0.05, no corrections formultiple test-
ing). However, these results must be interpreted cautiously,
as the median number of red cards is only 1. For example,
referee #2426 showed only one red card, and the player has
the darkest skin tone. Clearly, this number is too small to
say anything about a trend. We observed the clearest positive
trend (P = 0.026) for referee #1852 who showed eight red
cards in total (Fig. 1a). For example, this referee encountered
155 players with skin tone 0 and showed them 2 red cards,
whereas he encountered 13 players of skin tone 0.75 and
also showed them 2 red cards. If we assumed this referee is
biased, then we would expect to observe a similar trend for
the proportions in yellow cards. However, this trend is not
obvious (Fig. 1b), and the bias is therefore questionable.

Yellow cards are given far more frequently than red cards
and are therefore a better indicator of a potential referee bias.
For 1922 referees, we observed 217 significant trends in the
proportions of yellow cards (P < 0.05, no corrections for
multiple testing). Among these significant trends, 107 have a
negative slope,which could point to a decrease in proportions
for increasingly darker skin tone. Thus, among 1922 refer-
ees, only 217 (11%) are associated with a significant trend
in proportions of yellow cards, and about half of these sig-
nificant trends suggest that yellow cards are more frequently
given to players with lighter skin tone.

2.6 Poisson log-linear regression model

The response variable (i.e., number of cards) represents count
data, and receiving a red card is a rare event. We decided
that a Poisson distribution is a reasonable assumption, which
was confirmed by a visual inspection of the data. A standard
approach in this setting is a generalized linear model with a
Poisson distribution and a log link. For a response variable Y
following a Poisson distribution with mean μ, the expected
count is E(Y ) = μ. Let X = (X1, X2, ..., Xn) denote the n
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explanatory variables and let β = (β0, β1, β2, ..., βn) be the
regression parameters. Here, we have to consider rate data,
as the number of cards depends on the number of games
played; obviously, the more games a person plays, the higher
the chances of receiving a card. ThePoisson regressionmodel
for the expected rate of the occurrence of an event is given
by Equation 1,

log
(μ

t

)
= β0 +

n∑

i=1

βi xi , (1)

where μ is the expected number of cards for a player, t is the
number of games, and log(t) denotes the offset. The expected
value of the response variable Y is then given by Equation 2,

μ = t exp(β0)

n∏

i=1

exp(βi xi ). (2)

2.7 Methods used to predict the rates of cards

Wepredicted the rate of cards using the offset log(games) and
two predictor variables: “position” and “skin tone”. We used
four different regression techniques: (1) Poisson log-linear
model (Eq. 2); (2) a binary regression tree [7]; (3) a random
forest [6] with 50 trees and a minimum terminal node size
of 3 (sampling without replacement); and (4) a deep neural
network with three hidden layers of 50 nodes each, trained
with backpropagation andmaxout [14] (500 epochs; all other
parameters with default settings [1]). As baseline model,
we included a null model that predicts 0 for all instances,
irrespective of the predictor variables. For the Poisson regres-
sion model, we used the R function glm() of the package
stats [22]. The regression tree and random forest were
implemented with tree() [23] and randomForest()
[18], respectively. The deep neural networkwas implemented
with h2o.deeplearning() of the package h2o [1]. The
performance measure was the mean squared error (MSE) in
leave-one-out cross-validation (LOOCV). All analyses were
carried out in the R environment [22].

3 Results

3.1 Likelihood of receiving a red card

For the predictor variable skin tone, we obtained an odds
ratio of 1.34 (95%-CI, 1.13–1.59), which means that for a
one-unit increase in skin tone, we expect a 34% increase in
the odds of receiving a red card. Thus, a darker skin tone is
associated with an increased odds of receiving a red card.
Position, however, has a far stronger influence on the odds.

Particularly, if the position is center back, then the odds ratio
is 2.56 (95%-CI, 2.02–3.28).

Next, we investigated whether our missing value imputa-
tion could have had an effect on the results. In the data set,
there was no information given for the position of 152 (9.6%)
players.We deleted these cases and carried out the regression
analysis again; however, the effect was negligible: the odds
ratio decreased from 1.34 to 1.32 (95%-CI, 1.11–1.57).

Finally, we checked whether outliers could have biased
the results. We considered an outlier a player whose red card
count (normalized by the number of games) was three times
the interquartile range above the 75% percentile. In total, 22
players were identified as outliers and excluded from further
analysis. Again, the change was negligible: the odds ratio
decreased from 1.34 to 1.33 (95%-CI, 1.12–1.58).

3.2 Likelihood of receiving a yellow card

For the predictor variable skin tone,we obtained an odds ratio
of 0.94 (95%-CI, 0.91–0.97), which means that the odds of
receiving a yellow card decrease with darker skin tone. The
odds ratio is lowest for position goalkeeper (OR = 0.37,
95%-CI, 0.35–0.39) and highest for a defensive midfielder
(OR = 1.54, 95%-CI, 1.45–1.60).

Deleting the cases for which no position was given had a
negligible effect on the odds ratios; for example, the odds
ratio for skin color remained 0.94 (95%-CI, 0.91–0.97).
There were only two outliers, and removing these outliers
had practically no effect on the results. Thus, the odds of
receiving a yellow card are slightly lower for players with
darker skin tone.

3.3 Predicting rates of cards

Table 2 shows the mean squared error (MSE) of the regres-
sion models in leave-one-out cross-validation (LOOCV).
The Poisson regression model achieved the lowest MSE for
the prediction of the rate of red cards, whereas for yellow
cards, the regression trees performed slightly better. Over-
all, the differences between the models are very small. All
models outperformed the null model.

To investigate the significance of the results,we used a ran-
dompermutation test,which is a nonparametric test involving
a Monte Carlo procedure [4,27]. In short, the test statistic is
first calculated based on the original, unpermuted data set.
Then, the values of the covariates are randomly permuted
many times, and each time, the test statistic is calculated
again. This procedure generates the empirical distribution
of the statistic under the null hypothesis of no association
between the covariates and the target (or response) vari-
able. Finally, the test statistic resulting from the unpermuted
data set is compared to the empirical distribution, so that
an empirical p value can be computed. In general, random
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Table 2 MSE from LOOCV for generalized linear model (GLM), regression tree (RT), random forest (RF), deep neural network (DNN), and the
null model

GLM RT RF DNN Null model

Red cards 5.59× 10−5 6.05× 10−5 5.79× 10−5 5.71× 10−5 7.85× 10−5

Yellow cards 4.66× 10−3 4.64× 10−3 4.69× 10−3 5.68× 10−3 24.32× 10−3

Fig. 2 Random permutation
testing for Poisson regression
model. Distribution of MSE
from 1000 random permutations
of a number of games and red
cards and b number of games
and yellow cards. The MSE for
the unpermuted data sets is
marked by the vertical blue lines
(color figure online)

(a) (b)

permutation tests make no assumptions about the underly-
ing distribution of the data or the correlation structure of
the covariates. Such tests are particularly useful when para-
metric tests are not available or not suitable, for example,
when their assumptions are violated. Here, we randomly per-
muted the variables “games” and “red cards” and performed
LOOCV with the Poisson regression model. This procedure
was repeated 1000 times to generate the empirical distri-
bution of MSE under the null hypothesis of no association
between the predictor variables (“position” and “skin tone”)
and the outcome (“rate of cards”). The empirical distributions
of MSE under the null hypothesis for red and yellow cards
are shown in Fig. 2. TheMSE resulting from the unpermuted
data (blue vertical lines, Fig. 2) is significant, which indicates
that position and skin tone are predictive of the rate of cards.

Which variable is more important, “position” or “skin
tone”? To answer this question, we performed LOOCV
again, but using only one of these variables at a time. For
red cards, the model achieved MSEglm = 5.64 × 10−5

using “position” only. Using “skin tone” only, the model
achieved MSEglm = 5.76 × 10−5. Using both variables,
MSEglm = 5.59 × 10−5 (Table 2). For yellow cards, the
model achieved MSEglm = 4.67 × 10−3 using “position”
only, whereas it achievedMSEglm = 6.12×10−3 using “skin
tone” only. Using both variables, MSEglm = 4.66 × 10−3

(Table 2). Thus, most information is contained in the vari-
able “position”, whereas “skin tone” adds only little to the
predictive performance.

Interestingly, the performance of the regression tree and
random forest slightly deterioriated when “skin tone” was
included. When we used “position” only for the predic-
tion of red card rates, we obtained MSErt = 5.75 × 10−5

and MSErf = 5.65 × 10−5. For yellow cards, we obtained
MSErt = MSErf = 4.64× 10−3.

4 Discussion

Are football (soccer) referees more likely to give red cards
to players with dark skin tone than to players with light skin
tone? Our result (OR = 1.34; 95%-CI, 1.13–1.59) indicates
a positive association between a player’s skin tone and the
rate of red cards received. This result is in agreement with the
median OR = 1.31 of the 29 teams from the crowdsourcing
project (cf. Fig. 1, p. 20 in [29]). However, if we assumed
that our observation points to a referee bias, then it would
be plausible to see a similar association between skin tone
and the rate of yellow cards. In fact, as team #17 pointed out
[19], red cards are often given in clear-cut cases, whereas
yellow cards tend to be given in more ambiguous situations
that leave more room to the referee’s judgement and thereby
could allow a possible unfairness to manifest itself. Poisson
regression analysis revealed that playerswith darker skin tone
were significantly less likely to receive a yellow card (OR =
0.94; 95%-CI, 0.91–0.97). Furthermore, the trend analysis
of the proportions of cards for players of different skin tone
did not provide evidence in favor of referee bias. Therefore,
referee bias is not a convincing explanation for the observed
effect.

Importantly, note that the data set allows to investigate
only associations, but it does not allow to draw any conclu-
sions about cause-and-effect relations. This limitation is also
clearly stated in the original study [29]. The hypothesis of
a referee bias is only one of many possible hypotheses, and
we believe that it is one with a very small prior probability.
When we assessed the predictive performance of the Poisson
model in LOOCV and applied a random permutation test, we
observed that most information is contained in the variable
“position.” Thus, the unspectacular finding is that, among
the variables considered in this study, a player’s position has
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the strongest influence on his likelihood of receiving a red
card—a finding that certainly does not come as a surprise to
soccer aficionados.

Odds ratios are notoriously difficult to interpret [20].
When expressed in natural language, the sentences often
become cumbersome. For example, the odds ratio of 1.34
means the following: for every player with darker skin tone
not receiving a red card, 1.34 times as many players with
darker skin tone received a red card than the number of play-
ers with lighter skin tone receiving a red card for every player
with lighter skin tone not receiving a red card. This convo-
luted sentence does not mean that players with darker skin
tone are 1.34 times more likely than players with lighter skin
tone to receive a red card. This interpretation would refer to
the relative risk (RR). If the response variable is a very rare
event, like in this study, then the relative risk does not diverge
a lot from the odds ratio; still, the odds ratio always overes-
timates the relative risk. Even if we assume that players with
darker skin tone have a 34% increased risk of receiving a red
card, we need to take into account that receiving a red card
is a very rare event, so the absolute increase in risk is still
small. We remember the “1995 pill scare” that associated
a new generation of contraceptive pills with a doubled risk
(i.e., an increase of 100% in relative risk) of a potentially
fatal side-effect, whereas the increase in absolute risk was
only from 1

7000 to 2
7000 [13].

After we control for position, skin tone is a significant pre-
dictor (P = 0.00056). Butwhat does that actuallymean?The
p value is the probability of observing data as extreme as, or
more extreme than, the actual data at hand, given that the null
hypothesis is true. Here, the null hypothesis is that skin tone
has no effect on the response variable. Under this hypothe-
sis, the probability of obtaining an odds ratio as extreme as
(or more extreme than) the observed one is 0.00056. There
exists a vast body of literature showing that the p value is not
an evidential measure for or against a hypothesis because it
does not say anything about an alternative hypothesis; see,
for example, [15]. Rare events happen all the time without
being interpreted as evidence against a null hypothesis. For
example, suppose that we observe the numbers 1 and 13 in
a row in a roulette wheel. Under the null hypothesis of a
fair wheel, the probability (not the p value) of this event is
( 1
38 )

2 = 0.00069. But we would certainly not interpret it
as evidence that the wheel is unfair. What is missing in this
example and the present study is the probability of the data
under an alternative hypothesis, which would then enable us
to calculate an evidential measure: the likelihood ratio. But
an alternative hypothesis has nowhere been stated, let alone
tested. Many alternative hypotheses could be conceived, and
referee bias is only one of them. Thus, the p value of 0.00056
should not be given too much weight; it should rather be
interpreted as a “crude indicator that something surprising is
going on” [2, p.329]. But note that this “something surpris-

ing” could also be a problem with the model specification or
data collection.

There are two further commonly encountered claims of
referee bias in soccer, which are scope for future work. First,
when a top team plays a lesser team, the lesser team might
argue that the referee is biased against them. Potentially, such
bias (if it exists) could, to some extent, be due to the enormous
media presence of players and representatives of the top team.
Presumably, it might be harder for referees to decide against
such famous players. Second, another common claim is that
referees are biased against the away team. Such bias (if it
exists) could be explained by the large number of home team
supporters in the stadium. Presumably, it might be harder for
a referee to decide against the home team in front of a large
supporter crowd.

Themajor finding of the original study was that the results
of the 29 teams varied widely, with possible conclusions
ranging from no bias in referee decisions to a huge bias;
an outcome that was described as “disturbing” [28, p. 191].
However, the 29 teams used different statistical tools and dif-
ferent data pre-processing approaches, so differences in the
estimated effect size and its precision are not at all surpris-
ing. On the contrary, they are to be expected. Dozens of data
mining challenges, such as the annualKDDCup, showed that
when the same data set is analyzed by different researchers,
a wide variety of analytical approaches (and results) is the
norm, not the exception. Nonetheless, the confidence inter-
vals from 27 of 29 teams largely overlap. In fact, the point
estimates of 20 teams are actually remarkably close. Their
results can therefore, overall, be considered confirmatory, not
contradictory.

We believe that the key problem is the focus on statisti-
cal significance. A confidence interval is often interpreted
as a mere significance test: if the interval does not include
the null value (here, OR = 1), then the result is significant;
if not, not. But this interpretation reduces the result of an
individual study to a dichotomous outcome. The statistical
literature is replete with examples illustrating the problems
of significance tests [5,10–12,26,31]. For example, Rothman
et al. discuss clinical trials on the effect of the drug flutamide
for the treatment of advanced prostate cancer [24]. Based on
the results of ten studies, the drug seemed to be associated
with a small beneficial effect, with a summary odds ratio of
0.88 (95%-CI, 0.76–1.02).A new study, however, reported an
odds ratio of 0.87 (95%-CI, 0.70–1.10) and a nonsignificant
p value, leading to the conclusion that flutamide has no ben-
eficial effect. Thus, the new study was interpreted as refuting
the earlier studies. But in fact, the confidence interval for the
effect size suggests that new data are readily compatible with
a small beneficial effect.

But isn’t there a contradiction between two confidence
intervals when one interval includes the null value, whereas
the other one does not? To answer that question, let us con-
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Fig. 3 Contrived examples of
95%-CI for an effect size. a Two
intervals that both point to a
large effect size; b the wider
interval suggests a large effect
size, the narrow interval
suggests a negligible effect size

ff ff ff

(a) (b)

sider the two 95%-CI shown in Fig. 3a. We assume that
two independent studies produced these interval for the same
effect. When this effect refers to a relative risk or odds ratio,
the null (or “nil”) value of no effect is δ0 = 1. In this example,
the wider interval includes the null value, but the narrower
interval does not. Interpreted in terms of significance, the
result might seem inconclusive: nonsignificant versus sig-
nificant. But the data from which the wider interval was
constructed are readily compatible with large effect sizes.
Specifically, note that the (rather large) effect size of δ1 = 7
is as compatible with the data as the nil value. Suppose that
we carry out a significance test for H0 : δ = 1 and obtain
a p value of, say, P0 = 0.08. For H1 : δ = 7, we would
obtain exactly the same p value, P1 = 0.08, assuming that
the interval is symmetric around the point estimate.

Significance testing gives undue emphasis to the nil
hypothesis of no effect. Confidence intervals, on the other
hand, enable us to judge how compatible the data are with
various hypotheses. Importantly, compatibility is not an all-
or-nothing decision. Assuming that there were no strong
biases or other serious problems with the two studies, the
appropriate interpretation of Fig. 3a is that the narrower inter-
val reflects a higher precision (perhaps due to a larger sample
size) than the wider interval. Both intervals point to a rea-
sonably large effect, thereby reinforcing each other. Taken
together, the results point to an effect size of approximately
4.Whether thismagnitude is relevant remains to be discussed
in the context of the concrete investigation. This is where the
informed judgement of the researcher is needed.

Figure 3b illustrates that a conclusion based on statistical
significance can be the opposite of the appropriate inter-
pretation. This example is inspired by a hypothetical study
described in [24].We assume again that the statistical models
used to construct the intervals are correct in both studies. The
first study (with the wider interval) points to a relatively large
effect size,whereas the second study (with the narrower inter-
val) does not. The extreme narrowness of the interval reflects
a very high precision due to a very large sample size. Both the
lower and upper bound are very close to the null value, which
is evidence for the absence of any strong effect. Still, the null
value is not included, so the result is statistically significant.
By contrast, despite the lack of significance, the wider inter-
val provides evidence for a reasonably large effect size. Note
that the discussed examples illustrate a fundamental problem

that data scientists face. For a recent analysis of the problems
of null hypothesis significance testing and further examples,
see [3].

It has been argued that statistical significance testing
should be abandoned [8,16,26]. Our stance, however, is that
significance tests canhave a role to play. Indeed, in the present
study, we used several statistical tests, but we did not base our
overall evaluation on statistical significance (or lack thereof).
Our conclusion is therefore not a new one. In fact, it has been
echoed in various forms for at least six decades by numer-
ous scientists, e.g., [9,11,17,21,25,30,32]. What is needed
is a change of the current research practice. Data scientists
should not concern themselves so much with statistical sig-
nificance (i.e., whether a confidence intervals includes the
null value or not) but focus more on the appropriate inter-
pretation of confidence intervals or alternative methods for
measuring the effect size and its precision.
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