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Abstract Energy-aware computing is gaining more and

more attention in high performance computing (HPC)

environment. As an outcome of this, various energy-aware

techniques are existing and many are being proposed. But

it is difficult to have a technique which saves energy

without compromising the performance. This paper talks

about a novel energy optimization approach for Message

Passing Interface (MPI) applications running on HPC

systems. Our approach relies on applying Dynamic Voltage

Frequency Scaling (DVFS) at node level by an optimiza-

tion agent. Whenever MPI processes are idle or busy with

I/O operations, the corresponding CPU cores run at higher

frequencies, which results in wastage of power. During this

time, CPU cores frequencies can be reduced using DVFS

so that the energy can be saved. Our approach is based on a

Multi-agent based intelligent energy management frame-

work, which uses an optimization agent for implementing

energy optimization algorithm. The key advantage of the

proposed approach is that the performance will not be

compromised while achieving energy savings.

Keywords HPC � Energy-aware computing � MPI �
DVFS � Multi-agent system � Autonomic computing

1 Introduction

Enhancing the performance was the key concern in the area

of high performance computing (HPC) during past years,

whereas energy management was in second place. But now

the scenario has reversed and the energy management has

emerged as the most considerable aspect in HPC world.

HPC systems consume power in several megawatts [1] and

this high power consumption may lead to problems like

reduced reliability, increased cost, less stability etc. Hence

reducing power consumption for high end computing

becomes a crucial issue at both system level and applica-

tion level.

Generally, HPC systems are of distributed memory

architecture and MPI standard [2] is one of the most

commonly used parallel programming paradigm in this

type of memory architecture. Our approach is based on

applying DVFS at node level by our energy optimization

tool, which depends on following two conditions. First

one is, whenever the master process is executing and the

slave processes are in waiting state. Second one is, when

all processes are carrying out the I/O operations. In both

the conditions, the corresponding CPU cores run at

higher frequencies that simply wastes the CPU cycles

which in turn, results in inefficient use of power. Hence,

if we can reduce the power consumption during this

time, this power wastage can be minimized. Our

approach uses this principle to minimise the power

wastage.

Dynamic power consumption of processor is propor-

tional to the product of square of voltage and frequency [3].

During the idle period, the dynamic power consumption

can be reduced by using DVFS technique. The major

issues, when the frequency of processor is to be varied and

on which nodes are being addressed by our energy
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optimization algorithm. We have evaluated our optimiza-

tion algorithm using Intel MPI Benchmarks (IMB) [4] and

a pseudo code which has been developed by us.

The proposed Multi-agent based autonomic framework

is composed of autonomic components (agents) interacting

with each other. An autonomic computing system [5]

makes decisions on its own and constantly checks and

optimizes its status automatically, adapting itself to the

changing conditions. Our optimization agent is self-opti-

mizing, i.e. it will monitor the system continuously and

optimizes depending on the system status automatically.

This framework provides intelligence to our optimization

approach so that human intervention can be avoided.

In this paper, we have used both technologies so that

energy is intelligently managed using DVFS by optimiza-

tion agent that will take the decision when and where to

apply DVFS on nodes.

The rest of the paper is organized as follows. Section 2

reviews the related works. In Sect. 3, we explained the

energy optimization problem and the algorithm to solve it.

We have presented the intelligent energy management

framework for energy optimization in Sect. 4. In Sect. 5,

experimental analysis is discussed. Finally, Sect. 6

describes the conclusions and future works.

2 Related works

Recently, there are lots of researches being carried out in

the field of power optimization in HPC systems. In this

section, we focus on power optimization in the area of MPI

applications

Most of the node level energy management techniques

are based on DVFS techniques [6–8], because CPU is the

most power consuming component within a node [9]. In

[10], DVFS technique is applied to the nodes with less

computation so as to reduce the power. There are some

research works which are based on the energy efficient task

allocation of MPI jobs. Y. Ma et al. [11] explains how

efficiently task clustering with task duplication can be done

to reduce energy consumption. The paper [12] discusses

about task aggregation to save energy. Several researches

are being carried out in reducing the CPU frequency during

the communication phase of MPI programs. Dong et al.

[13] focused on scaling down the CPU frequency during

the MPI collective operations. Chen et al. [14] presented an

Automatic Energy Status Controlling which can control

CPU frequency automatically based on the communication

latency in the nodes. Our paper is also concerned about

applying DVFS techniques for energy optimization in MPI

applications, but it mainly focuses on the state of the

processes under execution.

3 Problem statement

MPI is a common parallel programming interface which

distributes the task among multiple processors. Processors

execute these tasks and communicate with each other by

message passing. MPI is based on distributed memory

model where every process has its own memory space

which cannot be accessed by other processes. Basically,

two types of MPI programming models are available, i.e.

SPMD (Single Program Multiple Data) and MPMD

(Multiple Program Multiple Data) or Master- Slave.

Our technique is applicable in two situations. First one is

based on MPMD model, in which, usually when the master

process is executing its task, all the slave processes are in

waiting state. During this execution time, all of the slave

processes are idle and are wasting the CPU cycles. Even

though they are in waiting state, processors operate at high

frequencies. Since processors run at high frequencies, this

leads to higher power consumption. Our idea is to reduce

the processors frequencies on slave nodes as long as slave

processes are idle, so that the power wastage can be

minimized.

Second situation is when processes carry out the I/O

operation, all the nodes on which these processes run,

operate at higher frequencies. The percentage of CPU

utilization is low during execution. Hence, if we can reduce

the power consumption during this time, power wastage

can be minimized.

3.1 Energy model

All the modern processors are enabled with DVFS tech-

nique. This section describes DVFS enabled system model

in terms of energy consumption.

DVFS enabled processor can work on sets of different

voltage and frequency as given in (1) and (2).

V ¼ vi; wheremin\i\max ð1Þ

F ¼ fi;where min\i\max ð2Þ

vi is the ith operating voltage. fi is the ith operating

frequency.

The energy consumption of a processor is the sum of

static energy and dynamic energy consumption and is

given in (3). Energy consumption in terms of static and

dynamic power is shown in (4).

E ¼ Edynamic þ Estatic ð3Þ

E ¼ Pdynamic þ Pstatic

� �
:Dt ð4Þ

According to [15], total energy consumption equation

can be modified as (5).

E ¼ A C v2f þ v Ileak

� �
:Dt ð5Þ
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where, A is the percentage of active gates, C is the

capacitance load of all gates, v is the operating voltage, f is

the processor frequency, Ileak is the leakage current, Dt is

the time duration.

Unlike dynamic power, static power is not activity

based. By reducing the processors frequencies when they

are in idle state, the static power consumption cannot be

decreased. On the other hand, shutting off the inactive part

of the system does help, but it results in loss of state. DVFS

may be used to reduce the dynamic power consumption by

changing the CPU clock frequency-voltage setting without

affecting the execution time.

3.2 Energy optimization algorithm

In this section, we introduce a novel energy optimization

algorithm for MPI applications in HPC environment. This

algorithm makes use of two factors, i.e. the difference in

the execution time of master and slave processes and the

time taken to complete the I/O task. The amount of energy

that can be saved depends on the type of application.

Usually, in HPC environment nodes are generally not

shared among different applications that is whole node is

utilized by a single job.

The workflow of this algorithm is depicted in Fig. 1.

First step of the algorithm is to identify the nodes which

has been allocated for a particular application with the help

of scheduler. This information can be taken from the

scheduler. In the next step, the algorithm will verify whe-

ther all the processes are carrying out I/O operations. If it is

true, then frequency of all the nodes will be reduced.

Otherwise, it will check for the second condition, i.e.

whether master is executing with slaves on waiting. If this

condition is satisfied, then the node on which the master is

running is found by interacting with the application. Next,

the frequencies of the slave processors are reduced when

they are in waiting state by using DVFS. Whenever slaves

start running or the I/O operations are over, the frequencies

of the processors will be increased by DVFS in the last

step. This algorithm will continue with the above steps and

will be terminated when the application finishes.

4 Intelligent energy management framework

for energy optimization

We have designed and implemented an Intelligent Energy

Management framework which is based on Multi-agent

support as shown in Fig. 2. A Multi-agent framework [16]

consists of loosely-coupled computational autonomous

agents that can perform actions. These have resources at

their disposal and they possess knowledge. They are situ-

ated in a common environment and they can communicate

through interaction protocols. We have used C-DAC Multi-

agent Framework (CMAF) [17] to provide the support for

agent execution in our architecture.

For this architecture, we have used a hybrid (reactive

and mobile) type agent. A reactive agent receives input,

processes it and produces output. A mobile agent is a

complete self-contained body of code, which physically

moves from one computer to another. Before migrating, the

mobile agent stops execution at the source and resumes

execution after reaching the destination.

This framework mainly consists of the Target System

(TS), which is HPC System’s compute nodes and Intelli-

gent Energy Manager (IEM). The framework is deployed

on HPC system where IEM is deployed at Head Node and

Fig. 1 Flowchart of energy optimization approach
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each compute node (which works as TS) hosts an optimi-

zation agent that executes the energy optimization algo-

rithm. Our IEM comprises of three parts, i.e. Job Manager,

Launcher and Optimization agent. Job Manager interacts

with the scheduler to get details about the jobs, i.e. on which

nodes each job has been allocated. It collects and updates

the information regarding each job from the scheduler

periodically. For every job, it passes the corresponding

information to the Launcher. Based on this information,

Launcher initiates the optimization agents on appropriate

nodes. It also passes the corresponding parameters to each

agent. At node level, this agent interacts with the applica-

tion and carries out the optimization according to the

algorithm mentioned in Sect. 3.2. The optimization agent is

terminated with the end of application.

5 Experimental analysis

In this section, we evaluated the energy savings obtained

with our energy optimization algorithm. The performance

of energy optimization algorithm varies according to the

nature of application i.e. whether it is CPU bound or I/O

bound, duration of execution, no. of processes and nodes

etc. We have carried out our experiments with MPI-I/O

benchmarks of IMB package and our pseudo code. The

following subsections describe the details of the experi-

mentation done.

5.1 Experimental environment

Our experimental platform is equipped with three HP

DL380G7 servers, each having two Intel Xeon E5645

processors with six cores. These three systems are clustered

using PBS resource manager and Maui scheduler where

one acts as a head node and the other two as compute

nodes. Each CPU core has maximum frequency of 2.4 GHz

and minimum frequency of 1.6 GHz. Each node has RHEL

6.2 operating system and uses MPICH2-1.4.1 library for

MPI [18]. Our Multi-agent framework is loaded into the

head node and compute nodes.

Power measurement has been done using ‘‘Watt-

sUp?.NET’’ power meter. The energy consumption is

estimated by integrating the actual power measures over

time. The experimental set up for power measurement is

shown in Fig. 3.

5.2 Experimental results

We have evaluated the energy optimization algorithm

using two experiments in high performance mode. We

carried out first experiment with the pseudo code, which is

based on MPMD model of MPI. It is CPU intensive and

does matrix multiplication.

Fig. 2 Architecture of intelligent energy management framework

Fig. 3 Experimental setup for power measurement
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We have executed this program on two servers with 24

processes by running 12 processes on each server. We have

executed the program under four different conditions, i.e.

all processors operating at max. frequency (2.4 GHz), all

processors operating at min. frequency (1.6 GHz), all

processors at max. frequency and with our energy optimi-

zation technique, and all processors at max. frequency and

with our energy optimization technique combined with

varying voltage levels. We stepped down the voltage level

of processors at maximum frequency by one step. In our

energy optimization technique, whenever the master pro-

cess is executing and the slave processes are in waiting

state, the frequency of the nodes, on which slaves are

running, is reduced from 2.4 to 1.6 GHz. The frequency is

increased back to 2.4 GHz when the slave processes start to

execute. The power consumption during all the conditions

for this experiment is shown in Fig. 4.

The energy consumption and savings for the above

experiments are shown in the Table 1. By utilizing our

energy optimization technique, we are able to reduce the

Fig. 4 Power consumption

with pseudo code

Table 1 Energy consumption and savings under different conditions

With maximum

frequency

With minimum

frequency

With energy

optimization technique

With energy optimization

technique and stepped

down voltage

Avg. Power (W) 443.33 330.66 402.11 378.96

Energy (Ws) 53,643.3 55,881.5 48,656 47,370.6

Energy savings 0 % -4 % 9.3 % 11.7 %

Fig. 5 Power consumption

with P_write_priv under

different condition
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energy consumption by 9.3 % without affecting the per-

formance. We achieved 11.7 % energy savings with 3 %

increase in execution time by combining our optimization

technique with varying voltage levels of processors.

The second experiment was conducted with P_write_-

priv benchmark. It is one of the I/O benchmark of IMB

package. In this case, all participating processes perform

concurrent I/O to different, private files. We have executed

this program on two servers with 24 no. of processes, 12 on

each server. This experiment was carried out with two

different conditions, i.e. all processors with max. operating

frequency (2.4 GHz) and with our energy optimization

technique.

Whenever all processes are performing the I/O opera-

tions, the processor frequencies of all the nodes will be

reduced from 2.4 GHz to 1.6 GHz in our energy optimi-

zation technique. The experiment results with the two

conditions during the execution of P_write_priv benchmark

is shown in Fig. 5. The energy consumption for both

experiments is calculated by integrating power readings

over the execution time. The corresponding energy con-

sumption and savings for this experiment are shown in

Table 2. By utilizing our energy optimization technique,

we could reduce the energy consumption by 11.7 %

without affecting the performance.

As the number of processes and the number of nodes

increase, more energy can be saved.

6 Conclusions and future work

In HPC environment, enormous amount of energy wastage

occurs at the application level. Therefore, the need for an

efficient energy optimization algorithm is increasing tre-

mendously. Most of the techniques are based on DVFS,

which is a proven effective way to reduce power wastage.

Our research is based on minimizing the energy wastage

using DVFS in MPI applications. The proposed energy

optimization policy is effective and can automatically set

the frequency of processors, which in turn leads to reduc-

tion in energy consumption without degrading the perfor-

mance. We have also developed a Multi-agent based

autonomic framework which helps to implement our

algorithm on HPC systems.

In future, we will deploy this algorithm using Multi-

agent framework on live HPC systems running MPI

applications.
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