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“The fruits of knowledge growing on the 
tree of data are not easy to pick.” (Frawley 
et al. 1991)

1 Terminology

The term “data mining”� describes 
the extraction of implicitly available, 
non-trivial and useful knowledge from 
large, dynamic databases with relatively 
complex structures. In this connotation, 
knowledge is defined as a pattern that �.) 
is interesting in the eyes of the user and 
2.) actually exists with adequate certainty. 
Patterns can describe relationships among 
data sets, relationships among the data in a 
single data record, or specific frequencies. 
The purpose of data mining, therefore, is 
to:
�	 	Some	literature	also	uses	terms	such	as	‘know-
ledge	discovery’,	‘database	mining’	or	‘database	
exploration’	to	discuss	the	topic	of	data	mining.

j�identify these types of patterns,
j�use them to derive rules,
j�find groups among data sets,
j�give these groups descriptive attri-

butes,
j�find representative examples,
j�construct functions that apply for 

numerical variables.
Fig. 1 shows a sample rule that could be 
used in conjunction with a profit and loss 
statement.

The various methods in the field of data 
mining are generally characterized by the 
following traits:
j�Users will receive the required infor-

mation in an easy-to-understand form 
(e. g. a text or a chart). Alternatively, 
a program will further process this 
information.

j�Measures are given to evaluate the reli-
ability and certainty of the extracted 
knowledge.

j�The generated information is not trivial 
compared to the knowledge that users 
or the system already have.

j�The run time of the underlying algo-
rithm is acceptable. Depending on the 
number of data sets being searched, 
this response time should not exceed 
that of a low-level polynomial.

The significance of data mining has 
steadily increased since the �990’s. As the 
number and size of databases continue to 
boom, however, users are discovering that 
analyzing these immense volumes of data 
is a highly complex task. Since this often 
involves “mixed” data sets that contain 
nominal and metric attributes, even 
statistical approaches are only suitable 
to a certain degree. As a result, the gap 
between generating and understanding 
data volumes continues to grow.

Data mining has since evolved into an 
independent field of research in which 
intelligent data analysis methods attempt 
to “unearth the buried treasures from the 
mountains of raw data”. Users expect to 
gain a competitive advantage from this 
form of automated data preparation and 
analysis.

2 Usage scenarios

Data mining is widely used in a range 
of scientific disciplines and business 
scenarios. Some noteworthy examples 
include findings in the areas of database 
management, machine learning, Bayes-
ian inference, knowledge gain for expert 
systems, fuzzy logic, neural networks, and 
genetic algorithms.

Examples in everyday business scenar-
ios include database marketing for airlines, 
panel data research as well as the creation 
of customized trade publications based on 
subscriber data for hundreds of different 
user groups. Frawley and Piatetsky-Sha-
piro (Frawley et al. �99�) offer a detailed 
overview of further areas of usage.

Gross margin analysis is another inter-
esting field of research in data mining. 
With the help of modern cost accounting 
software, companies can perform multidi-
mensional analysis on individual income 
items. Fig. 2 lists a few sample questions 
related to this topic. Due to the numer-
ous reference objects (e. g. products, cus-
tomers, sales channels, regions) and the 
resulting number of objects that need to 
be examined, controllers require methods 
that automatically identify data patterns. 
In this case, these patterns are a combina-
tion of attribute values (e. g. “DIY stores” 
and “power drills” in Fig. 1) as well as mea-
sures (e. g. gross margin). A company that 
develops a data mining program must 
also consider the large volumes of data 
involved. Even in a midsize company, for 
example, it is common that several hun-
dred-thousand items flow into a monthly 
income statement.

Case Based Reasoning (CBR) is one 
interesting example of how data min-
ing and machine learning could work 
together. CBR components attempt to 
trace current questions to problems that 
have already been solved in the past. Help 
desks, which assist in clarifying the ques-
tions a customer has about purchased 
products, are one practical usage of this 
type of procedure. While some compa-

The Authors

Dr. Nicolas Bissantz
General Manager
Bissantz & Company GmbH
Nordring 98
90409 Nürnberg
Germany
nicolas.bissantz@bissantz.de

Dr. Jürgen Hagedorn
SAP AG
Hasso-Plattner-Ring 7
69190 Walldorf
Germany

This article is also available in German 
in print and via http://www.wirtschafts 
informatik.de: Bissantz N, Hagedorn J 
(2008) Data Mining (Datenmustererken-
nung). WIRTSCHAFTSINFORMATIK. 
doi: �0.�007/��576-008-0�08-z.



Business & Information Systems Engineering      1 | 2009 119

BISE – CATCHWORD

nies use help desks to support their tele-
phone hotlines, others give their custom-
ers direct access through a remote data 
transfer. Data mining can be very valu-
able in this context because it consolidates 
the information gathered in thousands of 
individual historical cases into key find-
ings. The advantage of this procedure is 
the shorter process of searching for prec-
edents which can be used to answer the 
current customer’s question.

3 Methods

There are many different types of methods 
to analyze and classify data. Some com-
mon methods include cluster analysis, 
Bayesian inference as well as inductive 
learning. Cluster analysis can be used 
based on numerical measures as well as in 
the form of conceptual clustering.

The structures of data mining systems 
are very different by nature. The following 
configuration, however, is very common:
j�The analysis method, which identifies 

and analyzes patterns, forms the core 
of the system.

j�The input can include components 
such as raw data, information from a 
data dictionary, knowledge of the usage 
scenario, or user entries to narrow the 
search process.

j�The output encompasses the found 
measures, rules or information which 
are presented to the user in an appro-
priate form, incorporated into the sys-
tem as new knowledge or integrated 
into an expert system.

Figure 3 shows an overview of the concept 
described above2.

3.1 Cluster analysis

Whether in its traditional form or as 
conceptual clustering, cluster analysis 
attempts to divide or combine a set num-
ber of objects into groups based on the 
proximity that exists among these objects. 
The clusters are grouped so that there are 
large similarities among the objects of a 
class as well as large dissimilarities among 
the objects of different classes.

3.1.1 Traditional cluster analysis

Regardless of the scaling level of the 
object variables, there are multiple ways 

�	 	Modified	figure	from	Frawley	et	al.	(�99�).

to measure the similarity and difference 
of the proximity. Basic examples include 
the Euclidean (i. e. the square root of the 
total squared difference) and Manhattan 
differences (i. e. the sum of the absolute 
differences of individual variables). In 
general, we can examine metric, nominal 
as well as mixed data sets by varying the 
proximity measure.

When objects have different types of 
attributes, for example, Kaufman and 
Rousseeuw recommend calculating a dif-
ference of 0 for the individual nominal 
attributes when the values are the same, 
and a difference of � when they are differ-
ent. In the case of metric variables, we first 
need to establish the difference among the 
object values. To standardize them we then 
divide them by the maximum difference. 
The result is a difference between 0 and 
�. We then calculate the total difference 
between two object vectors as the sum of 
the individual differences (Kaufman and 
Rousseeuw �990).

We can use this type of measure (eventu-
ally extended by the weight of an individ-
ual attribute) to cluster data sets in gross 
margin analysis. These contain nominal 
attributes (e. g. product, customer, region) 
as well as numerical measures (revenues or 
gross margin).

There is a general differentiation 
between the partitional and hierarchical 
classification methods. Simply put, parti-
tional methods try to iteratively minimize 
the heterogeneity of a given initial allot-
ment of objects into clusters. Hierarchical 
methods, which are practically significant, 
take a completely different approach. Ini-
tially, each object is located in its own clus-
ter. The objects, however, are then com-
bined successively so that only the small-
est level of homogeneity is lost in each step. 
We can easily present the resulting hierar-

chy of nested clusters in a so-called den-
drogram.

3.1.2 Conceptual clustering

As described above, traditional forms 
of cluster analysis can identify groups 
of similar objects but cannot describe 
these classes beyond a simple list of the 
individual objects. The objective of many 
usage scenarios, however, is to character-
ize the existing structures that are buried 
among the volumes of data. Instead of 
representing object classes through 
simply listing their objects, conceptual 
clusters intentionally describe them using 
terms which classify the individual objects 
through rules. A group of these rules 
forms a so-called concept.

A basic example of a concept is a pro-
gram that automatically and logically links 
individual attribute values. Advanced sys-
tems can even establish concepts and con-
cept hierarchies with classification rules.

The different concepts in partitional 
methods of conceptual clustering com-
pete with each other. Ultimately, we have 
to choose the clustering concept that best 
meets the performance criteria for a spe-
cific method. Some performance cri-
teria include the simplicity of the con-
cept (based on the number of attributes 
involved) or the discriminatory power (as 
the number of variables that have values 
do not overlap beyond the different object 
classes.)

Similar to traditional cluster analy-
sis, there are also hierarchical techniques 
that form classification trees in a top-
down approach. As described above, the 
best classification in terms of performance 
criteria will take place on each level of the 
tree. The process ends when no further 
improvement is possible from one tree 

If customer group = DIY store and artcle = HX7 power drill

then gross margin low = true with probability = .9

Fig. 1 Sample rule in gross margin analysis

• Do shrinking gross margins and growing sales show that some sales reps change their discount 
   policy?

• Which causes add to sales deviations and how strong are they? (price, volume, mix e�ects)

• Which combinations of products and customers produce negative gross margin?

Fig. 2 Sample issues in the field of gross margin analysis
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level to the next (Fisher and Langley �986; 
Stepp and Michalski �986).

Companies, for example, could use con-
ceptual clustering to classify their cus-
tomers. Assuming that the customer data 
records contain information on revenues, 
gross margin and the number of com-
plaints, a company could create the fol-
lowing model:
j�Top customers who together generate 

more than 50 % of total revenues will 
be classified as ‘A’ customers. (A clas-
sification can also be made for ‘B’ and 
‘C’ customers.)

j�If the marginal profit per unit sale is 
smaller than a certain threshold, the 
customer will be classified as one with 
a ‘low gross margin’.

j�If the number of complaints exceeds 
the 20 % average, the customer will 
be classified as one with a ‘high com-
plaint rate’.

j�Customers with a ‘low gross margin’ 
and ‘high complaint rate’ are particu-
larly ‘bad’.

If a company used the concept above to 
cluster ‘bad’ customers, it could help them 
decide if they should suspend shipments 
to certain customers due to their constant 
complaining.

3.2 Bayesian methods

Bayesian methods stem from Bayes’ 
famous theorem on conditional probabil-
ity. Simply stated, these methods attempt 
to change the classification to maximize 
the conditional probability that the group 

matches the actual data structure under 
the condition of the available data.

The underlying algorithms automati-
cally determine the respective number of 
object classes and calculate the probability 
with which the objects belong to classes. 
Unlike in other procedures, the objects 
are not strictly classified to a single class. 
Instead, we can calculate the objects to 
different groups with various probabil-
ities. In this approach, we assume that 
the individual clusters distinguish them-
selves through the probability distribu-
tions about the attributes of objects that 
are given through a model function and 
its parameter.

Bayesian methods are generally applied 
in one of two ways:

First, there is a pure classification 
application which contains all data in its 
entirety. In this case, we will determine 
the number of classes, the distribution 
parameters and the probability that the 
objects are affiliated to the classes (Chee-
seman et al. �990). However, we can also 
use these methods when the data is accu-
mulated over a period of time. In this 
case, we classify the objects in a prelim-
inary class structure in which the distri-
bution parameters were partially deter-
mined previously. Here too, we will only 
know the actual number of classes dur-
ing the dynamic classification process 
(Anderson and Matessa �990).

Let’s assume that in the customer clas-
sification example above the gross mar-

gin per unit sale and the complaint fre-
quency in the potentially available cus-
tomer groups could shift closer to the nor-
mal distribution. Bayesian methods would 
classify the individual customers with cer-
tain probability classes distinguished by 
means and standard deviations. In partic-
ular, companies should thoroughly exam-
ine customers that have a high probability 
of belonging to a class with below-average 
gross margin or revenues and above-aver-
age complaint rates.

3.3 Inductive learning

Let’s assume that there is a given set of 
objects (i. e. a training set) with a known 
class. Inductive learning attempts to define 
a rule that groups a new object based on its 
attribute into one of the existing classes. 
One common approach is to visualize the 
learned rules as a decision tree�. The leaves 
of the tree represent the classes while the 
main lower branches represent the tests 
that respectively check an attribute value. 
Each possible result of the test receives 
its own branch that, in turn, either leads 
into another branch or bears a leaf. The 
ID� algorithm, a well-known example of 
this approach, starts with a section of this 
training set. In just a few iterations we can 
build a tree from sets with up to �0,000 
objects and up to 50 attributes. ID� sub-
sequently classifies the remaining objects 
of the training set. If the classification is 
incorrect, the algorithm will restart with 
an extended section of the training set 
for the objects that have been incorrectly 
categorized (Quinlan �986).

Banks, for example, could use a method 
like this to build and maintain a profes-
sional system to check the credit rating of 
individual customers. If a training set con-
tains a large customer group with either 
a high or low credit rating, the algorithm 
can use rules to assess future loan applica-
tions which bank employees can process 
in the system.

4 Critical factors

The following section outlines some 
problems associated with data mining. In 
our opinion, these critical factors for suc-
cess will form the foundation for future 
research and development.

�	 	For	further	approaches	see	Quinlan	(�990).

Fig. 3 Framework
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4.1 Efficiency of algorithms

Regarding the efficiency of data mining 
algorithms, we should consider the fol-
lowing aspects.
j�Calculation times are a key factor. If 

the calculation times of algorithms 
grow faster than the linear dependency 
of the squared number of data records 
to be searched, we could assume that 
they would not be suitable for larger 
applications. We can improve calcula-
tion times by limiting the search area 
through user input or reducing the 
searched data volume through targeted 
(e. g. user-based) selection and com-
pression. Recent developments show 
that the calculation time of algorithms 
will become less relevant due to tech-
nical developments (e. g. faster proces-
sors, parallel computers).

j�The algorithms must be robust enough 
to deal with incomplete and/or flawed 
data. The problem here is that flawed 
data produces noticeable patterns. If a 
sales region had accidently forgotten 
to plan revenues for a series of articles, 
the system should diagnose extremely 
high budget-actual variances. The sys-
tem, however, should not present these 
types of statements as part of the nor-
mal analysis results but rather detect 
them in a plausibility check and report 
the incomplete sections in a separate 
report.

4.2 Expert knowledge

The rules that are identified through data 
mining methods must be interpreted. 
Interpreting this data, however, requires 
expert knowledge of the area where the 
data originated. There are many open 
questions as to which type of knowledge 
a person needs in order to help interpret 
the data.

We can debate to which extent the anal-
ysis process should be driven – or limited 
– by expert knowledge. After all, there is 
a negative connotation between finding 
“conventional” patterns (i. e. those that 
were already assumed) and ignoring new, 
unusual constellations. Some feel it is con-
troversial to use a data dictionary – which 
describes the attributes, their values, as 
well as the natural hierarchical relation-
ships between attributes and their val-
ues – as applied knowledge. Using this 
approach, companies could save regions, 
states, and districts alongside revenue and 

expense data in a profit and loss statement. 
In this case, the data dictionary would 
contain information that regions could 
be divided into states and that Franconia 
is part of Bavaria. Fig. 4 shows another 
example of a data dictionary.

4.3 Dealing with uncertainty

Most data patterns do not represent cer-
tain knowledge. Uncertainty results from 
faulty or incomplete data or from the fact 
that the available data do not represent 
a valid depiction of the real world. As a 
result, we need to be able to visualize this 
uncertainty in an appropriate manner. 
One common approach is to extend the 
found rules with statistical probability 
measures such as confidence intervals, 
standard variance or error measures.

4.4 Dealing with triviality

Regarding data mining, triviality occurs in 
different forms. Some examples include:
j�The statement is tautological (e. g. “all 

pregnant patients were female”.)
j�Multiple rules describe the same con-

text. (e. g. the statement “The Nurem-

berg sales district generated record rev-
enues” would be redundant when the 
statement “All sales districts in North-
ern Bavaria generated record revenues” 
is also true.

j�The statement refers to a single element 
of a random sample.

j�Users with expert knowledge have 
known this statement for some time.

j�A simple database query (e. g. sales sta-
tistics) could produce the same state-
ment.

Redundancy filters are one way to counter 
trivial statements. In this case, the ele-
ments being examined must have a partial 
order with clear parent-child-relation-
ships. Redundancy filters in this context 
are heuristic rules that apply for sections 
of the partial order. They indicate, for 
example: “When a statement applies for a 
parent, eliminate all statements that apply 
for the children (Hoschka and Klösgen 
�99�)”. As a result, a statement about an 
article group implies the same statements 
for a particular article – provided that 
the individual articles in the group have 
the same behavior. Fig. 5 illustrates an 
example of a partial order in gross margin 
analysis.

Fig. 5 Partial order

Fig. 4 Data dictionary: relationships between attributes and their values
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5 The future course 
of development

Hands-on experience shows that the 
developments in the field of database 
technologies are posing new challenges 
for data mining. Typical data mining 
methods, for example, are not capable of 
fully utilizing the potential of relational or 
object-oriented databases. Another very 
promising usage area appears to be analyz-
ing ever-growing multimedia databases.

Analyzing natural language texts could 
emerge as another practical usage of data 
mining in the more distant future. Com-
panies could also deploy applications that 
support the post-sales follow-up process. 
If a company processes a large number of 
complaint reports, it could then use data 
mining methods to create a special thesau-
rus. Employees, in turn, could use this the-
saurus and standardized templates to for-
malize these complaints so that others can 
analyze possible causes of the deficiencies 
using further data mining methods.

Another interesting area for further 
research is the development of adaptive 
systems. These systems automatically 
adapt their behavior in a self-parameter-
ization that is driven by past operations. 
We can use these, for example, to limit the 
detail of future searches if the run time has 
exceeded a certain threshold. Other ways 
to regulate the granularity of the analy-

sis include the number of delivered state-
ments or the users’ acceptance thereof.

Future research must also examine if it 
is possible to build a filter that is capable 
of differentiating trivial from non-trivial 
statements. One conceivable option would 
be to integrate the user in an incremental 
learning cycle. In this case, the data min-
ing identification method would still gen-
erate statements that are trivial or known 
to the user (assuming, of course, that the 
user does not want to limit the analysis too 
much through individual specifications). 
To ensure that the system does not contin-
uously present too many trivial statements, 
administrators could configure the system 
so that users are prompted to select which 
rules they found interesting. The remain-
ing trivial statements would then be saved 
and, ideally, summarized with the rules 
that were previously marked as not inter-
esting. The system could then process 
the ‘trivial’ statements into a special fil-
ter so that it would only present ‘non-triv-
ial’ statements in the future. In certain 
application areas, this process can be fur-
ther automated. If the user tends to gather 
further differentiating information to the 
interesting statements, for example, the 
system could automatically monitor and 
track this information. As a result, the pro-
gram could automatically determine how 
interesting the calculated statements are 
and present them as such.
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