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Algorithms for robot Learning from Demonstration (LfD)
seek to enable human users to expand the capabilities of
robots through interactive teaching instead of explicit pro-
gramming. This special issue includes a collection of arti-
cles that span some of the issues and challenges that arise
when LfD is done in the context of a social interaction with
a human partner.

The importance of designing algorithms and interactions
with non-expert end-users in the loop is highlighted in the
article by Suay et al. In one of the first comparative user
studies of its kind, non-experts used and evaluated three dif-
ferent learning by demonstration algorithms/interactions in
the same domain. Their results point out the non-trivial chal-
lenges that arise in getting learning input from a non-expert
human teacher.

One common problem domain tackled with Learning
from Demonstration is that of learning low-level motion
control policies to achieve some particular task or skill. Sev-
eral of the articles in this special issue are working in this
domain, touching on various important questions that come
to bare when this type of LfD is done in a social context with
a human teacher.

In their article, Grollman et al. address an important topic
for social LfD, learning from failed demonstrations. When
demonstrations are to come from naïve non-expert humans,
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it can be expected that not every demonstration will be suc-
cessful. Their experiments show that failure data does have
useful information for the learner, and can be used to dis-
cover ways to successfully achieve the target skill.

Akgun et al. similarly assume that the teacher is a naïve
user, and present a unified LfD framework that supports
three types of motion demonstration inputs—trajectory,
keyframe and hybrid—allowing users to have maximal flex-
ibility in teaching new skills. The paper presents techniques
for converting all demonstration inputs into a keyframe rep-
resentation, and the resulting Keyframe-based LfD system is
shown to perform on par with state of the art methods while
significantly broadening the range of user interactions.

Dong and Williams study an alternate variant of the
above problem, in which the robot learns a library of ac-
tivities from user demonstrations and uses it to recognize an
action performed by an operator in real time. The authors
contribute a novel probabilistic flow tube representation that
can intuitively capture a wide range of motions, a method
for identifying the relevant features of a motion, and ensur-
ing that the learned representation preserves these features in
new and unforeseen situations. Experimental results using a
robotic arm show a 49 % improvement over prior work in
recognition rate for varying environments.

The work of Mohammad and Nishida alternately as-
sumes that the task expert is not explicitly aware of their
role as a teacher at all. In their approach, the learner has to
take the initiative and decide for itself which of the observed
actions performed by the teacher should be learned. The au-
thors present a novel fluid imitation engine that enables the
learner to automatically segment and learn observed behav-
iors without the help of the demonstrator.

While still in the problem domain of learning low-level
skills, three of the issue’s articles look at mechanisms for al-
lowing humans to provide some high-level corrective feed-
back or advice to the learner in addition to demonstrations.
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Argall et al. look at allowing a human operator to give
advice and feedback on a learned policy during its execu-
tion using advice operators. This allows the operator to give
corrections to state action pairs during execution. Their im-
plementation and experiments in the domain of mobile robot
motion control demonstrate the utility of learning with this
kind of directed feedback versus simply giving more demon-
strations of the task.

The work of Tommaso et al. seeks to improve shared task
understanding between the robot and teacher by introduc-
ing an interactive active sensing interface for the assessment
of robot skills acquisition. The presented interface provides
a visually augmented operating space shared between the
learner and the teacher by graphically superimposing task
features onto the physical operating space. The resulting
system enables the user to incrementally visualize and as-
sess the learner’s state and, at the same time, focus on the
skill transfer without disrupting the continuity of the teach-
ing interaction.

Knox et al. seek to understand how people naturally teach
and to design learning algorithms that match, or even en-
hance, natural human tendencies. Their paper describes two
experiments that examine how differing conditions affect a
human teacher’s feedback frequency and the computational
agent’s learned performance. The results indicate that the
robot’s action selection may not only be limited to explo-
ration or policy exploitation, but could also be designed to
indirectly, and subconsciously, alter the behavior of the hu-
man teacher.

In a different kind of high-level feedback, Mercili et al.
look at the scenario of a human demonstrator providing
feedback to a robot learning motion control tasks (e.g., walk-
ing). Their novel twist is in using the human to learn a policy
of when to pay attention to what. Through interaction with
the user, the agent learns the appropriate resolution of state
to use at various points in the task in order to represent the
optimal action in that state.

A second class of problem domain that is tackled by LfD
researchers is learning high-level tasks as opposed to low-
level motor skills. This approach is represented in the article

by Jakel et al., where they learn task models for dexterous
manipulation tasks from observing human demonstrations.
The learned task models use a feature space of automatically
generated contact constraints which are used by a planning
algorithm when it comes time to execute the learned task.

All of the above articles address the situation of a single
user interacting with a single robot in a co-located space.
However, the article by Osentoski et al. envisions a future
of remote experimentation with robots learning from any
human on the web. Their article details the design and im-
plementation of the PR2 Remote Lab that was used in the
AAAI 2011 Learning by Demonstration challenge. The ex-
perience of the teams that used the remote lab during this
event points out the important challenge problems for the
future of robot learning in “the cloud”.

In conclusion, this special issue presents a broad cross-
section of Learning from Demonstration research, particu-
larly as it relates to social robotics. Presented approaches
range from low level motion planning to high level tasks,
and highlight the intricate role that human users play in
this robot learning paradigm. The diversity of articles un-
derscores the breadth of research questions posed by learn-
ing through social interaction with everyday humans, as well
as the many challenges we face in broadening the range of
interactions between robots and naïve users.
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