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Abstract Recent advances in commodity high-perfor-

mance computing technology have dramatically reduced

the computational cost for solving the seismic wave equa-

tion in complex earth structure models. As a consequence,

wave-equation-based seismic tomography techniques are

being actively developed and gradually adopted in routine

subsurface seismic imaging practices. Wave-equation tra-

vel-time tomography is a seismic tomography technique

that inverts cross-correlation travel-time misfits using full-

wave Fréchet kernels computed by solving the wave

equation. This technique can be implemented very effi-

ciently using the adjoint method, in which the misfits are

back-propagated from the receivers (i.e., seismometers) to

produce the adjoint wave-field and the interaction between

the adjoint wave-field and the forward wave-field from the

seismic source gives the gradient of the objective function.

Once the gradient is available, a gradient-based optimiza-

tion algorithm can then be adopted to produce an optimal

earth structure model that minimizes the objective function.

This methodology is conceptually straightforward, but its

implementation in practical situations is highly complex,

error-prone and computationally demanding. In this study,

we demonstrate the feasibility of automating wave-equation

travel-time tomography based on the adjoint method using

Kepler, an open-source software package for designing,

managing and executing scientific workflows. The

workflow technology allows us to abstract away much of

the complexity involved in the implementation in a manner

that is both robust and scalable. Our automated adjoint

wave-equation travel-time tomography package has been

successfully applied on a real active-source seismic dataset.

Keywords Adjoint tomography � Scientific

workflow � Seismic inversion � Kepler

1 Introduction

Seismic waves generated by natural earthquakes or man-

made seismic sources and recorded by modern digital

seismometers carry important information about the inter-

nal geological structure of the Earth. Seismic tomography,

an imaging technique that resembles the CT scan used for

imaging the human body, has been the most important tool

for imaging the deep structure of the Earth’s interior using

seismic waves.

The propagation of seismic waves inside the Earth is

governed by the elastodynamic equation. Conventional ray-

theoretic seismic tomography techniques are based on the

Eikonal equation, which is a high-frequency approximation

of the elastodynamic equation. The resolution of ray-theo-

retic methods is inherently limited to the size of the first

Fresnel zone due to the high-frequency approximation

adopted in its formulation. Another class of tomography

techniques known as the ‘‘wave-equation’’ methods is based

directly on the elastodynamic equation itself. This type of

wave-equation tomography techniques has the potential to

substantially improve the resolution and the accuracy of the

tomographic images of the Earth’s interior.

The theoretical foundation of wave-equation tomography

techniques was laid out more than two decades ago based on
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the adjoint state method (e.g., Bamberger et al. 1982; Tar-

antola 1984, 1988). Nevertheless, the wide adoption of the

wave-equation methodology in routine seismic tomography

practices has been faced with two major obstacles. Wave-

equation tomography often requires numerical solutions of the

elastodynamic equation (forward and adjoint), which can be

computationally demanding, especially for three-dimensional

problems. The procedure for wave-equation tomography

techniques can be relatively complex and error-prone com-

pared with conventional ray-theoretic tomography tech-

niques. In this article, we explore the possibility of completely

automating a particular wave-equation tomography tech-

nique, the wave-equation travel-time tomography, using sci-

entific workflow based on Kepler, an open-source software

package for designing, managing, and executing scientific

workflows. Kepler allows us to encapsulate complex proce-

dures, which often involve running multiple computationally

intensive Fortran and/or C/C?? codes, into simple modules

with clearly defined interfaces. It also provides a unified

interface for harnessing different types of computational

resources located on local computer clusters and/or remote

computing service centers. By liberating users from the

repetitive tasks of designing, managing, and monitoring large-

scale parallel calculations, we expect that our workflow

implementation will allow seismic tomography practitioners

to focus more on the scientific application rather than data and

process management and eventually accelerate the wide

adoption of wave-equation-based tomography techniques.

2 Wave-equation travel-time tomography based

on the adjoint method

The term ‘‘wave-equation travel-time inversion’’ was

introduced to the seismic tomography community in the

seminal paper of Luo and Schuster (1991). In that paper,

cross-correlation travel-time misfits between observed

waveforms and the corresponding synthetic waveforms

computed using a reference earth structure model were

inverted using the adjoint method. The finite-difference

solution of the 2D acoustic wave equation was used to carry

out both the forward simulations from the seismic sources to

the receivers and the adjoint simulations from the receivers.

We briefly summarize some of the important mathematical

formulas in the following. The notation we adopt here fol-

lows that in Chen et al. (2007), which is slightly more

general than that in Luo and Schuster (1991) and is appli-

cable to both acoustic and elastic wave equations in 3D.

We begin our formulation with the definition of a misfit

measurement, indexed by n, that measures the misfit

between the i-th component observed seismogram �ui
sðxr; tÞ

and the corresponding model-predicted (i.e., synthetic)

seismogram ui
sðxr; tÞ,

di
srn ¼ Dn �ui

sðxr; tÞ; ui
sðxr; tÞ

� �
; ð1Þ

where s and r are indexes used to reference the different

sources and receivers in a dataset. We assume that the

misfit measurement operator Dn is constructed to satisfy

Dn ui
sðxr; tÞ; ui

sðxr; tÞ
� �

¼ 0: ð2Þ

The measurement process generally involves nonlinear

operations both on the observed seismograms and on the

corresponding synthetics. The first-order Fréchet derivative of

the misfit measurement di
srn with respect to the synthetic

waveform ui
sðxr; tÞ can be expressed using an integral equation,

ddi
srn ¼

Z T

0

dtJi
srnðtÞdui

sðxr; tÞ; ð3Þ

where the integration kernel Ji
srnðtÞ is termed the

‘‘seismogram perturbation kernel’’ (Chen et al. 2007) and

the time interval [0, T] is the length of the complete

synthetic seismogram. Equation (3) thereby provides a

linear relation between the perturbation of the waveform

and the perturbation of the misfit measurement. Examples

of the misfit measurement operator Dn and the

corresponding seismogram perturbation kernel Ji
srnðtÞ are

given in Chen et al. (2007). The seismogram perturbation

kernel for broadband cross-correlation travel-time misfit

measurement is proportional to the synthetic velocity (e.g.,

Luo and Schuster 1991; Zhao and Jordan 1998), i.e.,

Ji
srnðtÞ ¼ �

otu
i
sðxr; tÞ Hðt � tnÞ � Hðt � t0nÞ

� �

R t0n
tn

dtjotui
sðxr; tÞj2

; ð4Þ

where H(t) is the Heaviside function, tn; t0n
� �

is the time

window that isolates the target seismic phase used for

making the misfit measurement. The first-order Fréchet

derivative of the waveform with respect to the earth

structure model is given by the first-order term in the Born

series (Dahlen and Tromp 1998; Zhao et al. 2000),

dui
s xr; tð Þ ¼ �

Z
dVðxÞ

Z
ds

X

j

Gij xr; t � s; xð Þo2
su j

s x; sð ÞdqðxÞ
"

þ
X

jklm

okGij xr; t � s; xð Þolu
m
s x; sð ÞdcjklmðxÞ

#

;

ð5Þ

where ok is the partial derivative with respect to xk and os is

the partial derivative with respect to s, G is the Green’s

tensor, and dqðxÞ and dcjklmðxÞ are perturbations to the

mass density and the elastic moduli.

We consider an objective function defined as the

following
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v ¼ 1

2

XNs

s¼1

XNr

r¼1

X

i;n

di
srn

�� ��2; ð6Þ

where Ns and Nr are the total number of seismic sources

and receivers involved in a dataset. The objective function

defined here actually is the inner product of the misfit

vector with itself. This inner product can also be weighted

using a data covariance matrix, which we omit here for

notational simplicity. The first-order Fréchet derivative of

the objective function with respect to the earth structure

model, i.e., the mass density and the elastic moduli, can

then be expressed as an integral equation, i.e.,

dv ¼
X

srin

di
srnddi

srn ¼
X

srin

di
srn

Z T

0

dtJi
srnðtÞdui

sðxr; tÞ

¼
Z

dVðxÞKq
vðxÞdqðxÞ

þ
X

jklm

Z
dVðxÞKcjklm

v ðxÞdcjklmðxÞ; ð7Þ

where the integration kernels Kq
vðxÞ and K

cjklm
v ðxÞ give the

exact gradients of the objective function v with respect to

the earth structure model. Considering Eq. (5) and the

reciprocity principle (Aki and Richards 2002),

Gij xr; t � s; xð Þ ¼ Gji x; t � s; xrð Þ; ð8Þ

the gradients of the objective function with respect to mass

density and elastic moduli can then be expressed as

Kq
vðxÞ ¼ �

X

srin

Z
dt

Z
dsdi

srnJi
srnðtÞ

X

j

Gji x; t � s; xrð Þo2
su j

s x; sð Þ;
ð9Þ

Kcjklm

v ðxÞ ¼ �
X

srin

Z
dt

Z
dsdi

srnJi
srnðtÞok

Gji x; t � s; xrð Þolu
m
s x; sð Þ:

ð10Þ

At this point, there are two physically equivalent but

computationally different (Chen et al. 2007) approaches to

proceed. The scattering-integral (SI) method (e.g., Zhao

et al. 2005) is based on explicitly calculating and storing

the receiver Green’s tensors (RGTs) Gji x; t � s; xrð Þfor

every receiver used in a dataset. The SI method allows

construction of not only the gradient of the objective

function, but also its Hessian (i.e., the second-order

derivative of the objective function with respect to the

earth structure model), so that the Gauss–Newton

algorithm can be adopted to minimize the objective

function. The availability of RGTs also allows rapid

inversion of seismic source parameters by using the

reciprocity principle (e.g., Zhao et al. 2006; Lee et al.

2011). The disadvantage of the SI method is that the disk

space needed for storing the RGTs is quite large, especially

when the number of receivers used in a dataset is large. The

adjoint method (e.g., Tarantola 1988; Tromp et al. 2005;

Chen 2011; Liu and Gu 2012) does not allow explicit

construction of the full Hessian but it only requires a very

small amount of disk spaces. In the adjoint method, the

adjoint wave-field for seismic source s can be expressed as,

u j
s

� �y
x; sð Þ ¼

Z
dt
X

rin

Gji x; s � t; xrð ÞJi
srnð�tÞdi

srn: ð11Þ

This adjoint wave-field can be constructed without

explicitly computing the receiver Green’s tensor. In fact, if

we solve the adjoint wave equation, which turns out to be

identical to the forward wave equation under certain

circumstances (e.g., Tarantola 1988), using the adjoint

source field, which is defined as

f i
s

� �y
x; tð Þ ¼

X

rn

Ji
srnð�tÞdi

srnd x � xrð Þ; ð12Þ

the result is identical to the adjoint wave-field as expressed

in Eq. (11). The adjoint source field is obtained by placing

the time-reversed and misfit-weighted seismogram

perturbation kernels at the receiver locations. Once the

adjoint wave-field for the source s is obtain, the source-

specific kernels can be computed as

sK
q
v ðxÞ ¼ �

Z
ds

X

j

o2
su j

s x; sð Þ u j
s

� �y
x;�sð Þ

¼ �
Z

ds
X

j

osu
j
s x; sð Þos u j

s

� �y
x;�sð Þ; ð13Þ

sK
cjklm

v ðxÞ ¼ �
Z

dsolu
m
s x; sð Þok u j

s

� �y
x;�sð Þ: ð14Þ

The gradients of the objective function can be obtained

by summing the source-specific kernels over all sources

used in a dataset,

Kq
vðxÞ ¼

XNs

s¼1

sK
q
vðxÞ; ð15Þ

Kcjklm

v ðxÞ ¼
XNs

s¼1

sK
cjklm

v ðxÞ: ð16Þ

In practice, the gradients computed in Eqs. (15) and (16)

are smoothed using a model covariance operator (e.g., Tape

et al. 2010; Fichtner et al. 2009; Chen 2011) before used in

a conjugate-gradient algorithm or any other types of

gradient-based optimization algorithms to minimize the

objective function.

The gradients, Kq
vðxÞ and K

cjklm
v ðxÞ, are functions of space

x and can be discretized on a spatial mesh. We denote the

discretized and smoothed gradients as column vectors Kq

and Kcjklm : The gradient vectors for different types of model
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parameters can be concatenated into a single column vec-

tor, which we denote as K. In a typical conjugate-gradient

algorithm, the descent direction at the current iteration (i.e.,

iteration k), which we denote as Pk, is computed from the

descent direction at the previous iteration Pk-1 and the

gradient of the current iteration Kk as

Pk ¼ �Kk þ bkPk�1; ð17Þ

where bk is a scalar computed from the gradients of the

previous and current iterations. There are a variety of formulas

for computing bk (Press et al. 1992). One of the most widely

used formulas, the Fletcher–Reeves’ formula (Press et al.

1992), which is also used in our implementation, is

bk ¼
KT

k Kk

KT
k�1Kk�1

; ð18Þ

where superscript T represents the transpose. Once the

descent direction is obtained, a line search is performed to

find the optimal step length ak to walk in the descent

direction. In practice, a quadratic interpolation is sufficient

for finding the optimal step length. Once the line search is

completed, the earth structure model vector m can be

updated to the next iteration,

mkþ1 ¼ mk þ akPk; ð19Þ

and the algorithm proceeds until a pre-specified conver-

gence criterion is met.

3 Scientific workflows

Advancements in computing technology have significantly

reduced the cost for numerical simulations of natural sys-

tems, including those involved in seismic wave propaga-

tions. With the new opportunities for scientists also come

new challenges, which involve managing the ever-

increasing, large volume of data generated by the simula-

tions and the constantly evolving, highly complex com-

putational environments provided by modern computer

clusters, the distributed Grid and the Cloud computational

platforms. Scientific workflows aim to address many of the

challenges by providing a formal description of a process

for accomplishing a scientific objective using abstract tasks

and their interdependencies.

Kepler is one of the free software packages for design-

ing, managing, and executing scientific workflows. It is

built on top of the mature Ptolemy II platform, which is an

open-source software framework for heterogeneous, con-

current modeling and design. Unlike many other workflow

management systems, Kepler separates the structure of the

workflow model from its model of computation (MoC, see

below) and allows different MoCs to be bound to the same

workflow graph. It also supports hierarchy in workflows

and allows nested workflows, which enables workflow

designers to build reusable, modular sub-workflows.

A workflow can be considered as a directed graph W with

its nodes representing actors (i.e., tasks and workflow steps)

and its directed edges representing the connections among

actors. We can associate a set of parameters p, an input data

state x and an output data state y with the workflow W. The

model of computation (MoC) M describes how to execute a

parameterized workflow Wp on x to uniquely determine the

output y, i.e., y ¼ M Wp xð Þ
� �

. An actor can contain a col-

lection of other actors. This type of actors is called composite

actors. An entire workflow can be encapsulated into a

composite actor, which can be included as a component

within a larger workflow. A nested workflow can become a

reusable component and a collection of well-designed reus-

able components can significantly reduce the amount effort

for building a wide range of workflows. Kepler provides a

collection of pre-defined commonly used set of MoCs, which

are called directors. In a nested workflow, it is possible to

have different directors at different levels. A sub-workflow

(i.e., a composite actor) that inherits the director from the

upper level is called a transparent composite; A sub-work-

flow that has its own director is called an opaque composite.

The directors that were used in implementing our adjoint

wave-equation travel-time tomography workflow are the

Synchronous Dataflow (SDF) and the Dynamic Dataflow

(DDF). The SDF director is used where the workflow exe-

cution can be synchronous, with processing occurring one

component at a time in a pre-determined sequence. The DDF

director is used when there are looping and/or branching

structures in the workflow.

3.1 The composite actor for managing simulation jobs

We build our workflow for the adjoint wave-equation tra-

vel-time tomography using a ‘‘bottom-up’’ approach and

start with the most elementary sub-workflow for submitting

and monitoring the execution status of wave-propagation

simulation jobs. On a computer cluster that is shared by

many users, the execution of a parallel program is usually

handled by a job manager. The user requests for compu-

tational resources for executing a parallel program by

submitting a job script to the job manager. The job man-

ager then places the job in a queue, together with the jobs

submitted by other users. When the resources needed for

executing a job become available, the job manager allo-

cates those resources for the job and starts its execution.

When the job finishes, the job writes out a log file reporting

the status of the execution.

In our implementation, the 3D elastic wave equation is

solved using an MPI-parallelized 4th-order staggered-grid
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finite-difference code (Olsen 1994). To prepare, submit,

and monitor the status of our parallel job, we built a

composite actor named ‘‘SimJob,’’ which uses Kepler’s

DDF director and pre-defined actors: ‘‘JobManager,’’

‘‘JobCreator,’’ ‘‘JobSubmitter,’’ and ‘‘JobStatus.’’ A dia-

gram of our composite actor ‘‘SimJob’’ is shown in Fig. 1.

Kepler is capable of interfacing with different types of

cluster job managers. The internal actor ‘‘JobManager’’

allows users to select the specific type of job manager that

is used on the cluster. The internal actor ‘‘JobCreator’’

prepares for the working directory on the cluster’s file

system and generates the job script using the name of the

parallel program provided by the user and in a format

conforming to the job manager selected by the ‘‘JobMan-

ager’’ actor. The internal actor ‘‘JobSubmitter’’ simply

submits the job script to the job manager and records the

status of the job submission process. If it is not successful,

the actor can throw an exception based on the user’s

preference. After the job is successfully submitted, the

internal actor ‘‘JobStatus’’ can be used in a loop to con-

stantly check the status of the job. If the job is not finished,

it will idle for 60 s and check the status again. If the job is

finished, the ‘‘CheckOutput’’ actor, which is actually a

modified version of the ‘‘ExternalExecution’’ actor

provided by Kepler, will launch a script that checks the

output from the finite-difference code. Under normal cir-

cumstances, the finite-difference code should generate a set

of binary files containing the space–time volume of either

the forward wave-field or the adjoint wave-field, depending

upon the source used in the simulation. Under some rare

circumstances, the normal execution of the finite-difference

code can be interrupted due to hardware failure, network

problems, or some other reasons and some of the binary

output files may not be generated or can become corrupted.

The script simply checks the total number of the binary

output files and the size of each file. If they do not match

exactly with the expected values, it will clean up the work

directory and the workflow will go back to re-create and re-

submit the job. If after 3 trials the problem still exists, the

workflow will abort. If all the output files are correctly

generated, the workflow will come to the end and finish.

3.2 The composite actor for computing source-specific

kernels

As shown in Eqs. (13) and (14), the calculation of the

source-specific kernels sK
q
v ðxÞ and sK

cjklm
v ðxÞ for source

s requires the velocity (i.e., temporal derivative of dis-

placement) and strain (i.e., spatial derivative of displace-

ment) fields of the forward and the adjoint wave-fields.

These velocity and strain fields are contained in the binary

output files generated by the finite-difference wave-prop-

agation simulations. To calculate the adjoint wave-field, we

Fig. 1 The composite actor ‘‘SimJob’’ and the workflow contained

inside it. In this and the following two figures, boxes with rounded

corners are normal Kepler actors and boxes with rectangular corners

are either data objects or Kepler expression actors, which evaluate

mathematical and logical expressions. The arrows connecting the

actors are used loosely to indicate both the execution order and the

flow of data items (tokens). Here we did not use the exact Kepler

workflow diagram, which not only has a more rigorous format but

also requires a more in-depth understanding of the Kepler system

Fig. 2 The composite actor ‘‘SrcKer’’ and the workflow inside it. We

note that the output files generated by ‘‘SimJob_FW’’ are used both

by the ‘‘SimJob_Misfit’’ actor and the ‘‘SimJob_Ker’’ actor; therefore,

in the diagram we drew an arrow from ‘‘SimJob_FW’’ to ‘‘Sim-

Job_Ker.’’ The ‘‘Observed Seismograms’’ box is a data object used as

an input to the ‘‘SimJob_Misfit’’
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need the adjoint source field as defined in Eq. (12), which

requires all the cross-correlation travel-time misfit mea-

surements and their corresponding seismogram perturba-

tion kernels, as defined in Eq. (4), for source s. To calculate

the misfit measurements and their seismogram perturbation

kernels, we need access to the forward velocity wave-field

from the source s, which is also generated by the finite-

difference wave-propagation simulation for source s. We

construct a composite actor named ‘‘SrcKer’’ for all the

operations needed for the calculation of the source-specific

kernels. We use the SDF director for this composite actor

and the composite actor ‘‘SimJob’’ constructed in the pre-

vious section to submit and manage parallel jobs. Figure 2

shows a diagram of the workflow inside the ‘‘SrcKer’’

composite actor.

The workflow starts by the ‘‘SimJob_FW’’ actor that

submits and manages the job for the finite-difference cal-

culation of the forward wave-field. This actor is adapted

from the generic ‘‘SimJob’’ actor constructed in the pre-

vious section by setting the parallel executable to be the

finite-difference wave-propagation simulation code and the

input source field to the one specified by the source

parameters of the seismic source s. As shown in the pre-

vious section, the workflow inside the ‘‘SimJob_FW’’

composite actor will ensure that the finite-difference sim-

ulation finishes correctly and produces the correct output

files, which will be needed by the next actor ‘‘Sim-

Job_Misfit.’’ The ‘‘SimJob_Misfit’’ actor is adapted from

the ‘‘SimJob’’ actor by setting the parallel executable to be

an MPI-parallelized C?? code for making broadband

cross-correlation travel-time misfit measurements and

generating the corresponding seismogram perturbation

kernels according to Eq. (4). The parallel misfit measure-

ment code takes two sets of input files: the synthetic seis-

mograms generated by the forward finite-difference

simulation completed by the previous actor ‘‘SimJob_FW’’

and the observed seismograms for source s. The time

windows tn; t0n
� �

needed for making the misfit measurement

had been picked and stored in the header fields of the

observed seismograms. The corresponding time window on

the synthetic seismogram was re-picked automatically in

each iteration. These time windows were used as input for

the ‘‘SimJob_Misfit’’ actor. The output of this actor is the

adjoint source field as defined in Eq. (12) and is used as

input for the ‘‘SimJob_AW’’ actor, which performs the

finite-difference simulation using the adjoint source field

and generates the adjoint velocity and strain wave-fields.

SimJob_Misfit also calculates the objective function using

the misfit measurement made on each seismogram. The

calculation of the source-specific kernels is performed by

the ‘‘SimJob_Ker’’ actor, which is adapted from the

‘‘SimJob’’ actor by setting the executable to be an MPI-

parallelized Fortran code that implements Eqs. (13) and

(14). This parallel Fortran code reads the forward velocity

and strain wave-fields generated by the ‘‘SimJob_FW’’

actor and the adjoint velocity and strain wave-fields gen-

erated by the ‘‘SimJob_AW’’ actor, reverses the temporal

axis of the adjoint fields, and calculates the zero-lag tem-

poral correlation between the forward and the time-

reversed adjoint fields on every spatial grid point. The

output of this actor is a set of binary files storing the

source-specific kernels on the spatial mesh used in the

finite-difference wave-propagation simulations. Once the

calculation of the source-specific kernels for the source s is

completed, the ‘‘CleanUp_Wav’’ actor, which is adapted

from Kepler’s ‘‘ExternalExecution’’ actor, launches a script

that deletes all the forward and adjoint velocity and strain

fields from the disk.

3.3 The top-level workflow

The top-level workflow handles the conjugate-gradient

iterations and we denote the iteration number as k. Within

each conjugate-gradient iteration, we need to iterate the

‘‘SrcKer’’ composite actor Ns times with each iteration

using a different source index s. Once the source-specific

kernels are completed for all sources in the dataset, the

gradients of the objective function, Kq
vðxÞ and K

cjklm
v ðxÞ, can

be computed by simply summing all the source-specific

kernels according to Eqs. (15) and (16). The gradients can

then be smoothed using different techniques. In our

implementation, we used a simple spatial averaging oper-

ator. In the conjugate-gradient algorithm, the descent

direction is a linear combination of the gradient and the

descent direction of the previous iteration as shown in

Eq. (17). We first compute the coefficient bk using Eq. (18)

and then compute the descent direction Pk using Eq. (17).

Once the descent direction is obtained, a line search for

determining the optimal step length ak in the descent

direction needs to be performed.

Once the descent direction is fixed at Pk, the objective

function can be considered as a function of only one

independent variable, which is the step length a. At a = 0,

we already know the value of the objective function, which

is simply a summation of the squared misfit measurements

for all sources, and its derivative with respect to a, which is

the inner product between the gradient of the objective

function v and the descent direction, i.e.,

dv mk þ aPkð Þ=da ¼ rmv � Pk ¼ Kk � Pk. To perform a

quadratic interpolation, we need the value of the objective

function at a different a. In our implementation, the trial

step length can be adjusted by the user. For instance, we

can compute the value of the objective function at a = 1,

which requires a forward finite-difference simulation for
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every source in the dataset using the earth structure model

mk ? Pk. Once we have the values for v(0), v(1), and the

derivative dv/da at a = 0, we can fit the function v(a) with

a 2nd-order polynomial of a and the location of the mini-

mum of this polynomial is chosen to be the optimal step

length ak. Once the optimal step length is obtained, the

earth structure model is updated using Eq. (19).

A diagram for the top-level workflow is shown in Fig. 3.

Kepler provides the ‘‘Ramp’’ actor for controlling itera-

tions. This actor keeps track of the iterations and incre-

ments its index every time an iteration is completed. We

use the actor ‘‘Ramp_k’’ to control the outermost conju-

gate-gradient iteration with the iteration index k. The actor

‘‘Ramp_s’’ is used for controlling the iterations over the

source index s, which increases from 1 to Ns. For every

iteration, the composite actor ‘‘SrcKer’’ is executed with a

different s. Once the source-specific kernels for all sources

are completed (i.e., the iterations of ‘‘Ramp_s’’ are all

finished), the actor ‘‘SimJob_Ker_sum’’ performs a sum-

mation of all source-specific kernels. This actor is adapted

from the generic ‘‘SimJob’’ actor by setting the executable

to be a parallel Fortran code, which sums all the source-

specific kernels to produce the gradients and performs a

simple spatial averaging to smooth the gradients. The actor

‘‘SimJob_Descent’’ is also adapted from the ‘‘SimJob’’

actor, with the executable set to be a parallel Fortan code

that computes the descent direction Pk using Eqs. (17) and

(18). It takes the smoothed gradients generated by

‘‘SimJob_Ker_sum’’ and the smoothed gradients and the

descent direction from the previous iteration as input and

generates the descent direction for the current iteration.

The ‘‘LineSearch’’ actor is a composite actor, within which

there is a loop over the source index s. Within each itera-

tion, a ‘‘SimJob_FW’’ and a ‘‘SimJob_Misfit’’ are per-

formed using the earth structure model mk ? Pk, where Pk

has been generated by ‘‘SimJob_Descent.’’ The misfits for

all sources are then summed to calculate the value of the

objective function v(1). Once v(1) is obtained, the optimal

step length ak is computed using the quadratic interpola-

tion. The actor ‘‘SimJob_Update’’ simply computes the

updated earth structure model using the current descent

direction, the optimal step length, and the current earth

structure model. At this point, a convergence criterion,

which is based on the norm of the model perturbation (i.e.,

akPkk k) and the estimated reduction of the objective

function, is tested. If the convergence criterion is met, the

top-level workflow terminates, otherwise more iterations in

‘‘Ramp_k’’ are executed.

4 An example application

The observed seismograms are from an active-source

seismic survey at an undisclosed location in central

Nevada, the United States. The region is dominated by

typical Basin and Range geology with range fronts next to

large valleys. The extension and crustal stretching produce

large normal faults extending deep in the crust. Under

favorable conditions, these deep fault structures can act as

conduits for migration of geothermal fluids. The objective

of the seismic survey is to image the fault structures that

are often buried and do not have surface expressions. An

initial velocity model is obtained using the travel-times of

the first-arriving P-waves through wave-equation travel-

time tomography based on the adjoint method. This initial

velocity model is then used in depth migration to map

detailed subsurface fault structures. The seismic line is

about 5.36 km long. Eighty inline dynamite shots with

220-feet (67.1 m) spacing were recorded by the full spread

of 160 110-feet-spaced (33.55 m) receivers.

The modeling volume, which is about 6 km long, 1 km

wide, and 3.4 km deep with its length parallel to the seis-

mic line and its width perpendicular to the seismic line, is

discretized into a uniform mesh with 5.6-m grid-spacing,

which results in about 122 million grid points. The syn-

thetic seismograms were computed for 3.5 s with a sam-

pling interval of 0.00046 s and have a dominant frequency

at around 20 Hz. Both the synthetic and the observed

seismograms were band-pass filtered using a 4th-order

Butterworth filter with corner frequencies at 1 Hz and

20 Hz. Each finite-difference wave-propagation simulation

Fig. 3 The top-level workflow and the components inside it. It

contains the outside conjugate-gradient loop controlled by ‘‘Ramp_k’’

and an inside loop over source index s controlled by ‘‘Ramp_s.’’ The

‘‘LineSearch’’ actor is a composite actor with a nested loop over

source index s embedded in it
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uses 2,048 computing cores and takes around 15 min on an

IBM Blue Gene/P supercomputer. Without any spatial and

temporal decimation, the disk space needed for storing the

spatial–temporal volumes of the forward and adjoint strain

fields is about 10 TB per shot. Since these strain fields were

deleted by the ‘‘CleanUp_Wav’’ actor immediately after

the source-specific kernels were obtained, the maximum

amount of disk space used by the whole calculation never

exceeded around 10 TB. The amount of disk space needed

for the calculation can be further reduced by introducing

some spatial–temporal decimation or using more sophisti-

cated data compression algorithms. A one-dimensional

seismic velocity model with P-wave speed increasing

smoothly with depth is used as the starting model. A cross

section of the starting model along the seismic survey line

is shown in Fig. 4a. Synthetic seismograms are computed

in the reference seismic velocity model using the finite-

difference method, and cross-correlation travel-time shifts

between the observed and synthetic first-arriving P-waves

are measured. The cross-correlation time-windows were

automatically determined to be from the first-arrival picks

to 0.05 s after. The first-arrival picks were provided to us

with the observed seismograms. In each iteration, the

synthetic seismograms and the cross-correlation travel-time

measurements were re-computed for the reference seismic

velocity model of the current iteration. Each iteration

requires 4 simulations per shot, which amounts to around

0.164 million core-hours. After 21 iterations (around 3.4

million core-hours) the objective function reduced about

98 % and the P-wave velocity model is shown in Fig. 4c.

Due to the high sampling density of this particular dataset,

we did not apply any spatial smoothing to the gradients

during each iteration, which causes the rapid variation

close to the surface in the inverted velocity model. This

problem can be removed by applying some spatial

smoothing to the gradients. The maximum P-wave velocity

Fig. 4 An example of adjoint wave-equation travel-time tomography for a seismic line in central Nevada, the United States. a A cross section

view of the P-velocity of the 1D starting model. The color bar indicates the range of the P-velocity. The seismic velocities increase smoothly

with depth. b A histogram of the first-arrival travel-time misfit measurements for the starting model. The objective function for the starting model

is v = 70.2 (s2). c A cross section view of the P-velocity after 21 iterations of the adjoint method. d A histogram of the first-arrival travel-time

misfit measurements for the improved model. The objective function for this model is v = 1.4 (s2)
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perturbation relative to the starting model is more than

65 %. Histograms of the travel-time misfits for the starting

model and for the final model are shown in Fig. 4b, d. This

example demonstrates that through multiple iterations, the

adjoint method can effectively account for the nonlinearity

in travel-time tomography.

5 Discussion and conclusions

In this study, we have successfully automated the wave-

equation travel-time tomography based on the adjoint

method using the ‘‘Kepler’’ scientific workflow package.

We gave a brief summary about the adjoint method and its

application on wave-equation travel-time tomography. The

complete calculation process can be organized into dif-

ferent components, which can then be encapsulated using

Kepler actors. Composite actors were used to encapsulate

nested workflows. Different types of Kepler directors were

used to coordinate the actions of different actors at dif-

ferent levels. We also demonstrated the capability of our

automated wave-equation travel-time tomography package

using a real active-source dataset collected in central

Nevada, US. In this example, only first-arriving P-waves

were used in the inversion because of the simplicity in

windowing the first-arriving P-waves from the seismo-

grams. Our package is also applicable to any seismic

phases on the seismograms once a more sophisticated

automatic waveform selection algorithm (e.g., Lee and

Chen 2013) is integrated into our package.

In addition to providing automation for complex scien-

tific calculations, Kepler and some other scientific work-

flow software packages can also help to optimize the

calculation process by exposing and exploiting various

forms of parallelism inherent in data-driven applications.

For example, in our application the calculation of source-

specific kernels for different sources can be carried out in

parallel on multiple computer clusters, as the source-spe-

cific kernels are independent of each other. The workflow

environment also encourages the reuse of composite actors

when automating a scientific calculation. In our applica-

tion, the ‘‘SimJob’’ composite actor was reused by other

composite actors at different levels. With some modifica-

tions, it can also be reused to automate job submission and

management in other scientific applications. The entire

design of the workflow for an application actually also

serves as an explicit documentation of the entire calcula-

tion process, which can facilitate better communication and

collaboration among researchers and also improve the

reproducibility of calculation results.
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