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Abstract
Handling relational data streams has become a crucial task, given the availability of pervasive
sensors and Internet-produced content, such as social networks and knowledge graphs. In a
relational environment, this is a particularly challenging task, since one cannot assure that
the streams of examples are independent along the iterations. Thus, most relational learning
systems are still designed to learn only from closed batches of data. Furthermore, in case
there is a previously acquired model, these systems either would discard it or assuming it
as correct. In this work, we propose an online relational learning algorithm that can handle
continuous, open-ended streams of relational examples as they arrive. We employ techniques
of theory revision to take advantage of the previously acquired model as a starting point,
by finding where it should be modified to cope with the new examples, and automatically
update it. We rely on the Hoeffding’s bound statistical theory to decide if the model must, in
fact, be updated in accordance with the new examples. The proposed algorithm is built upon
ProPPR statistical relational language, aiming at contemplating the uncertainty inherent to
real data. Experimental results in social networks and entity co-reference datasets show the
potential of the proposed approach compared to other relational learners.
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1 Introduction

The availability of sources that continuously generate data has aroused the need for spe-
cific Machine Learning (Mitchell 1997) methods that are capable of processing such data
incrementally. Regular batch methods would have difficulties on coping with such dynamic
streams as they arrive while still considering the previously acquired models. Thus, several
online algorithms that learn from continuous, open-ended data streams have been proposed
in the last decades (Domingos and Hulten 2000; Bifet et al. 2010; Dries and De Raedt 2010;
Gama and Kosina 2011).

Most of the stream mining methods are designed to deal with propositional data only,
in the sense that the examples are independent and homogeneously distributed, and there-
fore characterized in an attribute-value format with no explicit relationship with each other.
However, real-world data that also present the continuous arrival behavior, such as drug dis-
covery (Tsunoyama et al. 2008), social networks (Getoor and Diehl 2005) and knowledge
bases and graphs (Craven et al. 2000; Pujara et al. 2015), are heterogeneous, multi-related,
uncertain and noisy.

Thus, although there exist languages and algorithms to learn from them that are capable
of expressing concepts, objects, and their relationships, they are not designed to handle data
streams. Such methods, which aggregate techniques from Machine Learning, Knowledge
Representation and Reasoning under Uncertainty, compose the area of Statistical Relational
AI (StarAI) (De Raedt et al. 2016). Two main components compound the StarAI languages:
a qualitative one, usually represented by a rich and expressive structure such as first-order
logic, and a quantitative one, mostly characterized by probabilistic parameters. To learn the
structure, a number of StarAImethods take advantage of InductiveLogic Programming (Mug-
gleton and De Raedt 1994), while addressing contributions from statistical and probabilistic
models (Murphy 2012) to learn the parameters.

Learning in such languages brings the advantage of inducing an interpretable and explain-
able model, from a set of examples and even regarding Background Knowledge (BK). The
possibility of considering a BK may considerably boost the learning process from data
streams, as existing learned models, induced from a previous incoming of examples, can
pose as the BK.

However, the majority of StarAI learning algorithms assume that the BK is fixed and
correct, and therefore not changeable. Notwithstanding, it may be the case that part of the
BK is incorrect or even incomplete. This is particularly true when the BK has been previously
acquired from an old set of examples, as happens in data streams environments. In such cases,
to make the BK useful to the final model, it is necessary that it undergoes a data-oriented
modification process. Modifying an initial knowledge from a set of examples is precisely the
goal of theory revision from examples (Richards and Mooney 1995; Paes et al. 2005; Duboc
et al. 2009; Paes et al. 2017) algorithms. Besides, such methods are also capable of inducing
new rules, given the examples and BK. Also, previous works have shown that theory revision
could improve the quality of learned models, while using fewer examples than the purely
inductive methods (Richards and Mooney 1995; Duboc et al. 2009; Paes et al. 2017).

Thus, an online relational learning environment may benefit from theory revision to take
the previously learned model as a starting point, check where it should be modified, and
change it, improving its quality when facing new examples.

In this paper, motivated by the need of continuously learning from relational, uncertain,
and open-ended data, we contribute with an algorithm that can learn and revise a StarAI

123



Machine Learning (2019) 108:1165–1189 1167

model online, named OSLR (Online Structure Learner by Revision).1 We built the system to
learn models represented with ProPPR language (Wang et al. 2015) since it can efficiently
handle inference on noisy relational data.

Nevertheless, a question that still arises is when to decide that the existing model needs
to be revised. Trying to correctly change the model considering each new example that it is
not generalized yet could quickly lead to overfitting and impose high costs on the learning
process. Thus, in this work, we use the Hoeffding’s bound (Hoeffding 1963; Domingos and
Hulten 2000; Cardoso and Zaverucha 2006; Lopes and Zaverucha 2009; Srinivasan and Bain
2017) to decide whether a revision improvement on the existing model is significant so that
it should be implemented.

Furthermore, to avoid the bias caused by statistical dependences between relational
instances (Jensen and Neville 2002), particularly because the Hoeffding’s bound was orig-
inally developed to handle i.i.d. cases, we take extra care to regard the linkage between
instances.

We compare our proposed algorithm against a batch StarAI learning method, namely the
RDN-Boost system, designed to learn Relational Dependency Network (RDN) (Natarajan
et al. 2012; Khot et al. 2015), that has obtained the state-of-the-art results in a number of
relational datasets. We designed a simulated online environment to emulate what would
happen in the real world when new examples would appear incrementally. Additionally, we
also present competitive results against HTilde (Lopes and Zaverucha 2009; Menezes 2011),
which is an online algorithm devised to handle streaming relational data but assuming that
they are all independent and free of uncertainty.

The experiments demonstrated that our proposal is promising in the online environment,
especially in the initial iterations, when only a few examples are available to train the model.

The remainder of the paper is organized as follows: we present the works related to ours in
Sect. 2. In Sect. 3 we give the background knowledge to understand our work.We present our
proposal in Sect. 4 followed by the performed experiments in Sect. 5. Finally, we conclude
and give some directions for future work in Sect. 6.

2 Related work

We are using techniques from theory revision from examples to improve the quality of the
StarAI model for a new set of examples. A well-known theory revision system is FORTE
(Richards and Mooney 1995). FORTE revises first-order logical theories by first finding
the points where the theory is misclassifying the examples (the revision points) and then,
applying revision operators to these points. We also follow this key theory revision top-level
procedure here.

With FORTE’s successor, FORTE-MBC (Duboc et al. 2009), we share the idea of using a
Bottom Clause (Muggleton 1995) to support the generation of new literals. However, we do
not employ stochastic search here as the FORTE-MBC successor, YAVFORTE (Paes et al.
2017). While FORTE and its successors aim at revising theories considering a whole set of
examples at “one-shot”, i.e., they are essentially batch algorithms, here we take advantage
of revision techniques to allow learning first-order models in an online environment.

To handle examples coming in streams and revise theories in an online fashion, we have
to decide when to apply a revision given the examples. To take such a decision, we use
the Hoeffding’s bound (Hoeffding 1963). The Hoeffding’s bound has already been used

1 The OSLR system is publicly available at https://github.com/guimaraes13/oslr.
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in a classical Machine Learning method, yielding the VFDT (Domingos and Hulten 2000)
algorithm, which is a system to learning decision trees incrementally, by applying theHoeffd-
ing’s bound to decide whether to split a node, based on the information gain of the examples.
Also, the Hoeffding’s bound has been applied to learn massive data streams from relational
databases (Hulten et al. 2003). However, in both cases, the bound is employed over i.i.d data,
as in the second case the data is propositionalized before the statistical test is applied.

Another algorithm related to ours is HT ilde, introduced in Lopes and Zaverucha (2009).
In Menezes (2011) this algorithm was enhanced, and it generated new results. HTilde was
implemented over Tilde (Blockeel and De Raedt 1998; Blockeel et al. 1999) to incrementally
learn first-order logical decision trees by using the Hoeffding’s bound.

The main difference between our approach and HTilde is that HTilde can only grow the
first-order tree model, which may produce quite complicated final trees. Our approach, on
the other hand, can also to create new rules, and add literals to existing rules, besides deleting
entire rules, and literals from existing rules, according to the incoming of new examples.
As our approach allows more deep changes in the theory, while still regarding the useful
information in the previous model, it needs fewer examples to perform well, compared to
HTilde.

Another benefit of our approach over HTilde is that we rely on a StarAI system. In this
way, we can handle noise and uncertainty inherent to real-world examples, while HTilde is
based on a purely logical language.

As the model language and inference engine we use ProPPR (Wang et al. 2015) that is
a StarAI system based on an approximation of the PageRank algorithm (Page et al. 1999)
to find a probabilistic distribution over the possible answers of a logical query. ProPPR is
capable of using a set of positive and negative examples to tune this distribution in order to
increase the weight of desired answers and decrease the weight of undesired ones. We have
chosen to rely on ProPPR instead of other StarAI languages such as Markov Logic Networks
(Richardson and Domingos 2006) or ProbLog (De Raedt et al. 2007) because of its efficiency
on both answering the logic queries and learning the weight of the desired answers.

3 Background knowledge

As stated before, we are using techniques from theory revision from examples, or simply
theory revision, upon a probabilistic logic system called ProPPR (Wang et al. 2015). In this
section, first, we explain ProPPR’s language and its inference engine. Then, we describe the
key concepts related to theory revision (De Raedt 2008; Wrobel 2013).

3.1 ProPPR

ProPPR is a statistical relational system that uses a first-order probabilistic language, of the
same name, to infer facts, given background knowledge and a set of definite clauses (theory)
(Wang et al. 2015).

3.1.1 Language

ProPPR follows the language of function-free first-order logic with the main syntactic ele-
ments defined as follows: a variable is represented by a string of letters, digits or underscores,
starting with an upper case letter. A constant is represented like a variable, but starting with
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Table 1 ProPPR language example

(1) about(P, L) ← hasWord(P, L) ∧ isLabel(L) {w1}.
(2) about(P, L) ← linksT o(P, P1) ∧ hasLabel(P1, L) ∧ weight2(P1, L) {w2}.
(3) about(P, L) ← linksT o(P, P1) ∧ hasWord(P1, L) ∧ isLabel(L) ∧ weight3(P1, L) {w3}.
(4) weight2(P1, L) ← {w2(P1, L)}.
(5) weight3(P1, L) ← {w3(P1, L)}.

a lower case letter. A term is either a constant or a variable. A predicate is represented by a
string of letters, digits or underscores, starting with a lower case letter. An atom is a predicate
possibly followed by a n-tuple of terms between brackets; in this case, we say the predicate
has arity n.

A knowledge base written in ProPPR’s language can be composed of ground atoms (facts)
and definite clauses. A definite clause is as follows:

H ← B1 ∧ · · · ∧ Bn .

where H and Bi are first-order logic atoms. H is called the head of the clause and B1∧· · ·∧Bn

is the body. The clause states that whenever the body is true, the head must also be true. If
n = 0, we assume that the body is true. A definite clause is also called a rule, and the atoms
in the body are called antecedents of the rule.

Features In addition to the logic part, ProPPR language allows us to specify features for the
rules. The features are in the form of predicates and, when defined, they appear at the end of
the rule between curly braces. The role of those features is related to the weight parameters.
This is going to be clearer in the next two sections, where we explain the ProPPR’s inference
method and parameter learning algorithm. Table 1 shows an example of a set of rules in the
ProPPR language. The underlined part has no logical utility; it is only there to define the
features. Nonetheless, we see there that ProPPR accepts both first-order features, as in rules
(2)–(5), and propositional ones, as in the first rule.

3.1.2 Inference

ProPPR defines logic inference as a search on a graph, similar to the one produced by a
Prolog interpreter (Warren et al. 1977). Let P be a logic program that contains a set of rules
C = {c1, . . . , cn}. Let the query Q be a conjunction of predicates that appear in P . The
graph is recursively constructed as follows: let v0 be the “root” of the tree, representing
the pair (Q, Q) and add it to an empty graph G. The root v0 is labeled with Q. Next, add
new nodes to G such as: let (Q, (R1, . . . , Rk)) be represented by a node u labeled with
R1, . . . , Rk , and c ∈ C be a rule of the form R′ ← S′

1, . . . S
′
l , such that the pair (R1, R′)

has the most general unifier θ = mgu(R1, R′); then add a new edge u → v in G, where
v = (S′

1, . . . S
′
l , R2, . . . , Rk)θ . The edge u → v is annotated with (1) either R′ or R1, in case

R1 is solved, (2) the θ -substitution, when applicable, and (3) the feature associated with R’
or with R1θ . The (S′

1, . . . S
′
l , R2, . . . , Rk) is the associated subgoal list; an empty subgoal

list represents a solution.
Note that in this formulation, the nodes are conjunctions of atoms, and the structure is,

often, a directed graph, instead of a tree.
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Fig. 1 An example of ProPPR’s resolution graph

Table 2 ProPPR facts example
isLabel(sport). hasLabel(b, poli tics).

isLabel( f ood). hasWord(b, f ood).

linksT o(a, b). hasWord(b, sport).

hasWord(a, sport).

Figure 1 shows part of the graph constructed by ProPPR given the query about(a, L),
the set of facts described in Table 2, and the program defined in Table 1. The nodes with a
� represent the solutions to the query. After constructing the graph, the answer to a query
is found by an approximation of the Personalized PageRank algorithm, performed on the
graph described above, via an algorithm called PageRank-Nibble (Andersen et al. 2006,
2007). This algorithm is used to implement a probabilistic SLD-Resolution and is outlined
as Algorithm 1.

Algorithm 1 The PageRank-Nibble Algorithm
function PageRank-Nibble(v0, α′, ε)

p ← 0, r ← 0, r[v0] ← 1, Ĝ ← ∅
while ∃u : r(u)/|N (u)| > ε do

push(u)
end while

return p
end function

function push(u) 	 this function modifies p, r and Ĝ
p[u] ← p[u] + α′ ∗ r[u]
r[u] ← r[u] ∗ (1 − α′)
for v ∈ N (u) do

add edge (u, v) to Ĝ
if v = v0 then

r[v] ← r[v] + Pr(v|u) ∗ r[u]
else

r[v] ← r[v] + (Pr(v|u) − α′) ∗ r[u]
end if

end for
end function
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The algorithm works by maintaining two vectors p and rwith the same size as the number
of nodes in G, where p represents the PageRank approximation, and r represents a residual
error of the approximation, for each node of G. Both vectors starts with 0 in each position,
except for r [v0] that starts as 1, where v0 represents the query that we would like to answer.
Then, the algorithm repeatedly picks a node v with a large residual error and reduces this
error by passing a fraction α′ to p[v]. The remaining fraction is passed to r [v1] . . . r [vn],
based on Pr(vi |v), that represents the probability of going from node v to vi , and vi ∈ N (v)

represents the neighbors of v. Finally, the probability of a solution s is p[s], normalized by
the sum of p[si ] for each solution si .

Depending on the program P and the set of facts, this graph might be very large or even
infinite, so it is not fully constructed. ProPPR constructs the graph incrementally as necessary,
depending on the values of α′, ε and a predefined maximum depth.

In addition to the normal edges of the graph, ProPPR also adds two types of edges, namely:
(1) an edge from every node to the starting node v0, and (2) an edge from each node to itself.
In the first case, those additional edges are used as bias, to give higher weights to shorter
proofs. In the second case, it aims at making the solution nodes have higher probabilities
than the other ones.

The PageRank procedure represents a random walk in the graph. Since each step has a
probability of going back to the starting vertex, it is also known as a randomwalk with restart
(Tong et al. 2006). A random walk represents the probability of, starting from a node v,
reaching a node u, after a long time, by walking in the graph following a random edge at a
time. Intuitively, as many paths from the root to a solution node there are, the higher is the
probability of reaching this solution node, since there are more ways to get to it. Also, since
every node has an edge to the starting node, ProPPR is biased to solutions that are closer to
this later, representing solutions that are easier to explain.

3.1.3 Learning parameters

To learn the parameters of amodel, as usual inMachine Learning, ProPPR requires examples.
To cope with a relational model, where instances may be dependent, ProPPR defines an
example as composed of a query of the type p(X1, . . . , Xn), where p is a predicate, n ≥ 1,
and Xi ∈ X1, . . . , Xn is either a constant or a variable, and at least one term Xi ∈ X1, . . . , Xn

must be a variable. The query is followed by a set of its possible instantiations (where all the
variables are replaced by constants). Each possible instantiation is preceded by a + or a −
sign, indicating whether it is a positive or a negative answer, respectively, where a negative
answer represents an undesirable instantiation. An example is illustrated below:

about(a, X) + about(a, sport) + about(a, poli tics) − about(a, f ood)

The first literal is the query and the others represent possible answers.
Starting from the query, every time ProPPR adds a new edge to the resolution graph it

marks such an edgewith a feature. In case the edge has originated from a rule that has a feature
in its body, the edge is annotated with that feature. When the edge has come from a fact, the
edge is associated with a special feature, called db. If the rule has no related feature, ProPPR
creates an unique feature for it. For instance, as we can see in Fig. 1, when ProPPR used Rule
(2) to open the leftmost child of the root, it associated the feature w2 to the edge connection
the root to this node. Analogously, when ProPPR used a the fact linksT o(a, b) to continue
the prove of this path, it associated the feature db for the new edge. These features are used
to change the probability Pr(v|u), tuning the weights of the answers. In this way, ProPPR
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can increase the weight of the desired answers and reduce the weights of the undesired ones,
based on the examples. Thus, Pr(v|u) ∝ f (wu→v) where wu→v is a learned weight for the
feature from the edge u → v, and f is a differentiable function, by default, the exponential
function.

To tune the weights, ProPPR generates the graph to answer each one of the examples and
uses Stochastic Gradient Descent (SGD) to minimize the cross-entropy function, based on
the proved answers. We refer the reader to Wang et al. (2015) for more details about ProPPR.

3.2 Theory revision from examples

The field of theory revision from examples focuses on modifying an initial theory to make it
better suited to explain the set of examples (De Raedt 2008; Shapiro 1983). Theory revision
methods are suitable to be applied in online environments, since they assume that in the
presence of an initial model, it is better to start from it and modify it whenever the examples
pointed out that this is necessary, instead of discarding it, or assuming it is correct.

Generally speaking, a theory revision top-level procedure is constituted of the following
steps: (1) finding the examples incorrectly classified by the current model; (2) finding the
points in the theory that are responsible for the model incorrectly classifying those examples,
namely the revision points; (3) suggesting a proper change to these points, using revision
operators; (4) choosing one of the proposed revisions and deciding whether or not it should
be in fact implemented. Next, we briefly explain the concepts of revision points and revision
operators.

3.2.1 Revision points

Revision points are rules and literals in a theory responsible for the misclassification of some
example. Usually, there are two types of revision points:

– Specialization revision point the rules in the theory that take place in the proof of
negative examples, indicating that the theory is too generic and needs to be specialized
to avoid such proofs;

– Generalization revision point the literals in rules that prevent a positive example to be
proved, thus indicating that the theory is too specific and needs to be generalized to allow
positive examples to be proved.

In a single iteration of the search process of a theory revision system, it starts by identifying
the misclassified examples, followed by the discovery of the revision points in the current
theory, given a set of examples, to finally apply the respective revision operators to these
points.

3.2.2 Revision operators

The four most common theory revision operators are: (1) add rule, that inserts a rule into the
theory aiming at proving positive examples, either by copying an existing rule and modifying
it by deleting and/or adding atoms, or creating a new one from scratch; (2) delete antecedent,
that erases literals preventing positive examples being proved from the body of a rule; (3)
delete rule, that erases a rule taking place in the proof of a negative example; and (4) add
antecedent, that includes literals in the body of a rule, so that it becomes more specific and
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hence do not incorrectly proves examples. The first two operators aim at generalizing the
theory, and the last two aim at specializing it.

Note that when applying a revision operator, it is possible that a former correctly classified
example becomes misclassified. For example, when creating a rule, it is possible that a not
covered negative example becomes provable. Therefore, the search procedure must decide
which operator is going to bring more benefits to improve the theory, if any. Thus, normally,
each revision operator is tried at each revision point, and the revision with the best score is
kept. Then, the algorithm proceeds to find new revision points, and employ revisions on it,
in a hill-climbing manner until no further improvements on the score are possible (Richards
and Mooney 1995).

4 OSLR: online learning of ProPPRmodels based on theory revision

In this section, we present the algorithm proposed in this work, named Online Structure
Learner by Revision (OSLR), which learns a ProPPR model online, i.e., from a stream of
examples. We rely on theory revision techniques to address the necessary adaptations in the
learned model, due to the continuously, open-ended incoming of examples.

OSLR top-level procedure is described as Algorithm 2. It represents what happens in a
time instant of the data stream process, in a lifelong fashion, upon the arrival of new examples.
The input has the following elements. First, we have the current model, which is either empty
or an existing ProPPR model. In the last case, it may have been either induced in a previous
iteration or elicited by an expert of the domain. To facilitate the proposal and implementation
of possible revisions, in this work we adopt a tree to compactly represent the logical part
of the model. We provide more details about it later in this section. Such a tree is updated
in accordance with the implemented modifications, and, therefore, it is also received as an
input to the algorithm. There are two possibilities for this variable: either it is bounded with
the output from a previous iteration of the lifelong process, or it is created upon the first
iteration of the algorithm. In this last case, it is created either with only the root, in case the
very first initial theory is empty, or following a non-empty initial theory that could be elicited
by an expert of the domain. Note that while thy has weights and features associated with the
clauses, tree holds only the clauses themselves.

The next input is the background knowledge, which may have only facts or facts and
rules. In the last case, the rules are not going to be modified, as the BK is assumed as correct.
In this way, every part of the model that is modifiable should be provided as the theory, and
not as BK. The BK may change along with the stream. The set of facts is also called here as
the knowledge base (KB). Finally, we have as input an element of the stream of examples,
which may be a single example or a set of them. These are the examples that arrive together
in a single time instant.

In case the model is modified within this single iteration of the lifelong process, both
the updated ProPPR model and the tree representing its logical part are made available to
external use and to the next iteration of the process.

The high-level procedure has two major components: the first one (put I nstanceInto
Leaves) classifies the instancewithin each ProPPR example as positive and negative, accord-
ing to the current model, and includes them into the appropriate tree leaves. ProPPR inference
engine is used throughout the whole process of this component. After processing all the
examples, the algorithm calls the second component (revise) that is responsible for propos-
ing possible modifications to the current model and decide whether or not they are going to
be, in fact, implemented.

123



1174 Machine Learning (2019) 108:1165–1189

Algorithm 2 OSLR: Online Structure Learner by Revision Top-level procedure

Input: Current ProPPR model (thy); Current representation of the clauses in thy as a tree (tree); Back-
ground Knowledge (BK ), composed of (1) a non-empty set of facts and (2) a set of rules (possibly empty);
An element of the stream of examples (with one or more examples) (E).

Output: The (possibly modified) ProPPR model (thy); The (possibly modified) tree representation (tree)

1: if tree is empty then
2: tree ← start a tree from thy
3: end if
4: for each ProPPR example e ∈ E do
5: for each instance e ∈ e do
6: tree ← put I nstanceIntoLeaves(tree, e, BK )

7: end for
8: end for
9: thy, tree ← revise(thy, tree, BK )

10: make thy and tree available for external use

As usual with approaches based on theory revision, we need to find and mark where the
model needs to be modified, and how to modify them. As our approach is developed towards
lifelong online learning, an essential step is, also, to decidewhen themodel should be updated.
The function called at line 6 in Algorithm 2 is partially responsible for the where issue, and
to help on that we designed a theory representation tree, explained at Sect. 4.1. The how and
when issues are taken care of by the function called at line 9 in Algorithm 2. Next, we give
more details on these components.

4.1 Supporting the selection of where tomodify the current ProPPRmodel

Finding the correct places to change in a theory is quite a challenging and expensive task (Paes
et al. 2017). To smoothly do this task, we designed a tree structure that compactly represents
the current theory, aiming at efficiently traversing it to suggest possible modifications. To
achieve that, the nodes of the tree are associated with the literals appearing in the logical part
of the clauses. In addition, there are special leaf nodes to represent the failure points of the
theory, labeled as false. Each leaf in this tree holds a (possibly empty) set of instances: in
case a clause is successfully used to prove an instance, a non-false leaf associated with the
last literal of the clause is going to hold such an instance, together with its class, positive or
negative. Otherwise, if a branch in the tree representing clauses with a sharing prefix fails to
prove an instance, such an instance is established at a false leaf. In this way, we are able to
select the points in the theory responsible for proving or not an instance.

A single tree is designed to represent rules with the same target predicates in their heads,
i.e., in case the theory has multiple target concepts, where each concept is represented by a
different predicate, there is going to be a tree for each one of them. Also, note that the features
introduced in ProPPR language do not take part in the tree, as they act as latent variables to
only cope with the weights of the rule.

The root of the tree represents the head of the rule, while the other nodes represent literals
in the body of the rules. The first level of the tree is the head of the rule, the second level
contains literals appearing in the first position in the body of the rules, the third level includes
the literals appearing in the second position in the body of rules, and so on. Each non-false
leaf is annotated with an identifier of the rule that ends at it (we omit this from the example,
for clarity). A false leaf appears as the child of an internal node ni in the tree, and represents
the failure of the literals that come after the literal associated with ni in the clause. In case
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about(P,L) ← . . .

linksTo(P, P1)falsehasWord(P,L)

isLabel(L) false

false

hasLabel(P1, L)hasWord(P1, L)

isLabel(L) false

Fig. 2 Tree structure

ni has more than one child, representing more than one clause with the same prefix up to ni ,
the false leaf stands for the failure of all such clauses. Each path in the tree that does not end
in a false leaf represents a single rule in the theory.

The tree that represents the example exhibited in Table 1 is shown in Fig. 2. As the leaves
in the tree have a special role of representing either the end of the rule or a failure point,
they are differentiated from the other nodes and graphically exhibited as squares. When a
new instance arrives, we pass it through the tree, to decide where to put it. We start with the
instance in the root, then we pass it through the nodes in the tree recursively as follows: for
each node u in the children nodes of the current node v, we check if the (partial) rule from u
to the root proves the example; if it does, we pass the example down to u. To do so, we look
at the clauses that ProPPR inference engine returns as successfully proving the instance. If
none of the children of v proves the instance, it is added to the set of instances of the false
leaf, child of v. We repeat this process until the instance reaches the leaves of the tree. In
case an instance is proved by more than one child node, it goes to all the nodes that prove it.
This is the procedure included as a high-level command at line 6 of Algorithm 2.

The leaves of the tree indicate the points of the model that hold a potential to improve
its score. In addition, the set of instances at each leaf are the ones that should be taken into
account when modifying the model at that leaf. A false leaf in the tree contains instances that
are not covered by the branch of the clauses ending at that leaf while the other leaves include
the examples covered by its respective rule. In this way, positive examples in the false leaves
and negative examples in the other ones are possibly misclassified by the current theory. We
use this information to choose which part of the theory should be revised.

Note that when revising a purely logical model, we consider strictly the negative instances
covered by the model and the positive instances not covered by it when selecting the revision
points. Thus, a logical model is improved only if at least one proof for the non-covered
positive instance emerges, or all the proofs for a negative instance disappear. A ProPPR
model, on the other hand, benefits from both a disappearing of a path proof for a negative
instance and an emerging of a successful proof for a positive instance, due to its random-walk
based inference. Because of that, we annotate failure proof branches for a positive instance,
even though it is covered by other clauses in the model, and, similarly, each successful proof
path for a negative instance.

4.2 Revising a ProPPRmodel

The function called at line 9 of Algorithm 2, responsible for suggesting and possibly modi-
fying the current ProPPR model and its accompanying tree, is presented as Algorithm 3. It
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starts by computing a heuristic value for each leaf, so that we may save time by selecting
only the leaves with some potential to improve the model, and by choosing first the ones with
more potential.

The heuristic is that the leaves with a larger number of potential improving instances are
the ones with more potential to improve the model, if revised (Richards and Mooney 1995).
If it is a false leaf, we compute the number of positive instances on it; when it is not a false
leaf, we pick the number of negative instances. Next, we sort the leaves by the heuristic
values, from the highest to the lowest. These processes are exhibited from line 2 to line 9 in
Algorithm 3.

Then, for each selected leaf we proceed to suggesting modifications to it. A false leaf is
an indicative of points of improvement for positive instances. By making the instances on it
provable (or at least with more proofs), ProPPR inference engine may find more successful
paths, which in turn increases the weight associated with the positive instances. This can be
done by generalizing the theory. On the other hand, non-false leaves with negative instances
are indicating that by removing such proofs we may improve the ProPPR model scoring.
This can be achieved by specializing the theory.

The mechanism employed to suggest such modifications (lines 13, 15, 17, and 19 of
Algorithm 3) are going to be explained at Sect. 4.2.1, when we present the revision operators
developed in this work. Each proposed modification induces a new theory and a new accom-
panying tree. The instances associated with the leaf that has indicated the revision are also
selected, as they are going to be used later to compute the new weights.

After suggesting each proper modification to the current leaf, they are scored (line 23 in
Algorithm 3). To save time, we only re-learn the weights after choosing the modification to
be implemented, following a structural EM-like procedure (Friedman 1998). Thus, in this
step, we still use the default weights defined by the ProPPRweights’ initialization parameter.

Next, the revision with the best score is chosen to be possibly implemented, at line 25. If
it obeys the Hoeffding bounding restriction 4.2.2, then it is accepted to be the next model.
Its new feature is generated (Sect. 4.2.3), and its new weights are computed, both using the
set of instances associated with the revision (the same set associated to the leaf that has
indicated the revision). These instances are discarded after the modification, while the rest
of the instances in the tree remain unchanged in their respective leaves.

In case a modification is in fact implemented, the function accepts the new ProPPRmodel
and its related tree. Then, it proceeds to the next leaf with the current ProPPR model and
its accompanying tree. In the end, it may be the case that no one of the proposed revisions
are chosen to be implemented and the function returns as output the same model received as
input.

4.2.1 Revision operators: how the ProPPRmodel is modified

The leaves in the tree, together with their set of examples, point out where the theory should
be updated. Here we present the mechanisms employed to suggest a modification to the
theory using its accompanying tree, i.e., how the revision operators act.

Following the tree, this can be done by either adding nodes to the tree, or deleting nodes
from it. Depending on the type of the leaf that we are looking at, by adding nodes we may
either add a rule (generalizing the theory) or adding atoms to a rule (specializing it). Similarly,
deleting nodes may lead to either deleting atoms from a rule (generalizing it) or deleting an
entire rule from the theory (specializing it). Thus, by modifying the logical component of
the model we expect to influence the probabilities of the predictions, since it may change the
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number of solutions in the graph and the number of paths from the starting node to a solution.
Next, we explain how such operators are applied to the current model and the current tree.

Removing a node from the tree to generalize the theory (line 17 at Algorithm 3) This
operator tries to gain more proofs to possibly uncovered positive instances by removing
points that failed to cover them. We restrict the deletion of nodes to a single rule and a single
atom aiming at preserving the upper part of the tree as most as possible, as it represents
the old examples that have arrived at the stream, and also to keep the number of possible
revisions at once as low as possible. Thus, we only allow a node to be removed if it obeys
two conditions: (1) it is the last atom in the body of the rule and (2) it is the only sibling of the

Algorithm3Revise:Algorithm for suggestingmodifications to a ProPPRmodel and possibly
implementing them

Input: Current ProPPR model (thy); Current representation of the clauses in thy as a tree (tree); Back-
ground Knowledge (BK)

Output: The (possibly modified) ProPPR model (thy); The (possibly modified) tree representation (tree)

1: function revise(thy, tree, BK )
2: leaves_wi th_potential ← ∅
3: for each lea f ∈ tree do
4: if lea f has absorbed examples then
5: potential ← compute potential of lea f
6: leaves_wi th_potential ← leaves_wi th_potential ∪ (lea f , potential)
7: end if
8: end for
9: sorted_leaves ← sort leaves_wi th_potential
10: revisions ← ∅
11: for each lea f ∈ sorted_leaves do
12: if lea f is false then
13: revisions ← revisions∪{(thy1, tree1)} by adding nodes in parent(lea f ) and a clause in thy

14: else
15: revisions ← revisions∪{(thy2, tree2)} by adding nodes in lea f and atoms in the correspond-

ing clause in thy
16: if lea f is the only not false children of its parent then
17: revisions ← revisions ∪ {(thy3, tree3) by deleting lea f from tree and removing its cor-

responding atom from thy
18: else
19: revisions ← revisions ∪ {(thy4, tree4)} by deleting lea f from tree and removing its

corresponding rule from thy
20: end if
21: end if
22: for each revision in revisions do
23: compute score for revision using ProPPR and BK
24: end for
25: best_tree, best_thy, best_score, insts ← find the best theory in revisions according to the best

score
26: if best_score obeys HoeffdingBound then
27: find the new feature for best_thy when applicable
28: compute new weights for best_thy using insts
29: thy, tree ← best_thy, best_tree 	 accepts revision
30: discard insts
31: end if
32: end for
33: return thy, tree
34: end function
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false leaf that has pointed out the need of revision. The second condition is also responsible
for not allowing redundant clauses in the theory (Duboc et al. 2017), as if a node has more
than one child, deleting an atom from it would have the effect of making one of them to be
subsumed by the other.

The operator works as follows: It starts from the not false leaf lea fi , which matches both
condition stated above, and proposes to delete it, making parent(lea fi ) to become a leaf,
and saving the instances to posteriorly score the revision. There is no need of maintaining
lea fi in the tree.

Adding nodes to the tree to generalize the theory (line 13 at Algorithm 3) This opera-
tor also starts from a false leaf f -lea fi associated with a set of positive instances, which
indicates that the theory may benefit from a generalization. Then, we add a new path
nodek → · · · → nodek+n with n nodes in the tree, where nodek is included as a child of the
node parent( f -lea fi ). At the same time, a new rule label(root) ← . . . label(parent( f -
lea fi )), label(nodek), . . . , label(nodek+n) is added to the theory.

To define the set of candidate atoms to compose the new rule, we follow a procedure
similar to the generation of the Bottom Clause (Muggleton 1995). Thus, we transform the
knowledge base (KB) in a graph GK B such that the nodes in this graph are the constants
acting as terms of some fact in the the KB. In this graph, there is an edge between two
constants ti and t j if there is a fact atom(t1, . . . , ti , . . . , t j , . . . , tk) ∈ K B, i, j ≥ 1. Even
in the presence of facts with arity greater than two, we still represent them in the graph, by
creating edges between all pairs of terms in the fact. For a fact with arity one, we include a
loop edge, linking the node to itself.

We define the Bottom Clause (BC) of depth 0 created from an instance p(t1, . . . , tn) as
the set of facts that originated the edges connecting any nodes to t1, . . . , tn ∈ GK B. A BC
of depth 1 is gathered from the BC of depth 0 plus the set of facts that originated the edges
connecting the nodes that are 1 edge away from the nodes t1, . . . , tn , i.e., the nodes that can
be reached by going from a node ti ∈ {t1, . . . , tn} to another node going through only 1
edge. For a BC of depth n, we include the edges from nodes that are n edges away from the
example’s terms.

To create the BC, we choose at random a ProPPR example e that is associated with the
leaf indicating the revision. Then, we gather the positive instances belonging to e that are
also associated with that leaf. This yields a set of instances of size m, where m ≥ |e|, where
|e| is the total number of instances in e. Next, we compute each BC1, . . . , BCm of depth i ,
for each one of those positive instances. Then, we produce the final BC by putting them all
together, i.e., the final Bottom Clause BC is BC = BC1 ∪ · · · ∪ BCm . Finally, we replace
the constants by variables.

Given the BC , there are two possible ways of including new atoms in a clause (and,
hence, new nodes in the tree): the first one includes an atom at each time, choosing the one
that better improves the score of the theory. We keep adding predicates, in a hill-climbing
manner, until either the score can no longer be improved, after a predefined number of tries,
or there are no more literals left to be added. The second way of creating a new rule is to
find a path between the variables of the example, following the classical relational path-
finding algorithm (Richards and Mooney 1992). We allow both algorithms to be executed
concurrently and keep the modification that better improves the theory.

Adding nodes to the tree to specialize the theory (line 15 at Algorithm 3) This operator
follows closely the one that creates a new rule, differing on where it starts in the tree and how
themodification is implemented in the theory. The goal is to specialize a rule by adding atoms
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on it, aiming at excluding the proofs of the negative instances. It starts from a non-false leaf
n f -lea fi that is associated with the proof of negative instances. Next, the candidate atoms are
generated using the same Bottom Clause procedure described before, considering as starting
point the positive instances that are in n f -lea fi . In this way, we are trying to stop proving
negative instances, while still proving those positive instances. After finding the set of literals
li teral1, . . . , li teraln that better improves the theory, using either the hill-climbing or the
relational path-finding procedure, they are appended to the rule that used to end at label(n f -
lea fi ). Thus, the node created from li terali becomes the child of n f -lea fi , followed by the
path li terali+1 → · · · → li teraln .

Removinganode from the tree to specialize the theory (line 19 atAlgorithm3) To remove a
rule from the theory and then eliminating proof paths in an attempt to avoid proofs of negative
instances, we started from a non-false leaf n f -lea fi that has negative instances associated
with. Here, we also try to preserve the upper part of the tree as much as possible, to possibly
maintain a trace of the instances that are not in the tree anymore. Eventually, the new examples
may continue to remove those old parts, but this is going to be showed along the time. Thus,
we delete the n f -lea fi from parent(n f -lea fi ), requiring that parent(n f -lea fi ) has other
children, so that the branch is not all removed at once. This has the effect of removing the
rule that ends at . . . , . . . , label(parent(n f -lea fi )), label(n f -lea fi ) from the theory.

4.2.2 Hoeffding’s bound: choosing when to implement a modification in the theory

After choosing the operator that most benefits the model, we have to decide if it is going to
be in fact implemented, or if it is better to keep the model as it is. To support this decision,
we use the Hoeffding’s bound (Hoeffding 1963) to decide whether or not to implement the
revision in the theory. Hoeffding’s bound states that for a random variable r whose range
size is R, and a set of n independent observations of this random variable, with empirical
mean r , Pr(μr ≥ r − ε) = 1 − δ, where μr is the true mean of the random variable r , δ is
a chosen parameter and ε is given by Equation 1:

ε =
√

R2 ln(1/δ)

2n
(1)

We use the difference between the evaluation of the two theories, considering the set of
instances associated with the modified leaf, as the random variable. Consider a bounded
metric M and a set of examples E containing n examples. Let T be the current theory and
T ′ be the new theory proposed by revising T based on E . Let ΔM = M(T ′, E) − M(T , E)

be the empirical difference between the performance of the new theory over the current one,
given the examples and the metric.

Due to the Hoeffding’s bound, we have, with probability 1 − δ, that ΔMr ≥ ΔM − ε,
whereΔMr is the real mean of the random variable and ε is given by Eq. 1. Thus, ifΔM > ε

we have that ΔMr > 0, which means that, with probability 1− δ, the new theory represents
an improvement over the current one.

Summarizing, if the difference between the score of the new theory and the current one
exceeds the threshold ε established by the Hoeffding’s bound, given the number of examples,
we assume that the proposed revised theory is better than the current one and such a revision
is implemented at the current theory. Otherwise, we discard the suggested revision and follow
to the next iteration of the loop. If the revision is accepted, the examples associated with the
leaf used to propose the modification are discarded.
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The randomvariable used in theHoeffding bound statistics is themetric computed over the
revision using a sample of the examples. The Hoeffding bound, as depicted in Eq. 1, depends
directly on this sample size and assumes that it is computed over independent observations.
In case we were dealing with identically and independently distributed (i.i.d) problems,
we could compute the sample size of our random variable from the size of the examples.
However, this is usually not the case of relational datasets (Jensen and Neville 2002). Thus,
simply using the number of examples in the changed leaf as the size of the sample would
overestimate it.

To alleviate this problem we adopted a subgraph sampling technique based on the Bottom
Clause, inspired by Jensen and Neville (2003), where a form of conservative subgraph sam-
pling reduced the bias caused by linkage and autocorrelation among sub-samples. With that,
we aim at computing the number of independent sets of examples. To compose such sets, and
consequently, the effective sample size, we use the subgraph sampling method, separating
the instances according to their connected constants. While there is a connection through a
constant between two instances, we consider them in the same set of dependent instances.

In this way, we consider that two ProPPR examples are dependent on each other if they
have a node (a constant) in common in their respective BottomClauses, given a defined depth.
Then, we use as the number of examples in the Hoeffding’s bound equation this number of
estimated independent examples. By definition, all the instances within a ProPPR example
are related, since all of themhave, at least, a constant in common. Thus, each ProPPR example
counts as one independent example, even if such an example has more than one instance.

4.2.3 Feature generation

When changing a rule in the ProPPRmodel, it is necessary to re-define its feature.We propose
an heuristic to create such a feature whenever we propose a revision on a rule: when a new
rule is created, it has no feature, so a feature must be generated for it. When a rule has literals
deleted from it or added to it, its feature may no longer makes sense, thus, the feature is
discarded and a new one is created for it.

We can see the invention of new features as the problem of choosing the subset of the
variables in a rule that better guides the PageRank-Nibble in the graph. Here, we propose
to use the Jaccard index as the heuristic to decide which variables are better to be in this
subset. To do that, first we get all possible θ -substitutions in the proof path of the examples
used to propose the revision. Then, for each variable in the clause, we create two sets: the
set of constants that substitute this variable and appear in the positive examples (named
as Constants I nPosi tive) and the ones that appear in the negative examples (named as
Constants I nNegative). Given these two sets, we calculate the value of the heuristic H
using Eq. 2:

H = |Constants I nPosi tive ∩ Constants I nNegative|
|Constants I nPosi tive ∪ Constants I nNegative| (2)

We compute the Jaccard index for each variable in the rule, then we sort the variable by
its value, from the highest to lowest and find the biggest difference d between the heuristic
of one variable to the next. Finally, we split this list of variables in d , getting two sets: the
first one whose value of the heuristic is higher and the other where the value is lower. The
first one becomes the variables of the invented feature.

Roughly speaking, this heuristic states that as higher the portion of the terms that appear in
both positive and negative solutions the higher H will be, thusmaking the variable better to be
considered in the features.While thismay sound counter-intuitive, leveraging the intersection
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has the effect of reducing theweights of the rule during the ProPPR parameter learning, which
in turn avoids the paths leading to the proof of both positive and negative instances. This is
because the features give ProPPR more flexibility to define the probability distribution over
the proofs since it can tune the weight of a path going through an edge given the rule (or fact)
that was used to create such an edge.

After creating the new features to the implemented revision, we finally call the ProPPR
parameter learning routine to learn the weights, given the examples used in the revision. This
means that we train all the features related to this set of examples, including the new features
and possibly some of the existing ones.

5 Experiments

In this section, we present the experiments that we have performed to evaluate the method
proposed in this work. We have performed two types of experiments: the first one is a
simulation of an online environment; the second one is a classical batch cross-validation
approach. Next, we describe both of them.

5.1 Simulating the online environment

In these experiments, we have compared our proposal against RDN-Boost, an approach that
learns Relational Dependency Networks proposed by Khot et al. (2015). We considered two
datasets that they made available, namely, the Cora (Poon and Domingos 2007) and the
UWCSE (Andersen et al. 2006) datasets. In the following, we describe the experimental
methodology, the datasets, and the obtained results.

Additionally, we have compared our proposal against the HTilde system (Lopes and
Zaverucha 2009; Menezes 2011) in the Same Paper relation from another version of the
Cora dataset.

5.1.1 Methodology

We simulate the online incoming of examples by splitting the amount of examples in the
dataset into iterations and by passing an iteration at a time to the learning algorithms.

Formally, given a Knowledge Base (KB) and a set of examples E , we split E into n
iterations I1 . . . In of, approximately, the same size. Then we perform the evaluation similar
to the Prequential approach (Dawid 1984). We start with an empty model and test it on the
first iteration, then we pass this iteration to train the algorithm, it updates its model and then
the model is tested on the next iteration. We repeat this process until no more iterations are
available. In this way, every example from E will be used to evaluate the model before the
model is able to train on it. In our experiments, we assume that the K B is fixed during the
iterations, for simplicity. This assumption can be easily dropped and new facts can be added
to the K B at the beginning of each iteration.

To test our online algorithm, this method is straightforward. However, to compare against
a batch-learning method, we need to do an adaptation. We transform the N iterations on
N learning tasks of the batch algorithm. Then, for each learning task i ∈ [0, N − 1], we
create a training set composed of the examples T = ⋃i

k=0 Ik and test it on the examples
from Ii+1; we assume that the iteration I0 is an empty set of examples. Thus, we have each
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Table 3 Size of the datasets Relation Positives Negatives ProPPR

Same Author 488 66 88

Same Bib 30,971 21,952 1295

Same Title 661 714 209

Same Venue 2887 4,976 403

Same Paper 31,429 807,149 1295

Advised By 113 16,601 91

model evaluated given the same information as the online evaluation, but we have to retrain
the batch algorithm from scratch for every single iteration.

5.1.2 Datasets

In this set of experiments, we used three datasets, two versions of the Cora and the UWCSE
as described below.

Cora is a dataset for citation matching (Poon and Domingos 2007). This dataset is com-
posed of six background binary relations, represented by the following predicates: author,
hasWordAuthor, hasWordTitle, hasWordVenue, title, and venue. Besides those, there are
four target binary relations to be learned: sameAuthor, sameBib, sameTitle, sameVenue. We
learned each one of the target relations separately, i.e., considering that each target relation
is a separate dataset.

Cora–Same paper is another version of the Cora2 used in Lopes and Zaverucha (2009)
and Menezes (2011) to test the HTilde. This is a much larger dataset and has a single target
relation, namely: Same Paper. Since HTilde requires a large number of examples, we only
tested it on this dataset.

UWCSE dataset describes thirteen relations about the professors, students, and courses from
the University of Washington (Richardson and Domingos 2006). The goal of this dataset is
to predict the advisedBy relations between students and professors, given the other relations.

Before we can split our dataset into iterations, we have to convert the examples to the
ProPPR’s format. We do this by creating a query p(a, X) for each target predicate p and
constant a that appears in the first term of each example, then we group all the examples that
have the same first term as the answers for their respective queries. Table 3 shows the number
of examples for each relation, the first four lines are from the Cora dataset, which has 6540
facts in its BK; the next line is the average of examples per fold from the Cora Same Paper,
which has approximately 231,500 facts and is divided into five folds of approximately the
same size; and the last line is from the UWCSE, which has 12,615 facts. The last column
shows the number of examples in the ProPPR’s format. It is worth remembering that in the
ProPPR’s format, several instances are grouped into the same examples.

Since this dataset has many more negative than positive examples, we down sample the
set of negative examples to be twice as much as the positives, following previous work that
used this dataset (Khot et al. 2015). We only do not follow this procedure to tackle the Cora

2 This dataset is available at http://dtai.cs.kuleuven.be/ACE/data/cora.zip.
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Same Paper dataset, as we do not down sample the negatives examples to be consistent with
Menezes (2011).

Finally, we split the relations into iterations. For the Cora datasets, we split them in such
a way that the number of examples per iteration would lead to approximately 30 iterations.
For the UWCSE, that has fewer examples than Cora, we place each example in ProPPR’s
format in one iteration, ending with 91 iterations.

All the experiments were run on PowerEdge R420 Intel Xeon 12 cores 2.20GHz with
16GB of RAMmachines, making sure that the maximum number of jobs in a single machine
were the number of cores. Each experiment was run 30 times and we report the average of
those runs; at each time we shuffle the examples and for the UWCSE dataset we resample the
negative examples. Since the Cora Same Paper is very large, and have already been divided
into five folds, we run each online simulation from a different fold, ending up with 5 runs for
this dataset.

For the ProPPR inference engine, we use the default values of ProPPR parameters α′ =
0.1, ε = 10−4 and a maximum depth of 20 vertices. On our algorithm we use the following
parameters by default (unless explicitly specified otherwise): we pass all the examples of
the iteration at once and try to propose modifications to all the leaves at the time of the
revision, sorted by the potential heuristic; the depth of the bottom clause i is set to 1; to
create the Bottom Clause, we use a single, randomly picked, positive example from the set
of examples; as evaluation metric M , we try to optimize the area under the Precision–Recall
curve; the Hoeffding’s bound δ parameters is 10−3, with a decay of 0.5 every time a revision
is implemented; and we use the depth of 0 to define whether two examples are dependent
on each other, so that we can generate a reasonable number of sampled subgraphs instead of
assuming very few samples of estimated independent examples.

The RDN were run with the parameters made available by its authors along with the
datasets. Since it has no parameters defined for the Cora Same Paper, we repeated the param-
eters of the Cora dataset.

5.1.3 Results

Figure 3 shows the evaluation of the area under the Precision–Recall curve for each relation,
of the first Cora’s dataset, over the iterations. A point of measurem and iteration i represents
that m is the measure of the model, considering all the test examples until i , inclusive.

As shown by the charts, our approach outperforms the RDN on all the relations of the first
Cora’s dataset in both the area under the evaluation curve (AUC), which represents an overall
view of the method on the task over the iterations, and at the final iteration (Final), which
represents the performance of the model after using all the available data to learn. The values
are considered statistically relevant by a two-tailed paired t test with p < 0.05, excepted by
the final performance of the Same Author relation.

Furthermore, Fig. 4 shows the evaluation according to the area under the iteration curve
for the relations of the first Cora dataset, considering different iteration sizes to split the set
of examples. As can be seen, OSLR seems to benefit from iterations with fewer examples,
indicating that it learns relatively better with fewer examples.

Figure 5 shows the results for the Cora Same Paper relation. We can see that HTilde
obtained the best performance on this dataset, followed by the RDN and OSLR. However,
until the third iteration, where fewer examples are available to train, we can see that OSLR
has the best performance, contributing to our intuition that our approach needs less examples
to achieve a reasonable result. The results are considered statistically relevant by a two-tailed
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(a) Same Author (b) Same Bib

(c) Same Title (d) Same Venue

Fig. 3 The evaluation of the Cora dataset over the iterations

paired t test with p < 0.05, between any two pair of algorithms for the final evaluation and
between HTilde and OSLR for the area under the evaluation curve.

Finally, Fig. 6 shows the results obtained from the UWCSE dataset. In the left-hand
Fig. 6a we can see that the RDN approach is slightly better than ours. In the right-hand
Fig. 6b we present the methods learning from an initial theory. Instead of starting from an
empty hypothesis, we started from an initial theory in the Background Knowledge.3 The
RDN + I line is the RDNwith the same initial theory and the Theory line is the performance
of the theory itself (accordingly to ProPPR language) without any revision, and may be used
as a baseline.

Aswe can see, by starting froman initialmodel, and allowing the revision system tomodify
it, we obtain slightly better results than the RDN without an initial theory. Furthermore, it is
curious to notice that the RDN’s performance decreases when the initial theory is put into its
BK, while our performance increases. This might be caused by errors in the initial theory:
since the RDN is not able to modify it, the errors are going to be taken to the final model. On
the other hand, our approach is able to change the theory as needed, and keep improving its
performance as new examples arrive, while the unmodified theory may get even worse with
the new examples.

3 This initial theory is manually written and it is available at http://alchemy.cs.washington.edu/. We modified
it to conform with the expressiveness of our logic language.
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(a) Same Author (b) Same Bib

(c) Same Title (d) Same Venue

Fig. 4 The area under the iteration curve of the Cora dataset for different iteration sizes

Fig. 5 The evaluation of the Cora
Same Paper dataset over the
iterations

It is worth pointing out that there is no statistical significance among the results, based on
a two-tailed paired t test with p < 0.05, in any of the comparisons between our approach
and the RDN one in the UWCSE dataset.

Table 4 shows the average run time of each system on each relation. The RDN column is
the average runtime of all the experiments, i.e. the N task per relation, where N is the number
of iterations of the relation. The RDN Single column is the runtime of the last iteration, i.e.
the runtime where the RDN sees the examples altogether.

The worst case for OSLR was in the Same Venue relation, where it takes, approximately,
2 times longer than RDN. This is the most difficult concept to learn and it seems it does
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(a) UWCSE - Advised By (b) UWCSE - Advised By with Initial Theory

Fig. 6 The evaluation of the UWCSE dataset over the iterations

Table 4 Average run time for each learned relations

Relation OSLR RDN RDN single HTilde

Same Author 0min19s: 483 6min17s: 979 0min18s: 558 –

Same Bib 29min0s: 606 1h18min1s: 383 4min54s: 538 –

Same Title 3min9s: 413 10min31s: 380 0min28s: 891 –

Same Venue 1h24min0s: 26 46min11s : 78 1min53s: 755 –

Advised By 9min0s: 972 23min41s: 939 0min8s: 988 –

Advised By Init 5min59s: 588 38min11s: 854 0min21s: 363 –

not take advantage of the benefits provided by the Hoeffding bound to avoid implementing
revisions. In a closer look, we observed that, while in the fastest learned relation (Same
Author), OSLR avoids proposing revisions to about 90% of the revision points, in the Same
Venue, only about 20% of the possible revision points were not used to compute possible
revisions. However, the greatest benefit of our approach relies on the fact that our system
is always ready to make a prediction at any time, and keeps improving with the arrival of
new examples. RDN, on the other hand, would need to run again before considering the new
information to make predictions, at the expense of not representing the new examples.

Since we had to run the HTilde on a virtual machine, due to compatibility issues, we will
not report the learning time for the Same Paper experiment. However, it was in the order of
a few days, the same for our system, while it takes RDN a few hours.

5.2 Batch environment

In the previous subsectionwe showed theHTilde on the Cora Same Paper dataset in the online
environment. In this section, we evaluate HTilde against our method in a batch environment
reproducing the experiments from Menezes (2011).

We use a 5 × 2 fold cross-validation on the Same Paper relation. Each of these five folds
has a knowledge base of approximately 231,500 facts and about 838,500 examples, as shown
in Table 3, equally distributed in the two nested folds. For each of the five folds, we perform
two pieces of training, using a nested fold at a time as the training set and the other as the
test, having a total of 10 trainings per method.

123



Machine Learning (2019) 108:1165–1189 1187

Table 5 Area under the
Precision–Recall curve for the
Same Paper relation

Configuration Measure

OSLR 0.8005 ± 0.0355

HTilde 0.9694 ± 0.0559

RDN-Boost 0.9051 ± 0.0239

This base is highly unbalanced, with the negative classes representing about 96% of the
examples, but, as we have sad before, we did not down sample the negative class here because
we would like to reproduce the results previously published at Menezes (2011).

Table 5 summarizes the results of this experiment. These results are the average over the
10 runs of the 5 × 2 fold cross-validation and has a statistical significance of both ours and
RDNmethods against HTilde on a two-tailed paired t test with p < 0.05. As can be seen, the
HTilde outperforms (with statistical significance) both our method and the RDN approach.
However, HTilde needs a large number of examples, while our method seems to benefit from
small amount of examples, as it obtains better results on early iterations, where only a few
examples were used to train the model. We were not able to use HTilde on the UWCSE
dataset, for instance. Another point that it is worth mentioning is that HTilde proposes logic
theories, bigger than our method, with several long rules, while our method’s theories are
usually composed by a few short rules, hence it is easier to understand their meaning.

6 Conclusions

In this work, we have proposed a novel method to online learn the structure written in ProPPR
language, relying on theory revision techniques. In addition, we also proposed a heuristic to
create the ProPPR’s features. We have shown that the online results of OSLR outperform the
state-of-the-art RDN-Boost system on the Cora dataset, and it is competitive to the RDN-
Boost in the UWCSE dataset.

The application of theory revision techniques online brings two important benefits to the
learning process: (1) OSLR is capable of continually improving the model with the arrival
of new examples, and (2) it can benefit from an existent initial theory, even if this theory is
only partially correct.

Our experiments have shown that our method performs well on a simulated online envi-
ronment, even at the beginning of the learning process, where only a few examples are used
to train the model. However, it has not performed so well in a batch environment, since it is
not designed to act in this kind of environment.

As future work we would like to extend our algorithm to use other inference engines
such as ProbLog (Dries et al. 2015) or Markov Logic Networks (Richardson and Domingos
2006). Another interesting future step would be to extend the system’s logic language to
handle non-monotonic knowledge by including, for example, negation-as-failure.

Acknowledgements We would like to thank the Brazilian Research Agency CNPq for the financial support
and the authors of RDN-Boost, ProPPR, and HTilde for making their code available to us.
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