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                    Abstract
This work considers the general task of estimating the sum of a bounded function over the edges of a graph, given neighborhood query access and where access to the entire network is prohibitively expensive. To estimate this sum, prior work proposes Markov chain Monte Carlo (MCMC) methods that use random walks started at some seed vertex and whose equilibrium distribution is the uniform distribution over all edges, eliminating the need to iterate over all edges. Unfortunately, these existing estimators are not scalable to massive real-world graphs. In this paper, we introduce Ripple, an MCMC-based estimator that achieves unprecedented scalability by stratifying the Markov chain state space into ordered strata with a new technique that we denote sequential stratified regenerations. We show that the Ripple estimator is consistent, highly parallelizable, and scales well. We empirically evaluate our method by applying Ripple to the task of estimating connected, induced subgraph counts given some input graph. Therein, we demonstrate that Ripple is accurate and can estimate counts of up to 12-node subgraphs, which is a task at a scale that has been considered unreachable, not only by prior MCMC-based methods but also by other sampling approaches. For instance, in this target application, we present results in which the Markov chain state space is as large as \(10^{43}\), for which Ripple computes estimates in less than 4 h, on average.
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                    Notes
	The spectral gap is defined as \(\delta = 1-\max \{|\lambda _2|, |\lambda _{|{\mathcal {V}}{}{^{}}|}|\}\), where \(\lambda _i\) denotes the i-th eigenvalue of the transition probability matrix of \({\varvec{\varPhi }}{}{^{}}\).
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Appendices
Notation
The most important notations from the paper are summarized in Table 4.
Table 4 Table of notationsFull size table

Proofs for Section 2
                        
1.1 
                              MCMC Estimates
Given a graph \({\mathcal {G}}{}{^{}}\), when the \(|{\mathcal {E}}{}{^{}}|\) is unknown, the MCMC estimate of \(\nicefrac {\mu ({\mathcal {E}}{}{^{}})}{|{\mathcal {E}}{}{^{}}|}\) is given by:

                    Proposition 5

                    (MCMC Estimate (Geyer 1992; Geman and Geman 1984; Hastings 1970)) When \({\mathcal {G}}{}{^{}}\) from Definition 1 is connected, the random walk \({\varvec{\varPhi }}{}{^{}}\) is reversible and positive recurrent with stationary distribution \(\pi _{{\varvec{\varPhi }}{}{^{}}}(u) = \nicefrac {\mathbf{d}{}{^{}}(u)}{2|{\mathcal {E}}{}{^{}}|}\). Then, the MCMC estimate \( {\hat{\mu }}_{0}\left( (X_i)_{i=1}^{t}\right) = \frac{1}{t-1}\sum _{i=1}^{t-1} f(X_i,X_{i+1})\,, \) computed using an arbitrarily started sample path \((X_i)_{i=1}^{t}\) from \({\varvec{\varPhi }}{}{^{}}\) is an asymptotically unbiased estimate of \(\nicefrac {\mu ({\mathcal {E}}{}{^{}})}{|{\mathcal {E}}{}{^{}}|}\). When \({\mathcal {G}}{}{^{}}\) is non-bipartite, i.e., \({\varvec{\varPhi }}{}{^{}}\) is aperiodic, and t is large, \({\hat{\mu }}_{0}\) converges to \(\nicefrac {\mu ({\mathcal {E}}{}{^{}})}{|{\mathcal {E}}{}{^{}}|}\) as \( \Big |{\mathbb {E}}[{\hat{\mu }}_{0}\left( (X_i)_{i=1}^{t}\right) ] - \nicefrac {\mu ({\mathcal {E}}{}{^{}})}{|{\mathcal {E}}{}{^{}}|}\Big | \le B \, \frac{C}{t \delta ({\varvec{\varPhi }}{}{^{}})} \,, \) where \(\delta ({\varvec{\varPhi }}{}{^{}})\) is the spectral gap of \({\varvec{\varPhi }}{}{^{}}\) and \(C\triangleq \sqrt{\frac{1-\pi _{{\varvec{\varPhi }}{}{^{}}}(X_1)}{\pi _{{\varvec{\varPhi }}{}{^{}}}(X_1)}}\) such that \(f\left( \cdot \right) \le B\).

                  
                    Proof

                    (Asymptotic unbiasedness) Because \({\mathcal {G}}{}{^{}}\) is undirected, finite and connected, \({\varvec{\varPhi }}{}{^{}}\) is a finite state space, irreducible, time-homogeneous Markov chain and is therefore positive recurrent (Bremaud 2001, 3-Thm.3.3). The reversibility and stationary distribution holds from the detailed balance test (Bremaud 2001, 2-Cor.6.1): \( \pi _{{\varvec{\varPhi }}{}{^{}}}(u) \, p_{{\varvec{\varPhi }}{}{^{}}}(u,v) = \pi _{{\varvec{\varPhi }}{}{^{}}}(v) \, p_{{\varvec{\varPhi }}{}{^{}}}(v,u) = \frac{\mathbf{1}{\left\{ (u,v)\in {\mathcal {E}}{}{^{}}\right\} }}{2|{\mathcal {E}}{}{^{}}|}\,. \) The ergodic theorem (Bremaud 2001, 3-Cor.4.1) then applies because f is bounded and \( \lim _{t\rightarrow \infty } \frac{1}{t-1}\sum _{i=1}^{t-1} f(X_i,X_{i+1}) = \sum _{(u,v) \in {\mathcal {V}}{}{^{}}\times {\mathcal {V}}{}{^{}}}\pi _{{\varvec{\varPhi }}{}{^{}}}(u) \, p_{{\varvec{\varPhi }}{}{^{}}}(u,v) f(u,v) = \frac{\mu ({\mathcal {E}}{}{^{}})}{|{\mathcal {E}}{}{^{}}|}\,. \) \(\square \)

                  
                    Proof

                    (Bias) Let the i-step transition probability of \({\varvec{\varPhi }}{}{^{}}\) be given by \(p^{i}_{{\varvec{\varPhi }}{}{^{}}}(u,v)\). The bias at the i-th step is given by
$$\begin{aligned} \begin{aligned} \textsc {bias}_i&= \Big | {\mathbb {E}}\left[ f(X_i,X_{i+1})\right] - \sum _{(u,v) \in {\mathcal {V}}{}{^{}}\times {\mathcal {V}}{}{^{}}}\pi _{{\varvec{\varPhi }}{}{^{}}}(u) \, p_{{\varvec{\varPhi }}{}{^{}}}(u,v) f(u,v) \Big | \\&= \Big | \sum _{(u,v) \in {\mathcal {V}}{}{^{}}\times {\mathcal {V}}{}{^{}}} p^{i}_{{\varvec{\varPhi }}{}{^{}}}(X_1,u) \, p_{{\varvec{\varPhi }}{}{^{}}}(u,v) f(u,v) - \sum _{(u,v) \in {\mathcal {V}}{}{^{}}\times {\mathcal {V}}{}{^{}}}\pi _{{\varvec{\varPhi }}{}{^{}}}(u) \, p_{{\varvec{\varPhi }}{}{^{}}}(u,v) f(u,v) \Big | \\&\le B \Big | \sum _{u \in {\mathcal {V}}{}{^{}}} p^{i}_{{\varvec{\varPhi }}{}{^{}}}(X_1,u) \sum _{v\in {\mathcal {V}}{}{^{}}} p_{{\varvec{\varPhi }}{}{^{}}}(u,v) - \sum _{u \in {\mathcal {V}}{}{^{}}}\pi _{{\varvec{\varPhi }}{}{^{}}}(u) \sum _{v\in {\mathcal {V}}{}{^{}}} p_{{\varvec{\varPhi }}{}{^{}}}(u,v) \Big | \\&\le B \Big | \sum _{u \in {\mathcal {V}}{}{^{}}} p^{i}_{{\varvec{\varPhi }}{}{^{}}}(X_1,u)- \sum _{u \in {\mathcal {V}}{}{^{}}}\pi _{{\varvec{\varPhi }}{}{^{}}}(u) \Big | \le B \sum _{u \in {\mathcal {V}}{}{^{}}} \Big | p^{i}_{{\varvec{\varPhi }}{}{^{}}}(X_1,u)- \pi _{{\varvec{\varPhi }}{}{^{}}}(u) \Big | \,,\\ \end{aligned} \end{aligned}$$

where \(f\left( \cdot \right) \le B\), and the final inequality is due to Jensen’s inequality. From (Diaconis and Stroock 1991, Prop-3), \( \textsc {bias}_{i} \le B \sqrt{\frac{1-\pi _{{\varvec{\varPhi }}{}{^{}}}(X_1)}{\pi _{{\varvec{\varPhi }}{}{^{}}}(X_1)}} \beta _{*}^{i} \,,\) where \(\beta _{*} = 1-\delta ({\varvec{\varPhi }}{}{^{}})\) is the SLEM of \({\varvec{\varPhi }}{}{^{}}\). Because of Jensen’s inequality and by summing a GP, \( \Big |{\mathbb {E}}[{\hat{\mu }}_{0}\left( (X_i)_{i=1}^{t}\right) ] - \frac{\mu ({\mathcal {E}}{}{^{}})}{|{\mathcal {E}}{}{^{}}|}\Big | \le \frac{1}{t-1} \sum _{i=1}^{t-1} \textsc {bias}_i \le \frac{B}{t-1} \sqrt{\frac{1-\pi _{{\varvec{\varPhi }}{}{^{}}}(X_1)}{\pi _{{\varvec{\varPhi }}{}{^{}}}(X_1)}} \frac{1-\beta _{*}^{t}}{1-\beta _{*}} \,.\)

                    Assuming that \(\beta _{*}^{t} \approx 0\) and \(t-1 \approx t\) when t is sufficiently large completes the proof. \(\square \)

                  
                    Lemma 2

                    (Avrachenkov et al. 2016) Let \({\varvec{\varPhi }}{}{^{}}\) be a finite state space, irreducible, time-homogeneous Markov chain, and let \(\xi \) denote the return time of RWT started from some \(x_{0}\in {\mathcal {S}}{}{^{}}\) as defined in Definition 2. If \({\varvec{\varPhi }}{}{^{}}\) is reversible, then \( {\mathbb {E}}\left[ \xi ^{2} \right] \le \frac{3}{\pi _{{\varvec{\varPhi }}{}{^{}}}(x_{0})^{2}\delta ({\varvec{\varPhi }}{}{^{}})} \,,\) where \(\pi _{{\varvec{\varPhi }}{}{^{}}}(x_{0})\) is the stationary distribution of \(x_{0}\), and \(\delta ({\varvec{\varPhi }}{}{^{}})\) is the spectral gap of \({\varvec{\varPhi }}{}{^{}}\). When \({\varvec{\varPhi }}{}{^{}}\) is not reversible, the second moment of return times is given by Eq. (11).

                  
                    Proof

                    Using (Aldous and Fill 2002, Eq 2.21), we have
$$\begin{aligned} {\mathbb {E}}\left[ \xi ^{2} \right] = \frac{1+2{\mathbb {E}}_{\pi _{{\varvec{\varPhi }}{}{^{}}}}(T_{x_{0}})}{\pi _{{\varvec{\varPhi }}{}{^{}}}(x_{0})} \,, \end{aligned}$$

                    (11)
                

where \({\mathbb {E}}_{\pi _{{\varvec{\varPhi }}{}{^{}}}}(T_{x_{0}})\) is the expected hitting time of \(x_{0}\) from the steady state. Combining (Aldous and Fill 2002, Lemma 2.11 & Eq 3.41) and accounting for continuization yields \( {\mathbb {E}}_{\pi _{{\varvec{\varPhi }}{}{^{}}}}(T_{x_{0}}) \le \frac{1}{\pi _{{\varvec{\varPhi }}{}{^{}}}(x_{0})\delta ({\varvec{\varPhi }}{}{^{}})} \,\) and therefore, \( {\mathbb {E}}\left[ \xi ^{2} \right] \le \frac{1+\frac{2}{\pi _{{\varvec{\varPhi }}{}{^{}}}(x_{0})\delta ({\varvec{\varPhi }}{}{^{}})}}{\pi _{{\varvec{\varPhi }}{}{^{}}}(x_{0})} < \frac{3}{\pi _{{\varvec{\varPhi }}{}{^{}}}(x_{0})^{2}\delta ({\varvec{\varPhi }}{}{^{}})} \) because \(\pi _{{\varvec{\varPhi }}{}{^{}}}(x_{0})\) and \(\delta ({\varvec{\varPhi }}{}{^{}})\) lie in the interval (0, 1). \(\square \)

                  
                    Proposition 6

                    Given a positive recurrent Markov chain \({\varvec{\varPhi }}{}{^{}}\) over state space \({\mathcal {S}}{}{^{}}\) and a set of m RWTs \({\mathcal {T}}\) and assuming an arbitrary ordering over \({\mathcal {T}}\), where \(\mathbf{X}^{(i)}\) is the ith RWT in \({\mathcal {T}}\), \(\mathbf{X}^{(i)}\) and \(|\mathbf{X}^{(i)}|\) are i.i.d. processes such that \({\mathbb {E}}[|\mathbf{X}^{(i)}|] < \infty \), and when the tours are stitched together as defined next, the sample path is governed by \({\varvec{\varPhi }}{}{^{}}\). For \(t\ge 1\), define \(\varPhi _{t} = X^{N_{t}}_{t - R_{N_{t}}}\), where \(R_i = \sum _{i'=1}^{i-1} |\mathbf{X}^{i}|\) when \(i>1\) and \(R_{1} = 0\) and \(N_t = \max \{i :R_i < t\}\).

                  
                    Proof

                    \(R_i\) is a sequence of stopping times. Therefore, the strong Markov property (Bremaud 2001, 2-Thm.7.1) states that sample paths before and after \(R_i\) are independent and are governed by \({\varvec{\varPhi }}{}{^{}}\). Because \({\varvec{\varPhi }}{}{^{}}\) is positive recurrent and \(x_{0}\) is visited i.o., the regenerative cycle theorem (Bremaud 2001, 2-Thm.7.4) states that these trajectories are identically distributed and are equivalent to the tours \({\mathcal {T}}\) sampled according to Definition 2. \({\mathbb {E}}[|\mathbf{X}^(i)|] < \infty \) due to positive recurrence. \(\square \)

                  1.2 Proof of Lemma 1
                           

                    Proof

                    (Unbiasedness and Consistency) Because \({\mathcal {G}}{}{^{}}\) is connected, \({\varvec{\varPhi }}{}{^{}}\) is positive recurrent with steady state \(\pi _{{\varvec{\varPhi }}{}{^{}}}(u) \propto \mathbf{d}{}{^{}}(u)\) due to Proposition 5. Consider the reward process \(F^{(i)} = \sum _{j=1}^{|\mathbf{X}^{(i)}|} f(X_j^{(i)},X_{j+1}^{(i)})\), \(i\ge 1\). From Proposition 6, \(F^{(i)}\) and \(|\mathbf{X}^{(i)}|\) are i.i.d. sequences with finite first moments, because \(F^{(i)} \le B |\mathbf{X}^{(i)}|\). Let \(N_t\) and \(R_i\) be as defined in Proposition 6.

                    Therefore, from the renewal reward theorem (Bremaud 2001, 3-Thm.4.2), we have
$$\begin{aligned} \frac{{\mathbb {E}}\left[ F^{(i)}\right] }{{\mathbb {E}}\left[ |\mathbf{X}^{(i)}|\right] } = \lim _{t\rightarrow \infty }\frac{\sum _{i=1}^{N_t} F^{(i)}}{t} = \lim _{t\rightarrow \infty }\frac{\sum _{i=1}^{N_t} F^{(i)}}{R_{N_{t}}} \cdot \frac{R_{N_{t}}}{t} = \frac{\sum _{i=1}^{N_t} F^{(i)}}{R_{N_{t}}} \,, \end{aligned}$$

where the final equality holds because \(\lim _{t\rightarrow \infty }\frac{R_{N_{t}}}{t} = 1-\lim _{t\rightarrow \infty }\frac{t-R_{N_{t}}}{t}\), and \(\lim _{t\rightarrow \infty }\frac{t-R_{N_{t}}}{t}\) converges to 0 as \(t\rightarrow \infty \) because \(|\mathbf{X}^{\left( \cdot \right) }|<\infty \) w.p. 1 because \({\varvec{\varPhi }}{}{^{}}\) is positive recurrent.

                    From Proposition 6 and the definition of \(F^{(i)}\), \(\sum _{i=1}^{N_t} F^{(i)} = \sum _{j=1}^{R_{N_{t}}} f(\varPhi _j,\varPhi _{j+1})\), and because f and \(\pi _{{\varvec{\varPhi }}{}{^{}}}\) are bounded, we have from the ergodic theorem (Bremaud 2001, 3-Cor.4.1),
$$\begin{aligned} \frac{{\mathbb {E}}\left[ F^{(i)}\right] }{{\mathbb {E}}\left[ |\mathbf{X}^{(i)}|\right] } = \lim _{t\rightarrow \infty }\frac{\sum _{j=1}^{R_{N_{t}}} f\left( \varPhi _j,\varPhi _{j+1}\right) }{R_{N_{t}}} \overset{a.s}{=}\sum _{(u,v)\in {\mathcal {V}}{}{^{}}\times {\mathcal {V}}{}{^{}}}\pi _{{\varvec{\varPhi }}{}{^{}}}(u)p_{{\varvec{\varPhi }}{}{^{}}}(u,v) g(u,v) = \frac{2\mu ({\mathcal {E}}{}{^{}})}{2|{\mathcal {E}}{}{^{}}|} \,. \end{aligned}$$

From Kac’s formula (Aldous and Fill 2002, Cor.2.24), \(\nicefrac {1}{{\mathbb {E}}[|\mathbf{X}^{(i)}|]} = {\pi _{{\varvec{\varPhi }}{}{^{}}}(x_{0})} = \frac{\mathbf{d}{}{^{}}(x_{0})}{2|{\mathcal {E}}{}{^{}}|}\), and
$$\begin{aligned} {\mathbb {E}}\left[ \frac{\mathbf{d}{}{^{}}(x_{0})}{2} F^{(i)}\right] \overset{a.s}{=}\mu ({\mathcal {E}}{}{^{}}) \,. \end{aligned}$$

\({\hat{\mu }}_{*}({\mathcal {T}}; f, {\mathcal {G}}{}{^{}})\) is unbiased by linearity of expectations on the summation over \({\mathcal {T}}\), and consistency is a consequence of Kolmogorov’s SLLN (Bremaud 2001, 1-Thm.8.3).

                    
                      \(\square \)
                    

                  
                    Proof

                    (Running Time) From Kac’s formula (Aldous and Fill 2002, Cor.2.24), \({\mathbb {E}}[|\mathbf{X}^{(i)}|] = \frac{2|{\mathcal {E}}{}{^{}}|}{\mathbf{d}{}{^{}}(x_{0})}\). From Proposition 6, tours can be sampled independently and thus parallelly. All cores will sample an equal number of tours in expectation, yielding the running time bound. \(\square \)

                  
                    Proof

                    (Variance) Because \(f\left( \cdot \right) <B\), and tours are i.i.d., the variance is
$$\begin{aligned} {\text {Var}}\left( {\hat{\mu }}_{*}({\mathcal {T}})\right) = {\text {Var}}\left( \frac{\mathbf{d}{}{^{}}(x_{0})}{2m} \sum _{\mathbf{X}\in {\mathcal {T}}} \sum _{j=1}^{|\mathbf{X}|} f(X_j,X_{j+1}) \right) \le \frac{\mathbf{d}{}{^{}}(x_{0})^2 B^2}{4m}{\text {Var}}\left( |\mathbf{X}| \right) \,. \end{aligned}$$

From Lemma 2 and Kac’s formula (Aldous and Fill 2002, Cor.2.24), \({\text {Var}}\left( |\mathbf{X}| \right) \) is given by
$$\begin{aligned} {\text {Var}}\left( |\mathbf{X}| \right) \le \frac{3}{\pi _{{\varvec{\varPhi }}{}{^{}}}(x_{0})^{2}\delta ({\varvec{\varPhi }}{}{^{}})} - \frac{1}{\pi _{{\varvec{\varPhi }}{}{^{}}}(x_{0})^{2}} \le \frac{3}{\pi _{{\varvec{\varPhi }}{}{^{}}}(x_{0})^{2}\delta ({\varvec{\varPhi }}{}{^{}})} = \frac{12 {|{\mathcal {E}}{}{^{}}|}^{2}}{\mathbf{d}{}{^{}}(x_{0})^2\delta ({\varvec{\varPhi }}{}{^{}})} \,. \end{aligned}$$

\(\square \)

                  Proofs for Section Crefsec.estimator

                  Assumption 2

                  For each \({\mathcal {G}}{}{^{}}_{r}\), \(1<r\le R\) from Definition 5, assume \(\mathbf{d}{}{^{}}(\zeta _{r})\) is known and that \(p_{{\varvec{\varPhi }}{}{^{}}_{r}}(\zeta _{r}, \cdot )\) can be sampled from.

                
                  Proposition 7

                  (RWTs in \({\varvec{\varPhi }}{}{^{}}_{r}\)) Under Assumption 2, given access only to the original chain \({\varvec{\varPhi }}{}{^{}}\) and stratifying function \(\rho \), let \({\varvec{\varPhi }}{}{^{}}_{r}\) be the random walk in the graph stratum \({\mathcal {G}}{}{^{}}_{r}\) from Definition 5. To sample an RWT \((X_{i})_{i=1}^{\xi }\) over \({\varvec{\varPhi }}{}{^{}}_{r}\) from the supernode \(\zeta _{r}\), we set \(X_{1} = \zeta _{r}\), sample \(X_2 \sim p_{{\varvec{\varPhi }}{}{^{}}_{r}}(\zeta _{r},\cdot )\), and then, until \(\rho (X_{\xi +1}) < r\), we sample
$$\begin{aligned} X_{i+1} \sim \textsc {unif}\left( \mathbf{N}{}{^{}}_{G_r}\left( X_i\right) \right) \equiv {\left\{ \begin{array}{ll} \textsc {unif}\left( \mathbf{N}{}{^{}}_{{\mathcal {G}}{}{^{}}}\left( X_{i}\right) \right) &{} \text {if } \rho \left( X_{i}\right) = r \\ \textsc {unif}\left( \mathbf{N}{}{^{}}_{{\mathcal {G}}{}{^{}}}\left( X_{i}\right) \cap {\mathcal {I}}{}{^{}}_{r}\right) &{} \text {if } \rho \left( X_{i}\right) > r \end{array}\right. } \,. \end{aligned}$$


                
                  Proof

                  The proof is a direct consequence of Definitions 5 and 1. \(\square \)

                
                  Proposition 8

                  (Perfectly Stratified Estimate) Under Assumption 2, given the EPS (Definition 6) stratum \({\mathcal {G}}{}{^{}}_{r}\) (Definition 5), bounded \(f :{\mathcal {E}}{}{^{}}\rightarrow {\mathbb {R}}\) and a set of m RWTs \({\mathcal {T}}_{r}\) over \({\varvec{\varPhi }}{}{^{}}_{r}\) from \(\zeta _r\) from Proposition 7, the per stratum estimate is given by
$$\begin{aligned} {\hat{\mu }}\left( {\mathcal {T}}_{r}; f, {\mathcal {G}}{}{^{}}_{r}\right) = \frac{\mathbf{d}{}{^{}}\left( \zeta _r\right) }{2m} \sum _{\mathbf{X}\in {\mathcal {T}}_{r}}\sum _{j=2}^{|\mathbf{X}|-1} f\left( X_j,X_{j+1}\right) \,, \end{aligned}$$

                    (12)
                

where \(X_j\) is the jth state visited in the RWT \(\mathbf{X}\in {\mathcal {T}}_{r}\). For all \(r>1\), \({\hat{\mu }}({\mathcal {T}}_{r}; f, {\mathcal {G}}{}{^{}}_{r})\) is an unbiased and consistent estimator of \(\mu ({\mathcal {J}}{}{^{}}_{r}) = \sum _{(u,v)\in {\mathcal {J}}{}{^{}}_{r}} f(u,v)\), where \({\mathcal {J}}{}{^{}}_{r}\) is the r-th edge stratum defined in Definition 4.

                
                  Proof

                  Define \(f' :{\mathcal {E}}{}{^{}}_{r} \rightarrow {\mathbb {R}}\) as \(f'(u,v) \triangleq \mathbf{1}{\left\{ u,v \ne \zeta _{r}\right\} } f(u,v)\). By Definition 2, in each RWT \(\mathbf{X}\in {\mathcal {T}}_{r}\), \(f'(X_1,X_2) = f'(X_{|\mathbf{X}|},X_{|\mathbf{X}|+1}) = 0\), and therefore, \({\hat{\mu }}({\mathcal {T}}_{r}; f, {\mathcal {G}}{}{^{}}_{r}) = {\hat{\mu }}_{*}({\mathcal {T}}; f', {\mathcal {G}}{}{^{}}_{r})\), where \({\hat{\mu }}_{*}\) is the RWT Estimate from Lemma 1. As \({\mathcal {G}}{}{^{}}_{r}\) is connected, \( {\mathbb {E}}\left[ {\hat{\mu }}({\mathcal {T}}_{r}; f, {\mathcal {G}}{}{^{}}_{r}) \right] = {\mathbb {E}}\left[ {\hat{\mu }}_{*}({\mathcal {T}}; f', {\mathcal {G}}{}{^{}}_{r}) \right] = \sum _{(u,v) \in {\mathcal {E}}{}{^{}}_{r}} f'(u,v) = \sum _{(u,v) \in {\mathcal {J}}{}{^{}}_{r}} f(u,v) \,, \) where the final equality holds because \({\mathcal {E}}{}{^{}}_{r}\) is the union of \({\mathcal {J}}{}{^{}}_{r}\) and edges incident on the supernode. Consistency is also due to Lemma 1. \(\square \)

                1.1 Proof of Proposition 1
                           

                    Proof

                    Proposition 1 (a) is necessary because when Proposition 1 (a) does not hold, there exists a component such that the minimum value of \(\rho \) in that component is \(\ddot{r}>0\) such that in \({\mathcal {G}}{}{^{}}_{\ddot{r}}\) (Definition 5), and the supernode \(\zeta _{\ddot{r}}\) will be disconnected from all vertices. If Proposition 1 (b) is violated, a vertex \(\ddot{u}\) exists that is disconnected in \({\mathcal {G}}{}{^{}}_{\rho (\ddot{u})}\), and if Proposition 1 (c) is violated, the supernode is disconnected. Finally, it is easily seen that these conditions sufficiently guarantee that each stratum is connected, and the stratification is an EPS. \(\square \)

                  1.2 Proof of Theorem 1
                           
We begin by defining the multi-set containing the end points of edges between vertex strata.

                    Definition 12

                    Given \({\mathcal {G}}{}{^{}}\) stratified into R strata, \(\forall 1 \le q < t \le R\) define border multi-sets as \( {\mathcal {B}}_{q,t} \triangleq \{v \, \forall (u,v) \in {\mathcal {E}}{}{^{}}:u \in {\mathcal {I}}{}{^{}}_{q} {{\,\mathrm{and}\,}}v \in {\mathcal {I}}{}{^{}}_{t}\} \,. \) The degree of the supernode in \({\mathcal {G}}{}{^{}}_{r}\) (Definition 5) is then given by \(\mathbf{d}{}{^{}}(\zeta _{r}) = \sum _{q=1}^{r-1}|{\mathcal {B}}_{q,r}|\), and transitions out of \(\zeta _{r}\) can be sampled by sampling \(q \in \{1,\ldots ,r-1\}\) w.p. \(\propto |{\mathcal {B}}_{q,r}|\) and then by uniformly sampling from \({\mathcal {B}}_{q,r}\).

                  
                    Proposition 9

                    Given the setting in Definitions 8 and 9, for all \(1 \le r < t \le R\),
$$\begin{aligned} \lim _{|{\mathcal {T}}^{\dagger }_{2}| \rightarrow \infty } \ldots \lim _{|{\mathcal {T}}^{\dagger }_{r}| \rightarrow \infty }&{\widehat{\beta }}_{r,t} \overset{a.s}{=}|{\mathcal {B}}_{r,t}|\,, \end{aligned}$$

                    (13)
                

$$\begin{aligned}&\lim _{|{\mathcal {T}}^{\dagger }_{2}| \rightarrow \infty } \ldots \lim _{|{\mathcal {T}}^{\dagger }_{r}| \rightarrow \infty } \widehat{\mathbf{U}}_{r,t} \sim \textsc {unif}({\mathcal {B}}_{r,t})\,,\end{aligned}$$

                    (14)
                

$$\begin{aligned}&\lim _{|{\mathcal {T}}^{\dagger }_{2}| \rightarrow \infty } \ldots \lim _{|{\mathcal {T}}^{\dagger }_{r}| \rightarrow \infty } p_{\widehat{\varvec{\varPhi }}{}{^{}}_{r}}(\mathbf{X}) = p_{{\varvec{\varPhi }}{}{^{}}_{r}}(\mathbf{X})\,,\quad \forall \mathbf{X}\in {\mathcal {T}}^{\dagger }_{r}\,. \end{aligned}$$

                    (15)
                

 i.e., each tour in \({\mathcal {T}}^{\dagger }_{r}\) is perfectly sampled from \({\varvec{\varPhi }}{}{^{}}_{r}\).

                  
                    Proof

                    (By Strong Induction) The base case for \(r=1\) holds by the base case in Definition 8. Now assume that Proposition 9 holds for all strata up to and including \(r-1\). Because of the inductive claim and by Definition 12, \(\lim _{|{\mathcal {T}}^{\dagger }_{2}| \rightarrow \infty } \ldots \lim _{|{\mathcal {T}}^{\dagger }_{r-1}| \rightarrow \infty }, {\widehat{\mathbf{d}{}{^{}}}}(\zeta _{r}) = \sum _{q=1}^{r-1} {\widehat{\beta }}_{q,r} \overset{a.s}{=}\sum _{q=1}^{r-1} |{\mathcal {B}}_{q,r}| = \mathbf{d}{}{^{}}(\zeta _{r}) \,, \) and similarly, \(\lim _{|{\mathcal {T}}^{\dagger }_{2}| \rightarrow \infty } \ldots \lim _{|{\mathcal {T}}^{\dagger }_{r-1}| \rightarrow \infty }, {\widehat{p}}_{{\varvec{\varPhi }}{}{^{}}_{r}}(\zeta _{r},\cdot ) \equiv p_{{\varvec{\varPhi }}{}{^{}}_{r}}(\zeta _{r},\cdot ) \) because the inductive claim makes the procedure of sampling transitions out of \(\zeta _{r}\) in Definition 8 equivalent to Definition 12. Equation (15) holds because transition probabilities at all states other than \(\zeta _{r}\) are equivalent in \({\varvec{\varPhi }}{}{^{}}_{r}\) and \(\widehat{\varvec{\varPhi }}{}{^{}}_{r}\) according to Definition 7. Now recall that \( {\widehat{\beta }}_{r,t} = \frac{{\widehat{\mathbf{d}{}{^{}}}}(\zeta _{r})}{|{\mathcal {T}}^{\dagger }_{r}|} \sum _{\mathbf{X}\in {\mathcal {T}}^{\dagger }_{r}}\sum _{j=2}^{|\mathbf{X}|} \mathbf{1}{\left\{ \rho (X_{j}) = t\right\} } \,. \) Because \({\widehat{\mathbf{d}{}{^{}}}}(\zeta _{r}) = \mathbf{d}{}{^{}}(\zeta _{r})\) and the tours are sampled perfectly, \(\lim _{|{\mathcal {T}}^{\dagger }_{2}| \rightarrow \infty } \ldots \lim _{|{\mathcal {T}}^{\dagger }_{r-1}| \rightarrow \infty } {\widehat{\beta }}_{r,t} = {\hat{\mu }}_{*}\left( {\mathcal {T}}^{\dagger }_{r}; f' \right) \,, \) where \(f'(u,v) = \mathbf{1}{\left\{ \rho (v) = t\right\} }\) and \({\hat{\mu }}_{*}\) is from Lemma 1, from which we also use the consistency guarantee to show that under an EPS, Eq. (13) holds as \( \lim _{|{\mathcal {T}}^{\dagger }_{2}| \rightarrow \infty } \ldots \lim _{|{\mathcal {T}}^{\dagger }_{r}| \rightarrow \infty } {\widehat{\beta }}_{r,t} \overset{a.s}{=}\sum _{(u,v) \in {\mathcal {E}}{}{^{}}_{r}} f'(u,v) = |{\mathcal {B}}_{r,t}|\,. \) Because of Proposition 6, concatenating tours \(\mathbf{X}\in {\mathcal {T}}^{\dagger }_{q}\) yields a sample path from \({\varvec{\varPhi }}{}{^{}}_{r}\), and these samples are distributed according to \(\pi _{{\varvec{\varPhi }}{}{^{}}_{r}}\) as \(|{\mathcal {T}}^{\dagger }_{r'}| \rightarrow \infty \), \(r'\le r\). Therefore, \( \lim _{|{\mathcal {T}}^{\dagger }_{2}| \rightarrow \infty } \ldots \lim _{|{\mathcal {T}}^{\dagger }_{r}| \rightarrow \infty } \uplus _{\mathbf{X}\in {\mathcal {T}}^{\dagger }_{q}}\uplus _{j=2}^{|\mathbf{X}|} \left\{ X_{j} :\rho (X_{j}) = t \right\} \sim \pi '_{{\varvec{\varPhi }}{}{^{}}_{r}} \,, \) where \(\pi '_{{\varvec{\varPhi }}{}{^{}}_{r}}(u) \propto \mathbf{1}{\left\{ \rho (u) = t\right\} } \mathbf{d}{}{^{}}_{{\mathcal {G}}{}{^{}}_{r}}(u)\), which is equivalent to \(\textsc {unif}({\mathcal {B}}_{r,t})\) by Definitions 5 and 12, thus proving Eq. (14). \(\square \)

                  
                    Proof

                    (Main Theorem) Combining Propositions 9 and 8 proves Theorem 1. \(\square \)

                  1.3 Proof of Theorem 2
                           

                    Definition 13

                    (\(L^{2}\) Distance between \({\widehat{\pi }}\) and \(\pi \) Aldous and Fill 2002) The \(L^{2}\) distance between discrete probability distribution \({\widehat{\pi }}\) and reference distribution \(\pi \) with sample space \(\varOmega \) is given by \(\Vert {\widehat{\pi }} - \pi \Vert _2 = \sum _{i \in \varOmega } \frac{({\widehat{\pi }}(i) - \pi (i))^{2}}{\pi (i)}\).

                  
                    Definition 14

                    (Distorted chain) Given a Markov chain \({\varvec{\varPhi }}{}{^{}}\) over finite state space \({\mathcal {S}}{}{^{}}\) and an arbitrary \(x_{0}\in {\mathcal {S}}{}{^{}}\), let \(\widehat{\varvec{\varPhi }}{}{^{}}\) be the distorted chain such that \(\forall \,u\ne x_{0}\), \(p_{\widehat{\varvec{\varPhi }}{}{^{}}}(u,\cdot ) = p_{{\varvec{\varPhi }}{}{^{}}}(u,\cdot )\), and \(p_{\widehat{\varvec{\varPhi }}{}{^{}}}(x_{0},\cdot )\) is an arbitrary distribution with support \({{\,\mathrm{supp}\,}}(p_{\widehat{\varvec{\varPhi }}{}{^{}}}(x_{0},\cdot ))\subseteq {{\,\mathrm{supp}\,}}(p_{{\varvec{\varPhi }}{}{^{}}}(x_{0},\cdot ))\). The distortion is given by \(\Vert p_{\widehat{\varvec{\varPhi }}{}{^{}}}(x_{0},\cdot ) - p_{{\varvec{\varPhi }}{}{^{}}}(x_{0},\cdot )\Vert \) as defined in Definition 13.

                  
                    Lemma 3

                    Given a finite state, positive recurrent Markov chain \({\varvec{\varPhi }}{}{^{}}\) over state space \({\mathcal {S}}{}{^{}}\), let \(\widehat{\varvec{\varPhi }}{}{^{}}\) be the chain distorted at some \(x_{0}\in {\mathcal {S}}{}{^{}}\) from Definition 14.

                    Let \( {\mathcal {X}}= \Bigg \{(X_{1}, \ldots , X_{\xi }) :X_{1} = x_{0}\,,\, \xi = \min \{t>0 :X_{t+1} = x_{0}\} \,,\, p_{{\varvec{\varPhi }}{}{^{}}}(X_{1}, \ldots , X_{\xi })>0\Bigg \} \,, \) denote the set of all possible arbitrary lengths RWTs that begin and end at \(x_{0}\) from Definition 2. Given a tour \(\mathbf{Y}\in {\mathcal {X}}\) sampled from \({\varvec{\varPhi }}{}{^{}}\) and a bounded function \(F:{\mathcal {X}}\rightarrow {\mathbb {R}}\),
$$\begin{aligned} {\mathbb {E}}_{{\varvec{\varPhi }}{}{^{}}}\left[ \frac{p_{\widehat{\varvec{\varPhi }}{}{^{}}}\left( Y_1,Y_2\right) }{p_{{\varvec{\varPhi }}{}{^{}}}\left( Y_1,Y_2\right) }F(\mathbf{Y}) \right] = {\mathbb {E}}_{\widehat{\varvec{\varPhi }}{}{^{}}}\left[ F(\mathbf{Y}) \right] \,, \end{aligned}$$

                    (16)
                

where \({\mathbb {E}}_{{\varvec{\varPhi }}{}{^{}}}\) and \({\mathbb {E}}_{\widehat{\varvec{\varPhi }}{}{^{}}}\) are expectations under the distribution of tours sampled from \({\varvec{\varPhi }}{}{^{}}\) and \(\widehat{\varvec{\varPhi }}{}{^{}}\).

                  
                    Proof

                    All tours in \({\mathcal {X}}\) are of finite length because of the positive recurrence of \({\varvec{\varPhi }}{}{^{}}\). The ratio of the probability of sampling the tour \(\mathbf{Y}= (Y_1, \ldots , Y_{\xi '})\) from the chain \(\widehat{\varvec{\varPhi }}{}{^{}}\) to \({\varvec{\varPhi }}{}{^{}}\) is given by
$$\begin{aligned} \frac{p_{\widehat{\varvec{\varPhi }}{}{^{}}}(\mathbf{Y})}{p_{{\varvec{\varPhi }}{}{^{}}}(\mathbf{Y})} = \frac{\prod _{j=1}^{\xi '} p_{\widehat{\varvec{\varPhi }}{}{^{}}}\left( Y_{j}, Y_{j+1}\right) }{\prod _{j=1}^{\xi '} p_{{\varvec{\varPhi }}{}{^{}}}\left( Y_{j}, Y_{j+1}\right) } = \frac{p_{\widehat{\varvec{\varPhi }}{}{^{}}}\left( Y_1, Y_2\right) }{p_{{\varvec{\varPhi }}{}{^{}}}\left( Y_1, Y_2\right) } \,, \end{aligned}$$

                    (17)
                

because \(p_{{\varvec{\varPhi }}{}{^{}}}(Y_{j}, \cdot ) = p_{\widehat{\varvec{\varPhi }}{}{^{}}}(Y_{j}, \cdot )\), \(\forall 1<j\le \xi '\) because \(Y_j \ne x_{0}\) by the definitions of \({\mathcal {X}}\) and \(\widehat{\varvec{\varPhi }}{}{^{}}\). Because \({{\,\mathrm{supp}\,}}(p_{\widehat{\varvec{\varPhi }}{}{^{}}}(x_{0},\cdot )) \subseteq {{\,\mathrm{supp}\,}}(p_{{\varvec{\varPhi }}{}{^{}}}(x_{0},\cdot ))\), \({{\,\mathrm{supp}\,}}(p_{\widehat{\varvec{\varPhi }}{}{^{}}}(\mathbf{Y})) \subseteq {{\,\mathrm{supp}\,}}(p_{{\varvec{\varPhi }}{}{^{}}}(\mathbf{Y}))\). The theorem statement therefore directly draws from the definition of importance sampling (Robert and Casella 2013, Def 3.9) with the importance weights derived in Eq. (17).

                    
                      \(\square \)
                    

                  
                    Lemma 4

                    Given a simple random walk \({\varvec{\varPhi }}{}{^{}}\) on the connected non-bipartite graph \({\mathcal {G}}{}{^{}}\) from Definition 1, let \(\widehat{\varvec{\varPhi }}{}{^{}}\) be the chain distorted at some \(x_{0}\in {\mathcal {S}}{}{^{}}\) from with distortion \(\nu \) Definition 14. Let \(\lambda = \nicefrac {{\widehat{\mathbf{d}{}{^{}}}}(x_{0})}{\mathbf{d}{}{^{}}(x_{0})}\). Let \(f:{\mathcal {E}}{}{^{}}\rightarrow {\mathbb {R}}\) bounded by B, and \(F(\mathbf{X}) = \sum _{j=1}^{|\mathbf{X}|}f(X_{j}, X_{j+1})\), where \(\mathbf{X}\) is an RWT as defined in “Appendix B.2”. The bias of an RWT Estimate (Eq. 2) computed using tours sampled over \(\widehat{\varvec{\varPhi }}{}{^{}}\) and using \({\widehat{\mathbf{d}{}{^{}}}}(x_{0})\) as the degree is given by \( \textsc {bias}= \left| {\mathbb {E}}_{\widehat{\varvec{\varPhi }}{}{^{}}}\left[ \frac{{\widehat{\mathbf{d}{}{^{}}}}(x_{0})}{2}F(\mathbf{X})\right] - \mu ({\mathcal {E}}{}{^{}})\right| \le \left( \lambda \nu + |1-\lambda | \right) \frac{\sqrt{3} B|{\mathcal {E}}{}{^{}}|}{\sqrt{\delta }}\,, \) where \(\delta \) is the spectral gap of \({\varvec{\varPhi }}{}{^{}}\), and B is the upper bound of f.

                  
                    Proof

                    From Lemmas 3 and 1 we have
$$\begin{aligned} {\mathbb {E}}_{\widehat{\varvec{\varPhi }}{}{^{}}}\left[ \frac{{\widehat{\mathbf{d}{}{^{}}}}(x_{0})}{2}F(\mathbf{X})\right]&= {\mathbb {E}}_{{\varvec{\varPhi }}{}{^{}}}\left[ \frac{{\widehat{\mathbf{d}{}{^{}}}}(x_{0})}{2} \frac{p_{\widehat{\varvec{\varPhi }}{}{^{}}}\left( X_1,X_2\right) }{p_{{\varvec{\varPhi }}{}{^{}}}\left( X_1,X_2\right) }F(\mathbf{X}) \right] \,, \\ \mu ({\mathcal {E}}{}{^{}})&= {\mathbb {E}}_{{\varvec{\varPhi }}{}{^{}}}\left[ \frac{\mathbf{d}{}{^{}}(x_{0})}{2} F(\mathbf{X}) \right] \,. \end{aligned}$$

Subtracting the two, squaring both sides and using the Cauchy–Schwarz inequality decomposes the squared bias into
$$\begin{aligned} \textsc {bias}&= \left| {\mathbb {E}}_{{\varvec{\varPhi }}{}{^{}}}\left[ \left( \frac{{\widehat{\mathbf{d}{}{^{}}}}(x_{0})}{\mathbf{d}{}{^{}}(x_{0})} \frac{p_{\widehat{\varvec{\varPhi }}{}{^{}}}(X_1,X_2)}{p_{{\varvec{\varPhi }}{}{^{}}}(X_1,X_2)} -1 \right) \frac{\mathbf{d}{}{^{}}(x_{0})}{2} F(\mathbf{X}) \right] \right| \,.\\ \textsc {bias}^{2}&\le \underbrace{{\mathbb {E}}\left[ \left( \frac{{\widehat{\mathbf{d}{}{^{}}}}(x_{0})}{\mathbf{d}{}{^{}}(x_{0})}\frac{p_{\widehat{\varvec{\varPhi }}{}{^{}}}(x_{0},X_2)}{p_{\widehat{\varvec{\varPhi }}{}{^{}}}(x_{0},X_2)}-1\right) ^{2} \right] }_{\textsc {bias}_{\text {dist}}} \underbrace{{\mathbb {E}}\left[ \left( \frac{\mathbf{d}{}{^{}}(x_{0})}{2} F(\mathbf{X})\right) ^{2} \right] }_{\textsc {bias}_{\text {spectral}}} \,, \end{aligned}$$

where the expectation is under \({\varvec{\varPhi }}{}{^{}}\). Using definitions from the theorem statement,
$$\begin{aligned} \begin{aligned} \textsc {bias}_{\text {dist}} =&\frac{{\widehat{\mathbf{d}{}{^{}}}}(x_{0})^{2}}{\mathbf{d}{}{^{}}(x_{0})^{2}} {\mathbb {E}}\left[ \left( \frac{p_{\widehat{\varvec{\varPhi }}{}{^{}}}(x_{0},X_2)}{p_{{\varvec{\varPhi }}{}{^{}}}(x_{0},X_2)} \right) ^{2}\right] + 1-2 \frac{{\widetilde{\mathbf{d}}}{}{^{}}(x_{0})}{\mathbf{d}{}{^{}}(x_{0})} {\mathbb {E}}\left[ \frac{p_{\widehat{\varvec{\varPhi }}{}{^{}}}(x_{0},X_2)}{p_{{\varvec{\varPhi }}{}{^{}}}(x_{0},X_2)}\right] \\ =\,&\lambda ^{2}(1+\nu ^{2}) +1-2\lambda = \lambda ^{2}+\lambda ^{2}\nu ^{2} +1-2\lambda \\ =\,&\lambda ^{2}\nu ^{2} + (1-\lambda )^{2} \le \left( \lambda \nu + |1-\lambda | \right) ^{2} \,. \end{aligned} \end{aligned}$$

Because \(F(\mathbf{X}) \le B\xi \), the tour length, from Lemma 2, we see that
$$\begin{aligned} \textsc {bias}_{\text {spectral}} \le \frac{\mathbf{d}{}{^{}}(x_{0})^{2} B^{2}}{4} \frac{3 }{\pi _{{\varvec{\varPhi }}{}{^{}}}(x_{0})^2 \delta } = \frac{3 B^{2} |{\mathcal {E}}{}{^{}}|^{2}}{\delta }\,, \end{aligned}$$

and combining both biases completes the proof for \(\textsc {bias}\). \(\square \)

                  
                    Proof

                    (Main Theorem) Note that by linearity of expectations
$$\begin{aligned} \begin{aligned} {\mathbb {E}}\left[ {\hat{\mu }}\left( {\mathcal {T}}^{\dagger }_{2:r}; f \right) \big | {\mathcal {T}}^{\dagger }_{2:r-1} \right] =\,&{\mathbb {E}}\left[ \frac{{\widehat{\mathbf{d}{}{^{}}}}(\zeta _{r})}{2 |{\mathcal {T}}^{\dagger }_{r}|}\sum _{\mathbf{X}\in {\mathcal {T}}^{\dagger }_{r}}\sum _{j=2}^{|\mathbf{X}|-1} f(X_{j},X_{j+1})\right] \,,\\ =\,&{\mathbb {E}}_{\mathbf{X}\sim \widehat{\varvec{\varPhi }}{}{^{}}_r}\left[ \frac{{\widehat{\mathbf{d}{}{^{}}}}(\zeta _{r})}{2} \sum _{j=1}^{|\mathbf{X}|} f'(X_{j},X_{j+1}) \right] \,,\\ \end{aligned} \end{aligned}$$

where \(\mathbf{X}\) is an RWT on \(\widehat{\varvec{\varPhi }}{}{^{}}_r\) that depends on \({\mathcal {T}}^{\dagger }_{2:r-1}\) and \(f'(u,v) \triangleq \mathbf{1}{\left\{ u,v \ne \zeta _{r}\right\} } f(u,v)\). Applying Lemma 4 completes the proof because \(\widehat{\varvec{\varPhi }}{}{^{}}_{r}\) is a distorted chain by Definition 14. \(\square \)

                  Proofs for Section 4
                        
1.1 Proof of Proposition 2
                           

                    Proof

                    From Wang et al. (2014, Thm-3.1), we know that each disconnected component of G leads to a disconnected component in \({\mathcal {G}}{}{^{k-1}}\), and if \({\mathcal {I}}{}{^{}}_{1}\) contains a subgraph in each connected component, Proposition 1 (a) is satisfied. We now prove that \(\forall \, s\in {\mathcal {V}}{}{^{k-1}}\), if \(\rho (s) = r > 1\), \(\exists \, s' \in \mathbf{N}{}{^{}}(s) :\rho (s')<r\) which simultaneously satisfies Proposition 1 (b) and Proposition 1 (c) .

                    W.l.o.g. let the vertex with the smallest distance from the seed vertices be denoted by \({\hat{u}} = {{\,\mathrm{argmin}\,}}_{u \in V(s)} \textsc {dist}(u)\). When \(\textsc {dist}({\hat{u}}) > 0\), there exists \(v \in \mathbf{N}{}{^{}}_{G}({\hat{u}})\) such that \(\textsc {dist}(v) < \textsc {dist}({\hat{u}})\) by the definition of \(\textsc {dist}\). More concretely, v would be the penultimate vertex in the shortest path from the seed vertices to \({\hat{u}}\). Let \(v' \ne {\hat{u}}\) be a nonarticulating vertex of s, which is possible because any connected graph has at least 2 nonarticulating vertices. Let \(s_1 = G\left( V(s)\backslash \{v'\} \cup \{v\}\right) \in {\mathcal {V}}{}{^{k-1}}\). Now, \(\rho (s_1) < \rho (s)\) because \(v'\) has been replaced with a vertex at necessarily a smaller distance and because the indicator in the definition of rho will always be 0 in this case. Moreover, , and hence an edge exists between the two.

                    When \(\textsc {dist}({\hat{u}}) = 0\), there exists \(v \in \mathbf{N}{}{^{}}_{G}({\hat{u}})\) such that \(\textsc {dist}(v)=0\). There exists a nonarticulating \(v' \in V(s)\backslash V^{*}\) because otherwise \(V^{*}\) would have been disconnected. Observing that \(\textsc {dist}(v') + \mathbf{1}{\left\{ v' \in V({\mathcal {I}}{}{^{}}_{1}) \backslash V^{*})\right\} } >0\) completes the proof of ergodicity. \(\square \)

                  1.2 Proof of Proposition 3
                           

                    Proof

                    (Sampling Probability) Consider the lines Lines 3 to 5. The probability of sampling the pair (u, v) from \( V(s) \times \mathbf{N}{}{^{}}_{G}\left( V(s)\right) \) is given by
$$\begin{aligned} \begin{aligned} P(u,v)&= \sum _{a \in V(s)\backslash \{u\}}P(v|a,u)P(a|u)P(u) \\&= \sum _{a \in V(s)\backslash \{u\}} \frac{\mathbf{1}{\left\{ v \in \mathbf{N}{}{^{}}(a)\right\} }}{\mathbf{d}{}{^{}}(a)} \frac{\mathbf{d}{}{^{}}(a)}{\deg _s - \mathbf{d}{}{^{}}(u)} \frac{\deg _s - \mathbf{d}{}{^{}}(u)}{(k-1-1)\deg _s} \\&\propto \sum _{a \in V(s)\backslash \{u\}} \mathbf{1}{\left\{ v \in \mathbf{N}{}{^{}}(a)\right\} } = |N(v) \cap V(s) \backslash \{u\}| = \textsc {bias}\,, \end{aligned} \end{aligned}$$

where \(\textsc {bias}\) is defined in Line 6 and corrected for in Line 7. After the rejection, therefore, \((u,v) \sim \textsc {unif}( V(s) \times \mathbf{N}{}{^{}}_{G}\left( V(s)\right) )\).

                    Line 9 constitutes an importance sampling with unit weight for pairs (u, v), where removing u from and adding v to V(s) produces a \(k-1-\)CIS and zero otherwise. In Line 9, because removing a nonarticulating vertex and adding another vertex to s cannot lead to a disconnected subgraph, we can avoid a DFS when \(u \notin {\mathcal {A}}_{s}\). This completes the proof. \(\square \)

                  
                    Proof

                    (Time Complexity) Assuming access to a precomputed vector of degrees, the part up to Line 1 is \({{\,\mathrm{O}\,}}(k-1^{2})\). In each proposal, Lines 3 and 4 are \({{\,\mathrm{O}\,}}(k-1)\), and Line 5 is \({{\,\mathrm{O}\,}}(\varDelta _s)\). Line 6 is \({{\,\mathrm{O}\,}}(k-1)\), and the expected complexity of Line 9 is \({{\,\mathrm{O}\,}}(k-1^{2} \, \nicefrac {|{\mathcal {A}}_{s}|}{k-1})\) because in expectation only \(\nicefrac {|{\mathcal {A}}_{s}|}{k-1}\) graph traversals will be required. The acceptance probability is \(\ge \nicefrac {1}{k-1}\) is Line 7 and \(\ge \frac{k-1-|{\mathcal {A}}_{s}|}{k-1}\). The expected number of proposals is therefore \(\le \frac{k-1^{2}}{k-1-|{\mathcal {A}}_{s}|}\). As such, the expected time complexity is \({{\,\mathrm{O}\,}}(k-1^2 (1 +\frac{\varDelta _s + k-1|{\mathcal {A}}_{s}|}{k-1-|{\mathcal {A}}_{s}|} ))\). \(\square \)

                  Additional implementation details
1.1 Parallel sampling with a reservoir matrix
Given a reasonably large \({ \textsc {m}} \) and the number of strata R, we initialize an upper triangular matrix of empty reservoirs \([\widehat{\mathbf{U}}_{r,t}]_{2\le r < t \le R}\) and a matrix of atomic counters \([{\hat{{ \textsc {m}}}}_{q,r}]_{2\le r < t\le R}\) initialized to 0. In each stratum r, while being sampled in parallel whenever a tour enters the t-th stratum, \({\hat{{ \textsc {m}}}}_{r,t}\) is incremented, and with a probability \(\min (1, \nicefrac {{ \textsc {m}}}{{\hat{{ \textsc {m}}}}_{r,t}})\), the state is inserted into a random position in the reservoir \(\widehat{\mathbf{U}}_{r,t}\) and rejected otherwise. The only contention between threads in this scheme is at the atomic counter and in the rare case where two threads choose the same location to overwrite, wherein ties are broken based on the value of the atomic counter at the insertion time, guaranteeing thread safety. The space complexity of a reservoir matrix is therefore \(O(R^2 { \textsc {m}})\).
A toy example of this matrix is presented in Fig. 4, where \(R=5\), and the RWTs are being sampled on the graph stratum \({\mathcal {G}}{}{^{}}_{2}\). Whenever (non-gray) states in \({\mathcal {I}}{}{^{}}_{3:5}\) are visited, they are inserted into the corresponding reservoirs–\(\widehat{\mathbf{U}}_{2,5}\) is depicted in detail.
Fig. 4
Parallel RWTs and reservoirs: a The set of m RWTs sampled on \({\mathcal {G}}{}{^{}}_{2}\) in parallel, where the supernode \(\zeta _{2}\) is colored black. The gray, blue, red and green colors represent states in stratum 2–5, respectively. b The upper triangular reservoir matrix in which the cell in the r-th row and t-th column contains samples from \(\widehat{\mathbf{U}}_{r,t}\)


Full size image

1.2 PSRW neighborhood
The neighborhood of a \(k-\)CIS s in \({\mathcal {G}}{}{^{k}}\) is the set of all vertices \(u,v \in V\) such that replacing u with v in s yields a \(k-\)CIS. Formally,
$$\begin{aligned} \mathbf{N}{}{^{}}_{{\mathcal {G}}{}{^{k}}}(s) \equiv \left\{ (u,v) \in V(s) \times \mathbf{N}{}{^{}}_{G}\left( V(s)\right) :G\left( V(s)\cup \{v\} \backslash \{u\}\right) \in {\mathcal {V}}{}{^{k}}\right\} \,, \end{aligned}$$

                    (18)
                

where \(\mathbf{N}{}{^{}}_{G}(V(s)) = \cup _{x \in V(s)}\mathbf{N}{}{^{}}_{G}(x)\) is the union of the neighborhood of each vertex in s. The size of the neighborhood is then \({{\,\mathrm{O}\,}}(k\,\mathbf{N}{}{^{}}_{G}(V(s)))\in {{\,\mathrm{O}\,}}(k^2\varDelta _{G})\) because \(\mathbf{N}{}{^{}}_{G}(V(s)) \in {{\,\mathrm{O}\,}}(k \varDelta _{G})\), where \(\varDelta _{G}\) is the maximum degree in G. Each potential neighbor further requires a connectivity check in the form of a BFS or DFS, which implies that the naive neighborhood sampling algorithm requires \({{\,\mathrm{O}\,}}(k^{4} \varDelta _{G})\) time.
1.2.1 Articulation points
Apart from the rejection sampling algorithm from Algorithm 1, we use articulation points to efficiently compute the subgraph bias \(\gamma \) from Eq. (9). Specifically, given the \(k-1-\)CIS, s, \(\gamma (s) = \left( {\begin{array}{c}\kappa -{\mathcal {A}}_{s}\\ 2\end{array}}\right) \), \({\mathcal {A}}_{s}\) is the set of articulation points of s. This draws directly from (Wang et al. 2014, Sec-3.3) and the definition of articulation points. Hopcroft and Tarjan (1973) showed that for any simple graph s the set of articulation points can be computed in \(O(|V(s)| + |E(s)|)\) time.





1.3 Proof of Proposition 4
                           

                    Proposition 10

                    (Extended Version of Proposition 4) We assume a constant number of tours m in each stratum and ignore graph loading. The Ripple estimator of \(k-\)CIS counts described in Algorithm 2 has space complexity in
$$\begin{aligned} {{\,\mathrm{O}\,}}\left( k^{3} D_{G}^{2} { \textsc {m}} + |{\mathcal {H}}|\right) \equiv {\widehat{{{\,\mathrm{O}\,}}}}\left( k^3 + |{\mathcal {H}}|\right) \,, \end{aligned}$$

where \({\widehat{{{\,\mathrm{O}\,}}}}\) ignores all factors other than k and \(|{\mathcal {H}}|\), \({ \textsc {m}} \) is the size of the reservoir from Sect. 4.3, \(D_{G}\) is the diameter of G, and \(|{\mathcal {H}}|\) is the number of patterns of interest.

                    The total number of random walk steps is given by \({{\,\mathrm{O}\,}}(k^3 m D_{G} \varDelta _{G} C_{\textsc {rej}})\), where \(C_{\textsc {rej}}\) is the number of rejections in Line 21 of Algorithm 2, \(\varDelta _{G}\) is the largest degree in G, and the total time complexity is \({\widehat{{{\,\mathrm{O}\,}}}}(k^7 + |{\mathcal {H}}|)\).

                  
                    Remark 2

                    In practice, we adapt the proposals in Algorithm 1 to minimize \(C_{\textsc {rej}}\) using heuristics over the values of \(\textsc {dist}\left( \cdot \right) \) from Proposition 2.

                  
                    Lemma 5

                    Given a graph stratum \({\mathcal {G}}{}{^{}}_{r}\) from Definition 5, for some \(r>1\), define \(\alpha _r = \nicefrac {|\{u \in {\mathcal {I}}{}{^{}}_{r} :\mathbf{N}{}{^{}}(u) \cap {\mathcal {I}}{}{^{}}_{1:r-1} \ne \emptyset \}|}{|{\mathcal {I}}{}{^{}}_{r}|}\) as the fraction of vertices in the r-th vertex stratum that share an edge with a previous stratum. The return time \(\xi _r\) of the chain \({\varvec{\varPhi }}{}{^{}}_{r}\) to the supernode \(\zeta _r \in {\mathcal {V}}{}{^{}}_{r}\) follows \({\mathbb {E}}_{{\varvec{\varPhi }}{}{^{}}_{r}}[\xi _r] \le \frac{2 {\bar{\mathbf{d}}}{}{^{}}_{r}}{\alpha _{r}}\), where \({\bar{\mathbf{d}}}{}{^{}}_{r}\) is the average degree in \({\mathcal {G}}{}{^{}}\) of all vertices in \({\mathcal {I}}{}{^{}}_{r}\).

                  
                    Proof

                    Because \(\alpha _r {\mathcal {I}}{}{^{}}_{r}\) vertices have at least one edge incident on \(\zeta _r\), \(\mathbf{d}{}{^{}}_{{\mathcal {G}}{}{^{}}_{r}}(\zeta _r) \ge \alpha _r {\mathcal {I}}{}{^{}}_{r}\). From Definition 5, because all edges not incident on \({\mathcal {I}}{}{^{}}_{r}\) are removed from \({\mathcal {G}}{}{^{}}_{r}\), \({{\,\mathrm{Vol}\,}}({\mathcal {G}}{}{^{}}_{r}) \le 2 \sum _{u \in {\mathcal {I}}{}{^{}}_{r}} \mathbf{d}{}{^{}}_{{\mathcal {G}}{}{^{}}}(u)\). Therefore, from Lemma 1,
$$\begin{aligned} {\mathbb {E}}_{{\varvec{\varPhi }}{}{^{}}_{r}}\left[ \xi _r\right] = \frac{{{\,\mathrm{Vol}\,}}\left( {\mathcal {G}}{}{^{}}_{r}\right) }{\mathbf{d}{}{^{}}\left( \zeta _{r}\right) } \le \frac{2 \sum _{u \in {\mathcal {I}}{}{^{}}_{r}} \mathbf{d}{}{^{}}_{{\mathcal {G}}{}{^{}}}(u)}{\alpha _r {\mathcal {I}}{}{^{}}_{r}} = \frac{2 {\bar{\mathbf{d}}}{}{^{}}_{r}}{\alpha _r} \,. \end{aligned}$$

\(\square \)

                  
                    Proposition 11

                    The Ergodicity-Preserving Stratification from Proposition 2 is such that \(\alpha _{r}=1\) for all \(r>1\) as defined in Lemma 5, and consequently, the diameter of each graph stratum is \(\le 4\). The total number of strata \(R \in {{\,\mathrm{O}\,}}(k\,D_{G})\), where \(D_{G}\) is the diameter of G.

                  
                    Proof

                    We show in “Appendix D.1” that for each vertex \(s\in {\mathcal {V}}{}{^{k-1}}\), if \(\rho (s) = r > 1\), there exists \(s' \in \mathbf{N}{}{^{}}(s)\) such that \(\rho (s')<r\). This implies that \(\alpha _{r} = 1\). In \({\mathcal {G}}{}{^{}}_{r}\), therefore, from \(\zeta _{r}\), all vertices in \({\mathcal {I}}{}{^{}}_{r}\) are at unit distance from \(\zeta _{r}\), and vertices in \(\mathbf{N}{}{^{}}({\mathcal {I}}{}{^{}}_{r}) \backslash {\mathcal {I}}{}{^{}}_{r}\) are at a distance of 2 from \(\zeta _{r}\). Because no other vertices are present in \({\mathcal {G}}{}{^{}}_{r}\), this completes the proof of the first part. Trivially, \(R \le (k-1) \cdot \max _{u\in V} \textsc {dist}(u) \in {{\,\mathrm{O}\,}}(k \cdot D_{G})\). \(\square \)

                  
                    Proof

                    (Memory Complexity) From Algorithm 2, we compute a single count estimate per stratum and maintain reservoirs and inter-partition edge count estimates for each \(2\le q<t \le R\). Because a reservoir \(\widehat{\mathbf{U}}_{q,t}\) needs \({{\,\mathrm{O}\,}}(k { \textsc {m}})\) space (“Appendix E.1”), the total memory requirement is \({{\,\mathrm{O}\,}}( R^{2} \, k { \textsc {m}})\), where R is the number of strata. From Proposition 11, plugging \(R \in {{\,\mathrm{O}\,}}(k D_{G})\), and because storing the output \({\hat{\mu }}\) requires \({{\,\mathrm{O}\,}}(|{\mathcal {H}}|)\) memory the proof is completed. \(\square \)

                  
                    Proof

                    (Time Complexity) The stratification requires a single BFS \(\in {{\,\mathrm{O}\,}}(|V|+|E|)\) from Sect. 4.2. In Line 3, the estimation phase starts by iterating over the entire higher-order neighborhood of each subgraphs in \({\mathcal {I}}{}{^{}}_1\). Based on “Appendix E.2.1”, Line 5 is in \({{\,\mathrm{O}\,}}(k^2)\). Because the size of the higher-order neighborhood of each subgraph is \({{\,\mathrm{O}\,}}(k^2 \varDelta _{G})\) from “Appendix E.2”, the initial estimation phase will require \({{\,\mathrm{O}\,}}(|{\mathcal {I}}{}{^{}}_1| \, k^4 \varDelta _{G})\) time.

                    In all other strata \(r=2, \ldots , R\), we assume that m tours are sampled in Line 8. Starting each tour (Lines 9 to 11) requires order of magnitude R time, leading to a total time of \({{\,\mathrm{O}\,}}(m\,R^2) \in {{\,\mathrm{O}\,}}(m k^2 D_{G}^2)\) because \(R \in {{\,\mathrm{O}\,}}(k D_{G})\) from Proposition 11. The total time for these ancilliary procedures is \({{\,\mathrm{O}\,}}(m k^2 D_{G}^2 + |{\mathcal {I}}{}{^{}}_1| \, k^4 \varDelta _{G})\)

                    Therefore, the time complexity of bookkeeping and setup is \({{\,\mathrm{O}\,}}(m k^2 D_{G}^2 + |{\mathcal {I}}{}{^{}}_1| \, k^4 \varDelta _{G} + |V| + |E|) \in {\widehat{{{\,\mathrm{O}\,}}}}(k^4)\). The time complexity at each random walk step is \({{\,\mathrm{O}\,}}(k-1^{2}\varDelta _{G} + k-1^4)\in {\widehat{{{\,\mathrm{O}\,}}}}(k^4)\) from “Appendix D.2” D.2 and “Appendix E.2.1”. We assume that the expected number of rejections in Line 21 is given by \(C_{\textsc {rej}}\). The total number of random walk steps is given by \({{\,\mathrm{O}\,}}(R\,m\,C_{\textsc {rej}})\) times the expected tour length. By Lemma 5 and Proposition 11, the expected tour length is \({{\,\mathrm{O}\,}}(\varDelta _{{\mathcal {G}}{}{^{k-1}}})\equiv {{\,\mathrm{O}\,}}(k^2 \varDelta _{G})\). Therefore, the total number of random walk steps is \({{\,\mathrm{O}\,}}(k^3 m D_{G} \varDelta _{G} C_{\textsc {rej}})\).

                    \({{\,\mathrm{O}\,}}(|{\mathcal {H}}|)\) time is to print the output \({\hat{\mu }}\). We assume that updating \({\hat{\mu }}\) is amortized in constant order if we use a hashmap to store elements of the vector, and because updating a single key in said hashmap is by Eq. (9) increments, the proof is completed. \(\square \)
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