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Abstract. Many computers emit a high-pitched noise during operation, due to vibra-
tion in some of their electronic components. These acoustic emanations are more than
a nuisance: They can convey information about the software running on the computer
and, in particular, leak sensitive information about security-related computations. In a
preliminary presentation (Eurocrypt’04 rump session), we have shown that different
RSA keys induce different sound patterns, but it was not clear how to extract individual
key bits. The main problem was the very low bandwidth of the acoustic side channel
(under 20 kHz using common microphones, and a few hundred kHz using ultrasound
microphones), and several orders of magnitude below the GHz-scale clock rates of the
attacked computers. In this paper, we describe a new acoustic cryptanalysis key extrac-
tion attack, applicable to GnuPG’s implementation of RSA. The attack can extract full
4096-bit RSA decryption keys from laptop computers (of various models), within an
hour, using the sound generated by the computer during the decryption of some chosen
ciphertexts. We experimentally demonstrate such attacks, using a plain mobile phone
placed next to the computer, or a more sensitive microphone placed 10 meters away.
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1. Introduction

1.1. Overview

Cryptanalytic side channel attacks target implementations of cryptographic algorithms
which, while perhaps secure at the mathematical level, inadvertently leak secret infor-
mation through indirect channels: variations in power consumption, electromagnetic
emanations, timing variations, contention for CPU resources such as caches, and so
forth (see [3] for a survey). Acoustic emanations are another potential channel, but so
far it was used only in order to eavesdrop to slow electromechanical components such as
keyboards and printers [1,6,52]. Mechanical noise from fans and storage devices such
as hard disks are obviously indicative of system activity, but seem to carry very coarse
information that is apparently of little use for cryptanalysis.
In this paper, we focus on a different source of computer noise: vibration of elec-

tronic components in the computer, sometimes heard as a faint high-pitched tone or hiss
(commonly called “coil whine,” though often generated by capacitors). These acoustic
emanations, typically caused by voltage regulation circuits, are correlated with system
activity since CPUs drastically change their power draw according to the operations they
execute. However, the bandwidth of these signals is very low: up to 20kHz for audible
signals and commodity microphones, and up to a few hundredkHz using ultrasound
microphones.1

Cryptanalytic side channel attacks typically require measurements with temporal res-
olution similar to the timescale of the target operations, but here the clock rate of the target
cryptographic computation is several orders of magnitude faster (at the GHz scale), so
observing individual operations seems to be hopeless. The first indication that acoustic
emanation from electronic computers is of cryptanalytic interest was by Shamir and
Tromer [48], observing that different RSA keys have distinguishable acoustic finger-
prints. However, no approach has been proposed to extract actual key bits from the faint,
noisy, and low-bandwidth acoustic information. In fact, a recent survey on side channels
stated that while “acoustic effects have been suggested as possible side channel, the
quality of the resulting measurements is likely to be low” [34].

Acoustic Cryptanalysis In this paper, we show that despite this skepticism, full key
recovery via pure acoustic cryptanalysis is feasible on common software and hardware.
As a typical case study, we focused on GnuPG (GNU Privacy Guard) [27], which is a
popular cross-platform open-source implementation of the OpenPGP standard [13]. We
first verified that the location of GnuPG’s RSA signing (or decryption) operations can
be easily identified by their unique acoustic fingerprint in the frequency domain, and
that different secret keys can be distinguished by the spectrum of the sound made when
they are used. We then developed a new key extraction attack which can find the full
4096-bit RSA secret keys used by GnuPG running on a laptop computer, within an hour,
by analyzing only the sound picked up by either a plain cellular phone placed next to the

1Above a few hundred kHz, sound propagation in the air has a very short range, due to nonlinear attenuation
and distortion effects, such as viscosity, relaxation, and diffusion at the molecular level. The exact attenuation
rates depend on frequency, air pressure, temperature, and humidity; see [9,20]. Moreover, the size (and thus
sensitivity) of membrane-based microphone transducers is limited by the acoustic wavelength.
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computer, or by a sensitive microphone from a distance of 10m. In a nutshell, our attack
extracts each of the key bits, in sequence, by crafting a special chosenRSAciphertext that
cause numerical cancellations deep inside GnuPG’s modular exponentiation algorithm.
This causes all-zero words to appear frequently in the innermost loop of the algorithm,
thereby causing a specific branch to be taken there, but only if the attacked key bit is
1. A single iteration of that loop is much too fast for direct acoustic observation, but
in our attack the effect is repeated and amplified over many thousands of iterations,
resulting in a gross leakage effect that is discernible for hundreds of milliseconds and
distinguishable in the acoustic spectrum. Thus, our attack causes key-dependent side
channel leakage in GnuPG’s RSA implementation and moreover utilizes GnuPG’s own
code in order to amplify the aforementioned leakage. This allows us to create a clearly
observable low-bandwidth leakage which reveals the attacked key bit.

Chosen Ciphertexts by E-Mail Our key extraction technique requires the decryption
of multiple ciphertexts which are adaptively chosen by the attacker. Prior works which
used chosen plaintexts or ciphertexts required direct access to the input of the protected
device, or attacked network protocols such as SSL/TLS [4] or WEP [7,8]. To break
GnuPG, we used a new attack vector based on Enigmail [22], which is a popular plugin
to the Thunderbird e-mail client that enables transparent signing and encryption of e-mail
messages using GnuPG, following the OpenPGP [13] and PGP/MIME [23] standards.
To enable meaningful user notification about incoming e-mails, Enigmail automatically
decrypts each e-mail as soon as it is received, provided that the GnuPG passphrase is
cached or empty. In this case, an attacker can e-mail suitably crafted messages to the
victims (backdated, so they go unnoticed), await their arrival at the target computer,
and observe the acoustic signature of their automatic decryption, thereby closing the
adaptive attack loop without manual intervention by the recipient.

Applicability Our observations apply to many laptop computers made by various ven-
dors and running various operating systems. Signal quality and effective attack distance
vary greatly and seem to be correlated with the computer’s age (i.e., older computers
tend to emit stronger and more informative sounds).
Our attacks are applicable to all recent versions of the GnuPG 1.x series at the time

of the initial publication of our results [31], i.e., up to GnuPG 1.4.15 (released on 15
Oct. 2013). The “square-and-always-multiply” side channel mitigation introduced in
GnuPG 1.4.14, ironically, helps our attack by amplifying the aforementioned effect of
the zero value in the innermost loop. Another natural mitigation that of placing arti-
ficial load on another CPU core to mask the operation likewise ends up helping the
attack by reducing the frequencies where the useful leakage signal resides (and thus
the requisite measurement bandwidth). Our specific key extraction technique can be
mitigated by countermeasures against chosen-ciphertext attacks, of which we discuss
several. For concreteness, our case study focused on a particular cryptographic imple-
mentation (that of GnuPG 1.x), chosen-ciphertext channel (OpenPGP-encrypted e-mail
messages processed by Enigmail), and class of computers (laptops). However, we expect
that similar attacks will be feasible for other software, protocols, and hardware.
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Current Status Prior to publication, we disclosed our detailed attack to GnuPG devel-
opers and main distributors CVE-2013-4576 [39] , suggested suitable countermeasures,
andworkedwith the developers to test them.Newversions ofGnuPG1.x and of libgcrypt
(which underlies GnuPG 2.x), containing ciphertext randomization and normalization
countermeasures and resistant to our current key extraction attack, were released con-
currently with this paper’s first public posting. However, some of the effects presented
in this paper (such as RSA key distinguishability) remain present.
Follow-up works demonstrate faster physical side channel attacks on GnuPG’s RSA

and ElGamal square-and-always-multiply implementations [29], as well as on the win-
dowed exponentiation in later GnuPG versions [28]. GnuPG 1.4.19 and Libgcrypt 1.6.3
mitigate those attacks as well.

1.2. Acoustic Attack Scenarios

To elucidate the possible ramifications of acoustic attacks, we enumerate a number of
hypothetical scenarios where they pose a new threat. These exceed the settings of our
case study (in software, protocol, hardware, or signal analysis), but nonetheless seem
quite plausible given the findings, and thus require due consideration and mitigation.

An Acoustic Attack App Mobile phones are ubiquitous and contain internal micro-
phones that, as we demonstrate, are of sufficient bandwidth and sensitivity for mounting
key extraction attacks. Moreover, they have ample signal processing capabilities and
(using their wireless data connectivity) can close the adaptive chosen-ciphertext loop in
real time. Thus, the whole attack could be packaged into a software “app” requiring no
special hardware or knowledge. An attacker would install this software, reach physical
proximity to the target computer under some pretext, and place the phone appropriately
for the duration of the attack. For example, in a meeting, the attacker could innocuously
place his phone on the desk next to the target laptop (as in Fig. 3) and obtain the key
by the meeting’s end. Similar observations apply to other mobile devices with built-in
microphones, such as tablets and laptops.

Eavesdropping via Compromised Mobile Device In a similar vein, a mobile device
could be remotely compromised, through any of the numerous known attacks and the
attack code installed. When the device’s owner inadvertently places it in the vicinity of
a target computer, the mobile device can autonomously attack the target and send the
results to the attacker.

Self-eavesdropping Taken to the extreme, a device containing (or connected to) a
microphone may spy on itself. In this scenario, the attacker controls an unprivileged
process with no more than microphone recording permissions and network connectivity
(e.g., a web page using the HTMLMedia Capture features or a Flash app, as in existing
web-based videoconferencing services). Using these, the attacker can record and ana-
lyze cryptographic operations running in a different process, or even a different virtual
machine, on that same computer.



396 D. Genkin et al.

Eavesdropping Bugs Acoustic eavesdropping “bugs” are a staple of espionage.
Matchbox-sized, battery-operated bugs, with built-in microphones and cellular network
connectivity, are readily available for under $30. Traditionally used for eavesdropping on
conversations, these may now find additional cryptanalytic use. Other traditional eaves-
dropping equipment, such as phone bugs and laser microphones capable of listening
through windows from afar, may likewise be repurposed.

Targeted Bugs For best signal acquisition, acoustic bugs can be hidden where they
will be placed in close proximity or contact with the computer. For example, laptop
computers are placed in a fairly predictable way when placed down on a charging
station, presentation podium, or a crammed table. An attacker may exploit this to place a
hidden microphone, in advance, in close proximity and optimal orientation. Likewise, a
cable or a Kensington lock, made conveniently available to visitors, may contain hidden
microphones that will be placed in perfect alignment when plugged into the laptop.

Eavesdropping En Masse In a setting where multiple devices are placed in proximity,
such as a server room, an attacker could compromise some device equipped with a
microphone. The software would then record the neighboring devices, disambiguate
their (typically distinct) acoustic signatures, and mount attacks on each of them. After
transmitting the findings, the attack software would self-erase, leaving no anomalous
evidence in hardware.

Faraday Cages and Air Gaps In sensitive applications, the dangers of network and
side channel attacks are recognized, and critical computers are protected by measures
such as air gaps, Faraday cages, and power supply filters. Alas, none of these eliminate
acoustic leakage. In particular, Faraday cages containing computers require ventilation,
typically bymeans of vents coveredwith perforated sheetmetal ormetal honeycomb (see
Figs. 27, 28). While these are very effective at attenuating compromising electromag-
netic radiation (“TEMPEST”), as we empirically verified, they are nearly transparent
to acoustic emanations. Thus, even if all other communication and side channels are
carefully controlled, acoustic emanations can still escape the enclosure and be acquired
by nearby devices.

1.3. Related Work

Auditory eavesdropping on human conversations is a common practice, first published
several millenia ago [24]. Analysis of sound emanations from mechanical devices is a
newer affair, with precedents in military context such as identification of vehicles (e.g.,
aircraft and submarines) via the sound signature of their engine or propeller [38]. There
are anecdotal stories of computer programmers and systemadministratorsmonitoring the
high-level behavior of their systems by listening to sound cues generated by mechanical
system components, such as hard disk head seeks; however, these do not appear very
useful in the presence of caching, delayed writes, and multitasking.

Electromechanical Ciphers Wright [50, pp. 103–107] gives an informal account of
the “ENGULF’’ operation by MI5 and GCHQ, which used a phone tap to eavesdrop on
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a Hagelin cipher machine in the Egyptian embassy in London by counting the clicks
during the rotors’ secret-setting procedure. Acoustic emanations from mechanical and
electromechanical ciphers are alsomentioned in historic US government documents (see
below).

Keyboard Acoustic Emanations Keystroke timing patterns are known to be a way to
identify users, and more recently, also to leak information about the typed text (see [49]
and the references therein). Timing of keystrokes can, of course, be detected acoustically.
Laterwork byAsonov andAgrawal [1], improved byZhuang et al. [52], Berger et al. [12],
and by Halevi and Saxena [32], shows that keys can also be distinguished individually
by their sound, due to minute differences in mechanical properties such as their position
on a slightly vibrating printed circuit board. While these attacks are applicable to data
that are entered manually (e.g., passwords), they are not applicable to large secret data,
such as RSA keys, that is not manually typed.

Acoustic Emanations from Printers The acoustic emanations produced by dot-matrix
printers can also be used for recovering information. Backes et al. [6] show that the sound
of needles inside the printing head of a dot matrix printer can be used to recover the
printed information. While their dictionary-based approach indeed manages to correctly
recover up to 72% of printed English words, it does not extend to high-entropy data
such as random passwords.

Acoustic Emanations from Electronic Components Tromer and Shamir first observed
in their presentation [48] that acoustic emanations from different motherboard com-
ponents leak information about the instructions performed by the target’s CPU. They
also demonstrated that it is possible to acoustically distinguish between GnuPG RSA
keys (Sects. 3, 4), but were not able to recover individual key bits. LeMay and Tan
[37] showed how these instruction-dependent emanations can be scheduled to create
an acoustic covert channel for transmitting information across an air gap. This requires
attackers’ code to run on the transmitting computer and have access to the desired
information—a very strong assumption.

Power Analysis The power consumed by an electrical device varies according to the
operations it currently performs. Thus, by placing a resistor in series with the device’s
power supply andmeasuring the voltage across it, at a sampling rate which is on the same
order of magnitude as the target’s clock rate, an attacker may learn information about
the individual operations performed by the device. From this information, the attacker
can often deduce information about its secret internal state. Using suitable cryptanalytic
techniques, this has been used to extract secret keys from many ciphers (including DES,
AES, and RSA), on many types of hardware. See [34,41] and the references therein.
Non-cryptographic power measurements on PCs was demonstrated by [15,19].

EM Analysis Electromagnetic radiation emitted by devices can likewise be exploited
for key recovery. This has been demonstrated for smartcards and FPGAs (in [2,25,45]
and many subsequent works), and recently also for PCs [28,29].
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Chassis Potential Analysis Follow-up work [29] observes and exploits another side
channel. The electrical fluctuations on the chassis of laptop computers, in reference to
the mains earth ground, can also be used for side channel key extraction attacks. Such
a measurement can be taken directly by contact with the laptop’s chassis, the shield of
any cable connected to the laptop, or even through the body of a human touching the
laptop.

Timing Attacks Timing attacks, introduced by Kocher [36], exploit the fact that some
sensitive computational operations vary in time depending on their secret inputs. By
measuring the running time of the operation, an attacker can learn information about
these inputs. Inherently, these attacks assume that the attacker gets some response from
the target in order to measure its running time. Utilizing such responses from the target,
the works of Kocher [36], Brumley and Boneh [4], and Brumley and Tuveri [11] demon-
strate attacks on many popular ciphers and encryption schemes such as DSS, RSA, and
ECDSA.

Government Publications NSA’s partially declassified NACSIM 5000 (“TEMPEST
Fundamentals”) [42] mentions acoustic emanations, and defines them as “emanations
in the form of free-space acoustical energy produced by the operation of a [sic] purely
mechanical or electromechanical device equipment.” These are described as follows:
“[S]ources of [Compromising Emanations] exist wheremechanical operations occur and
sound is produced. Keyboards, printers, relays— these produce sound, and consequently
can be sources of compromise.” The focus is clearly on intentionally movingmechanical
elements. No further details are given in the declassified portions, beyond referencing
three other NSA documents: NACSEM 5103 (“Compromising Emanations Laboratory
Test Standard,Acoustics”),NACSEM5104 (“Technical Rationale” for aforementioned),
andNACSEM5105 (“Administrative Guidelines” for aforementioned). These three doc-
uments, all fromOctober 1970, remain classified, but have since been canceled by mem-
orandums NSTISSC-052-95 and NSTISSC-002-98 (see [16]). A comprehensive list of
all the past and present publications by the US government’s Committee on National
Security Systems [16], which lists the above and other extensive treatments of side
channels, does not list any additional documents which (judging by title or declassified
content) discuss acoustic emanations. The latest FIPS 140-3 draft [43], whose Appendix
F specifically addresses noninvasive attack (defined as “an attack that can be performed
on a cryptographic module without direct physical contact with components within the
cryptographic boundary of themodule”), likewisementions power, electromagnetic, and
timing analysis, but not acoustics.
One is thus led to conclude that acoustic emanations from historic mechanical and

electromechanical devices are well studied, but acoustic emanations from modern elec-
tronic components are not addressed at all in the usual US government publication
venues. Nor could pertinent public documents by other governments be found.

Cache Attacks on GnuPG Yarom and Falkner [51] recently presented a cache attack on
GnuPG. Their cache contention side channel allows an effective sample rate of 1.5MHz,
which (unlike acoustic leakage) is high enough for a direct simple power analysis attack
on the square-and-multiply algorithm used in GnuPG 1.4.13. This attack requires the
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target computer to execute malicious cache-probing code written by the attacker. Iron-
ically, the mitigation of this attack in GnuPG 1.4.14 somewhat assisted our attack (see
Sect. 9.1).

1.4. Paper Outline

The paper is organized as follows. We start by introducing our experimental setup
(Sect. 2). We then show that acoustic leakage is indeed correlated with the code running
on the target computer and discuss the various sources of this leakage (Sect. 3). We show
that acoustic leakage easily allows distinguishing between different RSA keys (Sect. 4).
We proceed to present our approach for extracting RSA keys from GnuPG as well as
report on the empirical performance of our attack (Sect. 5). We then explain why our
approach works by analyzing the relevant code of GnuPG (Sect. 6) and give a more
detailed report of our empirical results (Sects. 7, 8). Next, we show that acoustic key
distinguishability is possible on other ciphers, and that acoustic RSA key extraction is
possible from other versions of GnuPG (Sect. 9). We empirically compare our attacks
to timing attacks (Sect. 10). Finally, we discuss some countermeasures against acoustic
cryptanalysis (Sect. 11).

2. Experimental Setup

We consider three experimental setups representing various trade-offs between costs,
portability, and measuring capabilities. The first is a lab-grade setup, which offers the
best-available measurement capabilities but is expensive and not easily portable. The
second is a portable measurement setup, which offers somewhat lower measurement
capabilities, but is battery-operated and fits in a briefcase. The third setup is readily
available and fits in a pocket: a plain mobile phone.
In many cases, we operate critical equipment (especially the microphones) well

beyond its nominal operating range, where suitable specifications do not exist. Thus,
the task of constructing a good setup often requires experimentally tested educated
guesses. In the “Appendix,” we present a detailed discussion of our lab-grade setup and
its rationale.We proceed to briefly describe the details of each of the experimental setups.

2.1. Lab-grade Setup

This setup aims for the best possible acoustic acquisition quality (in terms of sensitivity,
noise, and frequency response) and high flexibility in measurement configuration. To
this end, it uses professional laboratory equipment from Brüel&Kjær, National Instru-
ments and Mini-Circuits, in conjunction with custom-built electronics. This setup is
AC-operated and not easily portable. (As shown later, it can be miniaturized, at some
cost in flexibility and signal quality.)
The beginning of the measurement chain, and the only component that is location-

sensitive and must be placed in proximity to the target, is the microphone, i.e., the
transducer which converts acoustic signals (changes in air pressure) to electric signals
(voltage). Our lab-grade setup uses Brüel&Kjær condenser microphones, in which the
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Fig. 1. Microphone capsules (from right to left): Brüel&Kjær 4145 (1” diameter), 4190 (1/2” diameter), and
4939 (1/4” diameter). A common pencil is included for size comparison.

transducer is embodied in a microphone capsule. We use three such capsules, with dif-
ferent frequency versus sensitivity trade-offs: Brüel&Kjær model 4939 (up to 350kHz),
4190 (up to 40kHz), and 4145 (up to 21kHz). See Fig. 1 for photographs.

These capsules are operated by a Brüel&Kjær 2669 preamplifier, powered by a
Brüel&Kjær 2804 microphone power supply. We amplify the signal using an (aug-
mented) Mini-Circuits ZPUL-30P low-noise amplifier, filter it, and digitize it (at up to
1.25Msample/sec) using a National Instruments 6356 data acquisition device. See the
“Appendix” for further details and discussion.

2.2. Portable Setup

We built an alternative setup that is portable (fits in a briefcase) and battery-operated, yet
maintains excellent sensitivity andnoise up to 100kHz.Todo so,wekept theBrüel&Kjær
capsules and preamplifier, but replaced the power, amplification, and analog-to-digital
components. See Fig. 2.

Here, the microphone power, amplification, and some filtering are done by an inte-
grated, battery-operated Brüel&Kjær 5935 microphone power supply. After a self-built
10kHz RC high-pass filter cascaded with a 150kHz RC low-pass, analog-to-digital con-
version is doneby the compact,USB-operatedNational InstrumentsMyDAQdevice.The
MyDAQ device captures at 200Ksample/sec and is thus Nyquist-limited to 100kHz.2

The Brüel&Kjær 5935 amplifier is likewise limited to a frequency of 100kHz. We later
show that this often suffices for the attack.

2.3. Mobile Phone Setup

In this setup, we use ubiquitous compact hardware that is readily available to every
potential attacker: a mobile phone (see Fig. 3). The small size and low cost come at the

2High-end PC sound cards reach a 192Ksample/sec rate and can be used instead.
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Fig. 2. Photograph of our portable setup. In this photograph, a is a Lenovo ThinkPad T61 target, b is a
Brüel&Kjær 4190 microphone capsule mounted on a Brüel&Kjær 2669 preamplifier held by a flexible arm,
c is a Brüel&Kjær 5935 microphone power supply and amplifier, d is a National Instruments MyDAQ device
with a 10kHzRC high-pass filter cascadedwith a 150kHzRC low-pass filter on its A2D input, and e is a laptop
computer performing the attack. Full key extraction is possible in a similar configuration from a distance of
1m (see Sect. 5.4).

Fig. 3. Physical setup of a key recovery attack. A mobile phone (Samsung Note II) is placed 30cm from a
target laptop. The phone’s internal microphone points toward the laptop’s fan vents. Full key extraction is
possible with this configuration and distance (see Sect. 5.4).

price of low-quality microphones and amplifiers, not designed for the sound frequencies
and amplitudes sought in the attack.
We used several Android phones, with similar results: HTC Sensation, Samsung

Galaxy S II, and SamsungGalaxyNote II. Recordingwas done by a customAndroid app,
accessing the internal microphone and transmitting the recorded signal to a workstation
for further analysis. The specifications of the microphone, amplification, filtering, and
A2D hardware were not available to us. We observe that sensitivity is lower and noise
higher than in the above setups. Frequency response is also very limited: upper bounded
by the 24kHz Nyquist frequency (48 kS/s sample rate), and in practice much lower due
to transducer and filter design (recall that cellular speech codecs filter out audio beyond
4 kHz).
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Fig. 4. a Brüel&Kjær 4145 microphone capsule and 2669 preamplifier, attached to a transparent parabolic
reflector (56cm diameter), on a tripod and b same, connected to the portable measurement setup (in a padded
briefcase), attacking a target laptop (far right) from a distance of 4m.

2.4. Distant Acquisition

Parabolic Microphones The range of our attack can be greatly enhanced by using a
parabolic reflector, which focuses incoming planar sound waves into a single focal point.
To this end, we placed the Brüel&Kjær 4145 microphone capsule at the focal point of a
parabolic reflector (plastic, 56cm diameter, 10cm focal distance, $40 from eBay), held
by a self-built holder (see Fig. 4a). As discussed in Sect. 5.4, this increases the effective
range of our key extraction attacks from 1m to 10m (see Fig. 4b).

Laser Vibrometers We conjecture that laser microphones and laser vibrometers will
greatly increase the effective range of attacks, given an optical line of sight to a reflecting
surface on, or near, the target computer. This will be studied in future works.

3. Observing Acoustic Leakage

3.1. Distinguishing Various CPU Operations

We begin our analysis of low-bandwidth leakage by attempting to distinguish various
operations performed by the CPU of the target computer. For this purpose, we wrote a
simple program that executes (partially unrolled) loops containing one of the following
x86 instructions:HLT (CPU sleep),MUL (integermultiplication),FMUL (floating-point
multiplication), main memory access (forcing L1 and L2 cache misses), and REP NOP
(short-term idle). While it was possible (especially when using the lab-grade setup) to
distinguish between some CPU operations on almost all the machines we tested, some
machines (such asCompaqEvoN200 or SonyVaioVGN-T350P) have a particularly rich
leakage spectrum. Figure 5 shows a recording of theEvoN200 laptopwhile executing our
programusing the lab-grade setup and theBrüel&Kjær 4939high-frequencymicrophone
capsule.
As shown in Fig. 5, the leakage of the Evo N200 is present all over the 0–350kHz

spectrum. Moreover, different types of operations can be easily distinguished. While
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Fig. 5. Acoustic measurement frequency spectrogram of a recording of different CPU operations executed
on the Compaq Evo N200 target using the lab-grade setup and Brüel&Kjær 4939 microphone capsule. The
horizontal axis is frequency (0–350kHz), the vertical axis is time (3.7 s), and intensity is proportional to the
instantaneous energy in that frequency band.

the Compaq Evo N200 laptop computer is quite antiquated, similar leakage (in lower-
frequency ranges) was detected using the lab-grade setup and the Brüel&Kjær 4190
capsule on current models as well (Lenovo ThinkPad W530). See Fig. 6 for comparison
between three operations using various target computers.

3.2. Distinguishing Various Loop Lengths

Acoustic measurements can also be used to distinguish loops of different lengths exe-
cuting the same instruction types. For example, the leakage produced by a program
executing 20,000 ADD instructions in an infinite loop is different from a program exe-
cuting 50,000 ADD instructions in an infinite loop. Figure 7 shows a recording of the
Evo N200 executing 1s loops of ADD instructions. Each loop is repeated for 1 s, but the
size of the code inside the loop (and thus the number of repetitions) differs. As shown
in Fig. 7, the code sizes can be easily distinguished. Note how some signal components
vary, in both frequency and amplitude, depending on the loop length. The dependence is
a complicated, nonlinear, and non-monotone function, mediated by the (undocumented)
dynamics of the switch mode power supply whose components vibrate, and (as shown
above) also affected by the type of instructions executed in the loop

3.3. Leakage Source

Acoustic or EM? To ascertain that the obtained signal is truly acoustic rather than
electromagnetic interference picked up by the microphone, we simply placed a sheet
of non-conductive sound-absorbing material (e.g., cork, foam, or thick cloth) in front
of the microphone. Figure 8 shows an acoustic recording using the same setup as in
Fig. 5, except that a sheet of cork is placed between the microphone and the laptop. As
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Fig. 7. Acoustic signature (6 s, 0–290kHz) of loops in different lengths of ADD instructions executed on the
Evo N200. The loop length is indicated next to its acoustic signature. Recorded using the lab-grade setup and
the Brüel&Kjær 4939 high-frequency microphone capsule.

can be seen, the signal is severely attenuated. Similar results were obtained by placing
a grounded metal mesh between the microphone and target, which did not significantly
affect the signal, and then covering itwith cardboard,which severely attenuated the signal
(see Fig. 28). Lastly, the microphones and cables we use are fully shielded (except for
the fine vents in front of the capsule; see Fig. 1); grounding these shields had no effect
on the signal. We conclude that the measured signals are indeed acoustic emanations.3

Culprit Components The exploited acoustic emanations are clearly not caused by fan
rotation, hard disk activity, or audio speakers—as readily verified by disabling these.
Rather, they are caused by vibrations of electrical components in the power supply
circuitry, familiar to many as the faint high-pitched whine produced by some devices
and power adapters (commonly called “coil whine,” though not always emanating from
coils). The precise physical source of the relevant emanations is difficult to characterize
precisely, since it varies between target machines and is typically located in the hard-to-
reach innards. Moreover, acoustic localization is difficult due to mechanical coupling of
soldered components and due to acoustic reflections. Nonetheless, our experimentation
with the microphone placement invariably located the strongest useful signals in the
vicinity of the onboard voltage regulation circuit supporting the CPU. Indeed, modern
CPUs change their power consumption dramatically (by many watts, and by orders of
magnitude) depending on software load, and we conjecture that this affects and mod-
ulates the dynamics of the pulse-width-modulation-based voltage regulator. At times,
more remote stages of the power supply (e.g., laptops’ external AC–DC “power brick”
adapter) exhibited software-dependent acoustic leakage as well.

3Follow-up research [28,29] observed similar signals from PCs on other channels: ground, power, and
electromagnetic. The somewhat higher bandwidth of those channels allows for faster attacks.
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Fig. 8. Acoustic measurement frequency spectrogram (3.7s, 0–310kHz) of a recording of different CPU
operations using the Brüel&Kjær 4939 microphone capsule in identical physical conditions and measurement
setup as in Fig. 5, except this time the capsule is acoustically muffled by a cork sheet.

In one attempt at better localization, we opened a desktop PC and pointed the
high-frequency Brüel&Kjær 4939 microphone capsule at components on a PC Chips
M754LMR motherboard. The strongest acoustic signal was observed around a bank
of 1500µF electrolytic capacitors, part of the CPU’s voltage regulator. We cooled
down these capacitors, one at a time, by locally spraying them with Quik-Freeze (non-
conductive, non-flammable, “will freeze small areas to −48 ◦C”). For precisely one of
these capacitors, cooling down significantly affected the acoustic signal (see Fig. 9). We
conclude that this capacitor, or more generally the voltage regulation circuit of which it
is part, is the likely source of the acoustic emanation.4 This electrolytic capacitor had a
bulging vent, indicating deterioration of its internal electrolyte.
Such failure of electrolytic capacitors is very common as computers age and anecdo-

tally seems correlated with prolific acoustic emanations (though we have also observed
noisy computers without any obviously faulty capacitors). More generally, we observed
strong positive correlation between machine age, in terms of calendar time and usage,
and the cryptanalytic usefulness of their acoustic emanations.
We also attempted localization by shifting a small piece of cork sheet (2cm diameter)

over the motherboard surface, keeping the microphone in a fixed position. The greatest
signal attenuation was observed when the cork sheet occluded the voltage regulator’s
components (capacitors and coils).

4The temperature change affected the capacitor’s mechanical properties, but also its electrical properties,
which in turn change the dynamics of the circuit and affects other components. It is unclear which effect is
observed.
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Fig. 9. Acoustic measurement frequency spectrogram (2 s, 0–45kHz) of MUL operations while applying
Quik-Freeze spray to a capacitor. After the spraying (which is loud enough to saturate the measurement),
signal components shift by as much as 1kHz. (PC Chips M754LMR motherboard recorded by a Røde NT3
condenser microphone, Alto S-6 mixer and a Creative Labs Audigy 2 sound card.).

3.4. Microphone Placement

The placement of the microphone relative to the laptop body has a great influence on
the obtained signal. Ideally, we would like to measure acoustic emanations as close
as possible to the CPU’s onboard power supply located on the laptop’s motherboard.
Unfortunately, this requires major physical tampering with the laptop, such as taking it
completely apart or at least removing its keyboard.
Such blunt tampering will be immediately detected and is thus considered by us

impractical. Luckily, modern laptop computers have a substantial cooling system for
heat dissipation, with a fan that requires large air intake and exhaust holes. In addition,
there are typically numerous holes and gaps for ports such as USB, Express Card slot,
SD card reader, and Ethernet port. Each of the above ports has proven useful on some
computers. For modern ThinkPad laptops, typically the best microphone placement is
near the Ethernet port or the fan exhaust vent. Orientation is significant, especially at
high frequencies, and is usually optimal when the microphone points toward the hole
through which the sound emanates.5

While the fan exhaust vent typically offers good acoustic access to the culprit power
supply components, placing the microphone in the exhaust air flow creates strong wide-
band noise (which can overload the amplifier at high gain). Also, electromagnetic inter-

5For characterization of a new target computer, we suggest the following protocol. Run a simple, controlled
computation pattern on the target (see Sect. 3.1). Try several sensitive microphones, of different frequency
responses (see Sect. 2 and the “Appendix”). Observe a real-time spectrogram while placing the microphone
in various positions around the target, focusing on vents and other holes in the chassis, pointing at the hole
and in close proximity (e.g., 1 cm). Identify positions and frequency bands exhibiting distinct computation-
dependent signals. Then, choose the microphone providing the best signal-to-noise ratio at these frequencies,
and maximize the range subject to the constraints of the signal analysis and cryptanalytic processing.
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ference, caused by the fan motor and pulse-width modulation (PWM) driving circuit,
can disrupt the acoustic leakage. This can be mitigated by placing the microphone at
sufficient distance from the vent, placing the microphone at the edge of the vent outside
the air stream, or (as we implemented) recognizing the fan disturbance in the signal and
pausing cryptanalysis until the machine cools down and turns off its fan.

4. GnuPG RSA Key Distinguishability

The results in Sect. 3 demonstrate that it is possible, even when using a very low-
bandwidth measurement of 35kHz, to obtain information about the code executed by
the target machine.While this is certainly some form of leakage, it is not clear how to use
this information to form a real key extraction attack on the target machine. In this section,
we show that some useful information about a secret key used by the target machine
can be obtained from the acoustic information, even though it is still unclear how to
use it to derive the full key. In particular, we demonstrate that the acoustic information
obtained during a single RSA secret operation (such as ciphertext decryption or signature
generation) suffices in order to determine which of several randomly generated keys was
used by the target machine during that operation.
Throughout this paper, we target a standard and commonly used RSA implementa-

tion, GnuPG (GNU Privacy Guard) [27], a popular open-source implementation of the
OpenPGP standard available on all major operating systems.We focus on the GnuPG 1.x
series and its internal cryptographic library (including the side channel countermeasures
recently added in GnuPG 1.4.14; see Sect. 9.1). The effects presented in the paper were
observed on a variety of operating systems (Windows 2000 through 7, Fedora Core 2
through 19), GnuPG versions 1.2.4 through 1.4.15, and many target machines (mainly
old ThinkPad models, due to their availability to us). While our attack ran on numer-
ous combinations of these elements, the experimental data in this paper (unless stated
otherwise) used Windows XP (with its default background maintenance tasks running)
and GnuPG version 1.4.14 without any source code modifications.We compiled GnuPG
with the MinGW GCC version 4.6.2 compiler and default options.

4.1. The Sound of a Single Secret Key

Figure 10 depicts the spectrogram of two identical RSA signing operations in sequence,
using the same 4096 bit key and message. Each signing operation is preceded by a short
delay, during which the CPU is in a sleep state. This figure shows several interesting
effects. The delays, where the computer is idle, aremanifested as bright horizontal strips.
Between these strips, the two signing operations can be clearly distinguished. Halfway
through each signing operation, there is a transition at several frequency bands (marked
by yellow arrows). This transition corresponds to a detail in the RSA implementation
of GnuPG. For public key n = pq, the RSA signature s = md mod n is computed by
evaluating md mod (p−1) mod p and md mod (q−1) mod q, and combining these via
the Chinese Remainder Theorem. The first half of the signing operation corresponds to
the exponentiation modulo p, and the second to the exponentiation modulo q. Note that
the transition between these secret moduli is clearly visible.
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Fig. 10. Acoustic signature (1.6s, 0–300kHz) of two GnuPG RSA signatures executed on the Evo N200.
Recorded using the lab-grade setup and the Brüel&Kjær 4939 high-frequency microphone capsule. The
transitions between p and q are marked by yellow arrows.

Fig. 11. Acoustic signature (0.5s, 0–40kHz) of two GnuPG RSA signatures executed on Lenovo ThinkPad
T61. Recorded using the lab-grade setup and the Brüel&Kjær 4190 microphone capsule. The transitions
between p and q are marked by yellow arrows.

This effect is consistent and reproducible (in various frequency ranges) not only on the
Evo N200, but on manymodern machines made by various manufacturers. For example,
Fig. 11 contains the recording of RSA signatures executed on a Lenovo ThinkPad T61
using the same key as in Fig. 10. Note that while not as prominent as in the case of the
Evo N200, the RSA operations are clearly visible at 34–36kHz.

4.2. Distinguishing Between RSA Secret Keys

In addition to measuring the duration and internal properties of individual RSA secret
key operations,we have investigated the effect of different keys.Having observed that the
acoustic signature of modular integer exponentiation depends on the modulus involved,
one may expect different keys to cause different sounds. This is indeed the case, as
demonstrated inFig. 12.Here,weusedGnuPG to sign afixedmessage usingfivedifferent
4096 bit RSAkeys randomly generated beforehand. Each signature is preceded by a short
CPU sleep in order to visually separate these signatures. It is readily observed that each
RSA signature (and in fact, each exponentiation using modulus p or q) appearing in
Fig. 12 has a unique spectral signature. While across a large sets of keys, these spectral
signatures do not appear to be unique or (by themselves) reveal the bits of the key, the
ability to distinguish between various keys taken from a small key set is still of interest in
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Fig. 12. Acoustic signature (4 s, 0–300kHz) of five GnuPG RSA signatures executed on Evo N200. Recorded
using the lab-grade setup and the Brüel&Kjær 4939 high-frequency microphone capsule. The transitions
between p and q are marked by yellow arrows.

Fig. 13. Acoustic signature (1.4s, 0–40kHz) of five GnuPG RSA signatures executed on a Lenovo ThinkPad
T61 and recorded using the lab-grade setup and the Brüel&Kjær 4190 microphone capsule. The transitions
between p and q are marked by yellow arrows.

traffic-analysis applications.6 It is likewise possible to distinguish between algorithms,
between different implementations of an algorithm, and between different computers
(even of the same model) running the same algorithm. Again, this effect is consistent
and reproducible (in various frequency ranges) not only on the Evo N200, but on various
modern machines and manufacturers (see Fig. 13 for a recording of RSA signatures,
using the keys from Fig. 12 executed on a Lenovo ThinkPad T61).

6For example, observing that an embassy has now decrypted a message using a rarely used key, heard
before only in specific diplomatic circumstances, can be valuable.
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5. Overview of GnuPG RSA Key Extraction

Recall that in the RSA cryptosystem [47], the key generation procedure selects two
random primes p, q of prescribed size, a (fixed) public exponent e, and a secret exponent
d such that ed = 1 mod φ(n) where n = pq. The public key is pk = (n, e), and the
secret key is sk = (d, p, q). RSA decryption of a ciphertext c starts by computing cd

mod n.
Modern RSA security standards mandate key sizes of at least 2048 bits (i.e., 1024 bit

primes p, q) in order to achieve adequate security. For concreteness, in the following
we consider even larger keys, of size 4096 bit (and 2048-bit primes), which should be
secure beyond the year 2031 [5]. In this section, we show an attack that can extract whole
4096-bit RSA keys within about 1h using just the acoustic emanations from the target
machine.

5.1. GnuPG’s Modular Exponentiation Routine

GnuPG’s Implementation of RSA GnuPG uses an optimization of RSA that is based on
the Chinese Remainder Theorem and called RSA-CRT. This optimization improves the
efficiency of RSA decryption by a factor of about 4 by performing two exponentiations
using 2048 bit numbers instead of one exponentiation using 4096 bit numbers.
In order to compute m = cd mod n, GnuPG first computes two constants, dp and dq ,

and then computes m p = cdp mod p and mq = cdq mod q. Finally, m p and mq are
combined in order to obtain m. In particular, the ciphertext (potentially chosen by the
adversary) is directly passed to the underlying modular exponentiation routine, along
with the secret exponent and modulus.

GnuPG’s Mathematical Library Algebraic operations on large integers (which are
much larger than the machine’s word size) are implemented using software routines.
GnuPG uses an internal mathematical library called MPI, which is based on the GMP
library [26], to store and perform mathematical operations on large integers. MPI stores
each large integer in an array of limbs, each consisting of a 32-bit word (on the x86
architecture used in our tests).
We now review the modular exponentiation used in GnuPG’s implementation of RSA

(as introduced in GnuPG v1.4.14—see Sect. 9.1). GnuPG uses a side channel protected
variant of the square-and-multiply modular exponentiation algorithm, processing the
bits of the exponent d from most significant bit to the least significant one. Algorithm 1
is a pseudocode of the modular exponentiation algorithm used in GnuPG. The operation
size_in_limbs(x) returns the number of limbs in the t-bit number x , namely �t/32�.
The constant KARATSUBA_THRESHOLD, defined to be 16, means that when the
ciphertext c contains more than 15 limbs, the Karatsuba multiplication algorithm [35]
is used; otherwise, the grade-school multiplication algorithm is used.
Understanding this top-level exponentiation routine suffices for the high-level descrip-

tion of our attack. For details about GnuPG’s underlying multiplication routines, neces-
sary for understanding the attack’s success, see Sect. 6.

Since GnuPG represents large numbers in arrays of 32 bit limbs, GnuPG optimizes
the number of modulo reductions by always checking (at the end of every multiplication



412 D. Genkin et al.

Algorithm 1 GnuPG’s modular exponentiation (see function mpi_powm in
mpi/mpi-pow.c).
Input: Three integers c, d, and q in binary representation, where dk · · · d1 are the bits of d.
Output: m = cd mod q.
1: procedure modular_exponentiation(c, d, q)
2: if size_in_limbs(c) > size_in_limbs(q) then
3: c ← c mod q

4: m ← 1
5: for i ← k downto 1 do
6: m ← m2 � Karatsuba or grade-school squaring
7: if size_in_limbs(m) > size_in_limbs(q) then
8: m ← m mod q

9: if size_in_limbs(c) < KARATSUBA_THRESHOLD then � defined as 16
10: t ← mul_basecase(m, c) � Compute t ← m · c using Algorithm 3
11: else
12: t ← mul(m, c) � Compute t ← m · c using Algorithm 5

13: if size_in_limbs(t) > size_in_limbs(q) then
14: t ← t mod q

15: if di = 1 then
16: m ← t
17: return m
18: end procedure

and squaring) whether the number of limbs in the partially computed result exceeds the
number of limbs in themodulus. If so, amodular reduction operation is performed. If not,
reduction will not decrease the limb count and thus is not performed. This measurement
of size in terms of limbs, as opposed to bits, slightly complicates our attack. Note that
due to a recently introduced side channel mitigation technique (see Sect. 9.1), this code
always performs the multiplications, regardless of the bits of d.

Note that the ciphertext c is passed, unmodified, directly to the underlying multipli-
cation routine. Thus, if c contains many limbs that have all their bits set to 1, this special
structure will be passed by the modular exponentiation routine directly to the underlying
multiplication routine without any modifications.

5.2. The Attack Algorithm

Our attack is an adaptive chosen-ciphertext attack, which exposes the secret factor q one
bit at a time, fromMSB to LSB (similarly to Boneh and Brumley’s timing attack [4]; see
Sect. 10). For each bit qi of q, starting from the most significant bit position (i = 2048),
we assume that key bits q2048 . . . qi+1 were correctly recovered, and check the two
hypotheses about qi . Eventually, we learn all of q and thus recover the factorization of
n. Note that after recovering the top half the bits of q, it is possible to use Coppersmith’s
attack [17] (following Rivest and Shamir [46]) to recover the remaining bits, or to
continue extracting them using the side channel.
The same technique applies to p. However, on many machines, we noticed that the

second modular exponentiation (modulo q) exhibits a slightly better signal-to-noise
ratio, possibly because the target’s power circuitry has by then stabilized.
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Ciphertext Choice for Modified GnuPG Let us first consider a modified version of
GnuPG’s modular exponentiation routine (Algorithm 1), where the size comparisons
done in line 2 are removed and line 3 is always executed.

GnuPG always generates RSA keys such that the most significant bit of q is set, i.e.,
q2048 = 1. Assume that we have already recovered the topmost i − 1 bits of q, and let
gi,1 be the 2048 bit ciphertext whose topmost i − 1 bits are the same as those recovered
from q, whose i th bit is 0, and whose remaining (low) bits are 1. Consider the invocation
of RSA decryption on gi,1. There are two cases, depending on qi .

• qi = 1.Then, gi,1 < q.The ciphertext gi,1 is passed as the variable c toAlgorithm1,
in which (with the modification introduced earlier) the modular reduction in c in
line 3 returns c (since c = gi,1 < q). Thus, the structure of c (a 2048 bit number
whose i −1 lowest bits are set to 1) is preserved, and it is passed to themultiplication
routines in lines 10 and 12.

• qi = 0. Then, q ≤ gi,1. Thus, when gi,1 is passed as the variable c to Algorithm 1,
the modular reduction in c in line 3 changes the value of c. Since c and q share
the same topmost 2048 − i bits, we have that gi,1 < 2q, and thus the reduction
amounts to computing c ← c − q, which is a random-looking number of size i − 1
bits. This is then passed to the multiplication routine in lines 10 and 12.

Thus, depending on qi , the second operand to the multiplication routine will be either
full size with its low bits set to 1 or shorter and random-looking. We may hope that
the multiplication routine’s implementation will behave differently in these two cases
and thus result in key-dependent side channel leakage. Note that the multiplication is
performed 2048 times with that same second operand, which will hopefully amplify
the difference and create a distinct leakage pattern that persists for the duration of the
exponentiation. As we shall see, there is indeed a difference, which lasts for hundreds
of milliseconds and can thus be detected even by very low-bandwidth leakage channels
such as our acoustic technique.7

Ciphertext Choice for Unmodified GnuPG Unfortunately, line 2 in Algorithm 1 makes
its reduction decision on the basis of the limb count of c. This poses a problem for the
above attack, since even if gi,1 ≥ q, both gi,1 and q have the same number of limbs
(64 limbs each). Thus, the branch in line 2 of Algorithm 1 is never taken, so c is never
reduced modulo q, and the multiplication routine always gets a long second operand
with its low bits set to 1.
This can be solved in either of two ways. First, GnuPG’s binary format parsing algo-

rithm is willing to allocate space for leading zeros. Thus, one may just ask for a decryp-
tion of gi,1 with additional limbs of leading zeros. GnuPG will pass on this suboptimal
representation to the modular exponentiation routine, causing the branch in line 2 of
Algorithm 1 to be always taken and the reduction to always take place, allowing us to
perform the attack.

7Ironically, the latest GnuPG implementations use the side channel mitigation technique of always mul-
tiplying the intermediate results by the input, but this only helps our attack, since it doubles the number of
multiplications and replaces their random timing with a repetitive pattern that is easier to record and analyze.
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While the above observation can be easily remedied by changing the parsing algorithm
to not allocate leading zero limbs, there is another way (which is harder to fix) to ensure
that the branch in line 2 of Algorithm 1 is always taken. Note that the attacker has access
to the public RSA modulus n = pq, which is 128 limbs (4096 bits) long and satisfying
n = pq = 0 mod q. Next, notice that gi,1 + n mod q = gi,1 mod q + n mod q =
gi,1 mod q. Thus, by requesting the decryption of the 128 limb number gi,1 + n, the
attacker can still ensure that the branch in line 2 of Algorithm 1 will be always taken
and proceed with the attack.

Key Extraction We assume the use of a routine, decrypt_and_analyze_leakage_
of_q(c), which distinguishes the cases qi = 0 from qi = 1. The routine triggers an
RSA decryption of the ciphertext c with the unknown secret key (p, q) on the target
machine, measures some side channel leakage during decryption, and applies some
classifier to recognize the difference between the two possible leakage patterns created
by the multiplication routine (as discussed above). We expect the routine to correctly
recover qi (after repeating the aforementioned process several times if necessary) when
c = gi,1 + n is chosen as above. A simplified pseudocode for the outer loop is given
in Algorithm 2 (following Boneh and Brumley [4]). Its implementation, complications,
and robustness concerns are discussed below, in Sect. 8.

Algorithm 2 Top loop of the (simplified) attack on GnuPG’s RSA decryption.
Input: An RSA public key pk = (n, e) such that n = pq where n is an m bit number.
Output: The factorization p, q of n.
1: procedure SimplifiedAttack(pk)
2: g ← 2(m/2)−1 � g is a m/2 bit number of the form g = 10 · · · 0
3: for i ← m/2 − 1 downto 1 do
4: gi,1 ← g + 2i−1 − 1 � set all the bits of g starting from i − 1-th bit to be 1
5: b ← decrypt_and_analyze_leakage_of_q(gi,1 + n) � obtain the i-th bit of q
6: g ← g + 2i−1 · b � update g with the newly obtained bit

7: q ← g
8: p ← n/q
9: return (p, q)

10: end procedure

5.3. Acoustic Leakage of the Bits of q

In this section, we present empirical results on acoustic leakage of the bits of q using our
attack. As argued in Sect. 5.2, we expect that during the entire modular exponentiation
operation using the prime q, the acoustic leakage will depend on the value of the single
bit being attacked.
Figure 14a shows a typical recording ofRSAdecryptionwhen the value of the attacked

bit of q is 0, and Fig. 14b shows the same for an adjacent bit of q which is 1.8 Several
effects are shown in the figures. Recall thatGnuPGfirst performsmodular exponentiation

8In this example, we kept the key fixed, to avoid key-dependent changes in the acoustic signature (see
Sect. 4). The two bits shown are both in the most significant limb, and are thus handled similarly by the code
and induce similar value-dependent leakage, as shown in Fig. 20.



Acoustic Cryptanalysis 415

(a) (b)

 0

 1

 2

 3

 4

 5

 34  35  36  37  38  39

P
ow

er
 D

en
si

ty
 (

nV
2 /H

z)

Frequency (kHz)

Attacked bit is 1
Attacked bit is 0

(c)

Fig. 14. Acoustic emanations of RSA decryption executed on a Lenovo ThinkPad T61 target for different
values of the attacked bit (q2039 = 1 and q2038 = 0, both in the most significant limb) in the same key. The
recording was done using the lab-grade setup and the Brüel&Kjær 4190 microphone. a Attacked bit is zero,
b attacked bit is one, and c frequency spectra of the second modular exponentiation.

using the secret prime p and then performs another modular exponentiation using the
secret prime q. The transition between p and q is clearly visible here (as it was in Fig. 13).

Note, next, that the acoustic signatures of the modular exponentiation using the prime
q (the second exponentiation) are quite different between Fig. 14a, b. This is the effect
utilized in order to extract the bits of q. Also, note that within each figure, the acoustic
signature of exponentiation modulo q does not change much over time as the modular
exponentiation progresses.
The spectral signatures in Fig. 14c were computed from the acoustic signatures of

the second modular exponentiation in Fig. 14a, b. For each signature, we computed
the median frequency spectrum (i.e., the median value in each frequency bin over the
sliding-window FFT spectra). Again, the differences in the frequency spectra between
a 0-valued bit and a 1-valued bit are clearly visible and can be used to extract the bits
of q. Finally, note that the acoustic signatures of the modular exponentiation using the
secret prime p (the first exponentiation) look the same in Figs. 14a, b. This is because
(in this case) both of the guesses generated to attack q are larger than p, and thus both
guesses trigger a reduction modulo p, causing the second operand of the multiplication
routine to be random-looking during the entire exponentiation operation modulo p.

Unfortunately, the differences in acoustic leakage between 0-valued bits and 1-valued
bits as presented in this section become less prominent as the attack progresses. Thus,
in order to extract the entire 2048 bit prime q, additional analysis and improvements to
the basic attack algorithm are needed (see Sect. 8).

5.4. Overall Attack Performance

We conducted our attack in a variety of measurement setups, on various target machines
and software configurations. The attack’s success and its running time (due to repeated
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measurements and backtracking) depend on many physical parameters. These include
themachinemodel and age, the signal acquisition hardware, themicrophone positioning,
ambient noise, room acoustics, and even ambient temperature (affecting fan activity).
The following are examples of successful key extraction experiments.

Ultrasound Frequency Attack Extracting the topmost 1024 bits of q (and thereby,
the whole key) from GnuPG 1.4.14, running on a Lenovo ThinkPad T61 laptop, in a
typical office environment, takes approximately 1h. Since this laptop’s useful signal is
at approximately 35kHz, there is no need to use the lab-grade setup, and we can use
instead a Brüel&Kjær 4190 microphone capsule connected to our portable setup (see
Sect. 2.2 for a description).

Audible-Frequency Attack Low-frequency sound propagates in the air, and through
obstacles, better than high-frequency sound. Moreover, larger capsule diaphragms allow
better sensitivity but reduce the frequency range. Indeed, some machines, such as the
Lenovo ThinkPad X300 and ThinkPad T23, exhibit useful leakage at lower leakage
frequency, 15–22kHz (i.e., within audible range). This allows us to use the very sensitive
Brüel&Kjær 4145 microphone capsule and extract the key from some machines at the
range of around 1m. Moreover, by placing the Brüel&Kjær 4190 microphone in a
parabolic reflector, we were able to extract all the bits automatically from the range of
4 meters (see Fig. 4b; Sect. 2.4). With human-assisted signal processing, we extended
the range up to 10m.

Mobile Phone Attack Lowering the leakage frequency also allows us to use lower-
quality microphones such as the ones in smartphones. As described in Sect. 2.3, we
used mobile phones to perform the attack. Due to the lower signal-to-noise ratio and
frequency response of the phone’s internalmicrophone, our attack is limited in frequency
(about 24kHz) and in range (about 30cm). However, it is still possible to achieve key
extraction on certain target computers, simply by placing the phone’smicrophone near to
and directed toward the fan exhaust vent of the targetwhile running the attack (see Fig. 3).
Unlike previous setups, all that is required from the attacker in order to actually mount
the attack is to download a suitable application to the phone, and place it appropriately
near the target computer. No special equipment is required to perform the attack.

5.5. Chosen-Ciphertext Attack Vector

The key extraction attack requires the target device to decrypt ciphertexts that are adap-
tively chosen by the attacker. The OpenPGP file format [13] and the GnuPG software
[27] are used in numerous communication, file transfer, and backup applications, many
of which indeed allow an attacker to cause decryption of chosen ciphertexts. As one
example, we consider an attack via encrypted e-mail.

Enigmail Attack Enigmail [22] is a popular plugin to the Mozilla Thunderbird and
SeaMonkey e-mail clients that enables transparent signing and encryption of e-mail
messages, using the OpenPGP file format and PGP/MIME encoding [23]. Enigmail
provides an integrated graphical user interface and handles e-mail encoding and user
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interaction; the actual cryptography is done by calls to an external GnuPG executable.
Incoming e-mail messages are decrypted upon the user’s request. In addition and by
default, Enigmail automatically decrypts incoming e-mail messages, when Thunderbird
displays its “new e-mail" popup notification. This decryption occurs when the requisite
GnuPG passphrase is cached9 or empty. Thus, an attacker can send a suitably crafted e-
mail message to the victim, containing a chosen ciphertext under PGP/MIME encoding.
When this e-mail message is fetched by the target computer, the attacker observes the
acoustic emanations during decryption and learns a bit of the secret key. The attacker then
proceeds to adaptively send additional e-mail messages, until all key bits are recovered.
If the messages are backdated, or crafted to look like spam (that is filed away without
notification), they may even go unnoticed while the attack is ongoing.

6. Analyzing the Code of GnuPG RSA

In this section, we analyze how our attack affects the code of GnuPG’s multiplication
routine and causes the differences presented in Sect. 5.3. We begin by describing the
multiplication algorithms used by GnuPG (Sect. 6.1) and then proceed (Sects. 6.2, 6.3)
to describe the effects of our attack on the internal values computed during the execution
of these algorithms.

6.1. GnuPG’s Multiplication Routine

GnuPG’s large-integer multiplication routine combines two multiplication algorithms:
a basic grade-school multiplication routine, and a variant of a recursive Karatsuba mul-
tiplication algorithm [35]. The chosen combination of algorithms is based on the size of
the operands, measured in whole limbs (see Algorithm 5). Our attack (usually) utilizes
the specific implementation of the Karatsuba multiplication routine in order to make an
easily observable connection between the control flow inside the grade-school multipli-
cation routine and the current bit of q. This change in the control flow lets us leak q one
bit at a time.
We now proceed to describe GnuPG’s implementation of grade-school multiplication

and Karatsuba multiplication. For clarity’s sake, in the discussions below, we slightly
simplify the code of GnuPG while preserving its side channel weaknesses.

6.1.1. GnuPG’s Basic Multiplication Routine

The side channel weakness we exploit in GnuPG’s code resides inside the basic multi-
plication routines. Both of the basic multiplication routines used by GnuPG are almost
identical implementations of the simple, quadratic-complexity grade-school multipli-
cation algorithm, with optimizations for multiplication by limbs equal to 0 or 1 (see
Algorithm 3).

9The passphrase caching period is user-configurable. In the latest version (Enigmail 1.6), caching relies on
GnuPG’s gpg-agent, which defaults to 10min. Prior versions (e.g., Enigmail 1.5.2) cached the passphrase
internally, by default for 5min.
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Algorithm 3 GnuPG’s basic multiplication code (see functions mul_n_basecase and
mpihelp_mul in mpi/mpih-mul.c).
Input: Two numbers a = ak · · · a1 and b = bn · · · b1 of size k and n limbs, respectively.
Output: a · b.
1: procedure mul_basecase(a, b)
2: if b1 ≤ 1 then
3: if b1 = 1 then
4: p ← a
5: else
6: p ← 0

7: else
8: p ← mul_by_single_limb(a, b1) � p ← a · b1
9: for i ← 2 to n do
10: if bi ≤ 1 then
11: if bi = 1 then � (and if bi = 0 do nothing)
12: p ← add_with_offset(p, a, i) � p ← p + a · 232·i
13: else
14: p ← mul_and_add_with_offset(p, a, bi , i) � p ← p + a · bi · 232·i
15: return p
16: end procedure

Here, the function mul_by_single_limb(v, u) multiplies a multi-limb number v by
a single-limb number u and returns the result. The functionadd_with_offset(u,v,i) gets
as input two multi-limb numbers u, v, shifts v to the left by i limbs, adds the shifted v to
u, and returns the result u+v ·232·i . The functionmul_and_add_with_offset(u,v,w,i)
gets as input two multi-limb numbers u, v, a single-limb number w, and an integer i . It
multiplies v by w, shifts the result by i limbs to the left, adds the result to u, and returns
the result u+v ·w ·232·i . Note howmul_basecase handles zero limbs of b. In particular,
when a zero limb of b is encountered, none of the operations mul_by_single_limb,
add_with_offset, and mul_and_add_with_offset are performed, and the loop in
line 9 continues to the next limb of b. This particular optimization is critical for our
attack. Specifically, our chosen ciphertext will cause the private key bit qi to affect the
number of zero limbs of b given to mul_basecase, thus affecting the control flow in
lines 3 and 11, and thereby the side channel emanations.

6.1.2. GnuPG’s Karatsuba Multiplication Routine

The basic multiplication routine described above is invoked by both the modular expo-
nentiation routine described in Sect. 5.1 and by the Karatsuba multiplication routine
implementing a variant of the Karatsuba multiplication algorithm [35] with some (non-
asymptotic) optimizations.
TheKaratsubamultiplication algorithmperforms amultiplicationof twon bit numbers

u, v using�(nlog2 3) basic operations.GnuPG’s variant, given inAlgorithm4 (with slight
modifications to the recursive calls), relies on the identity

uv = (22n + 2n)uHvH + 2n(uH − uL)(vL − vH) + (2n + 1)vLuL, (1)
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where uH, vH are the most significant halves of u and v, respectively, and uL, vL are
the least significant halves ofu andv, respectively.The subroutinemul_and_add_with_
offset(u,v,w,i) and constant KARATSUBA_THRESHOLD are as before.

Algorithm 4 GnuPG’s Karatsuba multiplication code (see function mul_n in
mpi/mpih-mul.c).
Input: Two n limb numbers a = an · · · a1 and b = bn · · · b1.
Output: a · b.
1: procedure karatsuba_mul(a, b)
2: if n < KARATSUBA_THRESHOLD then � defined as 16
3: return mul_basecase(a, b) � multiply using Algorithm 3

4: if n is odd then
5: p ← karatsuba_mul(an−1 · · · a1, bn−1 · · · b1) � p ← (

an−1 · · · a1
) (

bn−1 · · · b1
)

6: p ← mul_and_add_with_offset(p, an−1 · · · a1, bn , n) � p ← p + (an−1 · · · a1) · bn · 232·n
7: p ← mul_and_add_with_offset(p, b, an , n) � p ← p + b · an · 232·n
8: else
9: h ← karatsuba_mul(an · · · an/2+1, bn · · · bn/2+1)

10: t ← karatsuba_mul(an · · · an/2+1 − an/2 · · · a1, bn/2 · · · b1 − bn · · · bn/2+1)

11: l ← karatsuba_mul(an/2 · · · a1, bn/2 · · · b1)

12: p ←
(
22·32·n + 232·n

)
· h + 232·n · t + (232·n + 1) · l

13: return p
14: end procedure

Note the subtraction bn/2 · · · b1 − bn · · · bn/2+1 in line 10 in karatsuba_mul(a, b).
Recall that in Sect. 5, we created a connection between the bits of q and specific values
of c. Concretely, for the case where qi = 1, then c is a 2048 bit number such that its
first 2048 − i bits are the same as q, its i th bit is zero, and the rest of its bits are ones.
Conversely, for the casewhere theqi = 0,we have that c consists of i−1 random-looking
bits.
The code of GnuPG passes c (with some whole-limb truncations) directly to karat-

suba_mul as the second operand b. Thus, this structure of c has the property that the
result of computing bn/2 · · · b1 − bn · · · bn/2+1 will have almost all of its limbs equal to
zero when the current bit of q is 1 and have all of its limbs be random-looking when the
current bit of q is 0.

Thus, when the recursion eventually reaches its base case, mul_basecase, it will be
the case that if the current bit of q is 1, the values of the second operand b supplied to
mul_basecase (in some branches of the recursion)will have almost all of its limbs equal
to zero, and when the current bit of q is 0, the values of the second operand b supplied
to mul_basecase in all branches of the recursion will be random-looking. Next, by
(indirectly) measuring the number of operations performed by mul_basecase, we shall
be able to deduce the number of zero limbs in c and thus whether the correct bit of q is
0 or 1.
The code presented in karatsuba_mul does not handle themultiplication of numbers

that have different lengths (in limbs). These cases are handled by the topmost multipli-
cation routine of GnuPG, presented (with slight changes to the invocation of the basic
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multiplication routine) in Algorithm 5. The subroutine add_with_offset(u, v, i) and
constant KARATSUBA_THRESHOLD are as before.

Algorithm 5 GnuPG’s multiplication code (see function mpihelp_mul_karatsuba_
case in mpi/mpih-mul .c).
Input: Two numbers a = ak · · · a1 and b = bn · · · b1 of size k and n limbs, respectively.
Output: a · b.
1: procedure mul(a, b)
2: if n < KARATSUBA_THRESHOLD then � defined as 16
3: return mul_basecase(a, b) � multiply using Algorithm 3

4: p ← 0
5: i ← 1
6: while i · n ≤ k do
7: t ← karatsuba_mul(ai ·n · · · a(i−1)·n+1, b) � multiply n limb numbers using Algorithm 4

8: p ← add_with_offset(p, t, (i − 1) · n) � p ← p + t · 232·(i−1)·n
9: i ← i + 1
10: if i · n > k then
11: t ← mul(b, ak · · · a(i−1)·n+1) � multiply the remaining limbs of a using a recursive call

12: p ← add_with_offset(p, t, (i − 1) · n) � p ← p + t · 232·(i−1)·n
13: return p
14: end procedure

6.2. Attacking the Most Significant Limb of q

In this section, we analyze the effects of our attack on mul_basecase (Algorithm 3).
Note that in this case, the cipher text c used in themain loopof themodular exponentiation
routine (Algorithm 1) always contains at least 2017 bits (64 limbs), meaning that mul
is used for multiplication.
Since in this case both operands (c and m) of mul are typically of the same length, it

callskaratsuba_mulonlyonce.Next, since the constantKARATSUBA_THRESHOLD
is defined to be 16, karatsuba_mul generates a depth-4 recursion tree where each node
has 3 children before using the basic multiplication code (mul_basecase) on 8-limb
(256 bit) numbers located on the leaves of the tree. Figure 15 shows the structure of
this recursion tree; the gray leaves result from the recursive call made by line 10 of
Algorithm 4. In particular, the second operand of the recursive call in line 10 is the result
of bn/2 · · · b1 − bn · · · bn/2+1.
Combining this observation with the case analysis in Sect. 5.2, we see that for each

bit i of q:

• If qi = 1, then the second operand b of mul mainly consists of limbs having all
their bits set to 1. Next, calling karatsuba_mul with such an operand results
in the value bn/2 · · · b1 − bn · · · bn/2+1 in line 10 containing mostly zero limbs,
causing the second operand of all the calls to mul_basecase resulting from the
recursive call in line 10 (located on the gray leaves of Fig. 15) to containmostly zero
limbs.
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Fig. 15. Recursion tree created by Algorithm 4 during the first 32 bits of the attack. The size (in limbs) of
the numbers handled by each recursive call is indicated inside each node while the variable holding the value
returned by the call is indicated on the edge leading to the node. The leaves of the tree are computed using
mul_basecase (Algorithm 3). The leaves influenced by our attack are gray .

• If qi = 0, then the second operand b of mul consists of random-looking limbs.
Thus, during the call to karatsuba_mul, the value bn/2 · · · b1 − bn · · · bn/2+1 in
line 10 contains very few (if any) zero limbs, causing the second operand of all
the calls to mul_basecase located on all the leaves of Fig. 15 to consist of mostly
nonzero limbs.

Recall the effect of zero limbs in the second operand on the code of mul_basecase. Note
that the control flow in mul_basecase depends on the number of nonzero limbs present
in its second operand. The drastic change in the number of zero limbs in the second
operand of mul_basecase is detectable by our side channel measurements. Thus, we
are able to leak the bits of q, one bit at a time, by creating the connection between the
current bit of q and the number of zero limbs in the second operand of mul_basecase
using our carefully chosen cipher texts.
Confirming the above analysis, Fig. 16 presents the number of zero limbs in the second

operand of mul_basecase during an execution of the modular exponentiation routine
with the secret prime q using our carefully chosen cipher texts and several randomly
generated 4096 bit keys. The values of the first 100 bits of q are clearly visible (a large
number of zero limbs implies that the value of the respective bit is 1).
Note that the Karatsuba multiplication algorithm is (indirectly) called during the main

loop of the modular exponentiation routine (Algorithm 1) once per bit of dq as computed
by the RSA decryption operation. Since dq is a 2048 bit number, we get that the leakage
generated by line 11 in mul_basecase (Algorithm 3) is repeated once for every zero
limb of b for a total of 7 times during an execution of mul_basecase, which is in turn
repeated once for every gray leaf of Fig. 15 for a total of 19 times in each of the 2048
multiplications in that loop.
Thus, we get that leakage generated by line 11 in mul_basecase is repeated approx-

imately 2048 × 19 × 7 = 272,384 times. This repetition is what allows the leakage
generated by line 11 in mul_basecase to be detected using only low bandwidth mea-
surements.

6.3. The Remaining Bits of q

Unfortunately, the analysis in Sect. 6.2 does not precisely hold for the remaining bits of q.
Recall that byour choice of ciphertexts, at the beginningof modular_exponentiation,
both c−n and q always agree on some prefix of their bits, and this prefix becomes longer
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Fig. 16. Number of zero limbs in the second operand of MUL_BASECASE(a, b) during an execution of the
modular exponentiation routine with the secret prime q using our attack and randomly generated keys. The
correct bit values are indicated on the horizontal axis of each key.

as the attack progresses and more bits of q are extracted. Thus, since c − n < 2q, the
reduction of c modulo q always returns c − q − n for the case of c − n ≥ q and c − n
otherwise.
In particular, after the first limb of q has been successfully extracted, for the

case where qi = 0, the value of c after the modular reduction in line 2 of mod-
ular_exponentiation (Algorithm 1) is shorter than 64 limbs. Since in lines 10
and 12 of modular_exponentiation we have that c is passed as-is to the multi-
plication routine, while m remains a 64 limb number, the part of the multiplication
routine responsible for handling operands of different sizes is used. Thus, instead of
a single call to the Karatsuba multiplication routine (Algorithm 4), GnuPG’s multipli-
cation routine might make several recursive calls to itself as well as several calls to
Algorithm 4.

Nonetheless, there is still a connection between the secret bits of q and the structure
of the value of c passed to multiplication routine by the modular exponentiation routine
(Algorithm 1), as follows. For any 1 ≤ i ≤ 2048, one of the following two cases holds.

1. If qi = 1, then c is a 2048 bit number such that the first 2048− i bits are the same
as q, the i th bit is zero, and the rest of the bits are ones.

2. If qi = 0, then c consists of i − 1 random-looking bits.

While the analysis in this case is not as precise as in Sect. 6.2, the number of zero limbs
in the second operand of mul_basecase still allows us to extract the bits of q (see
Fig. 16).
The acoustic distinguishability of the two cases does vary with bit index and in par-

ticular is harder for the range q1850, . . . , q1750. Using additional techniques, we recover
these problematic bits and continue our attack.
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7. Analyzing the Acoustic Leakage of GnuPG

In this section, we further analyze the acoustic leakage produced by GnuPG, support-
ing the code analysis in Sect. 6. Recall that Sect. 5 allows us to make a connection
between qi (assuming all the previous bits are known) and the second operand c of mul
(Algorithm 5), which is as follows:

1. If qi = 1, then c is a 2048 bit number such that the first 2048− i bits are the same
as q, the i th bit is zero, and the rest of the bits are ones.

2. If qi = 0, then c consists of i − 1 random-looking bits.

The value of the second operand c of mul (Algorithm 5) is affected by our attack in two
separate ways. Concretely, our attack affects both the number of limbs in c and the bit
structure of c by making c random-looking or by making it have most of its bits fixed to
1. In this section, we examine how both the number of limbs in c and the bit structure
of c affect the leakage produced by GnuPG.

Setup In the remainder of this work, all the measurements (unless indicated otherwise)
were performed on a Lenovo ThinkPad T61, using the portable setup and a Brüel&Kjær
4190 microphone capsule.

7.1. Acoustic Leakage of Various Ciphertext Length

We begin by examining the effects of decrypting random ciphertexts of various lengths
(in limbs). Note that since the code of GnuPG does not modify the ciphertext until it
reaches mul, the distribution of values of the second operand of mul in this case is
similar to the distribution created when attacking 0-valued bits of q.

For example, let c0 be a randomly generated 63-limb ciphertext, and let c1 be a
randomly generated 57-limb ciphertext. Figure 17a shows a recording ofRSAdecryption
of c0, and Fig. 17b shows a recording of RSA decryption of c1. As in Figs. 14a, b, the
two modular exponentiation operations are clearly visible in Figs. 17a, b. Next, the two
modular exponentiation operations during the decryption of c0 produce a signal at lower

Fig. 17. Typical acoustic emanations (0.2 s, 35–40kHz) of RSA decryption for randomly chosen ciphertexts
with different numbers of limbs. (Lenovo ThinkPad T61 recorded by a Brüel&Kjær 4190 microphone.). a
63-limb ciphertext and b 57-limb ciphertext.
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Fig. 18. Frequency spectrum of acoustic emanations of the second modular exponentiation during an RSA
decryption of ciphertexts of various lengths. The horizontal axis is frequency, and the vertical axis is the
number of limbs in the decrypted ciphertext .

frequency than during the decryption of c1. Thus, this indicates that an attacker can in
fact learn the number of limbs in the second operand of mul.

A more systematic illustration of this effect can be seen in Fig. 18, which contains
acoustic signatures of the secondmodular exponentiation on randomly generated cipher-
texts of various lengths. Each row in Fig. 18 is obtained by generating several random
ciphertexts of appropriate length in limbs, decrypting each ciphertext, and computing
the frequency spectrum of the acoustic leakage of the second modular exponentiation
(for the case where the ciphertext has the same length in limbs as q, we generate only
ciphertexts that are smaller in magnitude than q to avoid them being reduced modulo
q). Finally, for each length of ciphertext and for each frequency bin, we plot the median
value across all ciphertext spectra. As can be seen in Fig. 18, the shorter the number
(in limbs), the higher the frequency of the acoustic leakage. Moreover, note that the
signal strength appears to degrade with the increase in frequency. We conjecture that
this is due to the nonlinear frequency response of the Brüel&Kjær 4190 microphone
capsule at these frequencies.10 Thus, we confirm our hypothesis that a potential attacker
might learn the number of limbs in the second operand of mul by observing the acoustic
leakage of the second modular exponentiation.
Finally, note that for each row i in Fig. 18, the second operand to mul calls during

the measured decryption has the same length (and similar distribution) as the second
operand to mul calls when attacking a bit in limb i of q, if that bit is 0. Thus, we expect

10Recall that the Brüel&Kjær 4190 microphone capsule has a nominal range of up to 20 kHz while we
focus on the 30−40 kHz range.
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the acoustic signatures of the second modular exponentiation, when attacking 0-valued
bits of q located in the i th limb, to be similar to the signatures obtained in row i in
Fig. 18.

7.2. Acoustic Leakage of Zero Limbs

We now proceed to examine the effects of decrypting ciphertexts of various lengths
(in limbs) that cause the second operand of the basic multiplication routine to have
mostly zero limbs. For the case where the second operand of mul is 64 limbs long, the
distribution of the second operand of mul_basecase is similar to the distribution of
the second operand of mul_basecase created when attacking 1-valued bits of q. We
achieve this by generating ciphertexts as follows. For any length of ciphertext 1 ≤ i ≤ 64
(in limbs), and for any number of limbs i ≤ j ≤ 64, we generate a random limb � and a
random ciphertext c of length i . Next, we replace randomly chosen j limbs from c with
the fixed limb �. Finally, we repeat the above experiment 16 times, thereby obtaining a
dataset of size 33,280 ciphertexts.
Figure 19a contains acoustic signatures of the second modular exponentiation on 64-

limb ciphertexts generated from the above dataset. The signatures are arranged by the
number of zero limbs in the second operand of mul_basecase. Each row in Fig. 19a is
generated by computing the frequency spectrum of the second modular exponentiation
during the decryption of 64-limb ciphertexts in which the number of zero limbs in the
second operand of mul_basecase is as indicated in the row. Next, for each row, and for
each frequency bin, we plot the median value across all frequency spectra for ciphertexts
(in our dataset) corresponding to the row. Finally, the rows corresponding to values of
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Fig. 19. Acoustic emanations of the secondmodular exponentiations during anRSAdecryption of ciphertexts.
The horizontal axis is frequency, and the vertical axis is the number of zero limbs on the second operand of
mul_basecase. a Ciphertexts of size 64 limbs (black rows correspond to zero limb counts that did not occur
in any of the samples) and b frequency of the strongest signal (after filtering) during the second modular
exponentiation of ciphertexts of various length.



426 D. Genkin et al.

zero limbs in the second operand of mul_basecase that are not present in our dataset
are filled with black. Each row in Fig. 19b is obtained by performing the same process
as in Fig. 19a but on various ciphertext lengths (one length per row) and plotting the
frequency of the bin containing the maximal power value (ignoring unrelated noise).
As shown in Fig. 19b, the frequency of the leakage produced by the second modular

exponentiation depends on both the length of the second operand of mul (Algorithm 5)
and on the number of zero limbs in the second operand of mul_basecase (Algorithm 3)
during the decryption. In particular, if the attacker knows either the number of limbs in
the second operand of mul (Algorithm 5) or the number of zero limbs in the second
operand of mul_basecase (Algorithm 3) during the decryption, he can deduce the other
by observing the frequency of the leakage of the second modular exponentiation. We
now proceed to show how learning this information allows us to break the security of
GnuPG’s RSA implementation.

8. Further Details on GnuPG RSA Key Extraction

Wenowgive amore detailed account of our acousticRSAkey extraction attack.While the
attack presented in Sect. 5 indeed recovers the most significant limb of q, a more careful
analysis of the acoustic leakage created by our attack is required for the remaining limbs.
In this section, we systematically analyze the acoustic leakage created by our attack and
present the complete attack on GnuPG.

8.1. Extracting the Most Significant Limb of q

Recall the graphs presented in Fig. 14. Since in both cases we are attacking the most
significant limb of q, the second operand of mul is 64 limbs long. Note that the peaks
in Fig. 14c are exactly as predicted by Fig. 19a. This is because 0-valued bits create
very few zero limbs in the second operand of mul_basecase, while 1-valued bits make
almost all limbs in the second operand of mul_basecase equal to zero.
Thus, if the attacker were to have two spectrum templates describing the leakage of 0-

valued and 1-valued bits, he could classify an unknown signal by checking the similarity
between it and the templates he has. Concretely, in our case, a template is a vector of
real numbers describing the signal power at each frequency bin. The classification is
based on computing the correlation of the Fourier spectrum of the leakage with the two
templates (see Sect. 8.4 for details).
This approach, however, poses a problem since it requires the attacker to obtain exam-

ples of leakage spectra corresponding to both 0-valued and 1-valued bits. Recall that q
is chosen to be a prime whose most significant bit is always set to one. Moreover, this
information is known to an attacker. Thus, an example of a leakage spectrum of 1-valued
bit can be obtained by measuring the leakage resulting from the decryption of g2048,1.
Obtaining an example of a leakage spectrum of a 0-valued bit is trickier. This is because
the attacker does not know in advance the location of the first 0-valued bit in q. However,
this problem can be easily avoided. Consider any number � such that q < � < 2q (e.g.,
� = 22048 − 1). Note that the reduction of � modulo q is equivalent to computing � − q
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and will cause the bits of the result to be random-looking, thus obtaining a spectrum
similar to that of the sound of 0-valued bits of q at the beginning of the attack.

8.2. Adapting to Changes in the Acoustic Signature

Figure 20 presents frequency spectra of the second modular exponentiation during our
attack, for 0-valued versus 1-valued bits. Note that the peaks in the spectra of 0-valued
bits and 1-valued bits get closer as more and more bits are extracted. This is also to be
expected given the data in Figs. 18 and 19a. This is because, as the attack progresses,
the following two things occur: For the 0-valued bit case, the second operand of mul
becomes shorter (in limbs), and for the 1-valued bit case, the number of zero limbs in the
second operand of mul_basecase also decreases. Thus, the two types of “peaks” in the
frequency spectrum of the second modular exponentiation move “toward each other”’
on the frequency axis, forcing us to adapt to these changes during our measurements.
Luckily, as the attack progresses, the changes in the spectra corresponding to 0-valued

and 1-valued bits are small (at most 0.5kHz) and only significant over time. This means
that we can utilize previous observations about the leakage spectra in order to be able to
correctly classify a currently unknown spectrum as corresponding to a 0-valued bit or a
1-valued bit. Later, this spectrum will be used (along with others) to correctly classify
the next spectrum. Thus, our attackwill have two stages. During the calibration stage, the
attacker generates two ciphertexts corresponding to a leakage of 0-valued and 1-valued
bits of q and obtains multiple samples of their decryption. This allows the attacker to
generate a template of the leakage caused by 0-valued bit and a template of the leakage
caused by a 1-valued bit.
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Fig. 20. Acoustic measurement frequency spectra (horizontally) of the second modular exponentiation, as
the attack progresses (vertically). The jagged curve starting at top left corresponds to 0-valued bits. The curve
starting at top right corresponds to 1-valued bits.



428 D. Genkin et al.

 0

 0.5

 1

 1.5

 2

 2.5

 3

 34  35  36  37  38  39

P
ow

er
 D

en
si

ty
 (

nV
2 )

Frequency (kHz)

1793(1)
1792(0)

(a)

 0
 0.2
 0.4
 0.6
 0.8

 1
 1.2
 1.4
 1.6
 1.8

 2

 34  35  36  37  38  39

P
ow

er
 D

en
si

ty
 (

nV
2 /H

z)

Frequency (kHz)

1793(1)
1792(0)

(b)

Fig. 21. Acoustic measurement frequency spectra of the second modular exponentiation when attacking the
bits in the range of 1850–1750. The bit values are indicated in parentheses in the legend. aUsing gi,1 as cipher
text and b using gi,0 as cipher text.

The next attack stage consists of two steps. First, during the classification step, a
spectrum of an obtained leakage is classified using the templates as corresponding to
0-valued bit or to a 1-valued bit. This step might be repeated a few times until a certain
classification is achieved. Second, during the template update step, new templates for
0-valued bits and 1-valued bits are generated using the last few spectra (we use 20),
including the newly obtained ones. This is done by computing the median spectrum
for 0-valued and 1-valued bits by taking the median power value, in each frequency
band, across all available spectra for 0-valued and 1-valued bits, respectively. With these
updated templates in hand, the attack proceeds to extract the next bit of q.

8.3. Overcoming the Crossing Point

The attack presented in Sects. 5.3 and 8.2 is indeed able to recover about 200 key bits.
While already causing a breach of security in RSA, it is not clear how this information
can be used by a potential attacker. As shown in Fig. 20, the problem is that in bits
1850–1750, the distance between the signals resulting from a leakage of 0-valued bits
and the signals resulting from a leakage of 1-valued bits is about 200 Hz (see Fig. 21a).
This is less than the frequency change between subsequent bits (around 400 Hz), and
thus, the bit values cannot be easily distinguished. (This behavior is qualitatively and
quantitatively typical, across many target machines.) Recall that when attacking the
i th bit, we assume that all the bits prior to i have been successfully extracted. Thus,
we cannot continue our attack without somehow extracting the bits in this problematic
range.
Luckily, the specific bit index where this crossing point occurs depends on the specific

values of the ciphertext used. Let gi,0 be a 2048 bit number whose top i − 1 bits are the
same as q, whose i th bit is 1, and whose remaining bits are 0. Repeating the analysis in
Sect. 5 using gi,0, we can obtain a connection between qi and the second operand c of
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mul, similar to the connection obtained using gi,1. However, as shown in Fig. 21b, using
gi,0, it is now possible to distinguish the bits in the range of 1850–1750, thus allowing
our attack to proceed. Note that the switch from gi,1 to gi,0 upon reaching the 1850th
bit and backwards upon reaching the 1750th bit requires us to generate new templates
in order to be able to correctly classify the remaining key bits. However, obtaining the
templates is actually quite simple since at this point, all the previous key bits are known
and can be used to generate the required templates. For example, when switching from
gi,1 to gi,0 upon reaching the 1850th bit (the other case is handled similarly), let j be the
smallest index of a 1-valued bit, and let j ′ be the smallest index of a 0-valued bit such
that both j, j ′ are larger than 1850. Note that j and j ′ are already known to the attacker
since all the bits above the 1850th bit have been extracted. The template for 1-valued
bits is obtained by requesting several decryptions of g j,0. Similarly, the template for
0-valued bits is obtained by requesting several decryptions of g j ′,0.

Extracting All Bits Algorithm6 is a pseudocode of our attack onGnuPG that extracts all
bits.Asbefore,we assume theuseof a routine,decrypt_and_analyze_leakage_of_q(c)
which distinguishes the cases qi = 0 from qi = 1. The routine triggers an RSA decryp-
tion of the ciphertext c with the unknown secret key (p, q) on the target machine,
measures the acoustic side channel leakage during decryption, and applies a template-
based classifier to recognize the difference between the two possible leakage patterns
created by mul and mul_basecase (as discussed above). We also assume that this rou-
tine generates new templates for 0-valued and 1-valued bits upon switching from gi,1 to
gi,0 and back.

Algorithm 6 Extracting all bits from GnuPG’s implementation of 4096-bit RSA-CRT.
Input: A an RSA public key pk = (n, e) such that n = pq where n is an m bit number.
Output: the factorization p, q of n.
1: procedure AttackAllBits(pk)
2: g ← 2(m/2)−1 � g is a m/2 bit number of the form g = 10 · · · 0
3: for i ← m/2 − 1 downto 1 do
4: gi,1 ← g + 2i−1 − 1 � set all the bits of g starting from i − 1-th bit to be 1
5: gi,0 ← g + 2i−1 � set the i-th bit of g to be 1
6: if 1750 ≤ i ≤ 1850 then
7: b ← decrypt_and_analyze_leakage_of_q(gi,0 + n) � obtain the i-th bit of q using gi,0

8: else
9: b ← decrypt_and_analyze_leakage_of_q(gi,1 + n) � obtain the i-th bit of q using gi,1

10: g ← g + 2i−1 · b � update g with the newly obtained bit

11: q ← g
12: p ← n/q
13: return (p, q)

14: end procedure

Note the branch in line 6. This branch is specifically designed to deal with the prob-
lematic bits described in Sect. 8.3. In all of our experiments, this switching of ciphertexts
depended only on the key size and the index of the bit being attacked, and not on the
secret key, GnuPG version, or target machine.
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8.4. Signal Classification

In this section, we sketch our algorithm for classifying the acoustic leakage in each
iteration of the attack, to deduce the current key bit. As discussed, our classification
is based on the frequency spectra of the acoustic leakage during the second modular
exponentiation. For the classification, we look at the sliding-window Fourier transform,
with a spectral resolution (FFT bin width) of about 10 Hz, truncated to the frequency
range of interest. Our approach uses two templates T 0, T 1 corresponding to the acoustic
leakage of 0-valued and 1-valued bits. As described in Sect. 8.2, the templates are set
dynamically and adaptively. When attacking qi , the template T b is the median spectrum
across the last few spectra (we use 20) of the second modular exponentiation, obtained
in previous iterations of the attack and classified as belonging to bit value b. (If data from
previous iterations of the attack is not present, the templates are generated heuristically
as described in Sect. 8.1.) Given two templates T 0, T 1 describing the signal power indB
at each frequency bin, qi is classified as zero or one in the following steps.11

First Stage: Obtaining the Trace of the Second Modular Exponentiation We begin by
obtaining the acoustic leakage of the second modular exponentiation. This is done by
sending the appropriate ciphertext to the target for decryption and recording the target’s
acoustic emanations into trace. The trace is recorded or truncated so as to contain just
the second modular exponentiation. In our experiments, this was done by manually set
time offsets; it can also be done by detection of the very distinct signal of exponentiation
(see the figures in Sect. 4).

Second Stage: Computing the Frequency Spectrum Next, we compute the sliding-
windowFourier transformof the trace, yielding a sequence of spectra, and then aggregate
these spectra by taking the median value of each bin.12 The spectrum is truncated to the
frequency range of interest (determined manually). We denote this aggregate spectrum
by s. For example, Fig. 22 presents two such spectra, one for a 0-valued bit of q and the
other for a 1-valued bit.

Third Stage: Peak Smoothing The templates T 0, T 1, and s contain a lot of noise, often
manifested as spikes in the spectrum. We filter out these peaks by convolving T 0, T 1,
and s with a Gaussian.

Fourth Stage: Normalization Wewould like to make the measurements independent of
microphone frequency response (especially since we push our microphones well beyond
their flat-response range) and independent of signal-independent noise. Thus, for every
frequency bin i in T 0, T 1, and s, we normalize the power of this bin by subtracting the
signal-independent noise min(T 0

i , T 1
i ).

11Our heuristic approach sufficed for achieving reliable key extraction. Improvements may be possible
using the algorithmic approach of template attacks [14,18].

12A simpler approach is to take a single Fourier transform over the recording of the whole decryption
period, but this is too sensitive to the transient loud noises in an typical office environment—due to sheer
magnitude, they can contribute more to the result than the faint signal of interest. The median, taken across
many smaller time windows, rejects temporally local outliers and proved much more robust.



Acoustic Cryptanalysis 431

-300

-280

-260

-240

-220

-200

-180

-160

 35  35.5  36  36.5  37  37.5  38  38.5  39

P
ow

er
 D

en
si

ty
(d

B
)

Frequency (kHz)

template for one bit
template for zero bit
spectrum of one bit
specturm of zero bit

Fig. 22. Acoustic frequency spectra of the second modular exponentiation, when attacking a 0-valued bit and
a 1-valued bit of q, both in the most significant limb. The corresponding templates T 0 and T 1 are also shown.
Note that the frequency of the peak at 35.2kHz in the template for 0-valued bits (green) does not match the
frequency of the peak at 35.6kHz in the signal for 0-valued bit (purple). Similar mismatch (albeit harder to
spot) exists between the peak at 38kHz in the template for 1-valued bits (red) and the signal for 1-valued bit
(blue). Thus, we need to align the template and signal spectra.

Fifth Stage: Computing the Distance We compute the distance d0 between s and T 0,
and likewise the distance d1 between s and T 1. We would like low values of db to mean a
good match between s and T b. Later, we shall classify s as corresponding to a 0-valued
bit if d0 < d1 and corresponding to a 1-valued bit otherwise. In our case, for each
template T b and for each frequency bin i in T b, we compute the difference between s
and T b in the i th bin as |T b

i − si |3 and then obtain db by summing all the differences
(the exponent 3 was chosen empirically).
Unfortunately, as shown in Sect. 8.2, the signal peaks corresponding to the leakage

sometimes move on the frequency axis. Thus, we cannot simply compute db and must
allow for some “shift” of the peaks in s relative to the peaks in T b. We then take db to be
the smallest obtained across all allowed shifts. Concretely, let δ be some shift parameter
(for GnuPG 1.4.14, we use the equivalent of 400 Hz in FFT bins), and let m be the
number of bins in s. We compute d0 and d1 by

d0 = min−δ/2≤i≤δ/2

m−δ/2∑

j=δ/2

∣∣∣T 0
j+i − s j

∣∣∣
3
and d1 = min−δ/2≤i≤δ/2

m−δ/2∑

j=δ/2

∣∣∣T 1
j+i − s j

∣∣∣
3
.

Sixth Stage: Classification If s is sufficiently close to T 0 and sufficiently far from
T 1 (meaning that d0 is sufficiently small and d1 is sufficiently large), we classify s as
corresponding to a 0-valued bit. Otherwise, if s is sufficiently close to T 1 and sufficiently
far from T 0 (meaning that d1 is sufficiently small and d0 is sufficiently large), we classify
s as corresponding to a 1-valued bit. Finally, in case that s is close to both T 0 and T 1, we
repeat the above stages (each time asking for a new decryption of the same ciphertext)
until a suitable classification can be achieved.

Seventh Stage: Template Update Finally, new templates are generated. For b = 0 and
b = 1, the new template T b is computed by taking the most recent 20 spectra acquired
for bits classified as b (including both the current bit and recent ones), and computing
the median value of each frequency bin. These templates will be used for attacking the
next bit of q.
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8.5. Error Detection and Correction

In order to extract qi using our attack, we rely on knowing bits q2048, · · · , qi+1 (in
order to craft the guess gi,1 and gi,0). In this section, we examine the implications of
misclassifying a 0-valued bit as a 1-valued bit and vice versa. Recall that the reduction
of c modulo q in the modular exponentiation routine (Algorithm 1) is equivalent to
computing c − n if c < q and computing c ← c − q − n otherwise. Two types of
mistakes are possible.

Misclassifying a 1-Valued Bit as a 0-Valued Bit If by mistake some bit q j = 1 is
misclassified as zero, this means that successive values of both gi,1 and gi,0 for all i < j
will be always smaller than q. Thus, the value of c after a reduction modulo q will
always be a 64 limb number whose first j − 1 bits are the same as q, whose j th bit is
zero, and whose remaining bits are ones. Note that this value of c will have the same
side channel leakage as if qi = 1. Thus, our attack will report all subsequent bits of q as
being 1-valued regardless their actual value. This situation is easily detectable, since q is
a random prime that is unlikely to contain long sequences of 1-valued bits. Thus, when
such a sequence (of say 20 bits) is detected, it probably means that a mistake was made
somewhere beforehand. Once this mistake is detected, the attacker can just backtrack
some number of bits (say 50 bits) and try again (discarding the current templates and
using the previous ones).

Misclassifying a 0-Valued Bit as a 1-Valued Bit If by mistake some bit q j = 0 is
misclassified as one, this means that successive values of both gi,1 and gi,0 for all i < j
will be always larger thanq. Recall that a reduction of cmoduloq in this case is equivalent
to computing c ← c − q − n. Thus, after a reduction modulo q, c will always consist
of 64− � j/32� random-looking limbs. Note that this value of c will have the same side
channel leakage as if qi = 0. Thus, our attack will always report subsequent bits of q as
being 0-valued regardless of their actual value. This situation is again easily detected by
the attacker, allowing him to backtrack and retry (discarding the current templates and
using the previous ones).

9. Other Ciphers and Other Versions of GnuPG

In this section, we investigate the applicability of low-bandwidth attacks on other ciphers
as well as on different implementations of RSA. In Sect. 9.1, we investigate how a
different implementation of the square-and-multiply algorithm affects our attacks, and
in Sect. 9.2, we investigate low-bandwidth leakage in the GnuPG implementation of
ElGamal decryption [21].

9.1. Other Versions of GnuPG

Our attacks were first implemented against GnuPG version 1.4.13. However, during
the course of this research, two newer versions of GnuPG (versions 1.4.14 and 1.4.15)
were released. Version 1.4.14 introduced changes in themodular exponentiation routine,
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which are reflected in the above analysis. The older modular exponentiation routine,
as of version 1.4.13, is given in Algorithm 7. The main difference between the new
(Algorithm 1) and old (Algorithm 7) algorithms is in the decision on when to perform
the additional multiplication by c in lines 11 and 13 of Algorithm 7. While Algorithm 7
performs amultiplication by cwhen the current bit of d is 1,Algorithm1 always performs
this multiplication (and only performs an additional pointer update in the case where the
current bit of d is 1). This is a countermeasure against cache side channel attacks [51]
that check for the presence of multiplication code in the CPU’s code cache in order to
recover the bits of d.

Algorithm 7 GnuPG’s old modular exponentiation (see function mpi_powm in
mpi/mpi-pow.c in GnuPG 1.4.13).
Input: Three integers c, d, and q in binary representation such that d = dn · · · d1.
Output: m = cd mod q.
1: procedure modular_exponentiation(c, d, q) � called powm in GnuPG’s code
2: if size_in_limbs(c) > size_in_limbs(q) then
3: c ← c mod q

4: m ← 1
5: for i ← n downto 1 do
6: m ← m2

7: if size_in_limbs(m) > size_in_limbs(q) then
8: m ← m mod q

9: if di = 1 then
10: if size_in_limbs(c) < KARATSUBA_THRESHOLD then � defined as 16
11: m ← mul_basecase(m, c) � Compute m ← m · c using Algorithm 3
12: else
13: m ← mul(m, c) � Compute m ← m · c using Algorithm 5

14: if size_in_limbs(m) > size_in_limbs(q) then
15: m ← m mod q

16: return m
17: end procedure

Recall that our attack utilizes branches deep inside the multiplication code of GnuPG
as well as line 3 of Algorithm 7, both of which remain unchanged between different
versions, and thus, our attack is not affected by this change. However, as can be seen
in Fig. 23, this code change in GnuPG does affect the leakage spectra of GnuPG when
attacking the bits of q that are set to 1. Note that while this code modification changes
the acoustic (and other) leakage, it is still possible to leak the bits of q using our attacks.
Thus, our attacks are in some sense resilient to other code changes and require dedicated
countermeasures in order to prevent them. See Sect. 11 for a discussion about effective
and non-effective countermeasures.

9.2. ElGamal key Distinguishability

Another popular public key encryption scheme is ElGamal encryption [21]. In ElGa-
mal encryption, the key generation algorithm consists of generating a large prime p, a
generator α of Z∗

p, and a secret exponent a ∈ Z
∗
p. The public key is pk = (p, α, αa),
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Fig. 23. Acoustic measurement frequency spectra of the second modular exponentiation during our attack
using different versions of GnuPG. a GnuPG version 1.4.13 and b GnuPG version 1.4.14.

Fig. 24. Acoustic signature (0.25s 2.5−17.5kHz) of four ElGamal decryptions using the same message and
randomly generated 3072 bit keys.

and the secret key is sk = a. Encryption of a message m consists of choosing a random
k and computing γ = αk mod p and δ = m · (αa)k mod p; the resulting ciphertext
is c = (γ, δ). Decryption of the ciphertext c = (γ, δ) involves computing h = γ −a

mod p and m = h · δ mod p. Figure 24 presents an FFT spectrogram of acoustic ema-
nations recorded during execution of four ElGamal decryptions, using the samemessage
and randomly generated 3072 bit keys. As in the RSA case, the four decryptions are
clearly visible. Moreover, while the leakage is not as prominent as in the RSA case, the
four different keys can be easily distinguished.
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10. Comparison with Timing Attacks

In this section, we compare our techniqueswith the timing attacks of Boneh andBrumley
[4].

Cryptanalytic Approach While both our attack and the attacks of [4] are chosen-
ciphertext attacks that leak the secret key one bit at a time, their effect on the RSA
decryption code, as well as their underlying principles, is fundamentally different. The
work of [4] utilizesOpenSSL’s [44] use ofMontgomery reduction [40], and its high-level
choice of using regular versusKaratsubamultiplication, in order to leak the current secret
key bit. But neither of the effects exploited by [4] is applicable to GnuPG. First, GnuPG
does not use the Montgomery form to represent its internal values; it uses grade-school
long division to perform the modular reduction operation. Second, GnuPG always uses
Karatsuba multiplication (for values longer than KARATSUBA_THRESHOLD limbs,
i.e., 512 bits, whereas current standards of security call for RSA key size of at least
2048–4096 bits [5]). Thus, GnuPG’s high-level code does not exhibit exploitable behav-
ior. Instead, we dig into the low-level multiplication code of GnuPG and heavily exploit
its internal structure, as detailed in the preceding sections.

Attack Scenarios In many cases, such as encrypted email, timing information cannot
be observed by nominal communication channels, since there is no immediate response
sent to the attacker; yet, the acoustic attack is still potentially applicable, as discussed
in Sect. 1.2.

Timing Attacks via the Acoustic Channel One may try to conduct a hybrid attack,
using the acoustic channel to measure just the total running time of the decryption.
The problem is that, with this approach, the attacker is forced to identify the “end of
decryption” event with high temporal accuracy, which forces him to consider few points
in the measured time series. But recall that changes in the ongoing computation are
acoustically discernible mainly as subtle frequency shifts, which (by the uncertainty
principle) require many sample points to identify. Moreover, reliance on few points
makes the result very sensitive to noise. By contrast, the acoustic attack we present uses
the measurements acquired throughout the decryption, which yields excellent frequency
resolution (hence applicability to more targets) and robustness against noise (hence
greater range).

Countermeasures It is easy to defend against the timing attack of [4] by adding
“padding” delay cycles at the end of the RSA decryption operation, to hide the decryp-
tion timing. This is not effective against our attacks, which can observe the decryption
in real time and discard the padding; thus, the decryption algorithm itself should be
changed (see Sect. 11 for further discussion).

Timing in GnuPG We now examine the possibility of extracting the secret key using
our cryptanalytic approach, under the assumption that the attacker somehowmanaged to
obtain an accuratemeasurement of RSA decryption time. In order to obtain the execution
time measurements, we instrumented the code of GnuPG to measure execution time by
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Fig. 25. Execution time of RSA decryptions using our attack and a randomly generated key measured on a
Lenovo ThinkPad T61 using the Windows performance counter. Each point in the graph is the duration of a
(single) RSA decryption while attacking the given bit of q.

using theWindows API call QueryPerformanceCounter on the target machine, which
has a 1ms resolution, and averaged over 20 samples.13

Figure 25 presents a graph of the execution times of an RSA decryption operation
using our attack on the first 110 bits ofq measured on aLenovoThinkPadT61.Recall that
when attacking the i th bit, we assume that all the bits prior to i have been successfully
extracted. We repeat the attack of each bit 20 times and take the median of the time
measured (to reduce noise, and in particular the influence of abnormally long decryption
due to bursts of background activity). The values of the first 110 key bits are clearly
visible, where 0-valued bits require more execution time compared to 1-valued bits.
We observe a strong correlation between the inverse of decryption time and some

of the strong components in the leakage spectrum. We thus conjecture that repetitive
operations in the exponentiation (e.g., the frequency of its outermost loop) are directly
modulating the observed leakage.

11. Mitigation

Acoustic Shielding Proper acoustic shielding, using acoustic absorbers and sound-
proof enclosures, would attenuate the signals, thereby requiring the attacker to use more
expensive equipment, more demanding microphone positioning, or longer attack time.
However, such shielding raises design and manufacturing costs, especially due to the
necessity of air circulation for cooling. In particular, laptop cooling fan vent holes are typ-
ically a prolific source of emanations and cannot be easily blocked. We further observe
that the external “power brick” power supplies of some laptops also seem to exhibit
computation-dependent acoustic emanation, and thus likewise require engineering atten-
tion and mitigation.

13Another approach is to use the rdtsc instruction. However, while working correctly in single core
machines, the rdtsc instruction is problematic on somemulti-core x86machines since the instruction counters
are not necessarily synchronized between cores, thus introducing noise into the measurement.
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Fig. 26. Acoustic measurement frequency spectra of the second modular exponentiation with and without
constant load. aWithout background load and b with background load.

Noisy Environment One may expect that placing the machine in a noisy environment
will foil the attack.However, the energy of noise generated in a typical noisy environment
(such as outdoors or a noisy room) is typically concentrated at low frequencies, below
10kHz. Since the acoustic leakage is usually presentwell above this rage, such noises can
easily be filtered out during the data acquisition process using a suitable high-pass filter
(as we did in our experiments). Also, the signal would be observed during any pauses in
ambient noise (e.g., music). Note also that the attacker may, to some extent, spectrally
shift the acoustic signal to a convenient notch in the noise profile, by inducing other
loads on the machine (see below). Thus, a carefully designed acoustic noise generator
would be required to mask the leakage.

Parallel Software Load A natural candidate countermeasure is to induce key-
independent load on the CPU, in the hope that the other computations performed in par-
allel will somehowmask the leakage of the decryption operation. Figure 26 demonstrates
the difference in the frequency spectra of the acoustic signature of the second modular
exponentiation during our attack that result from applying a background load comprised
of an infinite loop of ADD instructions being performed in parallel. As can be seen from
Fig. 26, background load on the CPU core affects the leakage frequency by moving it
from the 35–38kHz range to the range of 32–35kHz. In fact, this so-called countermea-
sure actually might help the attacker since the lower the leakage frequency is, the more
sensitive the microphone capsule that can be used to perform the attack (see Sect. 5.4).

EM Shielding Conductive, grounded shields, ideally Faraday cages, are used to atten-
uate electromagnetic radiation for TEMPEST security (see Sect. 1.3) and moreover for
electromagnetic compatibility (EMC).Onemaywonder about their effect on the acoustic
channel. To facilitate air flow for convective cooling, such shields typically contain vents,
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Fig. 27. Examples of electromagnetic shielding with perforations and meshes. The two computers meet
the strict NSTISSAM TEMPEST/1-92 Level I requirements for electromagnetic side channel emanations, yet
have ample ventilation holes (catalog photos, leftAdvanced Programs, Inc., model DWT-105;middleEMCON
Emanation Control Limited Core 2 Quad workstation). On the right are shielded honeycomb air vents (Parker
Chomerics CHO-CELL panels of several sizes, “especially designed for high-frequency environments and to
meet TEMPEST specifications”).

Fig. 28. Portable measurement setup recording a laptop through a grounded EMI-shielded vent panel (1/2”-
thick cross-cell double-honeycomb mesh, Holland Shielding Systems Honeycomb Ventilation 9500). Remov-
ing the vent does not significantly affect the acoustic signal, but covering it with cardboard severely attenuates
the signal.

built of meshes or dense perforations (see Fig. 27). These can be nearly transparent to
acoustic emanations, as we verified on a high-grade EM mesh shield (see Fig. 28, and
note that covering themeshwith cardboard severely attenuated the signal). Conveniently
for an attacker, these vents are typically located close to the power regulation circuitry,
which emits the acoustic signal.

Cipher Text Randomization One countermeasure that is effective in stopping our attack
is RSA ciphertext randomization [36]. Given a cipher text c, instead of decrypting c
immediately, one can generate a 4096 bit random value r , compute re, and then decrypt
re · c and multiply the result by r−1. Since ed = 1 mod φ(n), we have that

(
re · c

)d · r−1 mod n = red · r−1 · cd mod n = r · r−1 · cd mod n = m.

In this case, the value sent to the modular exponentiation routine is completely random,
thus preventing our chosen-ciphertext attack. This countermeasure has a non-trivial cost,
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since an additional modular exponentiation is required (albeit with the exponent e, typ-
ically small). Nor does it affect key distinguishability, which (we observed empirically)
is independent of the ciphertext.

Modulus Randomization Another standard side channel countermeasure, which may
help prevent both key distinguishing and key extraction, is to randomize the modulus
during each exponentiation [33]. To compute mq = cdq mod q, first draw a random
medium-sized positive integer t and compute m′

q = cdq mod tq, and then reduce:
mq = m′

q mod q. Better yet, the modulus can be changed to various multiples of q
during the exponentiation loop.

Cipher Text Normalization Recall that our attack requires chosen ciphertexts that are
slightly larger than q (but have the same limb count as q) to undergo reduction modulo
q. However, in this case, GnuPG’s modular exponentiation routine will not reduce this
ciphertext modulo q. We force this reduction to take place (without changing the result)
by padding the ciphertext with leading zeros or adding n to it. This observation yields an
immediate countermeasure to our attack. Before decrypting a ciphertext c, one can strip c
of any leading zeros and then compute c′ = c mod n. In this case, since the ciphertext
given to the modular exponentiation routine will have the same limb count as q, the
branch in line 2 of Algorithm 1 will be never taken, thereby making it impossible to use
the modular reduction in line 3 of Algorithm 1 in order to create a leakage-observable
connection between the bits of q and the bits of the second operand of the multiplication
routine. This too foils our key recovery attack (but still allows key distinguishing).
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Appendix: The Lab-Grade setup

In this section, we provide further details on our lab-grade setup, introduced in Sect. 2.1.
Since the signals wemeasure are both weak in power and have relatively high frequency,
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Table 1. Comparison of microphone capsules used.

Brüel&Kjær Frequency range Diameter Sensitivity (mV/Pa) SNR (dB)

model Effective (kHz) Nominal ( kHz)

4939 0–350 0–100 1/4” 4 51.8
4190 0–40 0–20 1/2” 50 75.1
4145 0–21 0–18 1” 50 83.2

We specify the nominal range of flat frequency response (as given by Brüel&Kjær), and the larger range
of frequencies where the capsule proved effective in our experiments. The signal-to-noise ratio (SNR) was
estimated using the Brüel&Kjær specifications of the relevant capsule connected to a Brüel&Kjær 2669
preamplifier relative to a 1 Pa signal at 10kHz

the measurement setup must be carefully optimized to balance sensitivity and frequency
range. In many cases, we use equipment well beyond its designed operating ranges
where no official specifications are available. In these cases, we relied on estimations
and empirical observations.

Microphone Capsules The most crucial part of the measurement setup, and the only
one that must be placed in proximity to the target, is the transducer which converts
acoustic signals (changes in air pressure) to electric signals (voltage). Our lab-grade
setup uses various condenser microphones, all manufactured by Brüel&Kjær. In these
microphones, the transducer is embedded in amicrophone capsule. The capsule contains
a conductive diaphragm, held under tension, in parallel to a firm conductive backplate, at
a distance of 15–30µM. Air pressure causes the diaphragm to vibrate, thereby changing
the electric capacitance between the diaphragmand backplate. The change in capacitance
is detected by placing a DC polarization voltage (200V) between the diaphragm and
backplate, and observing its AC fluctuations (see [10]). The capsule is assembled on a
preamplifier (discussed below).
After testing a variety ofBrüel&Kjærmicrophone capsules,we identified threemodels

that dominate the choice (i.e., no other tested model simultaneously provides better
frequency response and signal-to-noise ratio): Brüel&Kjær 4939, 4190 and 4145 (see
Fig. 1; Table 1). Details follow.

For very high frequencies, up to 350kHz, we use a Brüel&Kjær 4939, 1/4” micro-
phone capsule, connected using a UA0035 adapter to a Brüel&Kjær 2669 preampli-
fier. The Brüel&Kjær 4939 capsule has a sensitivity of 4mV/Pa and has flat frequency
response up to 100kHz. However, while not officially supported by Brüel&Kjær, the
4939 is able to detect signals from target computers at frequencies as high as 350kHz
(with significant loss in sensitivity).
For lower frequencies, up to 40kHz, we use a Brüel&Kjær 4190, 1/2” microphone

capsule again connected to a Brüel&Kjær 2669 preamplifier. The 4190 capsule has
a sensitivity of 50mV/Pa and a flat frequency response up to 20kHz. However, the
4190 is able to pick up some signals at frequencies up 40kHz (with significant loss in
sensitivity)14.

14Brüel&Kjær also offers a 4191 microphone capsule that has a flat frequency response up to 40kHz.
However, while not having a flat frequency response, the 4190 capsule still has better sensitivity than the 4191
at 40kHz.
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Finally, for even lower frequencies, up to 20kHz, we use a Brüel&Kjær 4145, 1”
microphone capsule connected to a 2669 preamplifier using a DB0375 adapter. The
4145 capsule has a sensitivity of 50mV/Pa and a flat frequency response up to 18kHz.
However, the 4145 is able to pick up some signals at frequencies up to 21kHz (with
significant loss in sensitivity). While both the 4190 and 4145 capsules have a sensitivity
of 50mV/Pa, the internal noise of the 4145 is lower than that of the 4190. Thus, the 4145
has a better signal-to-noise ratio than the 4190, at the expense of the frequency range.

Microphone Preamplifier The aforementioned Brüel&Kjær capsules require a pream-
plifier, which provides impedance matching (using a unity-gain low-noise high-input-
impedance operational amplifier) and also feeds in and filters out the DC polarization
voltage to the capsule. We found the Brüel&Kjær 2669 preamplifier to work best with
the above capsules.15

Microphone Power Supply The preamplifier, in turn, requires a suitable low-ripple
power supply, providing 28V power and a 200V polarization voltage. We use the dedi-
cated Brüel&Kjær 2804microphone power supply. The Brüel&Kjær 2804 power supply
also outputs the microphone’s signal, which we then amplified (as described next).

Amplification The signal produced by the capsule, through the unity-gain preamplifier,
is veryweak (in the order ofmVor less). To amplify it, we use aMini-Circuits ZPUL-30P
amplifier connected to the signal output of the Brüel&Kjær 2804 power supply (through
a Mini-Circuits BLP–1.9+ 1.9 MHz low-pass filter, and self-built DC block and surge
protection circuits). The ZPUL-30P amplifier, powered by a laboratory bench power
supply, provides about 40 dB gain (empirically measured) in the range of 0–500kHz.16

Analog-To-Digital Conversion To digitize the analog signal produced by the amplifier,
we use a data acquisition device (DAQ): a National Instruments PXIe 6356 connected
to a 10kHz high-pass filter and housed in a National Instruments PXIe-1073 chassis.
The 6356 is capable of up to 1.25Msample/sec at a resolution of 16 bits.
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