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Abstract This paper presents a new design method and a corresponding architecture
for creating FIR filters that are significantly more hardware-efficient than presently
known implementations. Theseoptimally factored IFIRfilters are also easily pipelined,
thereby allowing operation at much higher data-rates. Using examples introduced
by previous researchers, we show surprisingly better hardware efficiency. Two such
examples show hardware reductions in the vicinity of 50%, relative to the conventional
Remez structures, whereas previous research targeting thismatter reportsmoremodest
results. We also show new features and further benefits that can be obtained by using
optimally factored IFIR filters.

Keywords FIR filter · Factored filter · IFIR · Interpolated FIR · Optimal FIR filter ·
Cascade filter · Optimal filter design · Filter hardware complexity

1 Introduction

An interpolated FIR digital filter (often referred to as an “IFIR filter”) is well known
to filter designers [6, 7, 11, 17, 19]. It uses a filter architecture that can be very efficient
for making narrow-band lowpass (or, by simple mapping, highpass) filters. The IFIR
transfer functionH(z) is constructed as a cascade connection of two FIR filtersH(z)�
G(zL)I(z) where the n-tap FIR filterG(z) (often called themodel filter) has its argument
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z replaced by zL for a positive integer L (called the “stretch factor,” subsequently
referred to as “SF”), and this replacement is equivalent to “stretching” the length of
filterG to become approximately L times as long—more precisely, it will have 1+ (n−
1)L taps, with the majority of the tap coefficients having the value zero, hence having
zero hardware cost for such tap-coefficient multipliers and their structural adders. This
stretching in the time domain is equivalent to “shrinking” the transfer function G(ejω)
by the factor L in the frequency domain which gives insight as to why such functions
can be efficient when used for narrow-band filters. Such frequency-domain shrinking,
however, causes unwanted passbands, centered at ω �2π /L, 4π /L, …, 2π (L −1)/L,
to appear and these must be removed (or masked) by using the cheap (due to its wider
transition band) lowpass filter I(z), called the interpolator or masking filter. Refs. [6,
17, 19] provide more details on IFIR filters and their properties, and [7, 11] show how
to choose an optimum stretch factor (SF) so that a filter will most efficiently meet
given passband and stopband specifications.

Refs. [1, 3, 10, 12–14, 16, 20, 23, 24] suggest benefits from making FIR filters as a
cascade of smaller FIR factors. The present work extends such factoring to IFIR filters
and explores new features and further benefits that can be obtained. Figure 1 shows
the magnitude response (dashed line) of an equiripple lowpass FIR filter of degree 15
(Example 1) that has the following specifications:

Passband edge ωp � 0.042π rad.; Stopband edge ωs � 0.14π rad.;
Ripple δp � 0.0839 (± 0.7 dB); Attenuation δs � 0.0794 (22 dB).

This filter is used in [12] to introduce our optimal FIR factoring algorithm and the
filter’s coefficients are easily obtained by using the Parks–McClellan [9] Matlab state-
ment:

firpm(15, [0 .042 .14 1], [1 1 0 0])

which yields the 16-tap FIR filter, described by a degree-15 polynomial
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Remez order-15 lowpass FIR filter example
IFIR filter implementation with Stretch Factor = 2
IFIR filter implementation with Stretch Factor = 3

Fig. 1 Remez order-15 lowpass FIR filter example (dashed line), the same filter specs implemented using
IFIR technique with SF�2 (black solid line) and also with SF�3 (gray solid line)
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Fig. 2 Remez order-15 lowpass FIR filter

Fig. 3 Alternative factored implementation of FIR filter example

Fig. 4 Optimally factored non-IFIR cascade filter implementation (top), zero-map of the optimally-paired
zeros and frequency response (magnitude in dB) for the order-15 lowpass filter (Example 1)

H (z−1) � h0(1 + z−15) + h1(z
−1 + z−14) + h2(z

−2 + z−13) + · · · + h7(z
−7 + z−8)

whose most conventional implementation would be as shown in Fig. 2. Alternatively,
by factoring the degree-15 polynomial into its natural factors (pairing-up complex-
conjugate roots), we could envision an implementation in the form of a simple cascade
having one first-order filter and seven second-order FIR filters, as shown in Fig. 3.

Many other factoring choices would also be possible, corresponding to the many
possible combinations of natural factors of the H(z−1) polynomial. It is shown in
[12] that an “optimal” choice of factors for this filter could be the implementation
comprising one first-order factor, three fourth-order factors, and one second-order
factor, as shown in Fig. 4.

For additional details on our “optimal factoring algorithm,” we recommend [12,
14]. We now, however, begin an extension of this work to IFIR filter implementations.



262 Circuits Syst Signal Process (2019) 38:259–286

Fig. 5 Optimal stretch factor for order-15 filter (Example 1)

In Fig. 5, we show that, following [11], the best choice of SF (the IFIR stretch
factor) to minimize the number of coefficients is either 2 or 3. The SF�2 design
G1(z2)I1(z) for this example (black solid line in Fig. 1) is obtained by using the single
Matlab function ifir as follows: [G1, I1]� ifir(2, ‘low’, [.042 .14], [.0839 .0794]). The
IFIR SF�3 design G2(z3)I2(z) can similarly be obtained as follows:

[G2, I2] � ifir(3, ‘low’, [.042 .14], [.0839 .0794], ‘advanced’) .

For this example, Fig. 5 does not make evident which of these two SF values is the
clear winner. So one must simply design both and learn, as becomes evident in Row
3 of Table 1 (showing a total hardware complexity of 300 full adders and flip-flops)
versus Row 4 (whose total complexity is 246). Thus, the choice of SF�3 happens to
be the best.

1.1 In Regard to Optimal Factoring Filter Design

Being a practical algorithm for finding particularly beneficial factors, our so-called
“optimal factoring of FIR filters,” introduced in [12, 14], finds optimal pairings of the
natural complex-conjugate zero-pairs of an FIR transfer function. The filter in Fig. 4
is an optimally factored FIR (but, not an IFIR) cascade that meets Fig. 1 passband
and stopband specs. As indicated by the straight lines in the Fig. 4 zero-map, the
optimally factored cascade is obtained by factoring the Parks–McClellan order-15
transfer function H(z) into its natural second-order factors and then (as explained in
[12, 14]) these “zero-pair” factors are paired, to constitute “optimal pairings”:

(27.9◦, 133.2◦), (43.7◦, 110◦), (64.6◦, 156.6◦).

In the Fig. 4 factored filter, this yields the three fourth-order stages and it leaves the
180° zero and the 87° zero-pair to stand alone as first-order and second-order blocks.
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Table 1 Hardware-complexity summary and comparison (order-15 Example 1) parameter B is the data
width (wordlength)

Using a similar approach, we now present a method for making optimally factored
IFIR filters that has not previously been explored.

Table 1, line 2, gives our assessment of a 10.1% hardware savings to be expected by
this Fig. 4 non-IFIR factoring example.Thismay seema relativelyminor improvement.
However, we shall see that this small (degree-15) filter, which does not display many
features that would identify it as a particularly good candidate for IFIR implementation
(for example, it does not have a very narrow transition band) still achieves a rather
impressive 25% hardware reduction once we combine the optimal factoring with
the use of the IFIR architecture (as is shown in the last row of Table 1). For larger
and more demanding filters, we have found, and will demonstrate herein, that even
greater percentage-reductions in hardware can be expected. Before discussing this
IFIR factoring further, we shall briefly explain our Table 1 computations. (Similar
hardware-assessment techniques will be used throughout our subsequent discussions.)

1.2 Concerning Our Assessments of Filter Hardware Costs

In our subsequent discussions on IFIR transfer functions of the form G(zL), the pres-
ence of stretch factors L >1 will cause us to consider FIR filter structures having a
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Fig. 6 Approximate cost comparison: D flip-flop and full adder

cascade of numerous z−1 delays as alternatives for structures having fewer delays but
more numerous (and often more expensive) tap-coefficient multipliers. We consider
all FIR filters discussed here to have fixed-point binary multiplier coefficient values,
implemented efficiently by circuits that employ hard-wired data shifts and additions
(multiplier adders) of this shifted data. This is true (and commonplace) for direct-form
as well as transposed-form FIR filter hardware implementations.

The “hardware efficiency” of a circuit will be affected by the number of additions
required, which we assess in terms of the number of “multiplier adders” (MA) used.
Also, other adders, so-called “structural adders” (SA), will be required to implement,
for example, “plus or minus” operations like those shown within the boxes comprising
the cascade structure at the top of Fig. 4 or, more generally, the additions for combining
data that would take place in a conventional direct-form or a conventional transposed-
form FIR filter. Ultimately this “adder hardware” will be assessed as the total number
of single-bit “full adders” required to build these multiplier adders and the structural
adders. And in doing this for our various examples we also account for the type of
simplifications that are routinely employed by one skilled in the art, such as sub-
expression sharing.

The amount of hardware needed to build the z−1 delays is, of course, also relevant
in assessing the hardware cost of an FIR, and especially an IFIR, filter. We assess this
in terms of the cost of the circuitry that implements a z−1 delay, and the predominant
component of this circuitry is the single-bit “D flip-flop.” Again, like the adder costs,
this cost will be influenced by the bit-width of the data-stream samples processed by
the filter. It is outside the scope of this paper to dwell on the details of such circuitry
but, since these circuit components will, for a single filter, all operate at the same data-
rate as one-another, a simple transistor-level comparison, given in Fig. 6, showing the
structure of a typical “full adder” and that of a typical “D flip-flop,” shows that roughly
the same hardware complexity would be expected for these two components. Thus,
we have chosen (as have various other publications referenced herein, e.g., [2, 12, 14])
to simply assess a filter’s “total complexity” in terms of the sum of the number of full
adders and the number of D flip-flops required to implement the filter. We refer the
interested reader to [2, 4, 5] for a further in-depth review of this topic.

In Sect. 2, we now use the small order-15 FIR filter, whose transfer-function mag-
nitude |H(ejω)| is plotted in Fig. 1 (dashed line), to illustrate some of the basic concepts
for our new optimally factored IFIR filter design and implementation.
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Notice that the important new concept of joint (versus individual) sequencing of
the two sets of model filter and interpolator filter stages will also be introduced. The
resulting filter structures are compared with the non-interpolated optimally factored
(Fig. 4) design and with the conventional Remez implementation.

Additional techniques and benefits are also presented in Sects. 3 and 4 by examining
the optimally factored IFIR design of two highly cited high-order filters.

2 Degree-15 Filter Example: Choice of Stretch Factor and New Joint
Stage-Sequencing Technique

Example 1 Following [11], the choice of an optimum stretch factor for this filter
is obtained and, as discussed previously, the two choices, indicated in Fig. 5, are
SF�2 and SF�3, where, as summarized in Table 1, SF�3 is the better choice due
to its slightly greater hardware efficiency. Notice that the exact hardware costs will
ultimately involve the details of any specific implementation.

When SF�3 for Example 1, the G(z) and I(z) sub-filters have degrees 7 and 4,
respectively (Fig. 5). The cascade of an optimally factored G(z3) and I(z) is shown in
Fig. 7, where we have identified the factors by using the optimal factoring theory and
algorithm of [12]. The resulting Fig. 7 structure has only trivial coefficients (i.e., all
coefficients are exact powers of two) and it needs just seven and four structural adders
for G(z3) and I(z), respectively. If approximately 0-dB DC gain is desired, two more
shift-adds (by “shift-add” we mean a hard-wired shift and an addition) are needed to
implement the post-filter gain-adjust multiplier 0.111011, as follows:

(using 0.111011 � 0.111101̄ � 1.0001̄01̄, where 1̄ ⇒ −1).

The ordering of stages for both G(z3) and I(z) is determined by the sequencing algo-
rithm as explained in [12]. The down-arrow and power-of-two multiplier at the output
of each stage represents a datapath truncation (or rounding). In addition to the complex-
ity reduction evident in Fig. 7, the optimally factored IFIR implementation provides
an additional opportunity to combine and/or jointly sequence the factors of bothG(z3)
and I(z). Such flexibility allows one to neutralize (or “tame”) any challenging (typ-
ically, large gain) factor in the resulting cascade [14]. Here, particularly, since the
Fig. 7 structure is already multiplier-free, no such improvement from a further com-
bining of stages is evident. However, this design does happen to benefit from the joint
sequencing of stages (to be further illustrated in Examples 2 and 3). This yields an
improved Fig. 8 optimally factored IFIR filter cascade with the overall magnitude (dB)

Fig. 7 The best identified cascade (Example 1) of an optimally factored individually sequenced G(z3) and
I(z) (when SF�3)
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Fig. 8 Joint sequencing of factors of model filter and interpolator filter (when SF�3, yielding Example 1
optimally factored IFIR filter cascade)

Fig. 9 Zero-map and magnitude plots of Example 1 optimally factored IFIR (SF�3) filter (solid) versus
order-15 Remez filter (dashed)

Fig. 10 Magnitude plots of five stages of the jointly sequenced optimally factored optimally stretched IFIR
cascade filter structure in Fig. 8

shown in Fig. 9, demonstrating a superior stopband (greater attenuation, especially at
mid and high frequencies) to that of the conventional FIR filter. The zero-map of this
optimally factored IFIR filter and the quantized conventional (Remez) filter is shown
in Fig. 9. The frequency responses of the five individual factored stages are also shown
in Fig. 10.
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Fig. 11 Optimally factored IFIR cascade filter of G(z2) and I(z) (when SF�2)

Fig. 12 Zero-map and magnitude plot of Fig. 11 optimally factored IFIR (SF�2) filter (solid) versus
order-15 Remez (dashed)

When SF�2 for Example 1, the G(z) and I(z) sub-filters have degrees 11 and
3, respectively, and the corresponding G(z2) and I(z) cascade is shown in Fig. 11.
Again, the resulting structure has only trivial coefficients and needs just eleven and
two structural adders for the IFIR components, in addition to one shift-add for the
post-filter multiplier. The sequencing of stages for both G(z2) and I(z) is again based
on [12]. The Fig. 12 frequency response of the resulting (SF�2) optimally factored
IFIR filter also demonstrates a superior stopband to that of the conventional (dashed
line) design. The zero-maps of both implementations are also shown in Fig. 12. The
extra lines in Fig. 12 indicate which red zeros are paired together to form each factor of
the Fig. 11 structure. There are four complex-conjugate zero-pairs with±90° angles.
One pair is combined with two other zero-pairs (having angles of 27.9° and 152.1°),
while the other±90° conjugate-pairs stand alone.

Table 1 gives the hardware-complexity comparison for the optimally factored IFIR
filters versus the conventional Remez (direct-form) FIR filter, as well as the (non-
IFIR) optimally factored filter, and the IFIR non-factored filters. Clearly, the optimally
factored SF�3 IFIR filter has the fewest adders and lowest total complexity. Due to
the modest 22-dB stopband attenuation target in Example 1, the wordlength of the
signal path can require as few as just six bits for the optimally factored IFIR cascade
implementations.
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Table 2 Hardware-complexity comparison for order-59 Example 2 FIR filter (B represents the wordlength
of the datapath)

3 An Order-59 Filter Example [18]: Factored IFIR Efficiency,
and Additional Benefits

Example 2 We now consider a larger (order-59) FIR filter, one that we have examined
in [12] using a non-IFIR optimally factored cascade. We shall show that the optimally
factored IFIR filter improves significantly upon the result obtained in [12]. Indeed,
as elaborated on in this section, it excels notably in comparison with all previously
publishedmethods cited in Table 2, where it promises an approximately 50% reduction
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Fig. 13 Finding optimum SF for degree-59 filter (Example 2)

in hardware complexity, compared with the hardware complexity of a conventional
(Remez) FIR implementation.

This degree-59 lowpass filter, referred to as filter S2 in [2], has these specifications:

Passband edge ωp � 0.042π rad.; Stopband edge ωs � 0.14π rad.;

Ripple δp � 0.012 (± 0.1035 dB); Attenuation δs � 0.001 (60 dB).

Again, we obtain this filter’s optimum stretch factor (SF�3), via [11]. As shown in
Fig. 13, the orders formodel filterG(z) and interpolator I(z) are 20 and 11, respectively.

The optimal factors for G(z) and I(z), found using [12, 14], are shown in
Fig. 14. A practical realization of this optimally factored IFIR filter, H(z)�G(z3)I(z),
requires a careful stage sequencing [12] in order to effectively manage the datapath
wordlength through the cascade of stages. The cascade structure in Fig. 14 uses indi-
vidual sequencing of factors for G(z3) and I(z). This design requires a 15-bit datapath
(including the sign bit).

Figure 15 shows a better (than Fig. 14) cascade design, using the joint sequencing of
theG(z3) and I(z) factors. Its datapath wordlength is reduced to 14-bits (including sign
bit) due to better noise performance (discussed further in this section). This structure
has just nine non-trivial coefficients, which are realizable with a total of ten shift-adds.
There are 20 and 11 structural adders forG(z3) and I(z), respectively, in addition to the
three shift-adds needed to implement the post-filter gain-adjust multiplier shown in
Fig. 15. To achieve the highest data-rates, the cascade structure is easily pipelined by
inserting registers between the stages. (See discussion in [12], re. Fig. 7 in [12].) We
refer to an optimally factored IFIR structure as being “partially pipelined” if pipeline
registers are present at the output of some of the stages. The factored structure is “fully
pipelined” when a pipeline register is present between all adjacent stages.
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Fig. 14 Optimally factored IFIR implementation of Example 2 filter H(z) without joint sequencing

Fig. 15 Joint sequencing of the stages to yield the optimally factored IFIR implementation of Example 2
filter H(z)

Figures 16 and 17 show the frequency response plot and zero-map for the Fig. 15
optimally factored IFIR implementation. The magnitude plot demonstrates superior
stopband characteristics compared to those of the conventional structure (the dashed
line), particularly at mid and high frequencies. The zero-map of Fig. 17 illustrates the
zero distribution of the optimally factored IFIR cascade versus that of the conventional
(direct-form) implementation. Again, straight lines indicate which zeros are paired to
form each of the Fig. 15 factors (according to the optimal pairing algorithm of [12,
14]).

Benefit: If desired, the optimally factored IFIR filter easily allows a non-uniform
datapath wordlength across the stages of the cascade. This can efficiently deliver better
noise performance, as the dynamic range of each stage output can easily be optimally
and independently adjusted, as will be discussed in Sect. 4.

Table 2 gives a summary and comparison of the various methods of implementing
this filter. Clearly, the optimally factored IFIR filter of Fig. 15 has the lowest complex-
ity. Moreover, when this factored IFIR filter is fully pipelined, and hence is capable
of operating at data-rates unreachable by conventional FIR implementations (i.e., at
speeds attainable only by transposed FIR forms). The optimally factored IFIR filter
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Fig. 16 Magnitude plot of Example 2 optimally factored IFIR (SF�3) filter (solid) versus order-59
conventional (dashed) filter

Fig. 17 Zero-map of Example 2 optimally factored IFIR (red circles) filter and order-59 conventional filter
(blue dots) (Color figure online)

still achieves a hardware cost (FA+FF) reduction of 47%, in comparison with the
conventional Remez filter:

(3338 − 1568)/3338 ≈ 53%

or, when fully pipelined, as: (3338 − 1764)/3338 ≈ 47%.

Parameter B in Table 2 is the datapath wordlength, which should be at least 12
bits (including the sign bit) to allow a single-stage conventional design to provide
enough resolution to be able to realize a 60-dB attenuation of the incoming signal.
For the Fig. 15 factored IFIR filter, as discussed earlier, a wordlength of 14 bits is
required. Table 2 also provides complexity comparisons of the FIRGAM method [2],
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the original CSD implementation of this example filter [18] (which, being an early
CSD filter, was focused on reducing adder costs only), the PMILP algorithm [25],
the minimum-adder MILP [21], the cascade method [22], and the genetic algorithm
cascade [26].

Comparisons: Area, Speed, and Power Consumption
Table 3 shows the results of our Verilog implementation and synthesis, using Cadence
tools (TSMC 65 nm), of the IFIR filter of Fig. 15 in three forms (non-pipelined,
partially pipelined and fully pipelined) to compare the area and power requirements
at multiple operating speeds (sampling rates). Here “partially pipelined” refers to a
critical path reduction, inserting five pipelining registers between the fifteen stages of
Fig. 15 as follows:

1 2 3 | 4 5 6 | 7 8 9 | 10 | 11 12 | 13 14 15.

The fully pipelined optimally factored structure has fourteen pipelining registers
(one register at the output of each of the first fourteen stages in Fig. 15). Table 3
shows that when the factored IFIR filter is not pipelined it has the smallest area,
but the longest critical path and, as stated earlier, it is suitable only for applica-
tions where high speed is not required. Due to its long critical path, the synthesis
tool had to increase its logic gate sizes in order to operate at 100 MHz, result-
ing in slightly higher power consumption than the pipelined designs. Its maximum
operating speed was then 160 MHz. In contrast, the fully pipelined optimally fac-
tored designs had the shortest critical paths and hence the synthesis tool was able to
achieve very high sampling rates using mostly small gate cells. While the transposed
design and the fully pipelined factored design can both reach, at most, a speed of
900 MHz, notice that the transposed design requires a considerable increase in gate
sizes (hence, considerable increases in area and power) in order to operate at this
speed.

Notice that the conventional transposed design’s area and power requirements at
900 MHz are, respectively, 3.5 times and 53% higher than those of the optimally
factored IFIR filter.

Also the conventional direct-form filter can operate only at speeds up to 500 MHz
and even at that relatively low speed, it consumes a 2.3 times larger area and 28%
more power than the fully pipelined Fig. 15 optimally factored IFIR filter.

To demonstrate the factored IFIR stage-sequencing effectiveness, we perform the
“four-test procedure” described in [12]. The following comprehensive tests use the
datapath wordlength B�14, including sign bit, in all cases. We assess the signal RMS
values at all stage outputs, normalized to the input signal RMS. The chains of RMS
values of the signal at the outputs of the cascade stages for these four tests are reported
in Figs. 18 and 19 (where 8000 signal samples are used in each case):

Test 1) The input signal is white Gaussian noise (uniform power across all frequen-
cies). We expect the filter to attenuate by 60 dB the portion of the signal within the
stopband.
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Table 3 Detailed performance comparison (area and power consumption) of the optimally factored IFIR
(Fig. 15) and optimally factored non-IFIR [12] structures versus direct-form and transposed-form designs.
Cadence results—TSMC 65 nm library

Test 2) The input signal is colored Gaussian noise with uniform power within the
stopband. It is a sum of 100 random-phase sinusoids, uniformly distributed across
the stopband (ω ≥0.14π ). We expect a 60-dB attenuation of the entire signal.
Test 3) The input signal is one sinusoid at the passband edge.
Test 4) The input signal is one sinusoid at the stopband edge.

Figures 18 and 19 show that the Fig. 15 optimally factored IFIR filter is able to
fully attenuate (by at least 60 dB) the stopband portions of the input signal (including a
sinusoid at the edge of the stopband) and it is able to perfectly pass the passband signals
(including a sinusoid at passband edge) with negligible (less than 0.1-dB) attenuation.
Figure 19 shows the progress of the RMS stage outputs throughout the cascade for the
two sinusoidal test cases at the passband and stopband edges (Test 3 and Test 4).
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Fig. 18 RMS output of stages of Fig. 15 jointly sequenced optimally factored IFIR filter (Tests 1 and 2)

Fig. 19 RMS output of stages of Fig. 15 jointly sequenced optimally factored IFIR filter (Tests 3 and 4)

An Additional Benefit provided by the inherent flexibility of the optimally fac-
tored IFIR filter in Fig. 15:
If a (very modest) 0.019-dB increase is allowed in the passband ripple (i.e., changing
from±0.1035 to±0.1225 dB), then the 8th-stage [1 − 0.46875z−3 + z−6] in the
Fig. 15 structure can be further simplified to become [1− 0.5z−3 + z−6], while the rest
of the cascade factors can remain intact. The resulting modified stage has only trivial
coefficients, which yields a further reduction in the shift-add operations necessary for
implementing the Fig. 15 filter coefficients (a reduction by 10% from ten down to nine
multiplier adders). The importance of this observation is that:

In general,we have found that, given a minor (usually acceptable) allowance
in some of the target filter specifications, it is often possible to exploit it to fur-
ther simplify a specific stage (or stages!) of the optimally factored IFIR filter. In
particular, this can be done without the need to change any of the other stages in
order to reduce the filter’s overall hardware complexity.
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Fig. 20 Choice of optimum stretch factor for Example 3 IFIR filter

4 A Hardware-Efficient Wideband Filter Design Via Optimally Factored
IFIR Implementation: Order-62 Filter Example from [2, 8, 27]

Example 3 We now consider a highly cited order-62 wideband filter [8] having the
following specifications:

Passband edge ωp � 0.2π rad.; Stopband edge ωs � 0.28π rad.;

Ripple δp � 0.028 (±0.24 dB); Attenuation δs � 0.001 (60 dB) .

Similar to the order-59 filter in Sect. 3, this filter, referred to as filter L2 in [2],
is a convenient example because several previous publications [2, 8, 18, 21, 22, 25,
27] have chosen to use it when presenting their own filter design and implementation
methods. These include the FIRGAM and Remez algorithms [2], an algorithm (LIM)
from [8], the Partial Mixed-Integer Linear Programming (PMILP) algorithm of
[25] and the single-stage and dual-stage designs using the coefficient optimization
algorithms in [21, 22].

We first demonstrate an optimally factored IFIR implementation of filter L2, andwe
compare its complexity with the above-cited designs. Our filter implementation will
also provide the opportunity to demonstrate: ANOTHER BENEFIT of our optimally
factored filters: i.e., due to the relatively small size of our FIR factors, it is often possible
to find some (otherwise not particularly obvious) opportunities to further reduce the
number of add operations required for implementing some FIR coefficients.

The optimum stretch factor (SF�2) for this order-62 filter, via [11] (as illustrated
in Fig. 20), leads to orders of 34 and 9 for the model filter G(z) and the interpolator
filter I(z), respectively. Filter L2 has the 62 zeros shown as blue dots in Fig. 21b, of
which sixteen are off the unit circle (representing four fourth-order factors), and 46
zeros are on the unit circle (representing 22 complex-conjugate zero-pairs and two
zeros at ω �π ). Attempting an exhaustive pairing and factoring of all complex-
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Fig. 21 Zero-maps of IFIR components G(z) and I(z) and optimal pairings for the optimally factored IFIR
versus zeros of order-62 filter L2 (Example 3)

conjugate zero-pairs would, of course, be impractical since there are more than
6.5×1014 possible factoring choices for model filter G(z). However, by employing
our optimal factoring algorithm for this filter, the best identified factors for G(z) and
I(z) (Tables 4, 5 and Fig. 22) are found. The results are illustrated in Fig. 21a which

Table 4 Model filter G(z): quantized stages and binary representations, L2 filter using optimal pairing
identified in Fig. 21a

Table 5 Interpolator filter I(z): quantized stages and binary representations, L2 filter using optimal pairing
identified in Fig. 21a
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Fig. 22 Optimally factored interpolated FIR implementation of filter L2 (Example 3)

shows the optimal pairing of zeros for the G(z) and I(z) filters. Figure 21b compares
zeros of the resulting optimally factored IFIR design with the 62 zeros (blue dots) of
the original 63-tap filter L2 according to [8].

The binary values of coefficients for G(z) and I(z), listed in Tables 4 and 5, indi-
cate that most factors can be implemented very cheaply. Indeed, only Factor 5 and
Factor 6 (the two largest factors) have coefficients that require more than one MA
(multiplier adder) in their implementation. The Appendix explains how we can imple-
ment each of these factors with just two MA. (Admittedly, we do somewhat blur the
distinction between MA and SA: we increase the number of SA.) Overall, however,
we achieve a net reduction of one addition for each factor: we need 2 MA and 8 SA
for Factor 5, and the same for Factor 6.

Table 4 shows that 33 structural adders (SA) are needed to realize the order-34G(z),
and Table 5 shows that the order-9 I(z) needs merely seven SA. (Just count the number
of plus/minus signs in Tables 4 and 5.) Our above-mentioned modifications increase
SA by one for Factor 5 and by two for Factor 6 (with corresponding reductions of
two MA for Factor 5 and three MA for Factor 6). Therefore, the resulting optimally
factored IFIR requires a total of 11 MA and 43 SA as is also summarized in Table 6.

Similar to our previous examples, a practical realization of the G(z2)I(z) cascade
requires a careful sequencing of stages to effectively manage the datapath wordlength
through the cascade. The best identified stage-order using joint sequencing of theG(z2)
and I(z) stages, according to the sequencing algorithm given in [12], when applied to
this optimally factored IFIR implementation of filter L2, is:

Stage Order � 8 12 4 6 3 7 5 2 9 1 10 13 11

where the numbers 1 through 13 correspond to row numbers given in Tables 4 and 5.
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Table 6 Hardware-complexity comparison for order-62 wideband FIR filter (B represents the wordlength
of the datapath)

MA multiplier adders, SA structural adders

The resulting optimally factored IFIR structure for Filter L2 is shown in Fig. 22,
and its magnitude plot is shown in Fig. 23. This filter’s stopband behavior exceeds
specifications, especially atmid and high frequencies. Its peak-to-peak passband ripple
is 0.395 dB, compared to the target 0.48 dB. The frequency responses for each of the
13 jointly sequenced stages are shown in Fig. 24. Given the target stopband attenuation
of 20log10(δs)= 60 dB, it can be shown that the truncation level (i.e., wordlength) B
should be at least 14 bits (including sign bit) for a practical realization of Fig. 22
13-stage factored IFIR filter. For a conventional single-stage design that meets the
specification of Example 3, a 12-bit (including sign bit) wordlength would suffice.
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Fig. 23 Magnitude plots of Example 3 (Fig. 22) optimally factored IFIR filter (solid) versus order-62 filter
[8] (dash)

Fig. 24 Magnitude plots of the 13 stages in Fig. 22 (Example 3)

To illustrate the effectiveness of the Fig. 22 stage sequencing, we use the following
comprehensive tests. We then measure the output RMS values of all cascade stages.

Test 1) Input signal is an ensemble of 50 random-phase in-band sinusoids (ω≤0.2π ).
We expect the signal to traverse the factored filter unaffected, and the output to be
a delayed version of the input.
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Test 2) Input signal is white Gaussian noise (uniform power across all frequen-
cies). We expect to attenuate the portion of the signal that falls within the stopband
(ω ≥0.28π ) by 60 dB.
Test 3) Input signal is colored Gaussian noise with uniform power only in the
stopband. We realize this using a sum of 100 random-phase sinusoids, uniformly
distributed in the stopband (ω ≥0.28π ). We expect our filter to attenuate the entire
signal by at least 60 dB.
Test 4) Input signal is a sinusoid at ωp �0.2π passband edge.
Test 5) Input signal is a sinusoid at ωs �0.28π stopband edge.

The results of the tests and corresponding signal RMS values at the outputs of all
stages (normalized to the input signal RMS) are illustrated in Fig. 25, and we see
that the RMS level at a few stage outputs increases above the input signal RMS level,
requiring slightly larger dynamic range at the output of these few stages. This shows
that if a uniform wordlength is desired (for design simplicity) then B should be 15
bits (including sign bit). The one extra bit accommodates the aforementioned RMS
increases shown in Fig. 25 plots.

A slightly more efficient realization is also possible, employing the inherent flexi-
bility of the factored structure which can (as mentioned for Example 2) accommodate
a non-uniform datapath wordlength (i.e., truncation/rounding levels) throughout the
cascade. According to Fig. 25, while 15 bits are needed for truncation at the outputs
of stages #1, #2, #3, #10, #11, #12 and #13 (to accommodate up to a 6-dB increase in
the stage-output RMS values, compared to the RMS of the filter input), only 14 bits
are needed for truncation at the outputs of stages #4, #5, #6, #7, #8, and #9.

A summary of hardware complexity and a comparison with the previously reported
methods of implementing this order-62 L2 filter are given in Table 6, and it is evident
that the optimally factored IFIR filter has the lowest complexity. The complexity
reduction, relative to Remez, can be seen as:

(3330 − 1870)/3330 ≈ 44%
or, when fully pipelined, as: (3330 − 2044) /3330 ≈ 39%.

Noise analysis for the factored IFIR structure in Fig. 22:
We now examine the noise performance of the Fig. 22 optimally factored IFIR struc-
ture. The truncation (or rounding) event at each output of the 13 cascaded stages
injects quantization noise into the datapath. These truncation events can be approxi-
mately modeled by 13 independent and identically distributed additive uniform noise
sources at the stage outputs. Figure 26 shows the effective total magnitude response
that each of the 13 noise sources experiences from the point of truncation (noise gen-
eration) to the output of Fig. 22 factored IFIR structure. It confirms that none of the 13
noise sources experiences considerable out-of-band noise amplification, compared to
the in-band signal power level. The overall effect of truncation noise from all cascade
stages at the Fig. 22 filter output is illustrated in Fig. 27. Its bottom two plots are a
histogram and a normalized PSD plot of the total noise at the Fig. 22 output (taking
into account the contribution of all noise sources). The top plot shows the RMS of the
total noise at the output of each stage. It demonstrates that the overall output noise in
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Fig. 25 RMS of stage outputs in Fig. 22 for test scenarios (Example 3)
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Fig. 26 Effective frequency response that each of the 13 noise sources experiences from the point of
truncation (at the output of each stage) to the final output in the factored IFIR structure in Fig. 22

Fig. 27 Overall effect of truncation noise at the output of Fig. 22 optimally factored IFIR structure, taking
into account the noise contributions from all stages (top plot: RMS of stage outputs, bottom: histogram and
PSD)
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the stopband is well below the target −60 dB stopband level that the filter is required
to realize.

5 Conclusion

In this paper, an apparently quite superior general method, and a corresponding struc-
ture, for achieving significantlymore hardware-efficient implementations of FIRfilters
has been presented. This advancement employs our recently announced “optimal fac-
toring of FIR filters.” We have demonstrated that by applying optimal factoring to
well-designed IFIR filters we can implement much better (more hardware-efficient)
FIR digital filters. When assessing hardware cost as the sum of the required full adders
and flip-flops, we have demonstrated that such optimally factored IFIR filters can pro-
vide substantially lower hardware cost than that achieved by the methods presented in
previous research publications. (Two of our examples show hardware reductions in the
vicinity of 50%, in comparison to conventional Remez implementations. Indeed, the
recent publication [15] shows these results to be quite close to a new “lower bound”
for the hardware complexity of any FIR implementation that meets the specifications
of these two FIR filters.) As shown in Table 3, our optimally factored IFIR filters can
be particularly beneficial when specifications that push the technology speed limits
are required, and in these cases the area and power savings for our optimally factored
IFIR filters still appear quite substantial. Further properties, benefits, and alternative
implementations of these filters have also been demonstrated when implementing
well-known examples. This further confirms the utility of the optimally factored IFIR
filters in comparison with more conventional implementations.

An extension of this paper’s optimal factoring of IFIR filters to the optimal fac-
toring of FRM (frequency response masking) filters is also evident. (Please see [6]
for FRM details.) Basically, the FRM structure is an extension of the IFIR structure
which includes additional FIR-type hardware (for the purpose of facilitating a broader
class of FIR filters, including certain highpass and bandpass FIR filters whose direct
implementation via an IFIR structure could seem problematic). In Figs. 3(a) and 5 of
[6] it is shown that one can start with an IFIR structure and include two more FIR
blocks to obtain an FRM filter implementation that may seem more suited for some
desired filters, primarily bandpass FIR structures. While certain complications may
arise when attempting to implement the FIR factoring efficiently in an FRM filter
(i.e., one basic issue could concern a desire to preserve a pure delay chain z−Ln with
what could have a substantial length L, and which may thus seem inconsistent with
FIR factoring), it can still be envisioned that the type of FIR factoring that we have
presented here could be extended to FRM filters. This would, of course, be a possible
topic for future research.

Open Access This article is distributed under the terms of the Creative Commons Attribution 4.0 Interna-
tional License (http://creativecommons.org/licenses/by/4.0/), which permits unrestricted use, distribution,
and reproduction in any medium, provided you give appropriate credit to the original author(s) and the
source, provide a link to the Creative Commons license, and indicate if changes were made.
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Appendix

Wenowdemonstrate theBenefitmentioned in Sect. 4which often seems to be available
when using our optimally factored IFIR filters. It comes about due to the relatively
small size (low degree) of our individual IFIR factors. (A feature that is often present.)
Here, we shall reduce the number of add operations required in the implementation of
the MA and SA for Factors 5 and 6 of Example 3 (using data shown in Table 4).

Regarding Factor 5, it is evident that one adder (or one subtraction) would suffice
for realizing the first coefficient

0.11111 � 1.00001̄, where 1̄ ⇒ −1

and we could also build the second coefficient (0.00101) with one adder.
It would seem, however, that two adders are needed for the third coefficient:

1.00111 � 1.01001̄. Factor 5 thus seems to need four MA which, when added
to the factor’s seven SA, suggests that a total of 11 additions must be performed
for Factor 5. Figure 28a shows what we may call the “conventional” realization of
Factor 5.

Actually Factor 5 can be built with just two MA, but (although we somewhat blur
the distinction between MA and SA) we must increase the SA count by one, thus
saving a net total of one adder for making Factor 5.

Our more efficient implementation, in Fig. 28b, allows us to share multiplier hard-
ware between two filter-taps, even though the taps operate on different data. (Notice
that one non-trivial tap processes data delayed by z−3 and z−4 while another processes
data delayed by z−2 and z−5, while a third processes data delayed by z−1 and z−6.
Nonetheless, as shown at the top of Fig. 28b, we can easily implement the rightmost

Fig. 28 a Conventional realization of Factor 5 (Table 4). bMore efficient implementation of Fig. 28a filter
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Fig. 29 Demonstration of simple improvements for Factor 6 (Table 4)

Fig. 28a tap in the form of two simpler taps, operating in parallel, with their outputs
added together. The cost of this implementation is just one MA, but the addition oper-
ation required then restores the total cost to two adders. However, notice that the first
of these two parallel paths employs a multiplier that is the same as that needed for the
leftmost of the three Fig. 28a non-trivial taps. Thus, we may improve our efficiency
by using this leftmost tap to process not only the data for that tap but also provide one
of the partial paths for the rightmost tap. As shown in Fig. 28b, this can result in a net
saving of one addition for the complete implementation of Factor 5 (10 adds rather
than 11 adds). We actually have increased by one the number of SA in our modified
structure (from seven to eight), but there is a net saving because the MA needed for
Factor 5 is reduced by two (from four down to two).

Figure 29 shows that we can similarly save one addition in an improved implemen-
tation of Factor 6.1
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