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Abs t r ac t .  We present a fault tolerant method tailored for n-dimensional 
mesh networks that is able to handle multiple faults, even for two dimen- 
sional meshes. The method does not require existence of virtual channels. 
The traditional way of achieving fault tolerance based on adaptivity and 
adding virtual channels as the main mechanisms, has not shown the abil- 
ity to handle multiple faults in wormhole mesh networks. In this paper 
we propose another strategy to provide high degree of fault-tolerance, 
we describe a technique which alters the routing function on the fly. 
The alteration action is always taken locally and distributed to a limited 
number of non-neighbor nodes. 

1 I n t r o d u c t i o n  

In recent years we have seen an increasing interest in mul t icomputers  both  in 
industry and academia.  As the number  of components  in such computers  grow 
the probabil i ty of failing components increase, and therefore the ability to adapt  
to errors becomes a significant issue in this field. In this paper  we study wormhole 
routed interconnect networks with respect to fault tolerance. 

The wormhole switching technique that  was described by Dally and Seitz [5] 
is an improvement  of the virtual cut through technique of Kermani  and Klein- 
rock [15]. The concept of wormhole routing has been taken up in many  intercon- 
nection networks, in particular in the domain of multiprocessor interconnection, 
see e.g. [18,20,21]. A survey of wormhole routing techniques can be found in [19]. 

Fault-tolerance in a communicat ion network is defined as the ability of the 
network to effectively utilize its redundancy in the presence of faulty links. A 
failing link may  destroy one path  in use between two communicat ing  nodes, 
but  given that  the failing link has not split the network into two unconnected 
parts,  there will still be other paths that  the two ends may  communicate  over. 
Much work on fault-tolerance in wormhole routed networks has been reported. 
Linder and Harden described an adaptive routing algorithm for k-cry n-cubes 
which requires up to 2 ~ virtual channels per physical channel [16]. Boppana  and 
Chalasani present an algorithm to handle block faults in meshes where faulty 
links and nodes form rectangular regions [1]. The method requires 2 vir tual  
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channels per physical channel, and is able to handle any number of faults as 
long as the fault regions do not overlap. The technique requires that  a fault 
free node knows the status of its own links and its neighbors' links. In [2] they 
generalize this method to also handle non-convex fault regions requiring 4 virtual 
channels per physical channel in the non-overlapping case. The method requires 
fault  region shape-finding messages, and may in many cases mark more links as 
faulty than those that  have actually failed. Several other methods rely on the 
virtual channel concept as well [3, 4, 6,8, 9, 11]. 

However, other approaches have been proposed. Glass and Ni have described 
a fault tolerant routing algorithm for meshes which does not require virtual 
channels [13]. Their  method is based on the turn-model for generating adaptive 
routing algorithms [10, 12] and needs extra control lines to agree upon allowed 
turns. Lysne, Skeie and Waadeland [17] also describe fault tolerant routing with- 
out using virtual channels. Basically, their methods rely on alteration of the 
routing function. Unfortunately, both these methods tolerate very few faults for 
low dimension meshes. 

In this paper we present a method for fault tolerance which is different from 
the above mentioned work in terms of that  it both can handle a significant 
number of faults and does not need virtual channels. The technique relies on a 
limited amount of non local status information, the action is taken locally and 
distributed to a limited number of nodes. 

The remainder of the paper is organized as follows. Section 2 contains some 
basic notations. In section 3 we describe the fault tolerant routing method and 
finally in section 4 we conclude. 

2 P r e l i m i n a r i e s  

The definitions used in this paper adhere to standard notation and definitions 
in wormhole routing [17]. The following theorem is due to Dally and Seitz [5] 
and Duato [7]. It will be used extensively within this paper. 

T h e o r e m  1. A wormhole network is free f r o m  deadlocks if its channel de- 
pendency graph is acyclic. 

We shall in this paper consider bidirectional n-dimensional mesh networks, also 
called (k, n)-mesh networks, where k is the radix, n is the number of dimen- 
sions and N = k ~ is the number of nodes. A (k, n)-mesh is a (k, n)-torus with- 
out connecting wraparound links. To simplify presentation of the fault tolerant 
method, we will describe it in detail for the two-dimensional case and afterwards 
present generalization to three and higher dimensions. The four directions of a 
two-dimensional mesh are labeled north, south, east and west. Furthermore the 
channels of a horizontal (vertical) link 1 are denoted 4a~t/l~r (4o~th/l,~orth), 
respectively. 
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2.1 T h e  F a u l t  M o d e l  

In this paper  we will concentrate on link faults, and assume that  if a channel 
fails then the entire link fails in both directions. The link failures are considered 
to be "hard" in the sense that  faulty links will be down for quite a while (hours 
or even days). Furthermore we assume that  each node in addition to knowing 
the status of its own links, also has status information regarding east and north 
links of some of the nodes in the row (column) that  it is positioned in. For a 
more thorough definition we refer to section 3.2. To provide nodes with the link 
status information stated above we assume that  the network has a control line 
structure where routers can send/receive specific control messages. The IEEE 
1355 [14] STC104 [23] from SGS-Thomson is a router with such a control line 
structure. 

3 A Distributed Fault Tolerant System for Positive-First 
Routing 

In this section we present an algori thm on that  handles multiple faults for 
positive-first routing (PF) without using virtual channels. PF is a variant of the 
turn model [12] which is a method for designing adaptive routing algorithms. 
The idea in the turn model is to s tar t  with a system where every packet can 
take all possible paths in every router. Then one prohibits just  enough turns in 
order to break cycles in the channel dependency graph. 

Positive first routing is defined by the turns showed in figure 1. We make 
the additional restriction that  packets should be routed minimally in a fault  free 
network, even if there are detours that  do not introduce illegal turns. From the 
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Fig. 1. The six allowed turns (solid arrows) for positive first routing in the fault free 
case. 

above we observe that  there is adapt ivi ty  in the south-west and north-east  direc- 
tions because in each of these directions one is allowed to make use of two turns. 
Routing in the south-east and north-west directions is, however, deterministic. 
The name positive-first comes from the hindrance of making turns from negative 
to positive directions. 

The fault tolerant system is based on altering the routing function in some 
nodes, so that  new paths are defined that  avoid the faulty links. For most  of 
the failure situations it will be nodes in two rows and/or  columns that  need a 
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reprogrammed routing function, however, in some specific situations a cascading 
update might be necessary (see section 3.3). It will always be the node, where 
one or both of the east and north links recently failed, that  initiates the nec- 
essary updating step to be taken. This means that  the updating action to be 
provided is locally determined. Such a node will be called nma~t~ throughout  
the remainder of the paper. Alteration messages are then distributed via the 
control line structure to nodes that need their routing function updated,  hence- 
forth the distributed view of the fault tolerant system. On the other hand the 
node where its west- and/or  south links fail, stays passive concerning alteration 
of the routing function until reception of updating message. Such a node we 
denote for nstave. We assume the nodes to have some amount  of programmable 
logic so they can implement the alteration algorithm to respond to the failure 
situation, and furthermore that nodes on the fly can reprogram their routing 
function upon reception of updating messages. 

Below we shall first present the necessary alteration of the routing function 
for different link failure situations in order to give all packets affected by a faulty 
link new paths. Next we show that  the updated routing function will be deadlock 
free. Depending on the failure situation we divide the description in two parts: 
l. The situation when only one of  the east and north links o f  a node are faulty. 
2. The more complex situation where both these links are failing. 
In the first situation our methods do not use non-local link status information 
in order to perform the routing function alteration, while for the second case 
this becomes necessary. Recall that  we denote the node with its east- and /or  
north links failing for nmaster , and the nodes that  are receiving a updating 
message from n,~,st~, are called n ~ t ~  . Furthermore the east and north links 
of nmaster are designated l~ and l~, respectively. For clarity, we shall in the 
methods proposed below assume that  rerouting channels (links) are not faulty 
at the moment  the updating action is initialized, in section 3.3 we also handle 
faulty rerouting channels. 

3.1 T h e  E a s t  or  t h e  N o r t h  L i n k  o f  a N o d e  Fai ls  

For this case we show that  we can recover without introducing the two prohibited 
turns (figure 1). 

T h e  E a s t  L i n k  o f  a N o d e  Fails.  The following method is used to alter the 
routing function: 
A l t e r a t i o n  1: The packets that  have paths through 1 . . . . .  are rerouted north- 
wards at nrnaster (Al ter  1 in figure 2(a)). 
A l t e r a t i o n  2: The packets that have paths through 1~o8~ that  arrive (or origi- 
nate) at the nodes in the row east of lc~r are rerouted northwards as well (Al ter  
2 in figure 2(a)). 
A l t e r a t i o n  3: The packets that  have paths through l~o~, that  arrive at the 
nodes in the row above alteration 2 are rerouted westwards (Al ter  3 in figure 
2(a)). 
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The Alterations 2 and 3 are initialized by nrnaster distributing a update  message 
to the two corresponding set of nodes. By altering the routing function to the 
nodes east of nslave in the same row, we ensure that  packets with original paths 
through le~o., are not sent towards n~la,~ (Alter 2). If  they were sent towards 
n~la,~ they would be forced to take the prohibited west-north turn. Notice also 
tha t  packets going in the adaptive south-west direction, that  can possible use 
l . . . . .  must  for the same reason be stopped from going further south at the row 
right above the failing link (Alter 3). 

 :i:tAer3 
... i 

(a) (b) 

Fig. 2. Identifying the nodes (visualized as darkened boxes) that will get their routing 
function altered according to our method. The thick arrows indicate the redirections 
of the affected packets through the failing link. (a) The east link of n,~a~t~ fails. (b) 
The north link of nmast~r fails. 

T h e  N o r t h  L i n k  o f  a N o d e  Fails .  Handling the north link failure si tuat ion 
of a node is symmetr ic  to the east link one. Due to this symmet ry  we here only 
present the alteration of the routing function in a figurative manner  (figure 2(b)). 

L e m m a  1. If  alteration of the routing function is done according to our methods 
when the east or the north link of a node fails, the new routing function is 
connected and deadlock free. 

Proof. From the described alteration methods it is obvious tha t  the new routing 
function is connected, since nodes in the vicinity of the failing link are updated  
with respect to the affected packets in both channel directions. It  also follows 
trivially from the turn model that  the new routing function is deadlock free since 
none of the prohibited turns are used. 
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3.2 B o t h  t h e  E a s t  a n d  N o r t h  L inks  of  a N o d e  Fail  

In this more complex failure situation the link status information has to be 
consulted in order for nmaster to decide the proper alteration action. In addition 
it becomes necessary to introduce the two illegal turns, the south-east and west- 
north turn, respectively. 
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Fig. 3. (a) A failure situation where the two node sets Na and Nb cannot communicate 
without introducing the prohibited double turn, the south-east and west-north depen- 
dencies, respectively. (b) Alteration of the routing function when both east and north 
links of nma,t,r fail. The thick arrows indicate redirections of affected packets through 
the failing links (channels). 

Let us first give some motivation for the algorithm proposed below; consider 
the failure situation showed in figure 3(a). The east and north connecting links 
(marked le and l~, respectively) of node n,~st~r have recently failed, in addition 
we assume that  before this situation arises the links 11 and 12 have failed. Notice 
that  since both le and l~ now are failing, packets originating in the node set Na 
destined for the node set Nb and vice versa are not able to reach their destina- 
tions without introducing the prohibited double turn, south-east and west-north 
dependencies, respectively. Thus the key issue is to introduce the prohibited 
double turn in such a way that the two node sets can communicate with each 
other, and furthermore such that no cycles in the channel dependency graph 
are created as a consequence of the introduction of prohibited turns. We shall 
in the following introduce the prohibited double turn associated with operating 
east and north links of a node ni, either positioned west of nma,t~r in the same 
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row or positioned south of nmaster in the same column. We shall show that  this 
reestablishes connectedness and preserves freedom from deadlocks. If  there are 
several candidate nodes ni in the same row (column) we pick the east (north) 
most  of these, fur thermore we denote this specific node for nipt (Introduction 
of Prohibited Turns). Henceforth, for nmaster to be able to decide which node 
ni is able to serve as nipt, it must have knowledge about  the status of east and 
north links of all nodes in the same row (column) and that  in addition are posi- 
tioned west (south) of it. This defines the non local information required for our 
method.  

Below we define the necessary alteration for this specific situation. We present 
it for the case when nipt is located west of nmaster. The case when a node south 
o f  nmaster is selected as  nipt is symmetric.  
A l t e r a t i o n  1: The  packets that  have paths through le,,~s~ that  arrive at the 
nodes in the row east of l~ are rerouted northwards. Furthermore the packets 
that  have paths through l~ . . . .  that  arrive at the nodes in the row above the 
previously specified one are rerouted eastwards (Alter 1 in figure 3(b)). 
A l t e r a t i o n  2" The rerouting proposed here consists of new paths for those pack- 
ets via 1. . . . .  h that  can reach their destination without introducing the prohibited 
south-east turn. They could have been rerouted through nipt as well, however, 
we prefer eastwards rerouting in order to spread the traffic. If there are any 
nodes south of nmaster in the same column that  have their east link operating, 
let n8 be the up most  node of these candidates. Furthermore let N~pt (reachable 
Without Prohibited Turn) be the node set defined by the nodes located at the 

same vertical position as n~ or south of ns, at the same horizontal position as 
n~ or west of n~, and in addition positioned east of nipt (figure 3(b)). 

The packets having paths through l,~.ou~ h that  arrive at the nodes in the 
column north of nmaster and are destined for the node set Nwpt, a r e  rerouted 
eastwards. Furthermore the packets having paths through 1,~o~ h that  arrive at 
the nodes in the column east of the previously specified one and are destined for 
the node set Nwpt, are rerouted southwards (Alter 2 in figure 3(b)). 
A l t e r a t i o n  3: This alteration redirects those packets that  have their detour 
through nipt. The packets having paths through le . . . .  and l,~o~ h tha t  arrive at 
nodes in the part  of the row between nipt and nrn~ste~ (inclusive), are rerouted 
westwards. In addition the packets having paths through l ~ . ~  and l~ou,~ that  
arrive at nodes in the row above the previously defined one, are rerouted west- 
wards as well. Furthermore the packets with paths through leo.~ and l . . . . .  h 
are rerouted northwards at nipt, and the packets with paths through l~ ..... and 
l,~o.,, are rerouted southwards in the node north of nipt (Alter 3 in figure 3(b)). 

L e m m a  2. If alteration of the routing function is done according to the method 
above for the situation when both east and north links of a node fail, the new 
routing function is connected and deadlock free. 

Proof. The proof is divided in two: 
1. C o n n e c t e d :  It follows trivially from the description of the methods tha t  the 
new routing function is connected. 
2. D e a d l o c k  f ree :  Assume that  a prohibited double-turn DT/ is introduced as 
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a consequence of east and north link failures at n,~a~t~,-i. We first prove that  DT/ 
alone cannot form a cycle in the updated channel dependency graph. Secondly 
we prove tha t  DTi cannot be involved in a cycle together with other prohibited 
double-turns either. We assume that  DT/ i s  introduced west of nmaster,, the case 
when DT/ is south of nma~t~, is similar. 

(i) If  DT/ is involved in a cycle the cyclic dependencies must  go through 
the channels connected to n , ~ t ~ .  Since both channel directions of nmasteri 'S 
east and north links are failing, a potential  cycle must  come via the south link 
of nma,t~r,. This means that  another prohibited south-east or west-north turn 
must  be involved to form a cycle in one of the directions. Therefore, DT/ cannot  
form a cycle if is the only prohibited turn introduced. 

(ii) Now assume that  there exists another prohibited double-turn DTj south 
of nmaster,. We know that  DTj is introduced as a consequence of the failure of 
both  the east and north links of nrnasterj and consider DTj to be located west 
of nm~,t~rj. From point (i) above the cyclic dependencies must  come through 
the south link of nm~,t~rj, thus we need yet another prohibited double-turn to 
form a cycle, and so forth. The case when DTj is introduced south of nm~,t~j is 
t reated analogously. This means that  no cycle can be formed even by two or more 
prohibited double-turns when they are introduced according to our method.  

Our system is able to handle a significant number  of link failure situations. 
The situations that  the proposed method cannot handle are those where both 
east and north links of nmaster fail simultaneously, and in addition one of the 
following two conditions apply: 

1. There does not exist any node neither west of n,~ast~ in the same row, nor 
south of n,~a,t~r in the same column that  have both its east and north links 
operating. 

2. Any candidate node ni west (south) of node nmaster  in the same row (col- 
umn) with both its east and north links operating, does not have a horizontal 
(vertical) pa th  to nmaster .  

3.3 Rerout ing Channel is Faulty 

In the above presentation of alteration algorithms we assumed that  the speci- 
fied rerouting channels (links) were operating. In this section we identify what  
impact  faulty rerouting channels will have on alteration of the routing function. 
When rerouting is requested along earlier failed channels we know there already 
exist rerouting paths for these faults, thus we only need to reupdate  the routing 
function along these redirections to also include affected packets associated with 
the fault  currently handled. Moreover, the additional nodes to be visited are 
exactly defined by the alteration methods specified in sections 3.1 and 3.2. To 
demonstra te  this we give the three possible situations for requesting rerouting 
along a faulty channel, and refer them to the previous defined alterations: 
(i) R e q u e s t i n g  r e r o u t i n g  a l o n g  a f a u l t y  e a s t  o r  n o r t h  c h a n n e l  w h e n  
o n l y  o n e  o f  t h e s e  h a s  fa i led :  According to Alteration I specified in section 
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3.1, reupdate the routing function in this node (which must be a rtmastero,n) b y  

letting affected packets from the original fault keep their rerouting northwards 
if it is the east channel that  is failing. With respect to rerouting requested for 
the north channel direction, let affected packets keep their rerouting eastwards 
(refer to Alter  1 in figure 2(b)). 
(ii) R e q u e s t i n g  r e r o u t i n g  a long  a eas t  or  n o r t h  c h a n n e l  w h e n  b o t h  o f  
t h e s e  h a v e  fa i led:  From Alteration 3 in section 3.2, if niptotd is located west of 
nmasterotd, reupdate the routing function in nodes between niptotd and nmastCrot, 
(inclusive) to also include affected packets from the current fault (figure 3(b)). 
There will be a symmetric action for the case when niptotd is located south of 

n r n a s t e r o t d  �9 

(iii) R e q u e s t i n g  r e r o u t i n g  a long  a f a u l t y  wes t  o r  s o u t h  c h a n n e l :  Recall 
from Alteration 2, 3 (in section 3.1) and figure 2 (a), that  if rerouting is requested 
for a failing west channel direction the nodes in the row west of this channel and 
nodes in the row above the previous one need to be updated with respect to 
the affected packets from current fault. Symmetric updating is necessary when 
rerouting is requested for a failing south channel (refer to figure 2(b)). 
The three situations defined above require some additional updating to be initi- 
ated. Now, perhaps we in this reupdating see yet another faulty channel. There- 
fore, the natural question to ask is: will this repeated alteration process terminate 
successfully? 

L e m m a  3. The alteration process initialized as a consequence of  a broken rerout- 
in 9 channel will terminate successfully i f  it is done as specified above. 

Proof. Since there are a limited number of earlier faults to visit, it means that  
the only possible way to achieve a non terminating alteration process must be as 
a consequence of a "loop". Let us denote the failing link starting the updating 
for lcurr~,~t. The rest of the proof is divided in three: 
(i) First, when rerouting is requested along a faulty east or north channel, the 
additional updating is only done locally at the source node of this channel. It is 
therefore obvious that  this situation cannot contribute to a "loop". 
(ii) Second, the only possibility to construct a reupdating "loop" (revisiting 
lcurre~t) is when the following apply: 1. The node nma,terom and lcurrent a re  lo- 
cated in the same row (column) and 2. lcurrent is between nmastero,~ and niptota. 
However, the last requirement could not entail correctness since it will mean 
that  the path between nmasterol d and nipto~d does not exist, which contradicts 
the assumption of the existence of such a path between these two nodes. 
(iii) Third, if rerouting is requested for a broken west channel additional rerout- 
ing is only needed for channels located east and north of this one, which is even 
further east and north of Icurrent. Hence, Icu~re~t cannot be revisited. The  same 
reasoning can be used for a broken south channel. Therefore, we can conclude 
that  a repeated alteration process will converge. 
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3 . 4  Three-  and Higher -Dimens iona l  Meshes  

This section illustrates how the positive-first fault  tolerant method  can be ex- 
tended to three- and higher-dimensional meshes. The modification follows natu- 
rally from the method presented above. In figure 4 we define the prohibited turns 

I I / 
I I / / 
L--.-E V" LC--,~E 

Directions Prohibited double-turns 

Fig. 4. The prohibited double-turns for fault free routing in three-dimensional meshes. 
The referred directions denote the following: U - Up, D - Down, N - North, S - South, 
E -  East and W - West, respectively. 

(shown as double-turns) for fault free routing in three-dimensional meshes. We 
have prohibited just  enough turns to avoid cycles in the channel dependency 
graphs, thus it follows from [12] that  the routing function is deadlock free. 

In presence of faults we have two main routing function alteration actions 
depending of the failure situation in the three dimensional case as well: 

1. The situations where at least one of the east, north and up links of a node 
are operating. Affected packets of a newly failing link are redirected through 
one that  still is present. This means tha t  no prohibited turns need to be 
introduced. This is analogous to the situations handled in section 3.1. 

2. The more complex situation when the east, north and up links are faulty 
simultaneously. This means that  affected packets have to be redirected via 
a node (nipt) either down, south or west of nma~t~r. In this case it becomes 
necessary to introduce the prohibited double-turns, which corresponds to the 
si tuation defined in section 3.2. 

Note that  in the three-dimensional case each link participates in two planes, 
for example an east link is visible in both the east-north and east-up planes, 
respectively. Henceforth, nodes in the two planes that  a failing link is located in, 
must  have altered routing function. For each plane nodes in two rows/columns 
require to be updated,  as in the two dimensional case. Regarding point 2 above, 
the additional nodes along the detour through nip t (the node where the pro- 
hibited turns are introduced) need to be updated,  refer Alteration 3 in section 
3.2. 

L e m m a  4. I f  alteration of the routing function is performed as stated above in 
presence of faulty links in three-dimensional meshes, the new routing function is 
connected and deadlock free. 

Proof. The proof can be fully elaborated as the proofs in sections 3.1 and 3.2. 
Regarding the deadlock issue for the si tuation when all the east, north and up 
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links of a node are faulty simultaneously, creation of any cycle requires several 
prohibited turns. Since we for each of these situations only associate the prohib- 
ited turns with one single node (nipt), this cannot form cyclic dependencies. 

Generalization to n-dimensions follows the same pat tern.  For each new dimension 
one prohibits just  enough turns to avoid cycles in the channel dependency graph 
in the fault free case. Then two main routing function alteration processes will 
be defined along the same lines as described above. 

3.5 S i m u l a t i o n  E x p e r i m e n t s  

In order to evaluate the performance of fault tolerant system we have done a 
series of experiments. We have simulated a 16 x 16 mesh in presence of 1%, 
3% and 5% faulty links. The results show graceful degradation in performance,  
especially for non-uniform traffic and low number  of faults where the degradat ion 
is hardly noticeable. The results are not presented here due to space constraints, 
but  can be found in [22]. 

4 C o n c l u s i o n  

We have presented a method for achieving fault tolerance in wormhole routed 
(k, n)-mesh networks. Unlike other techniques we do not require existence of vir- 
tual  channels and tolerate multiple faulty links, even for two-dimensional meshes. 

The proposed concept relies on that  the network is able to alter the routing 
function on the fly. The initiation for alteration is always taken locally and 
distributed to small number  of non-neighbor nodes via control lines. The IEEE 
1355 STC104 [23] router is an example of such a router with a control line 
structure. For most  of the failure situations, the needed alteration of the routing 
function is fixed and simple. In order to handle more complex situations, such as 
when both the east and north links of a node (n) fail, we assume knowledge of 
link status information from some of the other nodes in the same row/co lumn as 
node n. This non-local information is used by the local master  node responding 
to a failure. The link status information is gathered via the control lines. 

The implementat ion cost of our method is basically that  it requires each 
node to have an amount  of programmable  logic, making it possible to implement  
the proposed alteration Mgorithms. Secondly we assume the network to have a 
control line structure where nodes can send/receive specific control messages. 
Ext ra  logic in the nodes and some form of control lines are, however, usual 
mechanisms for achieving fault tolerance [2, 13]. 

Our investigations indicate that  it is relatively easy to incorporate node faults 
into our method,  where such faults will be modeled as a failure of all its links. 
An other interesting path  of further work is to investigate if our technique also 
can be extended to handle (k, n)-tori networks. 
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