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1 Introduction 

In this work a new method has been devised whereby a parallel application 
running on a cluster of networked workstations ( say, using PVM ) can adapt  
to machine faults or machine reclamation [1] without any program intervention 
in a t ransparent  manner.  Failures are considered fail-stop in nature rather  than  
Byzantine ones [4]. Thus, when machines fail, they are effectively shut-out from 
the network dying an untimely death. Such machines do not contribute any- 
thing further to a computat ion process. For simplicity both failures as well as 
reclamation are referred to as faults henceforth. 

Alternative schedules are used for implementing this adaptive fault  toler- 
ance mechanism. For parallel programs representable by static weighted task 
graphs, this framework builds a number of schedules, statically at compile t ime, 
instead of a single one. Each such schedule has a different machine requirement 
i.e. schedules are built for 1 machine, 2 machines and so on till a m a x i m u m  of 
M machines. The main aim of computing alternative schedules is to have possi- 
ble schedules to one of which the system can fall back upon for fault  recovery 
during run-time. For example, if a parallel program starts  off with a 3-machine 
schedule and one of them faults during run-t ime the program adapts  by switch- 
ing to a 2-machine schedule computed beforehand. However, the entire p rogram 
is not restarted from scratch. Recomputat ion of specific tasks and resending of 
messages if required are taken care of. 

2 Alternative Schedule Generation Using Clustering with 
Cloning 

Schedules in this work are generated using the concept of task clustering with 
cloning [2], [5] as cloning of tasks on multiple machines have a definite advantage 
as far as adapting to faults is concerned. The Duplication Scheduling Heuristic 
by Kruatrachue et al. [2], [3] has been used to generate alternative schedules 
with differing machine requirements like 1,2,3, . . . .  
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3 T h e  S c h e d u l e  S w i t c h i n g  S t r a t e g y  

The major  problem at run-time is to facilitate a schedule switch once some 
machine/s is/are thrown out of the cluster due to fault. As the run-time system 
may need a new schedule to be invoked at a fault juncture, such a schedule 
should already exist on the machines. In addition, it is not known at compile 
time, which cluster of the new schedule will be invoked on which machine. Once 
the set of completed tasks on each live machine is known the schedule switch to 
an alternative schedule should take place in such a manner tha t  the resultant 
program completes as quickly as possible. Also, the switching algori thm itself 
should be simple and fast. 

3.1 A l g o r i t h m  S c h e d S w i t c h  

The algorithm for schedule switching is based on minimal weighted biparti te 
graph matching. The main idea is to shift from a currently executing thread 
( cluster of a schedule executing on a machine ) to a virtual cluster of an alterna- 
tive schedule such that  the overall scheduling time is reduced as much as possible. 
In order to do this a complete weighted bipartite graph G = (V, E)  is constructed 
where V = Mt~ve U Vc~. Mliv~ is the set of live machines (except the faulty ones) 
and Vct is the set of clusters of an alternative schedule to which a schedule switch 
can take place. The set of edges E = (vl, v2), vl E Mti~,  v2 EVc t .  Each edge is 
weighted, the weight being computed via the following strategy: 
The weight of the matching between cluster i in the pre-computed schedule with 
machine j is as follows. The not done tasks of cluster i are tried to be scheduled 
in the machine j as early as possible. While constructing this schedule, some 
of the tasks in cluster i may start late as compared to their start  t ime in the 
original alternative schedule. The maximum of these delays among the tasks in 
cluster i is computed, and the edge e is annotated with this value. A minimum 
weighted bipartite matching algorithm is applied to G thus created to determine 
the best mapping of clusters to machines. 

3.2 Static and Run-Time Strategies for Schedule Switching 

One of the major  requirements for an adaptive program - be it for fault adapta- 
tion or machine reclamation, is that  the adaptive mechanism must be reasonably 
fast. Keeping this in mind two strategies have been designed for this framework 
- STSR ( Static Time Switch Resolution ) and RTSR ( Run Time Switch Resolu- 
tion ). STSR is a static time approach whereby the possible schedule switches are 
computed statically given certain fault configurations - usuMly single machine 
faults. RTSR is a run-time approach whereby the schedule switching algori thm is 
applied during adaptation. This is a more general approach compared to STSR. 

STSR is a costly approach even if applied for only single machine failures as 
it is not known at what point a machine may fail and hence all possibilities are 
enumerated and the possible schedule switches computed. The complexity of the 
STSR strategy is O(C~V c.  ((Y) 2 + C~logC~)), where the maximum number of 
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clusters formed by a schedule S in the set of schedules CS generated is denoted 
as C~. Also a maximum of O(V) nodes are present in the task graph. Though 
this method is compute-intensive it allows a very fast run-time adaptation.  In 
addition, this algorithm parallelizable. This can be used to reduce its running 
time. 

A modified strategy called STSRmod has also been developed. In this mod- 
ified strategy, even when C~ is high all possible schedule switches need not be 
considered. This is based on the observation that  we get identical machine to 
cluster matchings over certain intervMs of t ime as the weights of the matehings 
change only on some discrete events, such as the completion of a task or the start  
of a new task on a machine. The complexity of STSRmod reduces to O(C~(V)3). 

In RTSR, the switching algorithm is applied at run-time instead of compile 
time. Hence, adaptation time is longer than in STSR. However, RTSR has a 
greater flexibility being able to handle a wider range of fault configurations. The 
complexity of RTSR is O((C~)logCu + (V)2). 

4 E x p e r i m e n t  

The simulation experiment uses a parallel application structured as a F F T  graph 
each node being of weight 2 units and each edge of 25 units. The  bar graphs 
shown in Figure 1 are the scheduling times for the number of machines provided. 
Here, the number of maximum machines in use is 10 while the lowest is 2. The 
figure depicts how the total scheduling time T ~  ( including faults ) changes as 
machines fail one by one. The three plots shown are the plots of T ~  for machine 
failures with inter-machine failure time set to 10, 20 and 40 t ime units respec- 
tively. T ~  includes the retransmission and recomputation costs. The lowest plot 
shows the change in T~w with inter-machine failure of 10 units, the middle one 
shows the change for inter-machine failure of 20 units and the topmost  one for 
40 units. The upper two plots do not extend in entirety because the program 
gets over ( i.e. finishes ) before the later failures can take place. The lowest T~w 
plot for P = 10 is the value of the ultimate scheduling time if the 10-machine is 
initially run and a fault occurs after 10 time units forcing a switch to a 9-machine 
schedule. With the new 9-machine schedule if the program runs for another 10 
units before faulting, the T ~  using the 8-machine schedule is plotted next. The  
other plots have similar connotations but  with different inter-machine failure 
times. 

5 C o n c l u s i o n  

In this work we have described the use of computing alternative schedules as a 
new framework, which can be used easily to adapt to fluctuations which may 
either cripple the running of a program or substantially reduce its performance 
on a network of workstations. This strategy, hitherto unused, can be effectively 
employed to compute a set of good schedules and used later at run-time with- 
out the overhead of generating a good schedule at run-time which uses fewer 
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Fig.  1. Performance for multiple single machine faults for a FFT  task graph 

machines.  Thus,  our s t ra tegy is a hybrid  off-line approach  coupled with on-line 
suppor t  for effective fault  tolerance or machine  eviction on a machine  cluster 
wi thout  user intervention. 
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