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Abs t r ac t .  This paper investigates the effect of communication overhead 
on the scheduling problem. We present a scheduling algorithm, based on 
LogP-type models, for allocating task graphs to networks of processors. 
The makespans of schedules produced by our multi-stage scheduling ap- 
proach (MSA) are compared with other well-known scheduling heuristics. 
The results indicate that new classes of scheduling heuristics are required 
to generate efficient schedules for realistic abstractions of today's parallel 
computers. The scheduling strategy of MSA can also be used to generate 
BSP-structured programs from more abstract representations. The per- 
formance of such programs are compared with "conventional" versions. 

1 I n t r o d u c t i o n  

Programmers  face daunting problems when a t t empt ing  to achieve efficient exe- 
cution of parallel programs on parallel computers .  There is a considerable range 
in communicat ion  performance on the p la t forms currently in use. More impor-  
tantly, the sources of performance penalties are varied, so tha t  the best imple- 
menta t ion  of a program on two different architectures may differ widely in its 
form. Understandably,  programmers  wish to build programs at a level of abstrac-  
tion where these variations can be ignored, and have the program automat ica l ly  
t ransformed to an appropriate  form for each target.  

One common abstraction is a directed acyclic graph whose nodes denote 
tasks, and whose edges denote da ta  dependencies (and hence communicat ion,  
if the tasks are mapped  to distinct processors). There are two related issues 
in t ransforming this DAG: clustering the tasks tha t  will share each processor, 
and arranging the communicat ion actions of the program to opt imally use the 
communicat ion substrate  of the target  architecture. 

Clustering tasks reduces communicat ion costs, but may  Mso reduce the avail- 
able parallelism. The  objective, therefore, is to find the opt imal  task granulari ty 
with respect to the communication characteristics of the target  machine. In task 
clustering without  replication, tasks are par t i t ioned into disjoint sets or clus- 
ters and exactly one copy of each task is scheduled. In task clustering with 
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duplication, a task may have several copies belonging to different clusters, each 
of which is scheduled independently. In architectures with high communication 
costs, this often produces schedules with smaller total execution times [12]. The 
task scheduling (or clustering) problem, with or without task duplication, has 
been well studied and is known to be NP-hard [15]. 

A more complicated issue is the choice of a model of the target 's  commu- 
nication system. The standard model in the scheduling community  is the delay 
model, where the sole architectural parameter  for the communication system is 
the latency, that  is the transit t ime for each message [15]. A scheduling technique 
based on latency is unlikely to produce good schedules on most of today's  popu- 
lar parallel computers because it assumes a fully-connected network. In practice, 
latency depends heavily on congestion in the shared communication paths. Fur- 
thermore, the dominant  cost of communication in today's  architectures is that of 
crossing the network boundary, a cost that  arises part ly from the protocol stack 
and part ly from interaction with other messages leaving and entering the proces- 
sor at about the same time. In practice, the latter dominates the communication 
cost [10] and cannot be modelled as a latency. 

The delay model also assumes that  communication and computat ion can be 
completely overlapped. This may not be possible because: the CPU may have to 
manage, or at least initiate communication (even when the details are handled 
by a network interface card); the CPU may have to copy data  from user space to 
kernel space; and it may be desirable to postpone some communication to allow 
messages to be packed together, or routed in a congestion-free way [10]. 

These architectural properties have motivated new parallel programming 
models such as LogP [6] and BSP [16], both of which have accurate cost mod- 
els. Given a program, it is possible to accurately predict its runtime given a 
few program and architecture parameters. However, both models require writ- 
ing programs in a slightly awkward way, and so it is useful to consider using a 
scheduling technique to map more general programs into the required structured 
form. 

The LogP model [6] is an MIMD message-passing model with four architec- 
tural parameters: the latency, L; the overhead, o, the CPU penalty incurred by 
a communication action; the gap, g, a lower bound on the interval between two 
successive communication actions, designed to prevent overrun of the communi- 
cation capacity of the network (and hence related to the inverse of the network's 
bisection bandwidth);  and the number of processors, P .  Because the parameter  
9 depends on the target architecture, it is hard to write LogP programs in a 
general and architecture-independent way. Nevertheless, LogP-based predictions 
of runtimes have been confirmed in practice [6, 7]. 

BSP is similar, except that  it takes a less prescriptive view of communication 
actions. Programs are divided into supersteps which consist of three sequential 
phases: local computation,  communication between processors, and a barrier 
synchronisation, after which communicated data  becomes visible on destination 
processors. The architecture parameters are p, the number of processors, g the 
inverse of the effective network bandwidth, and l the t ime taken for a barrier 
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synchronisation. The g parameter is significantly different from that  of the LogP 
model despite their superficial similarity. BSP does not limit the rate at which 
data  are inserted into the network. Instead, g is measured by inserting traffic 
to uniformly-random destinations as fast as possible and measuring how long it 
takes to be delivered in the steady state (note that  this includes an accounting 
for latency). In a superstep where each processor spends time w~ in computation, 
and sends and receives some quantity of data  hi, the BSP cost model charges 

M A X w i  + MAXhi9  + 1 

for the superstep. The units of 9 are instruction execution times per word, and 
of I are instruction execution times, so that  the sum is sensible. This cost model 
has been shown to be extremely accurate [8, 9]. Note that  the second term ac- 
counts for the fact that  the cost of communication is dominated by fan-in and 
fan-out, while the inability of many architectures to overlap computation and 
communication is taken into account by summing the first two terms, rather 
than taking their maximum. 

To the best of our knowledge, few if any, scheduling Mgorithms exist for 
communication models which consider such parameters as those discussed above. 
Lhwe et al. [13] proposed a clustering algorithm with task replication for the 
LogP model, but it only operates on restricted types of algorithms. ETF [11] 
and DSC [17] which do not use task replication, and PY [15], PLW [14] which do, 
are well-known and effective scheduling algorithms based on the delay model. 
When applied to parallel computers, delay model approaches implicitly assume 
two properties: the ability to multicast, i.e. to send a number of different messages 
to different destinations simultaneously; and that  the communication overhead 
and task computation on a processor can completely overlap, i.e. communication 
does not require computation time. Neither assumption is particularly realistic, 
as discussed earlier. 

In this paper, we briefl~r present a versatile multi-stage scheduling approach 
(MSA) for general DAGs on LogP-type machines (with bounded numbers of 
processors) which can also generate gSP-structured schedules. MSA considers 
the following parameters, adopted by the Cost and Latency Augmented DAG 
(CLAUD) model [5] (developed independently of LogP). In the CLAUD model, a 
DA G G represents the application and 7 ~ is a set of m identical processors. The 
overhead associated with the sending and receiving of a message is denoted by 
A8 and At, respectively, and the communication latency or delay v. The CLAUD 
model very naturally models LogP, given the following parameter relationships: 
L = r (LogP only considers fully connected networks), o = ~ 2  , g =  ),8 and 
P = m, and BSP with h = Xs + )t~. (Note the delay model is an instance of 
these models). 

2 A M u l t i - s t a g e  S c h e d u l i n g  A p p r o a c h  

The Multi-stage Scheduling Approach (MSA) currently consists of two main 
stages: the first transforms the input program DAG into one whose characteris- 
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tics (e.g. granularity, message lengths) are better  suited to the target architec- 
ture; and the second stage maps this resulting DA G onto the target architecture. 
Each stage consists of two algorithms which are described in greater detail in [1, 
3]. 

A parallel application is represented by a directed acyclic graph (DAG) 
G = (V, E,  ~, ~), where V is the set of tasks, E is the precedence relation among 
them, c(v~) is the execution cost of task v~ E V and ~(v~, vj) is the weight associ- 
ated to the edge (vi, vj) E E representing the amount  of data  units t ransmit ted 
from vi to vj. Presently, MSA only considers input 1)AGs whose vertices have 
unit execution costs and edges have unit weight. For the duration of each com- 
munication overhead (known here as a communication event), the processor is 
effectively blocked unable to execute other tasks in V or even to send or receive 
other messages. Therefore, these sending and receiving overheads can also be 
viewed as "tasks" executed by processors. 

In parallel architectures with high overheads, the number of communication 
events can be reduced by bundling many small messages into fewer, larger ones. 
This can be achieved by clustering together tasks with common ancestors or 
successors and restricting the necessary communication events of the cluster 
to take place only before and after the execution of all of the tasks belonging 
to that  cluster. This allows messages for the same destination processor, from 
various tasks within the cluster, to be combined and sent as one. In contrast, 
other clustering techniques (for example [17]) allow communication to occur 
as soon as each task within the cluster finishes its execution. This leads to a 
subtle difference between these clustering approaches: the latter only reduces 
the total communication cost through the elimination of messages, by allocating 
the source and destination tasks to the same processor; the former, tries to 
minimise the cost of sending the remaining messages as well. 

T h e  F i r s t  S tage .  This stage a t tempts  to transform the input DAG G into 
one which will have better communication behaviour on the target architecture. 
The formation of clusters, each containing a task vi of G and replicated copies 
of some of its ancestors, minimises communication in 3 ways: no cost is incurred 
for communication within the cluster; the bundling of messages to a common 
destination reduces the number of times that  overheads are incurred; and the 
execution of the replicated tasks within the cluster can hide some of the com- 
munication cost between v~ and ancestors outside the cluster. The degree of 
replication, determined by characteristics of both the input DAG and the target 
architecture, is represented by a single parameter  7, the clustering factor. De- 
termining the best value of 7, i.e. the value that  leads to the smallest makespan 
is discussed elsewhere [1,2]. This clustering process is based on the replication 
principle (also adopted by PY [15]) and on the latest-finish time of a task i.e. 
the latest t ime that  a cluster can finish and still have the schedule achieve the 
minimum makespan assuming all communication costs are 7. 

The result of this replication algorithm is a set of n clusters of tasks (n being 
the number of tasks in G). Every cluster contains "y + 1 tasks except those in the 
first band which may have fewer. Furthermore, the latest finish t ime of every 
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cluster is a multiple of 3, + 1. Therefore, groups of parallel clusters exist in non- 
overlapping bands or computation intervals. Later, gaps will be created, known as 
communication intervals, between adjacent bands in which only communication 
event tasks will be scheduled. 

For target architectures where the overheads of communication are much 
higher than the delay, minimising the in- and out-degrees of the clusters is essen- 
tial for effective scheduling. When overheads are negligible and communication 
cost is dominated by the delay, it is better to minimise the length of messages. A 
second algorithm is now applied to specify the appropriate dependencies between 
required clusters taking into consideration the communication characteristics of 
the target architecture. 

The problem of reducing the communication costs of the schedule has now 
been simplified to iteratively considering the communication costs between at 
most three adjacent computation intervals [1]. For each computat ion band, this 
involves finding the combination of immediate  ancestor clusters (containing the 
required immediate ancestor tasks of all tasks in the the current band), which 
will incur smallest communication cost. The  exact solution is computat ionally 
expensive and instead a heuristic approach has been proposed [1,3]. 

T h e  S e c o n d  S tage .  This stage performs a cluster merging step to map each 
cluster's distinct virtual processor to a physical one, minimising communication 
costs by applying Brent 's Principle [4]. Communicat ion is not permit ted during 
execution of a cluster. When a relatively small overhead cost is associated with 
sending and receiving events, the bundling of messages can actually increase the 
makespan. In such cases, the edges of the final DAG can be unbundled and the 
clusters opened to allow messages to be sent after each task is executed. 

Once the supertasks have been allocated to the physical processors, excess 
copies of tasks allocated to the same processor are removed and the final schedule 
is defined for the new DAG based on the parameters  ),~, ,~r and r .  The required 
communication event tasks can now be allocated and the start  times of all tasks 
estimated. 

3 T h e  S t r u c t u r e  o f  B S P  P r o g r a m s  

To write efficient BSP programs a good strategy is to balance the computat ion 
across the processes; balance the communication fan-in and fan-out; and min- 
imise the number of supersteps, since this determines the number of times 1 is 
incurred. This problem is similar to the problem of clustering for task schedul- 
ing in the sense that  the number of supersteps can be reduced by increasing 
the amount  of local computat ion carried out in a process. However, this also re- 
duces the amount  of parallelism and thus, just  as the scheduling problem tries to 
balance parallelism against communication, here parallelism has to be balanced 
against communication and synchronisation. 

From the previous discussion of MSA, it is clear that  there are similarities in 
the structure of efficient programs for both BSP and LogP-based models. BSP's  
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notion of local computation is most accurately captured by the cluster definition 
of MSA since communication only occurs after all of the tasks within the cluster 
have been executed. 

The cost of the superstep computation, wi, in BSP is equivalent to the com- 
putation band of constant cost "~ + 1 in MSA. Since each cluster in the band 
has the same size, balanced computation is achieved through task replication - a 
novel feature for BSP programs. The communication and synchronisation costs 
are represented by the communication interval in MSA. The exploitation of these 
similarities suggests the following. An approach similar to that adopted by MSA 
can be used to generate efficient BSP versions of MIMD programs automatically. 
The efficient execution of programs depends on their schedule which, in turn, 
is influenced by architectural parameters. Any change of target architecture is 
likely to require a change to the program structure i.e. the superstep size. 

BSP emphasises architecture-independence and portability of programs across 
architectures. If MSA is able to generate effective program schedules whose costs 
are known to programmers, many of the benefits of the BSP approach can be 
maintained in a more general programming setting. Further, if MSA generates 
schedules with good execution times for general-purpose programs on general 
parallel machines then this implies that the superstep discipline is not too re- 
strictive. This might be expected to increase the use and acceptance of BSP, 
particularly for irregular problems where superstep structure is sometimes seen 
as overly restrictive. 

4 T h e  I n f l u e n c e  o f  t h e  O v e r h e a d s  o n  T a s k  S c h e d u l i n g  

The impact of LogP-type parameters on the scheduling of tasks can be analysed 
by comparing of makespans generated by various scheduling approaches for a 
suite of (in this case, unit execution task unit data communication) DAGs over 
a range of values for communication overheads and latency. 

Table 1 presents three scheduling approaches with a selection of DA Gs which 
include: an irregular DAG based on a molecular physics application (Ir41); two 
random graphs with 80 and 186 tasks (Ras0, Rals6); a binary in- and out-tree of 
511 tasks (It511, 0t511); and a diamond DAG (Di4G0). The application of MSA 
to a larger variety of DAGs with differing sizes and characteristics (including: 
course- and fine-grain graphs; regular DAGs such as binary trees and diamond 
DAGs; and irregular and random graphs) is presented in [1-3]. Table 1 also 
presents the makespans of MSA schedules generated under the BSP model in 
order to investigate the additional costs incurred by the superstep discipline. 

For the LogP-type architectures, MSA is compared with two recently pub- 
lished scheduling algorithms (DSC [17] and PLW [14]) both of which have been 
proved to generate schedules within a factor of two of the optimal under the de- 
lay model. While the delay model-based PLW ignores the overhead parameters 
(o or As and )~r), DSC is in fact based on an extension of this model (the linear 
model) and treats the overhead as an additional latency parameter. 
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One objective of this paper is to show that for architectures with LogP- 
type characteristics, even scheduling strategies which simply add the overhead 
parameter to the latency do not perform well. Furthermore, in practice, the 
execution time of the schedule produced can be much worse than predicted. 

The actual execution times (ATs) of the schedules produced by PLW, DSC 
and MSA were measured on a discrete event driven simulation of a parallel 
machine. The main reason for adopting a simulator is to facilitate the study of 
the relationship between the various parameters and the effects of hardware and 
operating system techniques to improve message-passing performance. 

Table  1. A comparison of predicted and simulated makespans for the DSC, PLW 
and MSA scheduling heuristics. A, and A~ are the sending and receiving overheads, 
respectively, and ~" is the latency. The number of processors required by the schedule is 
represented by Prs, I is the hardware cost of barrier synchronisation and 7 the clustering 
factor. 

DSC "" PLW MSA MSABsp([ = 0) M S A B s p  (l -- 2) 
IIDAG IX.IX.I~IIP~s[pTIATHPrslPTIATI[~ IPrsIPTIATII ~ ] P r s l P T  I AT II ~ ] P r s l P T I  A'J" I1 

Ir41 0 0'" 1 13 16 16 i22 16 16 3 10 16 16 3 10 21 21 3 10 21 27 
I t41  0 0 2 9 21 21 20 22 ' 22 i 3 10 19 I 18 2 8 24 26 6 10 27 31 
/P41 0 0 4 8 31 131 19 27 27 6 10 24]  23 8 10 31 31 15 7 35 33 
[ r ~  0 0 8 3 4 4 1 4 2  19 39 39 112 5 28 27 [15 7 39 34 15! 7 39 36 
]r4] J 1 1 7 26 44 22 16 I 36 2 8 30 I 30 6 10 33 31 12! g 33 33 
I r ~  1 1 2 5 31 41 20 22 I 43 6 10 33 I 32 6 10 39 32 12 5 36 35 
l r ~  i 1 4 8 40 ' 5 2  19 27 40 2 3 37 33 8 10 41 37 14 5 42 39 
Ir4~ 1 1 8 4 52 57 19 39 60 12 5 36 36 15 7 4 5 '  39 15 7 45 41 
I r ~  2 0 i 7 26 55 22 16 44 8 10 25 25 6 10 29 28 6 10 29 32 
Ir41 2 0 2 5 31 43 20 22 47 11 6 25 25 8 10 31 31 15 7 33 33 
Ir41 2 0 4 8 40 62 19 27 39 11 6 27 26 15 7 35;  32 15 7 35 34 
Ir41 2 0 8 4 52 63 19 39 64 11 6 31 30 15 7 39 :~6 15 7 39 38 
Ir~l 2 1 1 5 31 47 22 1 6 : 4 9  6 10 33 33 1 2  5 34 32 12 5 34 34 
[r~l 2 i 2 5 31 50 20 2 2  56 8 i0 34 34 12 4 37 34 12 4 37 36 
Ir~x 2 i 4 5 38 ,57 19 271 45 I I  6 34 34 15 7 41 37 15 7 41 39 
Ir~l 2 1 8 2 43 58 19 39 72 i i  6 381 37 15 7 45 40 15 7 45 42 
Ir~l 2 2 1 5 31 55 22 16 55 [l'l 6 43 35 112 5 38 35 12 5 38 37 
It41 2 2 2 8 40 [67 ,20 221 66 11 6 43 I 36 12 5 41 37 12] 5 41 39 
Ir4�92 4 0 1 5 31 i 73 22 16 72 11 6 28 27 15 7 32 31 15 7 32 33 
[r41 4 0 2 8 40 90 20 22 77 11 6 29 28 15 7 3 3 '  33 33 
It41 4 0 4 3 44 68 ~19 27 58 11 6 31 30 ,15 7 35 34 15 7 35 35 
[r4l 4 0 8 1 41 41 19 39 90 11 6 35 34 15 7 39 38 15 7 39 40 
tram 4 1 1 8 40 91 22 16i 77 11 6 34 34 12 5 36 34 12 5 36 36 
It41 4 1 2 3 38 85 20 22~ 83 ,11 6 34 34 ,12 5 39 36 12 5 39 38 
Iral 4 1 4 5 43 75 19 27 60 ]12 5 35-' 35 115 7 41 3 8  15 7 41 40 
I r 4 ]  4 4 1 5 43 82 22 16 93 1 1 41 41 1 1 41 41 1 1 41 41 

Ras0 0 
Raso ;t 

Ra~s~ 0 
Rals6 4 

t [ t~. .  I o 
[ts~l ] 4 
Ota~ 0 
Ot~n ii 

0 4 27 25 25 41 31- 31 6 48 23 22 6 48 45 
2 12}I 27 I 40 119311 49 1'21.11451i14i 25 I 76 I 56 11141 25 I 76 

0 ali66120 221187119 19114152121119112190[~s 
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2. ]21195 ] 6111~1]]a4112] I ~7 II 1 I s~ 14~ 145 II 2 164 152 

1411146I 25 I 27 I12641 i 3 [  13 II s 12a61 9 I 9 }l 8 12561 9 
2 1211121[.43 1171113081 13 181 II s 12561 9' I 9 II 8 1~561 9 
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- 2 8  6 64 33 33" 

9 8 256 9 9 
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Under the delay model (where)% = A~ = 0), the performance of both DSC 
and PLW for the DA G Ir41 progressively worsens in comparison with MSA as 
the DAG effectively becomes more fine-grained due to the increasing latency 
value. Considering the other graphs under this model, one can argue that  the 
improvements in the makespans for PLW over DSC are due mostly to the ben- 
efits of task replication which very much depend on the graph structure (e.g. 
compare Raso and Ot511). Although MSA also employes replication, it generally 
utilses fewer processors to greater effect. As expected under this model, the three 
approaches predict the execution times of their schedules quite accurately. 

Under LogP-type models (i.e. when the overheads are nonzero), DSC and 
PLW performs poorly on two counts: the ATs of the generated makespans in 
many cases are worse than the single processor execution time; and the pre- 
dictions are not very accurate. In the case of DSC, this is part ly because the 
overhead cost is added to the latency, thus specifying that  communication events 
can be overlapped with task computation.  PLW produces the same schedule un- 
der both the LogP and delay models, and thus even poorer predictions (PTs), 
because it ignores overheads all together. While adopting the linear model for 
PLW may improve matters  with respect to the ATs, both PLW and DSC still 
apply the fundamental  assumptions of the delay model which no longer hold on 
LogP-type machines, e.g. because of the multicasting assumption they tend to 
create clusters with large out-degrees. 

The predicted makespans (PTs) of the schedules produced by MSA are, on 
the whole, quite reasonable although there is scope for improvement.  Compared 
to the predictions for the BSP model, those for the LogP model are in general less 
accurate. The reason is that it is difficult to predict the communication behaviour 
since, for example, the order in which messages are sent from a cluster is not 
defined, or atleast not under the control of the schedule. This effect, hidden by 
the barrier synchronisations, is more pronounced when strict banding is relaxed. 

Under BSP, a barrier synchronisation occurs after each pair of computat ion 
and communication intervals. In the simulation, the parameter  l only models 
the "system" cost of signalling that all processors have reached the barrier. For 
different graphs, the reason why the ATs of the LogP schedules are in some 
cases much better  than those of the BSP ones (especially under delay model 
conditions) is because MSA considered it bet ter  to uncluster the supertasks. 
For the BSP model this is not possible, so MSA at tempts  to counter this effect 
by usually increasing ~/ (compare the values used by MSA with those of the 
two MSABsp schedules for the graph /r41). A larger 7 may sometimes lead 
to fewer bands with fewer, but larger, smaller in- or out-degree clusters. In 
the entries where 7 and the number of processors are the same for the MSA 
and MSABsp schedules, the difference in ATs represents the total  cost for the 
barriers. On the whole, it seems that  the MSA scheduling approach does manage 
to produce reasonable DAG transformations (and thus schedules) for the BSP 
model particularly under LogP model conditions. Note also that  the ATs of the 
BSP schedules are bet ter  than those of DSC and PLW when the delay is large 
and particularly when the overheads are nonzero. 
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5 C o n c l u s i o n s  

A scheduling strategy has been proposed to produce good schedules for a range 
of parallel computers, including those in which the overheads due to sending and 
receiving are relatively high compared to the latency. When these communication 
events (the sending and receiving overheads) are considered, communication is 
not totally overlapped with computation of tasks as assumed in a number of 
scheduling heuristics. In the case where overheads are significant, task replication 
is exploited to decrease the number of communication events. In an attempt 
to decrease these further, messages are bundled into fewer, larger ones. MSA 
effectively transforms the structure of the input DAG into one which is more 
amenable to allocation on the target architecture. For realistic models (LogP and 
BSP) ,  initial results indicate that MSA generates better schedules than some 
well known conventional delay model-based approaches. This suggests that a 
new class of scheduling heuristics are required to generate efficient schedules for 
today's parallel computers. 

The definition of computational and communication intervals facilitates both 
a more precise prediction of the number of communication events, especially 
when the bundling of messages is necessary, and the exploitation of parallelism. 
Note that the main objective when defining such intervals is not to specify syn- 
chronisation points but rather to easily identify potential parallel clusters for 
efficient allocation onto physical processors and for the scheduling of communi- 
cation event tasks. In the final LoyP schedule, these clearly defined intervals may 
no longer exist since unnecessary idle times will be removed. For the BSP model, 
however, these interval are maintained in the schedule. Under this model, al- 
though barrier synchronisation is an additional cost to be incurred by programs, 
MSA is able to reduce its impact by appropriately determining the sizes and 
the number of supersteps. Given that, for LogP-type machines, the makespans 
of BSP-structured schedules are not significantly worse than conventional ones 
and that their predictions relatively accurate, it seems that the superstep disci- 
pline is not too restrictive and that an approach to generating BSP-structured 
programs using a scheduling strategy such as MSA could be advantageous to 
programmers. 
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