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A b s t r a c t .  Directions of software technologies for innovative HPC en- 
vironments are discussed according to the industrial user requirements 
for heterogeneous multidisciplinary applications, performance portabil- 
ity, rapid prototyping and software reuse, integration and interoperabil- 
ity of standard tools. The various issues are demonstrated with refer- 
ence to the PQE2000 project and its programming environment SklE 
(Skeleton-based Integrated Environment). Modules developed by a vari- 
ety of standard languages and tools are encapsulated into SklECL (SklE 
Coordination Language) structures to form the global application. A per- 
formance model associated to SklECL allows the static and dynamic tools 
to introduce a large amount of global optimizations without the direct 
intervention of the programmer. The paper discusses also some of the 
most critical issues in matching architecture and software technology, 
showing how the SklE environment, and its evolutions, can act as a solid 
framework in which innovative hardware-software systems for HPC can 
be studied and experimented. 

1 I n t r o d u c t i o n  

Broadening the use of High Performance Comput ing  beyond its current research 
applications requires correction of some shortcomings in the technology at all 
levels: hardware architecture, software environments,  and their relationships. A 
very critical role is played by the software technology of integrated programming  
environments for the modular  and efficient development of industrial and com- 
mercial applications. Traditionally, the target  of research and development in 
HPC has been mainly directed towards the scientific users and the Grand  Chal- 
lenge applications. However, it is impor tan t  to recognize [1] that  the widespread 
diffusion of HPC technology depends on its ability to satisfy the needs of indus- 
trial users: their main goal is to exploit HPC technology to significantly reduce 
the t ime- to-market  of products. In the same way, HPC must  be able to satisfy 
the requirements for critical public services and government decision making 
strategies. 

These requirements represent the basic goals of the PQE2000 project [3]. 
PQE2000 is a joint initiative of the main  Italian research agencies - CNR, ENEA, 
INFN - and of Finmeccanica 's  QSW (Quadrics Supercomputers  World Ltd) for 
the realization of innovative HPC general-purpose systems and their applica- 
tions for industry, commerce and public services. As a consequence of PQE2000 
emerging technology, a Research P rogramme on H P C  has been proposed aiming 
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at the definition of a large European initiative in HPC technology and applica- 
tions. The results of PQE2000 activities are transferred into industrial products 
by QSW, as in the case of the programming environment discussed in this paper. 
A research road map towards PetaFlops architectures and programming envi- 
ronments has been established and, at the same time, a first innovative version 
of PQE2000 technology has been realized by integrating stable existing prod- 
ucts. In this paper, the basic ideas on the technologies for innovative HPC soft- 
ware environments are discussed and described with reference to the PQE2000 
project and its programming environment SklE (Skeleton-based Integrated En- 
vironment) [2,4]. In SklE an application is developed with the assistance of a 
coordination language (SklECL), based on the skeletons model [9-11,5, 12], in 
order to integrate, and to globally optimize the usage, of independent software 
modules: these last are, possibly very complex, programs independently devel- 
oped by existing standard languages (host languages) and tools. Currently, the 
host languages include C, C+§ F77, F90, and HPF. Work is in progress to inte- 
grate Java and other standard object-oriented tools. The coordination language 
SklECL is an industrial version of p3L, a prototype research vehicle designed at 
the Department of Computer Science, University of Pisa [5-8]. SklECL allows 
the software designers to express, in a primitive and structured way, both data 
parallelism and task parallelism. Such structures can be combined hierarchically 
at any depth according to the principles for modular software development. The 
variety of parallelism strategies and their structured composition are the key 
issues for achieving global optimizations in parallel programs and to overcome 
the typical difficulties and inefficiencies of SPMD/data parallel languages. In 
section 2 we discuss the basic issues in the development of heterogeneous HPC 
environments. Section 3 contains a description of the SklE programming model. 
Section 4 is dedicated to the discussion of critical issues in matching architecture 
and software technology. 

2 H e t e r o g e n e o u s  M u l t i d i s c i p l i n a r y  E n v i r o n m e n t s  

The introduction of software engineering methodologies in HPC global appli- 
cations development requires that the current "in the small" approach evolves 
rapidly towards "in the large" development tools and environments. A parallel 
application is not merely a parallel algorithm: the parallelization problems must 
be solved along with the efficient integration of heterogeneous objects such as 
existing software modules, files and data base management tools, visualization 
tools, application libraries and packages. More in general, a comprehensive so- 
lution to the industrial needs in HPC application development implies to deal 
with several heterogeneity issues as discussed in the following. 

Mul t id i sc ip l ina ry  Env i ronment s .  Multidisciplinary environments for paral- 
lel machines are needed, by which an entire development team can easily take 
part in a complex industrial project. As an example, in many industrial areas - 
e.g. motor-car, energy and environment, aerospace, biotechnology and medicine, 
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finance, new media services - application development implies, besides the uti- 
lization of different specific simulation techniques, the exploitation of techniques 
and tools for data mining, virtual reality, multipurpose analysis and optimiza- 
tion, interactive visualization, and so on. Achieving the goal of multidisciplinary 
applications requires the realization of integrated programming environments for 
parallel machines. As in the general context of Information Technology, this 
means that all the current and future standard languages, tools and packages 
for application design, each of which is possibly specialized towards an appli- 
cation area, are made available in the context of a uniform and well-structured 
development environment. However, the integration must also be characterized 
by high performance and efficiency, and this is much more important for mul- 
tidisciplinary applications aiming to improve the industrial time-to-market and 
productivity: often, the combined utilization of several different tools, to form a 
multidisciplinary application, needs high performance systems, since it involves 
the execution of large amounts of tasks, each one structurable as a (massively) 
parallel program. The goal of high performance in multidisciplinary applica- 
tions cannot be achieved by low-level machine-dependent mechanisms and tools 
and by mere "porting/rewriting" techniques: high-level, automatic tools must be 
available in order to restructure and to optimize a, possibly very large, set of 
heterogeneous modules individually developed by means of different standard 
languages and tools. 

Pe r fo rmance  Por tabi l i ty .  Because of the requirements for reliability and stan- 
dardization, as well as the continuous evolution of systems and of simulation 
techniques, industry privileges the utilization of commercial, general purpose 
systems and products that guarantee the portability of applications across dif- 
ferent machine platforms. This is especially needed in a situation in which a 
great deal of uncertainty exists among industrial users about the characteristics 
of the next generation machines. Thus, the development environment we advo- 
cate is a high-level, multidisciplinary, multi-platform one. All the known HPC 
platforms are of interest: distributed memory and shared memory MPP, SMP, 
clusters of SMP, PIM, combined architectures (e.g. MPP+SMP, MPP+PIM), as 
well as metacomputers. Moreover, the programming environment must be able 
to address the effective utilization of future PetaFlops machines. 

Especially in HPC, portability implies performance portability, i.e. the ability 
of a programming environment to support restructuring and re-optimization of 
applications passing from one machine platform to another one, or simply from 
one configuration/model of the same machine to the next one. This has to be 
done mainly in a (semi-)automatic manner, by means of powerful restructur- 
ing compiler tools and/or by suitable run-time supports. In SklE the run-time 
support consists of a collection of very efficient implementation templates (fully 
invisible to the programmer), where more than one template exists for each 
skeleton with respect to the variety of underlying platforms. The design of im- 
plementation templates is done on top of a standard, portable abstract machine: 
an MPI machine has been adopted in the current version. 
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Rap id  P r o t o t y p i n g  and  Software Reuse.  The programming environment 
must allow the design team to develop new applications by a rapid prototyping 
approach. In successive design phases the application prototype could be refined 
and restructured for the sake of performance and/or modularity and reliability, 
by means of explicit and/or semiautomatic techniques. Very often, this feature 
implies the ability to reuse existing software modules or objects, without chang- 
ing them, i.e. the ability to encapsulate existing modules into structured parallel 
programs, or with minimum modifications. This concept should be applied to 
modules written in any sequential language or even to already parallelized mod- 
ules. Analyzing the software reuse feature in terms of achievable performance, 
two approaches to parallel program optimization can be distinguished : 

- global optimizations, in which a computation is viewed as a parallel collection 
of modules, each of which is considered as a "black box" : optimizations are 
done at the level of the whole structure, without affecting the optimizations 
done by the native compiler of the imported modules; 

- local optimizations, in which new opportunities for parallelism detection are 
exploited inside the modules according to the characteristics of the whole 
application and/or of the underlying machine. 

Global optimizations are fundamental for rapid prototyping and software reuse, 
with the performance portability goal in mind. However, in terms of performance 
refinement, software reuse may imply also the adoption of local optimizations of 
the imported modules. Currently, in SklE only global optimizations are imple- 
mented, relying on the existing standard compilers for the local optimizations. 
Research is in progress along the line of global + local optimizations: a notable 
example is the optimization of HPF modules in the context of a skeleton global 
structure that includes task parallelism [13]. 

3 P r o g r a m m i n g  M o d e l s  f o r  H e t e r o g e n e o u s  E n v i r o n m e n t s  

3.1 M o d u l a r  H P C  E n v i r o n m e n t s  

The issues discussed in sect. 2 emphasize the viewpoint that, despite several 
current approaches, HPC methodologies and tools should fully respect the Com- 
puter Science principles of modular software development. We believe that, even 
in this context, it is feasible to achieve high performance and performance porta- 
bility all the same, i.e. the find satisfactory solutions to the so called PPP (Pro- 
grammability, Portability, Performance) problem. 

Principles of modular software development have been often, e.g. [17], enun- 
ciated by J. Dennis: information hiding: the internal structure of a module must 
not be known to the user; invariant behavior: the functional behavior of a mod- 
ule must be independent of the context in which it is invoked; data generality: it 
must be possible to pass any data object onto the interface to a module; secure 
arguments: side-effects on arguments must not be allowed at the interface of a 
module; recursive construction: any, possibly complex, computation must be us- 
able as a module in building larger computations; sys tem resource management:  
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resource, e.g. storage and communication, management must be performed by 
the system, invisibly to the program modules. 

3.2 The  Coord ina t i on  Language  Approach  

The requirements stated till now have led to the idea of a coordination lan- 
guage to design complex HPC applications. The constructs of the coordination 
language must allow the designer to express the global structure of the paral- 
lel application in a high-level, fully machine independent fashion (in-the-large 
development of HPC programs). The constructs represent the only forms of par- 
allelism (mechanisms + strategies) that can be used to express a parallel com- 
putation. Independently developed modules are easily inserted in to the global 
application structure according to the rules for combining and interfacing the 
parallel constructs. 

The programming model of SklE , i.e. the coordination language SklECL of 
the integrated development environment, is based on the skeletons model [9-11, 
5, 12]. Potentially, the skeletons approach has all the interesting properties ad- 
vocated in the previous sections. In fact, some of the proposed skeletons systems 
are characterized by the compositionality property and by the existence of a for- 
mal performance model to drive the compiler optimizations: the term structured 
parallel programming has been introduced to denote those skeletons models that 
possess such powerful features. Among them : BMF [20], SCL [10], BACS [21] 
and p3L  [5]. In SklECL the following skeletons (second order functions) have 
been chosen for the parallel constructs: 

- stream parallel skeletons: 
seq: sequential module with well defined in-out interfaces 
pipe: pipelined composition of skeletons 
farm:  self-load balancing process farm, where the generic (functionally repli- 

cated) worker can be any skeleton 
loop: data-flow loop, where the body can be any skeleton 

- data parallel skeletons: 
map:  independent data-parallel computations without communication 
reduce:  parallel reduction by binary associative and commutative operators 
comp: sequential function composition to express data parallel computation 

with communication (stencils) 

Figure 1 and 2 illustrate the graphical representation and the textual syntax 
of stream parallel skeleton and data parallel skeleton respectively. Specific issues 
to understand the approach are discussed in the following. 

Composi t ional i ty .  Compositionality of the coordination language constructs 
is, of course, fundamental to build modular program structures and, at the same 
time, to exploit the desired degree of parallelism. Figure 3 shows a SklECk pro- 
gram computing a ray tracing algorithm on stream of images. In particular the 
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Sequential  Constructor Pipel ine  Constructor F a r m  Constructor 

seq S in(int x) out(float y) pipe p inOnt x) out(float y) 
< User Defined Code (C or Fortran)> <List of Stages> 

end seq end pipe fltrm F in(int x) out(float "r 
<Worker Call> 

end farm 

Loop  Constructor 

loop L inf int x) outOnt y) feedback(x=y) 
<Halt Condilion> 

<Body Call> 
end loop 

Fig. 1. Stream parallel skeletons representation 

R e d u c e  Cons t ruc tor  

reduce R in(mt A[n]) out(int Y) 
bin_op in(A[*]) out(Y) 

end reduce 

M a p  Cons t ruc to r  

- < ~ � 9 1 6 9  
� 9 1 6 9 1 6 9  

0 0 0 - - >  
map M in(mr A~D ou#int BInD 

end map 

C o m p  C o n s t r u c t o r  

comp C in(int AlnIIm]) out(int Bin]Ira]) 
<List of data parallel constructors> 

end comp 

Fig. 2. Data parallel skeletons representation 

computation of the ray tracer on each image I is parallelized using a map con- 
structor decomposing I by row and applying the function u o r k e r  to each row. 
Furthermore the map t r a c o  is nested in the farm d i s p  that  is in charge of dis- 
patching the images to the first map ready to start  a new computat ion on the 
next stream image. 

The composite parallel computat ion can be viewed as a construct tree, where 
the leafs correspond to modules assumed as "black box" (information hiding, 
invariant behavior) and the remaining nodes to instances of the constructs of the 
coordination language (recursive construction). The root-construct corresponds 
to the outermost view of the parallel program. Figure 4 shows the tree associated 
to the program computing the parallel ray tracer on a stream of images. 

H o s t  L a n g u a g e s  a n d  I n t e r f a c i n g .  In principle, the leaf-modules can be writ- 
ten in any language, called host languages; such modules are, possibly com- 
plex, programs independently developed by means of their native tools (in-the- 
large development of multidisciplinary heterogeneous applications, integration 
of tools). 

The coordination language defines the interfacing rules and mechanisms for 
the composition, and the data objects which can be passed at the module inter- 
faces [4]. In our approach, these mechanisms and objects must respect the data  
generality and secure arguments principles for modular  construction. The basic 
semantics of the composition is functional in nature, though any language can 
be used as host language. The computat ion is determinate, except where spe- 
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$inc lude  "SceneType.h"  
IIIIIIIIIIIIIIIIIIII SkIECL MAIN llllllllllllllllllllllll 
pipe main in(char filename[STR_LENGTH]) out() 

read_data in(filename) out(stream of Scene image) 
disp in(image) out(Pixl color[(XRESDLUTION § I)][(YRESOLUTTON § 
write_data in(stream color) out() 

end pipe 
/II/I/II//1/////II/ First S e q u e n t i a l  Nodule III/I111///III/I/II/II11/ 
read_data in(char filename[STR_LENGTH]) out(stream of Scene image) 
$c{ /* Read the scene from the file filename */}c$ 
end 
/////////////////// FARM Module ///////////////////////// 
farm disp in(Scene image) out(Pixl color[(XRESOLUTION § I)][(YRESOLUTION + I)]) 

trace in(image) out(color) 
end farm 
/////////////////// MAP module Nested in a Farm //////////////// 
map trace in(Scene image) out(Pixl color[(XRESSLUTION + I)] [(YRESOLUTION + I)]) 

worker in(*i, *j, image) out(color[*j][*i]) 
end map 
/////////////////// MAP Worker ///////////////////////// 
worker in(int x, int y, Scene image) out(Pixl col) 
$c{ /* Compute the ray tracing algorithm on 

each row of the image */}c$ 
end 
///I////I////II//// Last Module //I///I////////////I///// 
write_data in(stream of Pixl img[(XRESOLUTION + I)][(YRESOLUTION + I)]) out() 
$c{ /* write the computed RGB image on file */ }c$ 
end 

Fig. 3. A SklECL program computing a ray tracer on a stream of images 

cific constructs are used to control constrained forms of nondeterminism (e.g. 
feedbacks in data-flow loops). As in functional parallel programming,  the stream 
da ta  type is a very powerful mechanisms to define clear and powerful interfaces. 
Streams are SkIECL da ta  types that  allow programmers  to manage  the input 
as an unbounded sequence of items. A declaration s t r e a m  of  i n t  a defines a 
sequence of i tems each one having type integer and name a. Streams can be 
nested. Stream can be specialized, that  is p rogrammers  can specify the constant  
part  that  has to be replicated in each element of the stream. Only sequential con- 
structors can create or delete a s t ream by means of the s t ream library functions 
provided by SklFCL language. 

F o r m s  o f  P a r a l l e l i s m :  e f f i c i ency  in  i r r e g u l a r  c o m p u t a t i o n s .  The choice 
of the forms of parallelism corresponding to the skeletons is critical for achieving 
the best trade-off between modularity,  predictabil i ty and performance.  
The combined usage of data and task parallelism constructs in SklE is considered 
fundamental  to overcome the l imitations of existing SPMD or da ta  parallel stan- 
dards, notably HPF,  in designing irregular computat ions,  i.e. computa t ions  in 
which the synchronization and da ta  patterns,  as well as da ta  dependencies, vary 
dynamically, and dynamic load balancing is often explicitly required to achieve 
a satisfactory performance level [18]. In SklFCL a very frequent p rogram struc- 
ture for i r regular /dynamic problems consists of parallel loops including s t ream 
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( I  PIPE main 

i.....II SEQ RERD_FILE 
~ ' ' 0  FBRM ' ISP 
i L ' " I  MAP TRACE 
i L...II SEQ NORKER 
L...i SEQ WRITE_FILE 

Fig. 4. The Constructor tree to the SklECL parallel ray tracing 

parallel substructures, e.g. farms that guarantee automatic load balancing ("on 
demand'strategy), and/or pipes of farms; shortly, this kind of computation will 
be denoted by loop-farm. Loop-farms emulate divide-and-conquer strategies effi- 
ciently [23]. In some cases, this structure can be improved by introducing comp 
and map/reduce in place of farm or at a deeper nesting level inside pipe or 
farm skeletons. Besides stream parallelism and data partitioning, another fea- 
ture frequently used in the implementation of irregular/dynamic computations 
is replication of objects in farming ("specializer" constructor) and in map struc- 
tures. 

A p r o g r a m m i n g  mode l  wi th  a p e r f o r m a n c e  model .  A cost calculus, or 
performance model, is associated to the coordination language SklECL. This fea- 
ture is fundamental in order to implement tools, and in particular the compiler, 
able to introduce as many global optimizations as possible. In the current im- 
plementation, the cost model consists of a set of functions predicting the perfor- 
mance of the template network, according to a set of parameters characterizing 
the target architecture and the user-defined sequential module code. 

An important issue is the predictability of the underlying machine mech- 
anisms, e.g. bandwidth/latency of interconnection structures, performance of 
memory subsystems, performance of I/O and file system. For example the current 
architecture of PQE2000 adopts an interconnection structure (fat tree) which is 
highly predictable. When predictability of machine mechanisms is low, the uti- 
lization of more powerful performance evaluation tools [22] is of great benefit, 
provided that they can be really integrated with the tools of the programming 
environment. 

Global  Opt imiza t ions .  In SklE all the low level issues and the very hard 
(NP-hard) problems of parallel processing [12] are left to the static and dynamic 
tools of the coordination language, that applies approximate heuristics to the 
composition of skeletons. The reader is referred to the literature on p3L for the 
detailed description of the kind of optimizations adopted by the SklE compiler. 
The main features can be summarized as follows: 

- the same skeleton can have different implementation templates, among which 
the compiler can choose the best one for the specific program and target 
machine; 
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- while values of the architecture-dependent parameters are known for a "pre- 
dictable" abstract/physical machine, the application-dependent parameters 
are estimated by profiling sequential modules at compile time; 

- the construct tree can be optimized according to formal transformations 
(rewriting rules) applied to the skeleton composition. This is a very promising 
field in which substantial research has still to be done [19]; 

- the template/resource optimization phase applies the set of approximate 
heuristics by descending the construct tree and consulting the performance 
models and the local optimization rules for each template. This phase as- 
sumes an unbounded amount of computing resources; 

- to meet the actual amount  of computing resources, the implementation is 
reduced by applying the so called Limited Resources Algorithm [7] that  
"shrinks" the template network iteratively; at each step the amount  of elim- 
inated resources is the one that produces the minimum degradation of per- 
formance with respect to the unbounded resources version. 

Figure 5 shows the results obtained running the parallel ray tracer, presented in 
section 3.2, on a CS2 with 24 nodes. Using the performance models, the SklECL 
compiler is able to fix the optimal number of map and farm workers in order 
to reach the best trade off between efficiency and speed up, with a very good 
approximation (error less than 10%)with respect to the measured performances. 
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Fig. 5. Execution time of parallel ray tracer (speed up 21, 38 processes generated) 

4 M a t c h i n g  A r c h i t e c t u r e  a n d  S o f t w a r e  T e c h n o l o g y  

The approach in which the programming model is rigidly derived from the ar- 
chitectural model (or even from a specific architecture) has been, unfortunately, 
adopted for many years, leading to non-portable, non-modular,  very expensive 
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and error-prone parallel programs for SIMD and MIMD specific machines. In our 
opinion, the correct approach is different: the programming model must be able 
to efficiently exploit the new directions in computer architecture; at the same 
time, the new directions in computer architecture should be influenced by the 
general characteristics of the programming models. 

D i s t r i b u t e d  V i r t u a l  S h a r e d  M e m o r y .  Especially in i r regular /dynamic com- 
putations, skeletons implementations based on a form of shared memory is po- 
tentially able to increase the application performance significantly. In the current 
version of PQE2000, shared memory is emulated, on top of the native hardware, 
by a component of the Intermediate Virtual Machine called Distributed Virtual 
Shared Memory (DVSM) [24, 3]. Its goal is to allow the compiler to choose and to 
implement the most efficient strategies for shared objects in complex cooperation 
tasks. As an example, the DVSM implementation of MPI-1 collective operations 
achieves an improvement by a factor from 3 to 12 with respect to t~PI-CH: this is 
very significant especially if we consider that  DVSM is entirely implemented in 
software. In [25] the performance of i rregular/dynamic computat ions has been 
evaluated, by using the loop-farm structure with a shared memory implementa- 
tion using a uniform distribution strategy and excess parallelism in each node to 
hide memory access latency. It has been shown that  significant improvements, of 
at least one order of magnitude, can be achieved with respect to message pass- 
ing implementations. The opportunities for optimizations depends on the "by 
need" access patterns to objects (also a certain amount  of fine grain accesses 
is efficiently tolerated) and by the proper management of the excess parallelism 
feature. The optimal number of processes per node can be approximated. 

Based in these first evaluations, and exploiting the shared memory facilities 
of PQE2000, work is in progress to deeply evaluate the impact  of shared memory 
implementation of SklECk ; static and dynamic optimizations will be evaluated 
with respect to various architectural features (caching, prefetching, interconnec- 
tion network, multi-threading, dynamic job scheduling, and so on) and language 
features (e.g., visibility of shared objects at the programmer level). 

M e m o r y - O r i e n t e d  M o d e l s .  An issue of growing importance is the set of 
problems caused by the increasing gap between processors and main memory 
[14] and, consequently, by the fact that  access to memory is becoming the main 
parameter affecting performance. The problem can be dealt with, either on the 
side of the programming model, or on the side of the architectural model, or both. 
The SkW programming environment is, by its own nature, defined in terms of a 
"performance-driven" programming model. According to the results achieved till 
now, and to the experiments on new run-time-solutions, we are confident that ,  
given a specific architecture, intensive optimizations can be realized to give a 
reasonable solution to the memory gap problem. This is due to the features of 
the coordination language explained in section 3.2. 

If we study the architecture-software technology matching problem from the 
viewpoint of the parallel architecture, a general trend seems to be common to 
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the most interesting architectural models for the next generation: the exploita- 
tion of larger amounts of line grain parallelism. The skeleton model, and SklECI_ 
in particular, has this potential, and this feature doesn't increase significantly 
the complexity in the application development. Future architectures will be able 
to exploit the high parallelism of the skeleton model even better. Two main 
solutions, not mutually exclusive, can be individuated: multi-threading [17] and 
Processors-In-Memory (PIM) [26, 3, 2, 28]. Their effectiveness to support the ef- 
ficient implementation of structured parallel programs has to be evaluated ac- 
curately. 

Another interesting solution to match architecture and software technology is 
dynamic scheduling in a multiuser context [15]. Dynamic scheduling techniques 
are fully compatible with the skeleton programming model, and SkIFCk in partic- 
ular. In fact, as sketched in sect. 3.2, the compilation of a SklE program provides 
to the allocation and optimization of the available resources through the appli- 
cation of the Limited Resources Algorithm: the same algorithm can be applied 
at run-time in order to modify the amount of resources allocated to a program, 
provided that the scheduling strategy maintains the "processor working set" for 
each job in execution. 

Seamless in t eg ra t ion  of  paral lel  machines  in to  d i s t r i b u t e d  envi ron-  
ments .  The need for development environments that are much more oriented 
towards industrial requirements imposes that the characterization of MPP in- 
cludes distributed systems at local/geographical level, clusters and metacom- 
puters. Many complex industrial processes can be solved by exploiting the full 
power of all the computational resources available within a corporation, thus 
adding significant tools for the cooperation in a multidisciplinary environment. 
Some interesting powerful environments for managing distributed computing 
resources are emerging, notably at PAC [1] and Imperial College [16].The pro- 
gramming environment we advocate for parallel machines, being based on the 
concept of in-the-large application development, is compatible with the require- 
ment of seamless integration of distributed heterogeneous resources. The current 
version of SklE contains only basic, state-of-the art features for such integration. 
Work is in progress to integrate, in the same environment, object-based software 
infrastructures for integrating distributed MPP servers in complex multidisci- 
plinary applications. 

5 C o n c l u s i o n  

We have discussed the basic ideas for the development of heterogeneous, multi- 
disciplinary, multi-platform environments for industrial HPC applications. These 
ideas have been illustrated with reference to the SkIE programming environment 
of the PQE2000 project, where the research results on parallel programming tools 
and MPP architectures have been transferred into industrial products at the 
European level. This experience has demonstrated the feasibility of an approach 
aiming to achieve a satisfactory trade-off between high-level modular software 
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development, high performance, performance portability, rapid prototyping and 
software reuse, and productivity in a multidisciplinary environment. Moreover, 
SklE can act as a solid framework in which the complex set of relationships be- 
tween new directions in MPP architecture and programming environments can 
be studied and experimented in the next few years, along with the fundamen- 
tal issues of integration between object-oriented distributed systems and MPP 
resources. 
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