
Concerning Bayesian Motion Segmentation, 
Model Averaging, Matching and the Trifocal 

Tensor 

P. H. S. Torr and A. Zisserman 

1 Microsoft Research, One Microsoft Way, Redmond, WA 98052, USA, 
philtorr~microsoft, com, 

WWW home page: http://research.microsoft, corn/research/vision/ 

2 Dept. of Engineering Science, Oxford University, England 
az@robot s. ox. ac. uk, 

WWW home page: h t t p : / / ~ ,  robots ,  ox. ac. uk/vanguard/ 

Abs t r ac t .  Motion segmentation involves identifying regions of the im- 
age that correspond to independently moving objects. The number of 
independently moving objects, and type of motion model for each of the 
objects is unknown a priori. 
In order to perform motion segmentation, the problems of model selec- 
tion, robust estimation and clustering must all be addressed simultane- 
ously. Here we place the three problems into a common Bayesian frame- 
work; investigating the use of model averaging-representing a motion by 
a combination of models--as a principled way for motion segmentation 
of images. The final result is a fully automatic algorithm for clustering 
that works in the presence of noise and outliers. 

1 I n t r o d u c t i o n  

Detection of independently moving objects is an essential but  often neglected 
precursor to problems in computer  vision e.g. efficient video compression [3], 
video editing, surveillance, smart  tracking of objects etc. The work in this paper  
stems from the desire to develop a general motion segmentation and grouping al- 
gorithm. Tha t  is, given two or more views of a scene, determine any of the objects 
within the scene which change their relative dispositions. Both the camera and 
objects '  motion are presumed unknown as is the camera calibration. Consider 
figure 1 (a)-(c), a robot translating across a table as the camera moves down, 
causing apparent  motion upwards in the image. Given this image triplet as input 
the ul t imate goal would be to identify that  the robot has moved independently 
of the background. 

Motion segmentation turns out to be a most demanding problem and has 
received considerable at tention over the years (see [5, 14, 13, 22, 30, 35, 41,45] for 
a review). Many previous approaches to motion clustering have failed because 
the motion models that  they employ are inappropriate.  For instance, if one tries 
to group based purely on similarity of image velocities then any s t ream of images 
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from a static scene viewed by a camera undergoing cyclotorsion would be incor- 
rectly segmented. Schemes based on linear variation of the motion flow field will 
produce false segmentations at depth discontinuities when the camera is trans- 
lating. Segmentation under the assumption of orthographic or weak perspective 
imaging conditions will fragment scenes with strong perspective effects, even if 
no independent motion is present. In contrast to these simplified motion models 
even the use of the most general model for segmentation can produce poor re- 
sults; as it can lead to over fitting and hence a bad segmentation in which smaller 
objects might be missed [45]. Thus the need for a more general framework is ap- 
parent; one that  can adaptively select the motion model for each object in the 
course of fitting. 

There have been a few methods that  have combined segmentation and model 
selection including Darrell et al [7], Gu et al [15], and the layered representation 
of Ayer & Sawhney [3], but none of these methods supports completely general 
models that  may be of differing dimensions  (see Section 2). Traditionally, all 
the potential models are fitted and a model selection procedure is used to select 
which one is best [23, 48]. When many models are initially considered, it often 
happens that  several of them fit the data almost equally well, or that  different 
models are arrived at by different model selection methods. It can then happen 
that  different models, all of them defensible, lead to different answers to the 
main questions of interest (here the segmentation of images). Furthermore in 
the case of motion segmentation the model may change through time, and too 
early a commitment to a particular motion model of an object might lead to 
poor segmentation in subsequent frames. 

There are two options. The first is to pick one model (as done traditionally) 
and adopt the segmentation that  flows from it rather than from the other defen- 
sible models; this is somewhat arbitrary, first admitting model uncertainty by 
searching for a "best" model and then ignoring this uncertainty by making infer- 
ences and forecasts as if it were certain that  his chosen model is actually correct. 
Selection of just one model means that  the uncertainty on some parameters is 
underestimated [32]. The second option is to take account explicitly of model 
uncertainty by representing each independently moving object by a combination 
of models [9, 20, 27, 33, 25]. This is the option employed in this paper. A com- 
plete Bayesian solution to the model selection problem is given, which involves 
averaging over all possible models when making the segmentation, i.e. rather 
than use one motion model for each object a standard Bayesian formalism is 
adopted which averages the posterior distributions of the prediction under each 
model, weighted by their posterior model probabilities. 

Corner and line features [16] are most amenable to geometric and statistical 
analysis, which is the flavour of this work. Furthermore corner features indi- 
cate pixels where both components of image motion might be recovered with 
reasonable accuracy; providing a strong constraint on the motion model. Corner 
features can provide good initial estimates of the motion of each object, unfortu- 
nately they only give a sparse representation: most pixels are not corners, so they 
will not be a member of a cluster or have a match in the other image(s). Here 
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the models that  are estimated from the corner features are used to flesh out the 
description of the segmentation, by predicting the motion of non-corner pixels 
near to classified matched corner pixels. In [28] it is shown that  Bayesian model 
averaging provides optimal predictive results, superior to just selecting one of 
the competing models, hence it seems natural to use the Bayesian formalism for 
calculating the probabilities of cluster membership. 

The paper is laid out as follows. Section 2 describes four classes of motion 
model. Section 3 describes a maximum likelihood/EM approach to clustering. 
Section 4 introduces model averaging and Section 5 describes its application to 
the problem of motion segmentation. 

N o t a t i o n :  A 3D scene point projects to x, x '  -- x 2 and x"  -- x 3 in the 
first, second and third images respectively, and similarly the image of a line is 
1, 12 and 13. Where x = (Xl ,  x2 ,  X3) T and 1 ---- (ll, 12,13) T are homogeneous three 
vectors. The inhomogeneous coordinate of an image point is (x, y) = (Xl, x2). 
The correspondence x ~ x 2 in two images and x ~ x 2 ~ x 3 in three will also be 
represented by the shorthand notation m, whether it is a correspondence through 
two or three images should be apparent from the context. Noise free (true data) 
will be denoted by an underscore x, estimates &, noisy (i.e. measured) data  as 
x. The probability density function (p.d.f.) of x given y is Pr(xly ). 

2 P u t a t i v e  M o t i o n  M o d e l s  

This section describes the motion models which are deployed in the segmentation 
process. Each motion model is a relation T~ described by a set of parameters 

which define one or more implicit functional relationships g(m,  6) ) = 0 (0 is 
the zero vector) between the image coordinates i.e. gi(x, y, x', y'; e ) = O. 

There are four types of relations 7Z described in this section. Firstly, the 
relations can be divided between motions for which structure can be recovered--  
3D relations; and motions for which it cannot; for instance when all the points lie 
on a plane, or the camera rotates about its optic centre---2D relations. A second 
division is between projective and orthographic (affine) viewing conditions. 

T w o  Views:  Suppose that  the viewed features arise from a 3D object which 
has undergone a rotation and non-zero translation. After the motion, the set of 
homogeneous image points {xi}, i = 1 , . . .  n, is transformed to the set {x~}. The 
two sets of features are related by an implicit functional relationship x~-rFxi = 0 
where F is the rank 2, 3 x 3 [10, 17] fundamental matrix, this is relation ?Z1. 
The fundamental matrix encapsulates the epipolar geometry. It contains all the 
information on camera motion and internal camera parameters available from 
image feature correspondences alone. 

When there is degeneracy in the data  such that  we cannot obtain a unique 
solution for F it is desirable to use a simpler motion model. For small indepen- 
dently moving objects, there may be an insufficient spread of features to enable 
a unique estimate of the Fundamental Matrix. Three other models are consid- 
ered: 7%2, which is the affine camera model of Mundy &: Zisserman [34] with 
linear fundamental matrix FA; T~3, which is image projectivities; and 7Z4, which 
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is affinities as induced by planar homographies. The affine camera is applicable 
when the data  is viewed under orthographic conditions and gives rise to a fun- 
damental matr ix with zeroes in the upper 2 by 2 submatrix. The homography 
x '  = Hx ,  and affinity x '  = A x  arise when the viewed points all lie on a plane or 
the camera is rotating about its optic centre between images, the homography 
being in the projective case, the affinity in the orthographic. 

M o d e l  C o m p l e x i t y :  Following the maxim of Occam "Entities are not to 
be multiplied without necessity" 1 model selection typically scores models by a 
cost function that  penalises models with more parameters. It is convenient at 
this point to introduce the number of explicit degrees of freedom in each model. 
The fundamental matrix has 7 degrees of freedom, the homography has 8, and 
yet the fundamental matrix is more general. The affine fundamental matrix has 
4 degrees of freedom, affinity 6, again the affine fundamental matr ix is more 
general; this seeming paradox can be resolved by considering the dimension of 
the model. 

In addition to the degrees of freedom in the parameters we shall see that  
the complexity of a model is also determined by its dimension, which is defined 
now. Each pair of corresponding points x, x defines a single point m in a 
measurement space 7~ 4, formed by joining the coordinates in each image. These 
image correspondences, which are induced by a rigid motion, have an associated 
algebraic variety V in 7~ 4. The fundamental matrix, and affine fundamental 
matr ix for two images are dimension 3 varieties of degree 2 (quadratic) and 
1 (linear) respectively. The homography and affinity between two images are 
dimension 2 varieties of degree 2 (quadratic) and 1 (linear) respectively. The 
properties of the relations T~ are summarized in table 1. 

In the case of general motion two views provide no constraint on the location 
of lines in those images, for this three views are needed, which are now described. 

T h r e e  Views:  The four classifications apply to the three view case and are 
now briefly summarized. Corresponding points in three images, and correspond- 
ing lines in three images, satisfy trilinear relations which are encapsulated in the 
trifocal tensor [18, 42, 43]. 

When the scene is viewed under orthographic conditions the affine camera 
model is most appropriate and the image correspondences can be well fitted 
by relation 7~2 the affine trifocal tensor TA [45]. If the camera motion is pure 
rotation, or a plane is observed, then the line and point correspondences are de- 
termined by relation 7~3 and T/4 image-image homographies. If the homography 
between image one and three is given by x 3 = H i3 x  then for lines l -- HT13. We 
shall make a simplifying assumption: As the segmentation methods are designed 
to take consecutive images from a sequence, we assume that  the same motion 
model may be used between the first and second, and second and third image. 
This assumption is made to reduce the amount of computation necessary, it is a 

i In fact Occam did not actually say this, but said something which has much the 
same effect, namely: 'It is vain to do with more what can be done with fewer'. That 
is to say, if everything in some science (here computer vision) can be interpreted 
without assuming this or that entity, there is no ground for assuming it [38]. 
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triviality to generalise the system, but good results have been obtained without 
this resort�9 Thus if the projectivity model is selected we assume the following 
relations hold: X 3 • H 1 3 X ,  x 3 = n23x  2, and x 2 = H12x. 

M o r e  on  var ie t i es  a n d  c o m p l e x i t y :  In three views, although the relations 
describe varieties in a six dimensional space of image coordinates the respective 
dimensions of the relations are unchanged i.e. three for the trifocal tensor 74i 
and affine trifocal tensor 742 and two for the homographies, 743 and 744. For the 
2D relations the implicit functional relationships can be written consistently in 
terms of a homograph y between a point on an arbitrary plane ~ and the point in 
each image i.e. x i = Hi~ ,  x 2 -- I:I2f(, and X 3 = I~'I3 ~. In the next section it will 
be shown how to estimate each relation using maximum likelihood estimation�9 

Table 1. Motion Models Used A description of the reduced models that are fitted to 
degenerate sets of correspondences�9 k is the number of parameters in the model, given 
I images; d is the dimension of the constraint. 

3D Models 2D Models 

Projective Affine 
J2 view Fund Matrix Affine F Matrix 
3 view Trifocal Tensor Affine T Tensor 

k 11I -15 8I -12 
d 3 3 

7~3 T~4 
Projective atone 
Homography Affinity 
2 Homographies 2 affinities 
8I -8 6I -6 
2 2 

3 M a x i m u m  Likelihood Est imat ion 

Within this section the maximum likelihood estimate of the parameters 0 of a 
given relation 74 is derived�9 Although this is a standard result the derivation will 
reveal that  there are more parameters to be considered in the model formulation 
than just the explicit parameters of 0 given in the last section and Table 1. These 
additional parameters are sometimes referred to as nuisance parameters [40]. 
This is important as in Section 4 it will be seen that the prior distribution of 74 
is related to the number of parameters that need to be estimated�9 Furthermore 
deriving the maximum likelihood error from first principles is a useful exercise 
as there is a long history of researchers using ad hoc error measures to estimate 
multiple view relations which are sub optimal�9 

Let m be a vector of the observed x, y coordinates in each image of a cor- 
1 1 respondence over I images i.e. m (xi,x2, I I " ,T . . . .  x l , x 2 )  , thus for two images 

m = (x, y, x 'y ' )  T. It is assumed that the noise on m is Gaussian: m = m + e. 
with covariance matrix A. The covariance matrix for a set of correspondences, 
represented by a stacked vector ~ = ( m y , . .  T T �9 m n) , is A~ = d i ag (A, . . .A) .  
In this paper it is assumed that the noise in the location of features in all 
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the images is Gaussian on each image coordinate with zero mean and uniform 
standard deviation a, thus A -- Ia  2 (extension to the more general case is not 
difficult and is described by Kanatani  [24]). Recall that  the true value m of 
m satisfies the q implicit functional relationships (e.g. nine trilinearities for T) 
g (m;O)  = (g l (m;O) . . . gq (m;O) )T ,  

gi(m;Tr = 0 i = 1 . . . q  . (1) 

Given 0 ,  T~, k, &2 (the last being the estimated variance of the noise) the prob- 
ability density function of a set of observed correspondences g is: 

1 ) 2In 
Pr(~;[O'T~'~'a2) = I I  ~ e-((~'--~dTAZ (tc~-f~d)/(2~2) , (2) 

where g(~; 0 ) = 0. To find the maximum likelihood solution, the negative log- 
likelihood 

L = - log Pr(~[0,  ~ ,  &, ~2) (3) 

is minimized subject to the restrictions of g. To accomplish this Lagrange mul- 
tipliers are used, the derivatives of 

1 
L --- n l l og  & 2 + ~-~(~i  - &i)TAs -- &i) + )~Tg(t~; 0) (4) 

with respect to 2 0 ,  k, ~2 [26] are equated to zero. The solution of this set of 
equations are the maximum likelihood estimates of the noise a, the parameters 0 
for the relation, and the best fitting correspondences ~. Assuming a is given, the 
number of free parameters in this system is the number of degrees of freedom k in 

given in Table 1, plus number of degrees of freedom in ki. Each correspondence 
rh obeys the constraints given by g and hence lies in the variety defined by ~ ;  
thus each correspondence rh has d degrees of freedom as given by Table 1; thus 
the number of degrees of freedom in ki is nd (the extra number of nuisance 
parameters--although in this problem these parameters are far from being a 
nuisance as they implicitly define the estimated structure of the scene). The 
total number of parameters to be estimated (discounting a) is k + nd, which is 
important in Section 4. 

Given that  A = Ia  2, then the negative log likelihood (3) of all the correspon- 
dences mi,  i -- 1..n where n is the number of correspondences is: 

i j  i i 

where the log likelihood of a given match is /(m, n )  = e i = ~-~j ~ - 

discounting the constant terms (which is equivalent to the reprojection error 

2 At this juncture the selection of the functional form of the data--the most appro- 
priate motion model T~ is assumed known. 
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of Hartley and Sturm [19]). If the type of relation T~ is known then, observing 
the data, we can estimate the parameters of T~ to minimize this log likelihood. 
This inference is called 'Maximum Likelihood Estimation'  (Fisher 1936 [11]). 
Numerical methods for finding these two and three view relations are given 
in [4]. 

R o b u s t  E s t i m a t i o n  The above derivation assumes that  the errors are Gaus- 
sian, often however features are mismatched and the error on m is not Gaussian. 
Thus a a robust log likelihood error function p(e 2) is used in place o f / ( m ,  7~). 
To correctly determine p(e~) entails some knowledge of the outlier distribution; 
here it is assumed-without a priori knowledge-that the outlier distribution is 
uniform, with negative log likelihood lo ---- )~3 for error dimension one. For higher 
dimensional errors lo = (r - d)A3 where r - d is the codimension. The minimum 
of these two log likelihoods defines p(e2), 

~ ~ < T ( r  - d) e 2 
e2 = min )~3(r - d) (6) 

P(e2)= ) ~ 3 ( r - d ) - ~  >_T(r d) - ~ '  

where a is the standard deviation of the error on each coordinate. The form 
of P0 is derived to behave like a Gaussian for data  with low residuals and a 
uniform distribution for data with high residuals. Here we choose T = 4, but  
experiments have shown that  the solution remains unchanged for a range of T; 
in the case that  the codimension is 1, this choice incorrectly rejects inliers 5% of 
the time. 

P r o b l e m s  w i t h  MLE:  If the type of relation T~ is unknown then we cannot 
use maximum likelihood estimation to decide the form of T~ as the most general 
model will always be most likely i.e. have lowest L. Fisher was aware of the 
limitations of maximum likelihood estimation and admits the possibility of a 
wider form of inductive argument that  would determine the functional form 
of the data  (Fisher 1936 p. 250 [11]); but then goes on to state 'At present 
it is only important  to make clear that  no such theory has been established'. 
This was because Fisher took a steadfastly non-Bayesian viewpoint, a Bayesian 
suggestion for this wider form of inductive argument is given in Section 4; before 
this the maximum likelihood solution for multiple motion case is considered using 
a mixture model. 

O p t i m a l  C lu s t e r i ng :  The initial set of matches ~ is obtained by cross 
correlation as described in [4]. The problem is to optimally group them into 
sets consistent with the different motion models. This involves finding the most 
probable underlying interpretation r being a classification into several motion 
models together with the parameters of those models. The most likely parti t ion 
is obtained by maximizing the probability of the interpretation given the data: 
maxr Pr[~l~], which may be rewritten using Bayes theorem, 

Pr[~lr  ] Pr[r (7) 
Pr[r - Pr[~] 

Thus clustering is defined as a Bayesian decision process that  minimizes the 
Bayes risk incurred in choosing a parti t ion of ~. As Pr[~] does not depend on r 
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it may be dropped from the exposition, and the problem becomes that  of finding 
maxr Pr[~lr ] Pr[r 

Each match m is modelled by a prior mixture model, such that  m belongs 
�9 }-~a=l 7ra 1 and to one of s clusters Cj with probabilities 7 r l , . .  Its such that  a=s = 

7ra _> 0. Adopting the notation of McLachlan [29] the p.d.f, of any match m 
given interpretation r = ((~rl . . .  %); (C1. . .  Cs)) T is given by the finite mixture 
form 

am8 

Pr(mlr  ) = ~ 7ra Pr(mlC~) (8) 
a m l  

where Pr(mlCa ) is the p.d.f, of the match given that  it belongs to cluster Ca. 
Once the clusters have been estimated (a method of initialisation is given in 

Section 5), estimates of the posterior probabilities of population membership are 
formed for each match mi based on the estimated r The posterior probability 
7"ij (mlr is given by 

k = s  

T,j(mlr = Pr[mi E Calm; r = 7rj P r ( m i l C j ) / ~  7rkpk(miICk) �9 (9) 
k = l  

A partitioning of m l . . .  mn into s non-overlapping clusters is effected by assign- 
ing each mj  to the population to which it has the highest estimated posterior 
probability ~-~j(mICj) of belonging. That is m is assigned to cluster Ct if 

Tit(role ) > ~-ij(m[q~) (j = 1 . . .  s; j 5A t) . (10) 

To make this procedure robust a threshold must be made on Pr(milCj)  in order 
to eliminate outliers. If - log(Pr (mi lCj ) )  > lo for j = 1 . . .  s then the match is 
redesignated an outlier�9 This threshold is the value T discussed above�9 

To calculate the complete log likelihood 

Lc = log(Pr[~lr (11) 

account must be taken of the fact that  each match can only belong to one cluster�9 
For this purpose, for each match an s dimensional vector of unknown indicator 
variables ci = ( c n . . .  csi) is introduced, where 

1 mi E Cj (12) 
c~j 0 mi r Cj 

Then following standard texts (McLachlan [29]) the complete log likelihood is 
given by 

i = n  j = s  

no = ~ ~ cij (log 7rj + log(Pr(mi ICy))) (13) 
i = 1  j = l  

This may be maximized by treating the cij as missing data from the mixture 
model and using the EM algorithm [8], or some suitable gradient descent algo- 
rithm. 
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Thus far there has been no discussion of either how to determine the type 
of motion model appropriate for each cluster or the number of such clusters. 
In order to go about estimating this, the province of model selection must be 
entered, which is considered in the next section. 

4 Bayesian Model Selection and Model Averaging 

Usually only one model is fitted to the data. But what if the data might have 
arisen from one of several possible models? For instance any of the relations de- 
scribed in Section 2 could describe a given set of matches. Traditionally, all the 
potential models are fitted and a model selection procedure is used to select which 
is best. Generally in previous work, using an information criterion--AIC [1] to 
select a relation, we found that the method determined the dimension of the 
model varieties quite stably, but that their degree was more difficult to ascer- 
tain. Thus the decision between F and H was more reliable than that between 
F and FA or H and A; suggesting that adoption of one model is a poor policy. 
Commitment to just one model for each object has a distinct disadvantage in mo- 
tion segmentation. Suppose that each independently moving object is initialized 
with some model, perhaps by using AIC, and then the EM algorithm, described 
in the previous section, and used to determine a segmentation. It might be that 
after several iterations of the EM algorithm, with consequent readjustment of 
cluster membership, that the initial relations selected were incorrect and the 
segmentation algorithm has irrevocably converged to the wrong solution as a 
result. 

The next two subsections explore the use of several putative motion models 
rather than one for determining Pr(milCj). 

A Bayesian Predictive Approach  by Model Averaging: Thus far the 
probability Pr(m~lCj) in (13) has been left unspecified. Suppose that there are 
K competing motion models with relations TQ...  7~K with parameter vectors 
0 1 . . .  0 K, that could describe Cj. Then Bayesian inference about mi is based 
its posterior distribution, which is 

i = K  

Pr(m~l~) = ~ Pr(milnk, ~) Pr(T~kl~) (14) 
i = 1  

by the law of total probability [27]. Thus the full posterior probability of mr 
is a weighted average of its posterior distribution under each of the models, 
where the weights are the posterior model probabilities, Pr(T~kl~) derived be- 
low. Equation (14) provides inference about mi that takes into full account the 
uncertainty between models, and is particularly useful when two of the models 
describe the data equally well. Indeed it has been shown that model averaging 
can produce superior results in predictive performance than commitment to a 
single model [28]. 

Bayesian Estimation of the Posterior Probabilities: Suppose that the 
set of matches ~ is to be used to determine between K competing motion models 
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with relations ~1... ~K with parameter vectors 0 1. . .  0 K. Then by Bayes' 
theorem, the posterior probability that T~k is the correct relation is 

Pr(e~lnk ) e r (nk)  (15) 
Pr(T~kltr = i=g 

~-]~i= 1 Pr(tclT~i) Pr(7~) 

note that by construction ~ - 1  g Pr(T~iltr -- 1. All the probabilities are implic- 
itly conditional on the set of relations (7~1,... 7~g} being considered. In the 
case of motion segmentation the models given in Table 1 should suffice to com- 
pletely describe most situation. The marginal probability Pr(~lT~k ) is obtained 
by integrating out 0 k, 

Pr(~lnk) = f Pr(~lnk '  0 k) Pr(0 k ink )dO  k 

/ likelihood • prior dO k �9 

Pr(0 k]T~a) is the prior density of 0 k under the relation ~k (encapsulated in 
the covariance matrix A 0 k of the estimated parameters, obtained numerically 
from the inverse Hessian of - log(0 kick, 7~k) ). This integral is typically of a high 
dimension and difficult to evaluate, but can be adequately approximated if it is 
assumed that 0 k can be approximated as a multivariate Gaussian N ( O  k, A01 k ), 

by Laplace's method [37] following the derivation given in [39] as 

n N (16) log(~lnk) ~ log(~l~i k) - ~ log 

where D = d n + k  is the total number of parameters in the system, and N = 2 n I  
is the total number of observations, n the number of matches, I the number of 
images and d the dimension of R. This is sometimes referred to as the Bayesian 
Information Criterion or BIC and can be used to compare the likelihood of 
competing models, it originated in the work of Jeffreys [21]. Denoting the BIC 
for the kth model by 

D 
Bk = log(~10 k) -- -~ log N (17) 

then, assuming that the prior on the models Pr(7~k) is uniform 

exp(Bk) (18) Pr(~kl t~) = i=K 
~i=1 exp(Bi) 

Given two views, simpler models will be favoured over more complex ones as the 
D log N term will dominate, but as the number of images increases the likelihood 

function log(e~10 k) will take precedence. 

5 M o t i o n  S e g m e n t a t i o n  

The final cost function to be maximized is given by Lc. It would be too compu- 
tationally expensive to search every possible r in order to minimize (13) hence a 
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random sampling type algorithm is used, in which solutions are grown from min- 
imal subsets of points within the image. The segmentation algorithm extracts 
models using RANSAC [12] to grow solutions from propinquintal sets. The two 
view phase is described in table 2. Once a set of matches has been established 
across two views; the same process is used for three views but using the three 
view constraints, and matched lines using the line matcher described in [31]. 

Once the clusters are identified a dense segmentation is made, for each pixel 
in image 1 its location in image 2 is predicted using each motion model, and 
the squared difference in image intensity calculated. The pixel is assigned to 
the cluster which minimizes this difference, matches may be reassigned at this 
juncture. For F and FA pixel transfer is not defined, in order to accomplish the 
transfer the nearest three optimally estimated matches rh consistent with the 
cluster to the pixel are found, and using these three matches and the estimate of 
F or FA for the cluster, a homography is computed to transfer that pixel from 
image 1 to 2; similarly for images 2 to 3. 

5.1 Results of  The Segmentation Algorithm 

Two example sequences of images are shown, the robot scene Figure 1, and the 
jeep scene Figure 2. The dense segmentation for both sequences are shown in 
Figure 3. The posterior probabilities of the clusters are given in Table 3. The 
dense segmentation method is still in the initial stage of development, the results 
are reasonable, but over two and three views there are still a large number of 
homogeneous regions where the segmentation is ambiguous. It is expected that 
the use of more images in the scheme will improve this, as would a prior on 
r that favours spatially cohesive clusters. This could be achieved by using a 
Markov Random Field, we avoided this approach here as we were interested 
in seeing how far the predictive approach could be carried before more prior 
information is brought in. Future research will examine the improvement, relative 
to this work, furnished by the use of priors encouraging spatial cohesion. It might 
prove desirable to adjust the way that the motion models are determined to 
incorporate information from all pixels, not just highly textured areas. This is the 
approach followed by Ayer & Sawhney [3]; although they use only projectivities 
as motion models; and it is not clear how much extra advantage to the estimation 
of the motion models is gained by including nomtextured regions of pixels in the 
minimization. But information from edges could be used to explicitly improve 
the detected motion discontinuities and this would be an interesting avenue for 
future research. 

The convergence of the EM algorithm is notoriously slow [36] and it may 
be better to use some sort of conventional numerical optimization technique. 
Methods such as gradient descent have the added advantage of automatically 
supplying the covariance matrix as part of the algorithm. Comparison of EM 
and other algorithms for optimising a motion segmentation is an interesting vein 
of future work. 
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Table  2. Clustering Algorithm for two views, the three view algorithm proceeds along 
the same lines. 

1. Cluster Extraction Stage: 
(a) Initialize the number of clusters extracted to j = 0. 
(b) RANSAC followed by a robust non-linear estimator are used to extract the 

best estimate of F from the set of matches ~; not assigned to any cluster 
(all of them at start) as described in [46, 47] to give a set of inliers Cj. 
Information about spatial proximity is used to exploit the spatial cohesion 
of moving objects, by sampling correspondence sets that are close to each 
other (propinquintal) in the image. 

(c) If the number of inliers in Cj is below a threshold (determined from [44]), 
such that it is more likely to have arisen by a chance combination of outliers 
than an independently moving object, then stop extracting clusters and 
begin the dense segmentation stage. 

(d) I~ANSAC and a robust non-linear estimator are used to estimate the best 
sub models FA, H, A from C~. 

(e) Using the established clusters as input, calculate the probabilities 7r~ based 
on the proportion of matches in each cluster Cj. 

(f) The EM algorithm is applied to maximize (13), also re-estimating all cluster 
C1.. .  Cj. If the new estimate of the cost function Lc is below the previous 
estimate then accept cluster j ,  otherwise stop extracting clusters and begin 
the dense segmentation stage. 

(g) Increment j by one; repeat cluster extraction stage. 
2. Dense Segmentation Stage: 

(a) Reassign matches m to their optimal estimates rh. 
(b) For each pixel that  is ul~natched across the images estimate its match under 

each model of each cluster. 
(c) Determine which cluster it belongs to by use of equation (10). 

Tab le  3. Clustering Results: Posterior probabilities of the relations T~ for each of the 
clusters, after two views. 

2 Views 3D Models 0.13 2D Models 
IProjective Affine Projective affine 

Large Cluster Robot[0.001 0.35 0.1 0.55 
Small Cluster Robotl0 0 0.87 
Large Cluster Jeep 0 0 0.27 0.73 
Small Cluster Jeep 0 0.000019 0.82 0.18 

3 Views 3D Models Projectiv 2De Models 
Projective Affine affine 

Large Cluster Robotl0.12 0.62 0.05 0.21 
Small Cluster Robotl0 0 0.16 0.84 
Large Cluster Jeep 0 0 0.31 0.69 
Small Cluster Jeep 0 0 0.84 0.16 
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Fig. 1. R o b o t  Scene (a) (b) (c) three consecutive views of a robot translating to the 
left as the camera descends. Observe the approach of the robot to the heap of books. 
(d) point (e) line correspondences in the most substantial group. In (f) point (g) line 
correspondences in the second group Point matches shown for all three images, joined 
together, and superimposed onto the third image; line matches for all three images 
shown su~erim~)osed on the third imaae. 
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Fig. 2. Jeep Scene. (a) (b) (c) three consecutive views of a jeep translating to the right 
as the camera pans to keep it in view. Observe the cyclo-rotation of the jeep as its front 
wheel hits a pot hole. (d) point (e) line correspondences in the most substantial group. 
In (f) point (g) line correspondences in the second group Point matches shown for all 
three images, joined together, and superimposed onto the third image; line matches for 
all three images shown superimposed on the third image. It can be seen that the line 
segments are correctly partitioned between the jeep and backqround. 
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Fig. 3. Dense  Segmenta t ion .  Dense Segmentation of robot (left) and jeep (right). 
The results given are without any post processing such as spatial clustering or morpho- 
logical operators, which is the subject of separate work. 
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6 S u m m a r y  a n d  C o n c l u s i o n s  

There have been two contributions contained within this paper. The first con- 
tr ibution is to develop the Bayesian methods of model averaging for multiple 
view geometry. This is a very general purpose tool and may be used for things 
other than  motion segmentation. For instance [2, 6] it is shown tha t  when the 
fundamental  matr ix  or trifocal tensor take on special forms tha t  self calibration 
of the camera is possible. The B I C  method can be used to calculate how likely 
it is tha t  such a special case has occurred. There has also been some recent re- 
search interest in the plane plus parallax representation of a scene, the Bayesian 
approach extends natural ly to such a combination of motion models. 

The second contribution is to provide a new method of motion segmenta- 
tion using the constraints enforced by rigid motion. This method uses mixture 
models in an optimal statistical framework to est imate the number and type of 
motion models as well as their parameters.  To achieve this the use of Bayesian 
methods has been explored. A new general method has been presented for robust 
model selection, and its application to two and three view motion model fitting 
demonstrated.  The method is highly robust and simultaneously flushes outliers 
and selects the type of model that  best fits the data. 
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