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Abs t r ac t .  Interleaved models of computations limit the number of sys- 
tem components that can change states simultaneously. This restriction 
often decreases efficiency of symbolic verification methods based on bi- 
nary decision diagrams. We propose to ignore this restriction, and allow 
all components to change states simultaneously. This approach may re- 
sult in an over-approximation of reachable states. We show that if a sys- 
tem satisfies certain conditions, then the approach computes reachable 
states exactly. We also show that even if a system does not meet these 
conditions, it is still possible to compute its reachable states exactly by 
only partially removing interleaving restrictions. We present experiments 
that show that the approach improves efficiency of symbolic verification, 
even when costs of correctness testing are taken into account. 

1 I n t r o d u c t i o n  

Finite-state models can be classified based on rules for deriving behaviors of 
systems from behaviors of components.  Roughly, the models are divided into 
two classes: inlerleaved and concurrent. In interleaved models (sometimes also 
called asynchronous, or disjunctive), a transition of the system corresponds to 
a transit ion of a single, or a small number  of related components  [5, 4, 10, 7]. 
On the other hand, in concurrent models (sometimes also called synchronous, 
or conjunctive, or simultaneous),  a transition of the system corresponds to tran- 
sitions of all, or an arbi t rary  number  of components  [6, 11, 2]. Traditionally, 
interleaved models are used for modeling software and asynchronous hardware, 
while concurrent models are used for synchronous hardware. This distinction is 
not fundamental :  it is quite easy to develop methods for embedding models f rom 
one class into another.  

The two classes also differ in approaches to their verification. Formal veri- 
fication tools based on interleaved models typically employ explicit state space 
search [4, 7], while those based on concurrent models often use symbolic search 
based on binary decision diagrams (BDDs) [11, 2]. While not fundamental ,  this 
distinction has some practical justification. On one side, interleaved models are 
bet ter  for explicit search because they require enumerat ing enabled transitions, 
while concurrent models require enumerat ing all subsets of enabled transitions. 
On the other side, the requirement that  only a single component  executes at a 
time, may  cause artificial correlation between components,  which may  decrease 
the efficiency of the symbolic search [3, 1]. 
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Motivated by excellent performance of symbolic search methods on concur- 
rent models, there have been several at tempts to improve symbolic search for 
interleaved models. They are either based on extending partial-order methods 
to symbolic search [1, 8], or on changing the order of symbolic search to avoid 
the artificial-correlation problem [3]. 

Here, we pursue a different approach, where a system in an interleaved model 
is analyzed as if its components were composed in a concurrent model. The 
approach was originally suggested in [3]. It was noted there the approach may 
produce incorrect results, but rather than exploring the problem further, the 
authors only remarked that  no discrepancies occurred on the set of examples 
they were considering. 

In this paper, we give a characterization of systems for which the concurrent 
approach is correct. We note that  checking exact correctness conditions is hard, 
and propose several sufficient tests. One of the proposed tests, when it fails, 
produces a side-result, which may be used to perform correct symbolic search on 
a model which allows less simultaneous transitions than the concurrent, but still 
more than the interleaved model. The test is of polynomial complexity, and our 
experiments indicate that  its cost may be more than justified by savings f rom 
using the concurrent approach. 

In the rest of this paper we first set the context in Section 2. Then, we give 
the correctness criteria in Section 3, and propose sufficient correctness checks in 
Section 4. An example is introduced in Section 5, and some experimental results 
are presented in Section 6. Final comments are given in Section 7. 

2 Prel iminaries  

In this section we present an interleaved model of computation.  The details 
of the model are chosen to simplify the presentation of our approach, but the 
approach is not specific to the presented model. It is quite straightforward to 
develop similar approaches for other interleaved models of computation. 

A system is a finite collection of processes. Each process Pi is given by: 

- the present state variable ps  i and the next state variable nsi both ranging 
over some finite set of local states; we use ps  (ns) to denote the vector 
containing all present (next) state variables, and refer to their valuations as 
global states, 

- the initial slates predicate Ii in variable psi, 
- the transition relation predicate Ti  in variables ps  and nsi .  

Note that  Ti  can depend on all present state variables in ps,  i.e. the processes 
communicate by observing states of other processes. 

An execution of the system is any finite sequence so, s l , . . . ,  sn of global states 
such that:  

1. for all processes Pi: so,i satisfies Ii, and 
2. for every j -- 1 , . . . ,  n there exists a process Pi such that  ( s i_ l  , si,i ) satisfies 

Ti  and s j - l , k  = sj,k for all k ~ i. 
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Given a system consisting of processes Pi, we say that  a composition of Pi's 
is any process that  has vector ps  of the present state variables of Pi's as its 
present state variable, vector ns  as its next state variable, and the initial states 

predicate A ii.  In particular, we define the interleaved composition Pll to be the 
i 

composition with the transition relation predicate: 

(i) 

and the concurrent composition Px to be the composition with the transition 
relation predicate: 

Tx  = A (Ti V (ps i ----nsi)) (2) 
i 

Intuitively, while Tll requires that  at every step exactly one process executes, 
Tx allows any number of processes (including zero) to execute in any step. It is 
not hard to see that  a collection of processes has the same executions as their 
interleaved composition. 

A global state of a system is said to be reachable if it appears in some ex- 
ecution of the system. Computing reachable states is the crucial step in formal 
verification of safety properties of systems. It is well known that  reachable states 
can be computed by the following fix-point computation: 

. 

Algorithm REACH 

1. R := mI i ;  
i 

r e p e a t  
R := R V [~ps : R A Tu]ns_ps ;  

u n t i l  convergence 

(We use [P]x,--y to denote the predicate obtained by replacing every occurrence 
of x in P with y.) 

After k iterations, R represents exactly those states which appear in Some 
execution of length k or less. This means that  even if all Pi's are independent, 
their present state variables will be correlated in R (because they must satisfy 
the interleaving constraint that  the sum of number of transitions in individual 
processes is less or equal to k). This correlation may cause the BDD representa- 
tion of R to grow [3, 1]. In practice, it is often possible to weaken the correlation 
by computing the fix-point in a somewhat different order, using a partition of 
Tjl [3]. 

In this paper, we pursue a different approach where TII is replaced with Tx 
in step 2 of algorithm REACH. We refer to this modification of REACH as 
algorithm CONCUR. Algorithm CONCUR may improve on REACH in several 
ways: 



394 

- T× may have a smaller BDD representation than TII ((2) is certainly sim- 
pler than (1), however this does not necessarily translate to a smaller BDD 
representation), 

- algorithm CONCUR may require fewer iterations than REACH, 
- intermediate representation R of reachable states may be simpler in CON- 

CUR because the interleaving constraint is removed. 

Of course, these are all heuristics, and it is possible to construct examples where 
REACH is more efficient than CONCUR, but we will show in Section 6 that  
these heuristics are supported by experiments. 

3 Correctness  of  the  Concurrent  Approach 

Algorithm CONCUR may not compute reachable states correctly. In this section, 
we will first show that  it always computes a superset of reachable states, and 
then establish some sufficient conditions, such that  if a system satisfies them, 
then CONCUR computes reachable states exactly. Finally, we will show that  in 
case these conditions are not met,  it is still possible to construct a composition 
that  is more concurrent than PII (thus retaining some benefits of Px) ,  but has 
the same reachable states as PII. 

P r o p o s i t i o n l .  Let PP be some composition of Pi's, and let T ~ be its transi- 
tion relation predicate. I f  T u f T  ~ is valid, then every execution of PiI is also an 
execution of P'.  

The proof is straightforward from the definition of an execution. 
It is easy to check that  Tll::~Tx is valid. Thus, the following result holds by 

Proposition 1. 

C o r o l l a r y  2. Every state reachable in Pll is also reachable in Px .  

Before we examine when the opposite holds, we need some definitions. We 
call a pair of global states a global transition. A global transition that  satisfies 
the transition relation of some process P is said to be enabled in P.  Given a 
transition (s, q), its set of active processes is defined by: 

{Pi I sl # qi} 

We say that  a sequence s o , . . . ,  SN of global states is a serialization of some 
global transition (s, q) if: 

- so = s, sly = q, N is the number of active processes of (s, q), and 
- there exists an ordering Pil . . . .  , PiN of active processes of (s, q) such that  

for every j = 1 , . . . , N :  
• (s j_ l , s i , i j )  satisfies Ti t ,  and 
• for all k ~ ij: s j - l , k  = sLk. 
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A composition of Pi's is serializable iff every enabled transition in every one 
of its reachable states has a serialization. 

P r o p o s i t i o n 3 .  I f  a composition P'  of Pi's is serializable, then every state 
reachable in P~ is also reachable in PIl" 

Indeed, if a state s is reachable in P '  it must appear in some execution r ~ of Pq 
From r', we can construct an execution r of Pll, by (i) replacing every transition 
in r t with its serialization, and (ii) eliminating any adjacent occurrences of the 
same state. Obviously, s also appears in r, thus it is reachable in P,,. 

C o r o l l a r y 4 .  I f  Px is serializable, then it has the same reachable states as PII- 

If P× is not serializable, algorithm CONCUR can be used to compute an 
over-approximation of reachable states. Or, the concurrent approach may be 
modified, as indicated by the following result. 

P r o p o s i t i o n 5 .  I f  P '  is a composition of Pi's such that: 

- it is serializable, 
- its transition relation predicate has the form Tx A--,C, where C is such that 

any global transition satisfying C has at least two active processes, 

then, P~ has the same reachable states as P,I" 

By Proposition 3 states reachable in pi  are also reachable in Pn, because P~ is 
serializable. To prove the opposite, observe that  any global transition satisfying 
TII has at most one active process. It follows that  TII A C is not satisfiable. From 
this fact and the validity of T,==~T×, we have that  TI~:=~(T × A-~C) is valid, and 
the desired result is immediate from Proposition 1. 

In the following section we will propose a conservative serializability test, 
which as a side-product computes C satisfying the conditions of Proposition 5. 

4 Checking Serializability 

Deciding whether a process is serializable is a hard problem in general. It can be 
shown that  just checking whether a single global transition has a serialization, 
is NP-complete. Fortunately, we rarely have to solve the general problem. It is 
possible that  some modeling style generate only serializable systems. An example 
of such a style is the model of asynchronous circuits presented in [5]. It is also 
well known that  any system can be made serializable by refining the granularity 
of its transitions [10]. However, this may unacceptably increase its size. 

Often, it is possible to define simple syntactic sufficient serializability tests. 
For example, if in our model of computation local state spaces are decomposed 
into observable and hidden components, and any transition that  changes observ- 
able states depends only on the local state, then Px is serializable. This check 
can be performed locally on Ti 's.  It is similar to a single-reference rule in [10]. 
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Serializability can also be established by analyzing the dependency graph of 
the system, in which nodes correspond to processes, and there is an edge (i, j )  
whenever T j  depends on ps  i. If  the graph of the system is acyclic, then the 
system is serializable. In this case, we may  use a fixed serialization order, such 
that  a process is always executed after all the processes that  depend on it. 

4.1 A t e s t  b a s e d  o n  d i s a b l i n g  

Next, we will present a slightly more complex sufficient serializability test. The 
complexity of this test is quadratic in the number  of processes. If  a system is not 
serializable, the results of the test can be used to modify P× as in Proposition 5. 

The key concept in the test is transitions disabling one another. First, we 
formally define a local transition of some process Pi as a predicate of the form 
p s  i = S A nsi  = q, where s and q are two distinct local states of Pi. 

We say that  a local transit ion t may disable some other local transition u in 
some other process, if there exists a global s tate  in which they are both  enabled, 
but u is no longer enabled if (only) t is executed. Formally, the disable relation 
Dsbl contains all pairs (t ,  u) such that  t is a local transit ion of some process Pi, 
u is a local transit ion of some different process Pj, and 

Ti A Tj A -~[Tj]ps .-ns~ A t A u 

is satisfiable. 

P r o p o s i t i o n 6 .  I f  the disable relation is acyclic, then P× is serializable. 

If  the disable relation is acyclic, then it induces a part ial  order on active 
process of some transition. To serialize tha t  transition, we may  choose any total  
ordering of active processes that  is consistent with the inverse of that  partial  
order. In other words, given a set active processes, we always choose to execute 
one that  may  not disable any other still active process. Since the disable relation 
is assumed to be acyclic, such a choice is always possible. 

P r o p o s i t i o n T .  I f  Cut C Dsbl is such that D s b l -  Cut 
composition of Pi's with the transition relation predicate: 

is acyclic, then the 

has the same reachable states as Pll" 

This result follows f rom Proposition 5. To apply this proposition, we need to 
show that:  

- any global transit ion satisfying V t A u has at least two active pro- 

(t ,u)~c~, 
cesses, 

- the composition of Pi 's  with the transit ion relation (3) is serializable. 

V t ^ .  (3) 
(t ,u)~c~t 
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The former is straightforward, and to show the latter observe that  any set of local 
transitions that  form a cycle in Dsbl must contain at least one pair of transitions 
in Cut, but (3) ensures that  no pair of transitions in Cut may appear in the same 
global transition. 

The size of Dsbl is at worst quadratic in the total number of local transitions, 
which is obviously linear in the number of processes. Checking whether Dsbl is 
acyclic can be done in linear time, by a simple traversal of its graph. The same 
traversal may be used to generate the Cut set. It is a reasonable heuristic to keep 
Cut small, but finding the smallest Cut is not practical, because it is known to 
be NP-complete. 

In case the number of local transitions is much larger than the number of 
processes, it may be more efficient to find the cut predicate C using the fol- 
lowing modification of the Floyd-Warshall algorithm [9], which avoids explicit 
enumeration of local transitions: 

Algorithm CUT 
1. C := false; 

fo r  e a c h  pair of processes Pi, Pj such that  i ¢ j 
2. D*,j := Di,j := Ti  A T j  A - ' [Tj]ps,~-ns,  A PSi ~ ns / ;  

r o f  
f o r  e a c h  process Pi i = 1, 2 , . . .  

fo r  e a c h  process Pj # Pi 
i f  j < i t h e n  

3. C := C V (Di,j A D~,i); 
fi 
fo r  e a c h  process Pk ~ Pi, Pj 

,) 4. D;, k := D~, k V 3ps i ,ns i  : j,i A ni,  k , 
r o f  

r o f  
r o f  

Intuitively, predicate Di,j characterizes the portion of Dsbl corresponding 
to processes Pi and Pj, and D*j  eventually characterizes its transitive closure. 
After the i-th pass through the main loop, a pair of local transitions in Pj and 
Pk satisfies D~, k iff there exists a path between them in Dsbl that  does not visit 
any process with index higher than i. 

At the end, the cut predicate C characterizes at most one pair of local tran- 
sitions per each independent cycle in Dsbl. Of course, it is not necessarily the 
smallest such set. 

There may be some cycles in Dsbl that  are not cut by C, but any such cycle 
must include two local transitions of the same process. Since transitions of the 
same process cannot occur simultaneously even in T x ,  it follows that  T x  A -~C 
still satisfies conditions of Proposition 5. 

There is an interesting relation between the proposed algorithm and partial- 
order reduction methods such as [13]. These methods a t tempt  to accelerate state 
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space search by not executing all enabled transitions in a state. Instead, the so- 
called ample set of transition is chosen to be executed, such that  every transition 
not in the ample set is independent of all the transitions in it. Our approach has 
similar objectives, except that  it a t tempts  to execute in one step as many tran- 
sitions as possible, rather than trying to execute only a subset of transitions. 
Since the cut predicate C prevents only a subset of transitions in Dsbl from exe- 
cuting concurrently, and since all the pairs of transitions in Dsbl are dependent, 
it follows that  whenever a partial order method can execute only one transition 
from a pair, our algorithm will execute both of them in one step. 

The disabling based test is less conservative than the test based on decom- 
posing the state space into observable and hidden components. Note that  hidden 
transition can never disable any other transitions (because they are not observ- 
able). Also note that  observable transitions can never be disabled (because we 
assume they depend only on the local state). These two observations imply that  
the disable relation is acyclic. 

The disabling based test is also less conservative than the test based on the 
dependency graph. In fact, the dependency graph may be seen as an abstraction 
of the disable relation where all transitions of the same process are merged into 
a single node. 

5 An Example 

Consider the system shown in Figure 1. A typical process Pi starts in the initial 
state 0, moves to 1 if its left neighbor is in state 0, then moves to 2 if its right 
neighbor is in state 1, and finally returns to the initial state to repeat this 
behavior indefinitely. Boundary processes P1 and PN are similar, except that  
their state changes are unconditional, if their neighbors do not exist. 

P1 

2 

p s  2 : 1 

t rue  

P~I < i < N  PN 

Q 
~ i + 1  ~-- 1 

true ~ . . .  

/ 
PSi_ 1 : 0 

Fig. 1. A system with N processes. 

Q 

t n l e  

PSN_ 1 = 0 

The example in Figure 1 is constructed to highlight circumstances in which 
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the concurrent symbolic verification approach out-performs other approaches. 
First, observe that  partial order methods are of little use in this example be- 
cause most of the transitions are dependent. For comparison to other symbolic 
approaches, it is useful to analyze how the system can reach the state in which 
all processes are in state 2. That  state is interesting because it is hard to reach, 
in the sense that  the REACH algorithm reaches it later than any other state. 
The shortest path to that  state requires 2 N  process executions in the following 
order: 

P 1 ,  P 2 ,  . . . , P N  , P N  , P N - 1 ,  . . . , P 1  • 

Thus, the REACH algorithm requires 2N + 1 iterations (the last one to ensure 
that  no new states are added). Approaches based on partitioning the transition 
relation can reduce this number, but since they typically process individual tran- 
sition relations in a fixed order, at least one half  of the sequence above will be 
in the wrong order, and they will still require O ( N )  iterations. 

On the other hand, the CONCUR requires only 3 iterations, since state 
( 2 , . . . ,  2) can be reached in two steps, first by executing concurrently all pro- 
cesses to reach state ( 1 , . . . ,  1), and then executing all of them once more to 
reach (2, . . . ,  2). 

It is not hard to see that  the D s b l  relation is acyclic in this case. For example, 
the graph of the D s b l  relation for the system with 4 processes is shown in 
Figure 2. However, if P1 is modified so that  it can move from state 0 only if P N  is 
in state 0, the D s b l  relation would have a cycle containing 0 --~ 1 transitions of all 
the processes. The CONCUR would now compute a strict superset of reachable 
states. For example, it would indicate that  state ( 1 , . . . ,  1) is reachable, even 
though in every truly reachable state at least one process must be in state 0. To 
fix this problem it suffices to choose C u t  = { ( p s  1 = 0Ansi  = 1, ps  2 = 0Ans~ = 
1)} and to modify T x  as in (3). This would prevent 0 -~ 1 transitions in P1 and 
P2 from occurring simultaneously. With this modification, CONCUR computes 
reachable states correctly. The number of iterations is increased, but it is still a 
constant independent of N. 

P1 P2 

(2; (2; 
" 1 ~  ps:+ = 1 " ;~ 'ps  a = 1 

I 

true ~ ~ 1 I 

i,c>- 
z "~/', true 
t O J  

/ 

P3 
f \ /" \ 

~ 2 1  ~ 2 1  
" , ~ S  4 1 " 1 ~  = i \ true 

t rue  z ~ 1 I t rue  ~ ~ 1 s t r u e !  t l  I 

4 - ~ p s  3 = 0 

,,~01 ~ O I  ~ 0 1  

/ / ] 

Fig. 2. The graph of the disable relation. 
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6 E x p e r i m e n t s  

We have implemented algorithms REACH, CUT, and a modification of algo- 
r i thm CONCUR where T× has been modified as in Proposition 5, using the 
cut predicate C computed by CUT. We have named this algorithm CON_CUT. 
Of course, if the disable relation is acyclic, CUT will compute C = false, and 
CON_CUT becomes CONCUR. For comparison purposes, we have also imple- 
mented an algorithm we call PART, which is an exact reachability algorithm 
based on partit ioning T , ,  similar to those discussed in [3]. All algorithms are im- 
plemented on top of the same BDD package [12]. We note that  the partitioning 
approach could also apply to CON_CUT, but we do not have any experimental 
results for that  combination. 

We have applied these algorithms to two groups of examples: a cyclic version 
of the example described in Section 5, and an asynchronous tree arbiter described 
in [5]. The latter arbitrates access to a shared resource among 2 n processors. 
It is configured as a binary tree of 2 n - 1 cells, each arbitrating between two 
processors, or two cells at a lower level of the tree. 

Table  1. Results for the example from Section 5. 

# of processes 
aJg. 10 20 301 401 50 

CUT 11.3s 10s 34s 82s 160s 
CON_CUT .03s 07s . l ls  .16s .23s 

REACH .23s 1.6s 7.9s 17s 98s 
PART 719s 

Execution times for the example in Section 5 are summarized in Table 1. As 
expected, the concurrent approach significantly outperforms other approaches. 
Furthermore, CON_CUT requires only seven iterations, regardless of the number 
of processes. Also, intermediate sets of reachable states generated by CON_CUT 
had smaller BDDs than those generated by REACH or PART. In this case, 
CUT is not an efficient way to check serializability. In fact, it is less expensive 
to compute reachable states with REACH than to compute the cut predicate 
C with CUT. However, with only three transition per process, and the disable 
relation that  grows linearly with the number of processes, this example is well 
suited for explicit traversal of the disable relation. 

Execution times for the tree arbiter are shown in Table 2. Again, CON_CUT 
outperforms REACH and PART. In this case, the disable relation is acyclic, so 
CUT serves only as a proof of correctness, but  it is not required for computing 
reachable states. Note that  for 16 or more processors combined run times of CUT 
and CON_CUT are shorter than run times of REACH or PART. Furthermore, 
the run t ime of CUT grows slower than run times of other algorithms. 
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Table 2. Results for the asynchronous tree arbiter. 

# of processors 
alg. 4 81 16 32 

CUT 1.34s 2.7s 21s 172s 
CON_CUT .05s .41s 9.9s 695s 

REACH .09s 2s 391s >5h 
PART I l h  

7 Conclusions and Future Work 

We have shown that  relaxing interleaving requirements may improve efficiency 
of symbolic verification, but  it may also lead to incorrect (too conservative, to 
be precise) verification results. We have proposed several correctness tests, and 
showed that  results of one of these can be used to only partially relax interleaving 
requirements in a manner  tha t  guarantees correctness. 

All proposed tests t ry  to establish a priori that  the concurrent approach is 
correct for the system at hand. There is also an alternative where one applies 
the concurrent approach without any checks. If the computed set of reachable 
states contains no unsafe states, the system is declared correct. If that  is not 
the case, the verification tool produces a path from some of the initial states to 
some of the unsafe states. It that  path contains only serializable transitions, the 
system is declared incorrect. Otherwise, the transitions in the path that  are not 
serializable are eliminated from T x  as in (3), and the procedure is repeated. 

It is not hard to show that  the described procedure terminates in a finite 
number of iterations. However, the provable bound is of little practical use, 
because the procedure will be competitive to other approaches only if the number 
of iterations is much smaller than in the worst case. 

Results of this paper are applicable to verification of safety properties, but  the 
approach could (and should in the future) be extended to liveness properties as 
well. The future work should also include more experiments to better  understand 
when the proposed approach is beneficial. 
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