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Abs t rac t .  We evaluate the power of 3D affine invariants in an object 
recognition scheme. These invariants are actively estimated by Kalman 
filtering the data obtained from real-time tracking of image features 
through a sequence of images. Object information is stored and retrieved 
in a hash table using the invariants as stable indices. Recognition takes 
place when significant evidence for a particular shape has been found 
from the table. Results with real data are presented, and the noise prob- 
lems arising due to the weak perspective approximation and corner locali- 
sation errors are discussed. Preliminary results for extending this method 
to multiple object recognition in cluttered scenes are also presented. 

1 I n t r o d u c t i o n  

Central to any object recognition scheme are issues of model representation, 
feature extraction and feature matching. An extensive survey describing current 
methods of object representation and matching can by found in [1]. A number of 
different working recognition schemes have been proposed for simple 3D objects. 
Lowe [2] presents a 3D object recognition system which uses a single image, 
perceptual groupings and viewpoint consistency constraints to detect 3D objects 
from 2D data. Alignment [3] uses a minimal set of features to calculate the 
model-to-image transformation, which is then verified using back-projection of 
model edges. Other approaches make use of 3D data  extracted with a range 
finder or computed from multiple calibrated views. An example is the approach 
by Grimson and Lozano-Perez [4] which operates by examining all hypotheses 
between segmented range data and model surfaces, and efficiently discarding 
inconsistent ones by using local constraints. An alternative approach involves 
geometric invariants [5]. 

2 G e o m e t r i c  I n v a r i a n t s  

Geometric invariants are properties of image features which do not change under 
a variety of transformations. Those properties which are invariant under rigid 3D 
transformations and perspective or weak perspective projection, are particularly 
attractive in computer vision tasks such as 3D object recognition, since they 
allow an efficient object representation which can be used in shape indexing. 
A well-known example of invariance under perspective projection is the cross- 
ratio of four points on a line. In this paper we evaluate the power of 3D affine 
invariants in a 3D object recognition scheme. 
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Weak Pe r spec t i ve  Throughout this paper the weak perspective assumption 
will be made about the projection of the 3D object into the image plane. Weak 
perspective is a good approximation of full perspective when the distance from 
object to camera, is much greater than the extent of the object (a ratio greater 
than 10:1) [6]. The use of this approximation means the transformation of a 
3D object from world coordinates (X~, Yt~, Zw) to image points (u, v), which 
consists of a combination of rigid motions and the weak perspective projection, 
can be represented by the general 3D affine transformation matrix shown in (1). 

= I (I) 

2.1 3D Afl ine  Invar iants  

The objects to be recognised are represented by point sets denoting the position 
of the object vertices. By creating a 3D basis (figure 1) using four of these points, 
it is possible to define the position of any other point X 4 by a linear combination 
of the basis vectors with the appropriate coefficients (2). 

X 4 = X 0 + (~E 1 +/~E 2 + 3~E3 (2) 

These coefficients (~, fl, 7) are in fact invariant under any 3D affine transfor- 
mation (1) [7, 8], and we will refer to them as 3D affine invariants. The anne 
invariants contain a description of the 3D structure of the object, up to a 3D 
affine transformation. Since the effect of the intrinsic camera parameters on 
projection can be absorbed into the affine transformation, affine invariants are 
unchanged by these aswell, with the benefit to the recognition system that no 
extensive calibration is required. The recovery of the 3D anne invariants from 
an unconstrained 2D image is not possible [9], unless some external prior in- 
formation about the model is available (e.g. shape symmetry [10]). However the 
extraction of the 3D affine invariants becomes fairly simple from multiple images 
with known point correspondence [5, 11]. In this paper we estimate the affine in- 
variants by Kalman filtering the data obtained from real-time tracking of image 
features through a sequence of images. This has the advantages of reducing the 
uncertainty in the invariant estimate and it avoids the correspondence problem 
present with stereo image pairs. 

3 Object Model Acquisition and Recognition 

A preliminary task for any object recognition system is the reliable extraction 
of features from raw intensity images. We wish to detect corners in the image 
which relate to the projections of object vertices (as in [3]), These vertices are 
tracked through a sequence of images, and a Kalman Filter is used to optimally 
estimate the invariants from the stream of data. The feature extraction and 
tracking processes are described in greater detail in [11]. The next task is to 
match the invariants extracted from the image data with those computed from 
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Fig. 1. Affine Basis. 

a 3D model. Instead of calculating all the invariants for each 3D object model at 
recognition time, the information can be precomputed and stored in a database 
off-line. This greatly speeds up the final recognition process at the cost of extra 
storage space. Geometric hashing [13] is used to implement this data  storage. 

3.1 O p t i m a l  E s t i m a t i o n  o f  t h e  I n v a r i a n t s  a n d  t h e i r  U n c e r t a i n t y  

The most important  stage in the recognition scheme is the accurate estimation 
of the 3D afiine invariants. This goal is achieved by using a Kalman filter to inte- 
grate data  from multiple views, and optimally estimate the invariant coefficients 
(~,/?, 7- In addition the Kalman filter returns the uncertainty of the invariant 
estimates, in terms of estimate variances. 

E s t i m a t e  U n c e r t a i n t y  There are a number of factors which will affect the 
uncertainty of the 3D affine invariant estimate. Firstly the amount of noise ex- 
pected in the track data needs to be considered. This will depend on the accuracy 
of point localisation by the corner detector, and will probably vary in different 
imaging environments. Its value can either be measured from test data  or esti- 
mated, and input into the observation noise matr ix of the Kalman Filter. 

Secondly the 3D basis geometry will affect the sensitivity of the invariants 
to noise. If the basis is formed from 3D points which are nearly coplanar the 
resulting equations will become ill-conditioned, and thus provide noise sensitive 
estimates. The object rotation between the initial and final image will also affect 
how well-conditioned the equations are, in a similar fashion to the stereo camera 
baseline. The effect of the basis geometry is reflected in the variance returned 
by the Kalman Filter, and during recognition it may be necessary to try several 
different bases in order to find one which gives well-conditioned equations. This 
can be implemented by running several Kalman filters on the track data  in par- 
allel, each using a different set of points as the basis and selecting the invariants 
from the one with least uncertainty. 

Finally some perspective distortion of the data will also occur, although we 
have assumed none is present in the computation of the an n e  invariants. The 
effect of this distortion is nonlinear, and it depends on the object pose relative to 
the camera, which is unknown. The size of this error will depend on the accuracy 
of the weak perspective approximation. 
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Est imates  using Real Da ta  Figure 2a shows an image of the initial position 
of the object we aim to reeognise, and a second image of its final position af- 
ter it has been rotated on the turntable. Several important features have been 
superimposed onto this second image. These include: 

The basis which defines the affine coordinate frame on the object. It is shown 
as three white lines marked El, E2, E3. In this case the basis is orthogonal 
in 3D space, and should form a good basis for computing the invariants. 

The  t rack  da ta  for each detected point appears as a black line. During track- 
ing one of the points was lost and is marked as such. 

Label led points  (ptl-pt4) are the four points for which the Kalman Filter will 
estimate invariant affine coordinates. 

The graphs of figure 2b show the Kalman filter estimates of the invariants for 
the data from figure 2a. These estimates are continuously updated as more track 
data is input into the Kalman Filter, such that the estimate of the invariants 
improves and the uncertainty is reduced. The graphs have an initial transient 
stage due to the initialisation of the filter with zeros. 

Rather than just tracking the object through an arbitrary range of view- 
points, it is preferable to actively be able to decide at which point to stop tracking 
(i.e. at which point the invariant estimates reach an acceptable accuracy). This 
can be achieved by examining the uncertainty covariance matrix and innovation 
returned by the Kalman Filter [12]. 

3.2 Geomet r ic  Hashing 

The geometric hashing approach to 2D model-based object recognition was pro- 
posed by Lamdan, Schwartz and Wolfson [13]. In this approach geometric invari- 
ants are used as a simple and stable index into a hash table. We expand on their 
idea and have a 3D index, H(a, fl, 7), with each indexed location in the hash ta- 
ble storing information about the object used to create the invariant, the points 
used to form the basis and the point referenced in that basis. A large amount of 
pre-computation is performed on the model library to create the hash table, but 
since this can be done off-line it will not affect recognition speed. Invariants are 
calculated for all permutations of basis and points and data stored in the hash 
table. 

An obvious problem when creating the hash table is the large quantity of 
data present. If an object has ]V~ vertices, there are No = N~ !/(N~ -4)!  possible 
bases (O(h[O)), and Nin~ = Nb(Nv - 4 )  associated invariant sets. This problem 
needs to be addressed by pruning away bases, and this can be done by only 
selecting those bases which are well conditioned, using structural information 
about the object, and eliminating permutations of the same basis points. This 
is discussed in more detail in [12]. 

The effect of the uncertainty of the invariant estimates on indexing perfor- 
mance needs to be considered in geometric hashing, and error analysis of the 
uncertainty can be found in [14, 12]. The most basic information gained from 
this analysis is that larger invariants have larger noise components. In order to 
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Fig .  2. (a) Image with track data  and basis superimposed. (b) Kalman Filter Outputs  
for 4 points in this basis. The estimate is continuously updated as more track da ta  is 
input into the Kalman Filter. 
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compensate for this the hash table can be constructed in such a way that bins 
become larger for larger invariant values. The discrete nature of the bins also 
means some invariants lie at the limit of a bin. This problem is alleviated by 
searching not only the indexed bin but also its immediate neighbour. The exact 
implementation of this indexing is described in detail in [12]. 
Direct  Model  Acquisi t ion f rom Scenes In some circumstances it may be 
advantageous to compile the object hash table directly from real scenes. The 
attraction of such an approach is that the features used in database formation 
and recognition are similar, since the same feature extraction process is used in 
both cases. Unpredictable effects such as corner detectability in the images which 
is unavailable in a CAD model, now form an integral part of model formation. 
The implementation of this scheme involves combining the results from several 
image sequences, in order to average out any errors in the invariants and to give 
an indication of likely variations. In this way complete coverage of the shape is 
also ensured. The approach can be viewed as having a training set for database 
formation, and the later recognition providing a test set. The problem with such 
an approach is that more human interaction is required in the form of matching 
points in the different sequences. 
The  Recogni t ion  Process Once the invariants have been estimated for a par- 
ticular basis, the recognition process is completed as follows. 

1. For each invariant set (a, fl, 3') index into the hash table. For every (Ob- 
ject,Basis) grouping which appears in the associated bin register a vote in a 
recognition tree [12]. The recognition tree provides a fast way of accumulat- 
ing votes for an (object, basis) group. In order to account for uncertainty in 
the 3D invariant estimate, examine not just the indexed bin but also local 
surrounding ones. 

2. If a grouping (Object,Basis) scores a large number of votes, then this object 
is possibly present in the scene. 

3. Compute the transformation (1) between matched model and real data 
points. A minimum of four points are required to calculate this transfor- 
mation. At least five point matches (usually more) are available, so least 
squares minimisation is used to find a solution. Verify that the least squares 
solution to the transformation projects all model points satisfactorily to their 
matched image points. 

4. Transform the edges of the model according to this transformation. Verify 
how close the projected edges lie to scene edges, if there is good correlation 
then the object has been reeognised. A model that has been successfully 
projected onto the image is shown in figure 2a. Failure to match the edges 
requires the process to be restarted with a different basis. 

Overall recognition time depends on two factors. At present the most time is 
spent tracking features and this will be very hardware dependent. After that 
estimation of invariants, indexing and backprojection is very fast but will depend 
on how many bases need to be tried before recognition is successful. With the 
simple polyhedral objects recognition is usually achieved with the first basis 
choice. 
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4 W o r k i n g  in  C l u t t e r e d  S e e n e s  

The basic 3-dimensional object recognition system has been demonstrated to 
work for simple polyhedral objects, when there is an accurately localised set of 
corner points, from which the affine basis can be formed. Although the system 
can cope with some noisy points by selecting random bases until a successful 
one is found, this is clearly a simplistic approach which will fail in environments 
with many false points or where points lie on several different objects. Some 
information on how sets of points are interrelated is required, and perceptual 
groupings [15] provide us with a means of finding such relations. 

Pe rcep tua l  Groupings  using Mul t ip le  Views A strong cue for grouping 
points which belong to the same object is connectivity between the points. How- 
ever a number of problems occur with this simple inter-connectivity in cluttered 
scenes. Junctions of lines (where points are located in the image) are formed 
not only by a single object's geometry, but also when objects start occluding 
each other, occluding themselves or shadows start appearing (figure 4), and in a 
simple perceptual grouping scheme, these unwanted points can wrongly link up 
groups of points on different objects. 

In fact these unwanted points usually correspond to T-junctions of lines which 
can fairly easily be detected and removed, separating the groups. Unfortunately 
in certain circumstances geometric junctions can align accidentally in such a 
way that they also resemble T-junctions. This latter type of T-junction will 
only be a transient effect however, and therefore important information can be 
gained from the multiple views available in our recognition system to distinguish 
between types of T-junctions. By tracking the stability of a junction through a 
series of views we are able to determine its significance. Junctions formed by 
shadows for example tend to be quite unstable and will disappear in new views, 
whereas T-junctions caused by occlusion will remain T-junctions. Figures 4 and 
5 show examples of the same junctions seen in different views. 

An active perceptual grouping scheme is therefore proposed based on the 
concept that a useful perceptual grouping is one that remains stable through 
several different viewpoints. The first image is used to initialise groupings, and 
subsequent views are used to update groupings. 

Example  Perceptual grouping based on point interconnectedness is performed 
on figure 4, creating a graph structure linking all the points in the scene. In 
order to separate the point sets belonging to the two objects, we wish to remove 
junction figure 4b, which is caused by occlusion and forms a T-junction. However 
removing all T-junctions also removes useful points like figure 4e. Information 
from a new view (figure 5), allows us to distinguish between types of T-junction, 
so we can remove junction figure 4b but not figure 4c. 

The use of a single grouping cue often leads to the formation of many small 
disparate groups of features, because the segmentation procedure failed to lo- 
cate a linking corner or edge. Additional cues must be employed: for polyhedral 
objects, parallelism of edges, or proximity of points can be applied. Here again 
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information from multiple views can be combined to give a better idea of group- 
ing than a single image can. Figure 3 shows objects recognised using this multiple 
view perceptual grouping method. 

5 C o n c l u s i o n s  

The use of invariants for object recognition is clearly very appealing. They allow 
a single object description for many different viewpoints, and therefore provide 
a simple index into a shape table. A crucial requirement for any 3D object rep- 
resentation is that  it be robust to occlusion and missing data, effects which are 
likely to arise in real images. Affine invariants provide such a representation since 
they can be evaluated for any set of just five points. More visible points simply 
improve the noise tolerance of the system. A common problem with many exist- 
ing 3D model based object recognition systems such as Alignment [3], is that  a 
single model is tested against the scene at a time, which can greatly reduce per- 
formance when the database contains many different objects. Geometric hashing 
on the other hand allows one to check against all models stored simultaneously, 
speeding up the recognition. 

The two main problems with this approach to 3D object recognition lie firstly 
in the exponential growth of the hash table, a problem that has only partly been 
addressed [12]. It is probable that more complex featm'es than simple corner 
points are required to satisfactorily solve this problem. Secondly in the difficulty 
of selecting four points to form a basis, which all lie on the same object and 
match model points. This problem is especially highlighted in cluttered scenes. 
Some hopeful results have been achieved using simple perceptual groupings from 
multiple views, but as yet it is unknown how well this will work for complex 
objects. 
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Fig.  3. a) Multiple objects recognised in a scene, b) Object recognised in a cluttered 
scene. T-jtmctions are removed using multiple view information. 
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F ig .  4. A Variety or T-junctions caused by: (a) self-occlusion (b) occlusion (c) acciden- 
tal  alignment (d) shadows 

F ig .  5. The T-junctions as seen from a different viewpoint. In part icular (b) has re- 
mained a stable T-junction, making it likely it was caused by occlusion. (c) which was 
caused by accidental alignment is no longer a T-junction. By tracking the stability of 
a junction through a whole series of views we are able to determine how it affects the 
perceptual groupings. 


