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Abs t r ac t  Bit-true simulation is an important phase in the design of a 
DSP system for verification of the finite word length effects. Currently, 
such simulation is realized by a local-based bit-true compilation: each 
operation is replaced by a bit-true equivalent. In this paper, a new global 
approach is elaborated. The entire parallel signal flow graph is analyzed 
and transformed utilizing the flexibility available on the simulation tar- 
get. Only the strictly necessary overflow and quantization mechanisms 
are retained. Such a global approach appears to be one order of magni- 
tude faster than the local approach. So, the present-day time-consuming 
simulations can be accelerated enormously and even real-time bit-true 
emulation becomes feasible. 

1 I n t r o d u c t i o n  

Digital signal processing (DSP) applications are specified by operations that  
work on signals. Finite word length effects arise when the DSP application is to 
be realized. The signals are implemented by a finite number  of bits in a fixed- 
point representation. In case an operator runs out of bits for representing the 
result, some shortening is to be performed. A quantization characteristic at the 
least significant bit (LSB) side and an overflow characteristic at most  significant 
bit (MSB) side are to be associated with each operation. The finite word lengths 
of the signals and the finite word length characteristics of the operations result in 
effects like quantization noise, limit cycles, etc. Those lengths and characteristics 
are carefully determined in order that  a trade off between the implementat ion 
cost and the performance is made. 

A DSP (multi)-processor is preferred as the simulation target because it is 
a programmable  device suited for DSP applications. However, the word lengths 
and characteristics available on the simulation target  differ in general from those 
specified in the application. Since in the bit-true simulation, every signal and 
every operation must  be realized exactly as specified, extra restoring-like opera- 
tors have to be included after the proper ari thmetic operator  itself. The restoring 
comprises some logical tests and manipulations to realize the shortening at both  
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sides of the signal and also some shifting to correctly align the signal towards 
the following operation. 

At this moment, some bit-true compilation paths exist (e.g., [2, 3, 4, 5, 6, 7, 
8, 9, 10]), but their performance is rather poor. The increase in execution time 
and code size is somewhere between one and two orders in magnitude compared 
to the non bit-true, functional simulation. A detailed look reveals that  still a lot 
of the restoring-like code is superfluous or can be written more efficiently when a 
global scope on the application is taken. The flexibility available in mapping the 
signals of the application on the wider storage elements of the simulation target is 
used for a non-normalized passing of the signals between the operations. Next to 
that, an extensive analysis of the signals through the whole application discovers 
specifications which can be relaxed, having the mapping in mind. The aim of the 
new approach is to realize an acceleration of the bit-true simulation and even to 
real-time bit-true emulate DSP applications by producing execution times and 
consequently code sizes in the vicinity of those for functional verification. 

We focus on the flexibility and the analysis issue in the next two sections. 
Section 4 summarizes the findings. Due to the space limitation, we omit all 
definitions and many illustrative examples and figures. See [1] for details. 

2 M a p p i n g  

In general, the lengths of the signals of the application and the lengths of the 
storage elements of the simulation target do not correspond. A flexibility arises in 
mapping the signals on the storage elements. A reasonable mapping for fractional 
signal types can be as follows: an alignment of the signal to the MSB side of the 
storage element and an extension for the remaining bits at LSB side with zeros. 
For this mapping, the hardware provided overflow mechanism is for free, since the 
signal is aligned to it. However, other overflow mechanisms and all quantization 
mechanisms are to be realized by a software routine. Some logical tests and 
logical manipulations check the condition and perform the correct mechanism if 
needed. If the quantization mechanism matches the hardware provided one and if 
shifting is cheap (e.g., in the presence of a barrel-shifter), there is an alternative. 
The signal can be shifted completely to the LSB side, next the signal can make 
use of the hardware provided quantization mechanism, and finally the signal can 
be shifted back. So, depending on the mapping of the signals on the storage 
elements, cheap hardware provision can be used or expensive software routines 
should be used. Note that  there are other mapping standards: for integer signal 
types an alignment to LSB side corresponds better to the target architecture. 

In the local-based approach of the present-day bit-true compilers, a mapping 
standard is chosen and signals are normalized to that  standard after each ope- 
ration. This somewhat short-sighted. There is no reason to do so if the compiler 
can keep track of non-normalized mappings (i.e., non-zero offsets of the signals 
in the storage elements). Unnecessary shiftings (over-and-backs) can be saved 
and thus more hardware provided mechanisms can become favorable to use. Also 
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alignments necessary for operations can be hold in between operations (e.g., the 
binary point location of the inputs should be aligned for the addition operation). 

On the one hand, an alignment to hardware provision is favorable, since this 
is much cheaper (for free) than a software routine. On the other hand, alignment 
corrections in between operations is unfavorable, since those corrections imply 
the insertion of shift operators. A trade off is to be made. One ends up with a 
NP-complete combinatorial optimization problem in which the alignments are 
to be chosen in order a minimal execution time results. 

In the compilation process from high-level specification to low-level machine 
code, other optimizations have to be performed. In the first phase of proving 
the global-based approach, we therefore decided to split the compilation process 
into a global-based transformation of the specification at high-level towards the 
characteristics of the target architecture, followed then by an existing local-based 
compilation step. 

The manual elaboration of the mapping principles for some small DSP appli- 
cations in [1], showed indeed that  enormous reductions in execution time arise. 

3 M a g n i t u d e  T r a c k i n g  

In this section, we propose to analyze the application by magnitude tracking. 
Thereafter a mapping-independent reduction technique based on that  analysis, 
is explained. 

The goal of the analysis is to introduce more flexibility and better heuristics 
in the mapping. It is therefore useful to track the magnitude of the signals 
throughout the entire application graph. The tracking applies for both the MSB 
side as well as the LSB side of the signal and it gives an upper bound on the 
magnitude of the signal. The upper bound determines the number of bits the 
signal really occupies. Since signals are tracked throughout the whole application 
graph, the technique has a global scope. The tracking assumes some knowledge 
of the operations. More precisely, the evolution of the magnitude through the 
operations. 

If at compile-time, it is known that an overflow (dual for quantization), is 
not going to happen, the mechanism for it becomes arbitrary; it does not fire 
anyway. An operation with a certain overflow characteristic which is not going 
to be addressed, can thus be mapped on a corresponding operator with arbitrary 
overflow characteristic. Both a don't  care overflow and a don't  care quantization 
characteristic are defined and added to the list of possible characteristics for the 
specification of an operation. Besides, in case that  the magnitude of the signal is 
smaller than the provided number of bits, the specification is too relaxed and the 
provided number can be diminished. In fact, totally independent of the target, 
some transformations are made to the specification. Based on the global analy- 
sis of the range, superfluous specs are removed. In case a software routine was 
needed to realize the specified overflow characteristic, a don't  care replacement 
introduces a local reduction by one or two orders. In case one was obliged to 
align the signal one bit away from the border of the storage element in order 
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to prevent the hardware provided mechanism to be fired, a don ' t  care replace- 
ment  introduces a save of two shifts. In case a specified signal width decreases, 
more flexibility in da ta  mapping originates, and probably some shifting can be 
removed. 

A mapping-dependent  reduction technique and illustrating examples can be 
found in [1]. 

4 C o n c l u s i o n  

Bit-true simulation and emulation are impor tan t  steps in the design of DSP 
applications. Because the finite word length characteristics of the signals and 
operations of the application differ from those on the simulation target,  extra  
code is inserted around each operator. An entire dataflow analysis combined 
with a total  exploration of the available mapping  flexibility results in a bet ter  
merging of the specification of the application and the features of the target.  
The new techniques proposed, lead to code sizes and execution times one order 
of magni tude smaller than those of present-day compilers. 
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