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Abstract 
This paper addresses the problem of distributed reactive systems execution. We 
first show that a natural parallel description of such systems can be achieved 
with synchronous languages. Then, we explain how a centralized synchronous 
program can be executed in its environment, which is intrinsically asynchronous. 
For this purpose, we define a synchronous/asynchronous interface, which links 
the program logical time with the environment physical time. Finally, we moti- 
vate the need for distribution and show how a desired distribution can be easily 
achieved, thanks to the object code distribution algorithm implemented in the 
OC2REP tool. We then propose and discuss three solutions that allow distributed 
synchronous programs to be executed on an asynchronous network of processors. 
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1 I n t r o d u c t i o n  

1.1 R e a c t i v e  s y s t e m s  

Reactive systems are computer systems that react continuously to their environ- 
ment, at a speed imposed by the latter [11]. This class of systems contrasts, on 
one hand with transformational systems (classical programs whose inputs are 
available at the beginning of their execution, and which deliver their outputs 
when terminating), and on the other hand with interactive systems (which react 
continuously to their environment, but at their own speed: for instance operating 
systems). Among reactive systems are most of the industrial real-time systems 
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(control, supervision and signal-processing systems), as well as man-machine 
interfaces. These systems have the main following features: 

�9 Parallelism: At least, the design must take into account the parallelism be- 
tween the system and its environment. Moreover, these systems are often 
implemented on parallel architectures, whether for reasons of performance 
increase, fault tolerance or functionality (geographical distribution). Fi- 
nally, it is convenient and natural to design such systems as sets of parallel 
components that cooperate to achieve the intended behavior. 

�9 Determinism: These systems always react the same way to the same in- 
puts. This property makes their design, analysis and debugging easier. 
Thus, it should be preserved by the implementation. 

�9 Temporal requirements: These requirements concern both the input rate 
and the input/output response time. They are induced by the environment 
and must imperatively be satisfied. Hence, they must be expressed in the 
specifications, they must be taken into account during the design, and their 
satisfaction must be checked on the implementation. 

�9 Dependability: This is perhaps their most important feature as these sys- 
tems are often critical ones. For instance, the consequences of a software 
error in an aircraft automatic pilot or in a nuclear plant controller are dis- 
astrous. Therefore these systems require rigorous design methods as well 
as formal verification. 

1.2 T h e  s y n c h r o n o u s  a p p r o a c h  

Synchronous languages [9] have been introduced in the 80's to make the program- 
ming of reactive systems easier. They are based on the simultaneity principle: 
all parallel activities share the same discrete time scale. This is the synchrony 
hypothesis. Each activity can then be dated on this scale; this has the following 
advantages [2]: 

�9 Time reasonings are made easier. 

�9 Interleaving-based non-determinism disappears, which makes program de- 
bugging and verification easier. 

The main languages based upon the synchrony hypothesis are SML [4], 
the STATECHARTS [11], ESTEREL [3], LUSTRE [10], SIGNAL [12], SAGA [1] and 
ARGOS [131 . 

Finally, research on synchronous languages compilation has led to define 
an automaton encoding format: it is the OC format (OC standing for "object 
code" [14]). OC is the output format of the ESTEREL, LUSTRE and ARCOS 
compilers. It was recently extended to handle SIGNAL and SAGA programs as 
well [14]. The automaton transitions, whose execution time is statically com- 
putable, correspond to the system reactions to an input. Such an encoding allows 
to accurately checking the synchrony hypothesis validity, which is of paramount 
important for critical fields of applications. 
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1.3 Reactive systems execution 

Synchronous languages can be compiled into fmite state automata,  with pieces 
of sequential code associated with each state. Yet, there remains the problem of 
their execution. Actually, the main constraint on the execution of synchronous 
programs is the reactivity constraint: a synchronous program implements a re- 
active system; it must thus remain reactive to its environment; in other words, 
it must react to any of the environment promptings. 

It  is convenient to view a synchronous program as a machine which trans- 
forms instantaneously input vectors into output  vectors. This is the case of the 
OC programs, obtained when compiling synchronous programs. We thus add 
a synchrony constraint, enforcing a synchronous program to receive vectors of 
inputs. Now a synchronous program is embedded into its environment, which 
is asynchronous. This means that  the input values are produced by the envi- 
ronment without any order. To ensure that  the reactivity and the synchrony 
constraint are satisfied, there must be an interface whose job is to transform 
the input values produced by the asynchronous environment into input vectors 
for the synchronous program. Concerning the inputs, we distinguish continuous 
and impulse inputs: 

�9 A continuous input can be seen as an electrical wire. It  always has a 
value (in the same manner that  an electrical wire always has a measurable 
potential). As a consequence, we can always read a continuous input value. 

�9 An impulse input, on the contrary, is considered as an event. Such an 
input is present or not. The event "the input is present" can be seen as a 
Dirac impulse. 

In this paper we present some implemented solutions for the execution of 
synchronous programs. We first present the general solution for centralized 
programs (i.e., executed as a single process). Then we motivate the need for 
distributed reactive systems, and present a distribution tool which implements 
an object code distribution method. We then introduce three execution methods 
for distributed synchronous programs, and discuss them. 

2 C e n t r a l i z e d  e x e c u t i o n  

2.1 Synchronous/asynchronous interface 

The interface is the link between logical time of the program and the physical 
t ime of the environment. It must satisfy both  the reactivity and the synchrony 
constraints. We first present the general sequential execution mode, where the 
environment and the synchronous program behave in a sequential way (i.e., only 
one at  a time is running). Then we present a particular passive execution mode, 
developed at SCHNEIDER ELECTRIC, where the synchronous program scans the 
inputs itself, which are updated by the environment in a passive way. 
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2 .2  S e q u e n t i a l  e x e c u t i o n  m o d e  

The sequential execution mode [15] consists of two parts: 

c o n t m p : t S ~ ~ ~ ~ ,  synchronous program 

i m p u l s e ~  , , , '  _[ G outputs 

i n p u t s - - ~ ~  I I I ~ ' ~  

input handlers queue vector generator 

Fig. 1: A centralized sequential synchronous/asynchronous interface 

The specialized input handlers which scan the inputs: impulse input values 
are serialized into a unique waiting queue, in their chronological order, and 
continuous input values are sampled when requested. 

And the vector generator: 

�9 does nothing while the queue is empty, 

�9 extract from the queue the maximal word belonging to the program input 
language (to be defined later) and builds the corresponding input vector; 
any missing impulse input value is replaced by the absence value e; as said 
in section 1.3, a continuous input always has a value. 

�9 and finally invokes the synchronous program. 

The synchronous program and the vector generator exchange control with 
each other. Only one at a time is running. The synchronous program computes 
an automaton transition each time it receives an input vector. It produces 
outputs, and then it gives the control back to the vector generator. In this 
execution mode, both the reactivity and the synchrony constraints are satisfied. 

The vector generator must take into account the existing relations between 
inputs: exclusions, implications, clock constraints.. .  Such relations are environ- 
mental constraints that must be fulfilled by the interface. They are expressed in 
the program input language. When there are no relations, the generator has to 
build a new input vector each time the queue is not empty, by extracting from 
this queue the largest prefix including at most once each input. 

For instance, consider four impulse inputs and the following values: 

b2 bl ~ ! I 7 la ldllcllb lbllal  
Fig.  2: An input value sequence with four impulse inputs 



19 

Then the vector generator successively builds the following vectors: 

�9 (al,  bl, ~, z) because there are two consecutive values of B; 

�9 (a2, b2, cl, dl) because it is the largest prefix that  can be extracted from 
the queue. 

Now the generator reading rate can be higher. It may for instance find its 
waiting queue empty, which we will represent by the value 0. For instance, 
assume tha t  it reads successively the following input values: al,  bl, b2, Cl, 0, 
dl and a2. A 0 means that  two successive promptings are delayed. In such a 
case, the vector generator cannot wait for the missing input values necessary to 
build a full input vector: because of the reactivity constraint, it must build a 
new vector with the previously read values and as many ~ as missing values. 

In our example, the generator builds the following vectors: 

�9 (al,  bl, e, e) because there are two consecutive values of B; 

�9 (s,b2,cl,e) because there is a ql in the queue; 

�9 (a2, e, e, dl) because it is the largest prefix that  can be extracted from the 
queue. 

We conclude that ,  because of the generator reading rate, synchronous 
programming does not totally avoid non-determinism. It only rejects non- 
determinism at the interface level. This will have consequences on the distribu- 
tion of interfaces, as we will see in section 3. 

2 . 3  P a s s i v e  e x e c u t i o n  m o d e  

This solution, developed at SCHNEIDER ELECTRIC for SAGA programs, takes 
advantage of the fact that  only continuous inputs are considered. This assump- 
tion is realistic since SAGA is used in the nuclear process control field, where 
inputs are physical values. 

There is no waiting queue, and each input handler has to sample and give its 
last value when requested. Here the environment is considered as passive since 
the program itself scans these handlers each time it needs an input vector: 

--D 

--D 
input handlers synchronous program 

Fig. 3: A centralized passive synchronous/asynchronous interface 

The synchrony constraint is clearly satisfied since the program itself builds 
input vectors. Now, since the system only has continuous inputs, the notion 
of environment prompting depends on the variability of the inputs. Hence, the 
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reactivity constraint is satisfied, provided that the synchronous program is quick 
enough. This can be easily checked thanks to the automaton structure of the 
object code [14] produced by the compiler. 

3 D i s t r i b u t e d  e x e c u t i o n  

We now address the problem of distributed interfaces. We quickly motivate 
and introduce an implemented distribution tool, and then show how distributed 
interfaces can be implemented. Here again, the main concern is to ensure that 
the reactivity and the synchrony constraints are satisfied. We introduce three 
solutions, and show that only the third one is suitable. 

3.1 D i s t r i b u t i o n  m e t h o d  

Many reactive systems have to be distributed on several computinglocations, 
for various reasons: performance increase, location of sensors and actuators, 
fault tolerance. This is the case of the CO3N4 control system, developed at 
SCHNEIDER ELECTRIC with SAGA for nuclear plants. 

To achieve a distributed implementation of reactive systems, we propose to 
use the object code distribution method. This method consists in building the 
centralized transition system corresponding to the program behavior, debugging 
and verifying it, and then distributing it according to the system designer's spec- 
ifications. This yields the following advantages: First, compiling the program 
into a single transition system may be useful, for debugging and verification pur- 
poses [16, 7]. Second, research on synchronous languages compilation has led to 
a common encoding format for automata: it is the OC format [14]. Hence the 
object code distribution method can be applied to any synchronous program. 

The distribution algorithm, fully presented in [6], consists in: 

1. assigning a unique computing location to each action, thanks to the de- 
signer's specifications; 

2. replicating the program on each location; 

3. eliminating on each location the actions not belonging to the considered 
location; 

4. inserting sending actions in order to solve the data dependencies between 
two distinct locations; 

5. inserting receiving actions in order to match the sending actions; 

6. adding dummy communications in order to synchronize the distributed 
program. 

It works because the program control structure is expressed in the automaton: 
we choose to replicate the control structure on each location, and to compute this 
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algorithm only on the sequential code of the states (actually a directed acyclic 
graph of actions). 

Then, some communication mechanism remains to be chosen. Queues allow 
to put back sendings and move forward receivings, therefore minimizing the 
waiting time induced by the communication network [8]. We choose to have two 
FIFO channels for each pair of locations, one in each direction. This is quite 
cheap in terms of execution environment, and has proved to work satisfactorily. 

3 .2  D i s t r i b u t i o n  t o o l  

This distribution method has been implemented and tested: it is the OC2REP 
tool. It acts as a post-processor for the various synchronous languages compilers. 
Starting from an OC program and a file of distribution specifications, it produces 
n OC programs, one for each computing location or process. The only require- 
ment is that the network must preserve the integrity and the ordering of mes- 
sages. Finally, an industrial version is being studied at SCHNEIDER ELECTRIC 
for SAGA applications. It is intended to be used for the future nuclear plant 
control system. 

3 .3  C e n t r a l i z e d  s o l u t i o n  

First, we can adapt the centralized solution to the distributed case. It consists 
in using the vector generator, described in subsection 2.2, with the distributed 
program: the generated vectors have to be partitioned into as many sub-vectors 
as computing locations. 

We assume that the program is distributed for n locations. The set of inputs 
is partitioned into n subsets, one for each component of the distributed program: 
This partition is directly deduced from the distribution specifications. Moreover, 
each sub-vector is obtained by projecting the input vector onto the corresponding 
subset of inputs. 

For a program distributed on two locations, we have: 

P1 

III asyn4  on, 
nm~ 5ca i 

Fig. 4. A centrMized interface linked with a distributed program 

For instance, consider the case of four inputs .4, B, C and D, such that ,4 
and B belong to location 1, and C and D to location 2. We keep the values of 
figure 2. The generated vectors are (al, bl, s, e) and then (a2, b2, cl, dl). Thus, 
the projected vectors are for program PI: (al,bl) and then (a2,b2), and for 
program P2: (e, ~) and then (el,all). 
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The (e, ~) must not be considered as an empty input: indeed it forces P2 
to react, thus allowing the communications with P1, and possibly the receipt of 
input values. 

This execution mode satisfies both  the reactivity and the synchrony con- 
straint. However, it is not a distributed implementation. Here our goal is to 
distribute the interface as well as the synchronous program, so that  each com- 
ponent of the distributed program is independent of the other components, and 
thus can be run separately. 

3 . 4  N a i v e  d i s t r i b u t e d  s o l u t i o n  

The first distributed solution takes advantage of the existing synchronization 
of the distributed programs. Such a synchronization is intended to prevent 
the situation where one of the location programs behave as a value producer 
while others behave as value consumers. This could lead to queue overflow 
and loss of the temporal semantics of the centralized program. To ensure that  
the distributed programs remain synchronized, we can for instance add dummy 
communications between the distributed locations [6]. The result is that  there 
cannot be more than one cycle overlap between any two location programs. 

The naive distributed solution consists in projecting the vector generator 
onto the input subset of each location. We thus obtain one vector generator for 
each location. For our program distributed on two locations, we have: 

a,~ al 

dl 

a2 al)F a2 b2lbllal~l"~l(b21 ) (b,1 :_ 
async~.~)n( 

~ dll "::~ 
7 P2 i 

~:.~ 

Fig. 5: A distributed interface with a distributed program 

We keep the same input value sequence as in figure 2. The first vector 
generated by the couple G1/G2 is (al,bl,cl,dl). The problem is that  G1 and 
G2 should send synchronous input vectors to P1 and P2 respectively, which is 
not the case due to the delay between alibi and el/d1. In other words, the 
synchrony constraint is satisfied for each component of the distributed program, 
but  not for the program as a whole. Moreover, this vector does not correspond 
to the first vector generated by the centralized interface (i.e., the (al, bl, s, ~) 
vector). 

In fact, G2 should be forced to build an input vector at the very moment 
when G1 sends its vector (al, bl) to P1. In such a case, either the waiting queue 
of G2 is empty and it must build an empty vector (i.e., the (E,e) vector), or it 
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has already read some values and it must  complete its new vector with as many  
as missing values. 

Now consider a program with two inputs A and B, distributed such tha t  A 
belongs to location 1 and B to location 2. Then assume tha t  values for A are 
more frequent than  for B. The reactivity constraint induces tha t  each vector 
generator  (G1 for location 1 and G2 for location 2) is able to take into account 
each input  value. The synchronization between programs P1 and P2 ensures 
tha t  they compute  the same number  of cycles. Two situations may  arise: 

�9 G1 and G2 run at the same rate,  i.e., at  the the fast input (A) rate: in tha t  
case, bo th  programs P1 and P2 are activated the same number  of times, 
even if P2 is sometimes activated with an empty  input vector. 

�9 G1 and G2 run at  their own input rate: in tha t  case, G1 runs at  the fast 
input  (A) and G2 at the slow input (B) rate. Then, since P1 and P2 
are synchronized, they will run at  the slow input rate and we will face an 
overflow in G 1 waiting queue. 

In order to avoid such an overflow, we must  enforce G2 to build vectors at 
G1 rate. In other words, the distributed programs must  run at  the fast input 
rate.  This is the solution presented in the next  subsection. 

3.5 React ive  dis tr ibuted solution 

The previous solution shows the need for some kind of synchronization between 
the vector generators,  so that  they produce input vectors equivalent to the cen- 
tralized solution vectors, if possible. Several solutions can be considered. The 
one we introduce here is ra ther  easy, and its implementat ion has proved to be 
efficient with respect to execution time. 

We assume tha t  a vector generator  is able to know whether the corresponding 
synchronous program has received a value in any of its FIFO channels: 

Fig. 6: A distributed interface with asynchronous link 

I f  this assumption is valid, then a vector generator must  activate its syn- 
chronous program each t ime that:  
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�9 the inputs read in the waiting queue allow to build a complete input vector, 
with respect to the subprogram input language: in such a case the program 
will be activated with this vector; 

�9 the inputs read in the waiting queue do not allow to build a complete input 
vector but a data has been detected in one of the FIFO channels directed 
towards the program: this means that one of the other components of 
the distributed program is currently communicating with the considered 
component, and that this communicating component has already been 
activated by its own vector generator; the first vector generator must then 
activate its synchronous program with a vector including the currently 
read input values and as many ~ as missing values. 

This is a suitable solution. First, it satisfies the synchrony constraint, for the 
whole distributed program. Secondly, it ensures that the distributed program 
is reactive to its environment, since when one of its components react to a 
prompting, all other components are forced to do so, even if their respective 
inputs are absent. 

Yet, non-determinism of the interface (see end of subsection 2.2) prevents us 
from proving the behavior equivalence (in terms of generated vectors) between 
the centralized and the distributed interface. 

3.6 Implementation 

We have developed a toy execution environment for synchronous programs, 
which works in conjunction with the OC2REP distribution tool. It is based on 
UNIX/INTERNET: FIFO channels are implemented as sockets. Sockets are well 
adapted since they preserve both the ordering and the integrity of messages. 
Moreover, they allow the vector generator to check for incoming messages. It 
has allowed to run an example of distributed program (the wristwatch with 
chronograph and alarm) between the University of Berkeley and the Centre de 
Math~matiques Appliqu~es of Sophia-Antipolis. 

An industrial execution environment is currently being studied at 
SCHNEIDER ELECTRIC. It is based on the NERVIA [17] industrial network which 
uses a shared memory to implement communications between computation loca- 
tions. This network, currently used in the control system of the 1450 MW nuclear 
plants, is also planned for the future control system. Here, the main difficulty is 
to implement communications so that the ordering of the messages is preserved. 
This was the case for the UNIX/INTERNET sockets, but is no longer valid for a 
shared memory. Once again, the reactivity and the synchrony constraints have 
to be carefully checked. 

Finally, future work will include the execution of distributed programs with 
the PTOLEMY tool [5]. The PTOLEMY software is a system-level design frame- 
work that allows mixing models of computation. It is made of several domains, 
each of them being one computation model allowing to take into account com- 
munication and scheduling between processes. It is thus possible to execute the 
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programs distributed by OC2REP within a PTOLEMY domain instead of UNIX 
sockets. 

4 Conc lus ion  

In this paper, we have studied the execution of reactive systems. Synchronous 
languages allow reactive systems to be programmed while preserving their nat- 
ural parallelism and making time reasonings easier. 

The synchrony hypothesis raises the problem of program execution. Indeed, 
the program logical time is assumed to be discrete: inputs must be synchronous. 
Yet, the environment is intrinsically asynchronous: no assumption can be made 
on the input occurring dates. In order to link the program logical time and 
the environment physical time, we need a synchronous/asynchronous interface. 
The main concern here is to ensure that the program remains reactive to its 
environment. 

First, we have studied synchronous/asynchronous interfaces in the case of 
centralized programs (section 3). Then, we have motivated the need for dis- 
tributed programs, particularly in the reactive systems field (for geographical, 
performance or fault tolerance reasons). Finally, we have presented and discussed 
three solutions for distributed synchronous/asynchronous interfaces (section 3). 
Only the third solution (subsection 3.5) is satisfactory because it allows a dis- 
tributed implementation and it ensures that the program remains reactive to its 
environment. Unfortunately, the non-determinism due to the interface comput- 
ing rate does not allow to prove formally that the distributed interface has the 
same behavior as the centralized one. 

Finally, this execution method has been fully implemented on a UNIX/ 
INTERNET system. Thanks to the OC2REP distribution tool, it allows reactive 
systems to be easily programmed, compiled towards a parallel architecture, and 
efficiently executed. 
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