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A b s t r a c t  This paper analyses the criteria necessary for a knowledge representation (KI~) language 
for implementing high level vision (HLV) recognition systems. We show the importance of introducing a 
specific KR language for specification, and possibly for implementation of HLV systems. In particular, 
we examine the adequacy, tractability and suitability of implementing a HLV system using logic, the KR 
language most commonly used in areas of Artificial Intelligence isomorphic to HLV. In addition, we use 
this analysis of classical logic to identify the criteria necessary for any HLV KR language. Logic is seen 
to be at least as good a language for specification of HLV systems as any other KI~ language. However, 
using evidence obtained from an object recognition system implemented using propositional logic, evidence 
which is supported by theoretical analyses, we argue that classical logic is an inadequate KI~ language for 
implementing HLV systems. It cannot identify preferred interpretations, and is computationally intractable, 
even for simple propositional languages. 

1 I N T R O D U C T I O N  

Although progress is being made in high level vision (HLV) on many different fronts, it is becoming 
apparent that some foundations must be established to provide coherence for the different research 
areas. Currently, it is difficult to compare different systems, even if they attempt to solve the same 
problem. Such systems use a large number of widely divergent knowledge representation schemes, 
which include constraints (algebraic, geometric, symbolic), graphs, logics, rules and neural nets; they 
also require different inputs (e.g. edges, orientations, etc.) and produce different outputs. What 
is needed is: (1) a metric for judging the efficiency of the different techniques; and (2) a means of 
testing and guaranteeing the completeness and correctness of the systems (e.g. to determine if all 
correct interpretations are identified). 

A logical framework for depiction and image interpretation has recently been introduced "as a 
foundation for the specification, design and implementation of vision" systems [10]. This framework 
ensures correctness with respect to task and algorithm levels, and, in conjunction with the criteria 
proposed by Mackworth [4], is a means of system specification at least as good as any other KR 
language. This paper analyses the criteria necessary for an implementation language, criteria which 
have not been analysed as closely in vision as in artificial intelligence (AI). In addition to the criteria 
of [4], we assume polynomial-time algorithms to be a necessary criterion, since scene understanding 
must almost always done quickly. 

In exarnining the criteria necessary for a HLV KR language, we study logic in particular, for 
several reasons: (1) logic is the most important AI KR language; (2 ) the  isomorphism between 
diagnostic reasoning (a sub-field within AI) and HLV ([10], [9]) suggests that the tools (specifically 
logic) used for diagnostic reasoning can be used for HLV as well; and (3) it is important to know 
whether logic is suitable not just for specification but also for implementation of HLV systems. 
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2 L O G I C - B A S E D  O B J E C T  R E C O G N I T I O N  S Y S T E M  

2.1 Objectives 

We define high level vision loosely as the process of ascribing an interpretation to a set of image 
primitives. We assume that these image primitives could include edges, surfaces, textures, etc. 
We simplify the image primitives in order to focus on the reasoning necessary to interpret images 
composed of the image primitives. 

The object identification task on which we focus is "proving" the existence of instances of a class 
of models, and involves: (i) processing a set of image primitives by filters; (2) creating hypotheses 
about the existence of "seed" subparts which are used to initiate the object identification process; 
(3) generating logical clauses based on the spatial relationships of the image primitives; and (4) 
identifying (partially) complete, consistent interpretation(s) of the image by using a theorem prover 
to obtain the logical interpretation(s) of the set of clauses together with a set of axioms for the 
object-models. The filtering of image primitives is domain dependent,, but the processing of logical 
clauses is domain independent. 

We study whether logic satisfies the descriptive and procedural criteria proposed in [4]. We note 
two assumptions underlying the choice of logic: (i) a complete axiomatisation of the image and scene 
domains and of the scene-image transformations is necessary; and (2) absolute correctness (e.g. all 
quantities are precisely specified, and no noise is present). 

We study an articulated model, which is one method of generalising the rigid models currently 
used in many vision systems. To avoid confusion with logical models, we use the term r-model to 
denote recognition models, which are composed of a specification of the geometrical properties of 
an object or object class (e.g. a cup class may contain coffee mugs with handles, styrofoam cups 
without handle, or cups for drinking water), and a specification of the mapping between scene and 
image. 

The model class studied is an articulated puppet, which is broken into multiple sub-parts, I each 
with rotatory, translational and scaling degrees of freedom with respect to the part to which it 
is joined. Each puppet subp~t is a rectangle in both scene and image domains. Puppet models 
are defined hierarchically: a puppet consists of four major subcomponents, head, neck, trunk and 
limb. The limb subcomponent is the subdivided into legs and arms, each of which have further 
subcomponents, etc. This hierarchical structure enables definition of figures of varying complexity. 
For example, a hand can be subdivided into a palm and five fingers. It is hoped that this analysis 
will provide a basis with which to extend the models currently used in most modal-based systems, 
and analyse the computational costs of identifying completely articulated objects. 

2 . 2  Logical Formulation 

The problem the Visual Constraint Recognition System (VICTORS) solves is as follows: given a set 
of n 2D randomly overlapping rectangles and a relational and geometric description of a figure, find 
the best figures if any exist. We define the figure using a set of constraints over the overlap patterns 
of k < n rectangles. VICTORS is a simple implementation of an object recognition task which we 
argue is the basis for almost all model-based HLV systems. This high-level description is broken 
down into two distinct components: preprocessing and logical encoding. 

Preprocesslng:  Preprocessing filters out unlikely image primitives, and even though it could be 
formulated logically, is not considered logical manipulation. A logical encoding would only be for 
formalisation purposes (e.g. proving correctness), and not  for implementation purposes. We argue 
that logically modeling the complete set of image primitives of a typical image is computationally 
expensive and unnecessary, primarily because the uncertainty introduced by noise and the large 
number of primitives possible will overwhelm any theorem prover. Preprocessing consists of passing 

1For example, a 7-part puppet consists of head, neck, trunk and 4 limbs. More detailed figures of 15 or more pa~ts 
are defined similarly. In general, a library of classes of figures can easily be defined. 
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the input data (image primitives) through a set of filters before encoding the logical clauses. A filter 

is a test of the geometric properties of a rectangle. A constraint is a set of filters. Each constraint 
places restrictions on acceptable assignments of puppet parts to rectangies based on the overlap 
patterns of the rectangles. For example, one of the filters for a trunk is that there are at least 5 
smaller rectangles overlapping it (which could be a neck and four limbs). 

Lol~ical Axiomat isa t ion"  The r-model axioms show the underlying logical formulation of the 
object models typically used in visual interpretation t~sks. The forma~isation of the axioms for the 
image domain, scene domain and image-scene domain is based on the a0domatisation frasnework of 
Reiter and Mackworth [t0]. 

The image domain axioms formalise the spatial relationships among the image primitives, of 
which there is one kind, a rectangle. The scene domain axioms formalise the puppet figure. There 
are axiom sets for both complete and incomplete figures, reflecting the basic and extended modes 
modes of operation possible in VICTORS, respectively. In the basic mode, logical descriptions of 
the part hierarchy and of joints are made for complete puppets. 2 Joints define how the puppet 
parts are connected. The extended mode formMisation consists of a similar set of axioms which are 
extended to allow incomplete or occluded figures, etc. The Image-Scene Domain  axioms formalise 
the relationships between image elements and scene elements, and can account for occlusion. For 
example, an edge in the image maps to a specific corner of a block, or the edge of a ball in the scene 
produces a curved line in the image. 

For a particular image, hypotheses are made about the interpretation of image primitives using 
the logical axiomatisation, and a consistent subset of this initial hypothesis set is derived s using an 
ATMS [2] as the theorem prover. First, seed hypotheses are made: seeds are specific puppet part- 
hypotheses which are chosed because they are good hypotheses for ~'growing" puppet figures and 
for constraining the search space. (Only image primitives which pass the constraints are encoded 
logically.) For example, a trunk is a seed because it is tightly constrained by having 4 attached limbs; 
in contrast, a foot is loosely constrained with one attached limb. Based on the seeds, secondary 
clauses defining limbs attached to previously-hypothesised puppet parts are created, thus "growing" 
the puppets. 

An assumption, a special propositional literal, is assigned to each clause to denote the source 
of the clause. If assumptions are denoted by subscripted A's, a seed clause can be A1 =~ R~ : 
scene - e l emen t  - x,  meaning that rectangle R2 is hypothesised to be scene - e l emen t  - x under 
assumption A1; a secondary clause can be A2 h R4 : s c e n e -  e l e m e n t -  x ~ Rs : s c e n e -  e l e m e n t -  y, 

meaning that rectaagle R5 is hypothesised to be s c e n e -  e l e m e n t - y  under assumption A2, by virtue 
of its overlap with rectangle R4, currently hypothesised to be scene - e l e m e n t  - x. This set of clauses 
is passed to the theorem prover. All logical models for this clause set are derived, such that each 
logical model corresponds to a puppet hypothesis. 

We refer the reader to [6] and [9] for descriptions of system capabilities, such as identifying 
complete puppets, puppets with ambiguous interpretations, missing pieces, occluded pieces, puppets 
amid clutter, etc. Other primary features include robustness given noise, explanation generation, 
studying many different alternative interpretations by simple database changes. 

VICTORS has been extended with an uncertainty calculus, Dempster Sharer (DS) theory, to 
test how a preference ordering affects system performance. DS theory is used because it has an 
underlying logicM semantics [7], and hence can be implemented in a propositional logic system in a 
straightforward manner. 

The ATMS is extended by assigning [0,1] weights to assumptions. Assigning weights to assump- 
tions entails replacing the symbolic token associated with each assumption by a [0,1] meas~/re which 
indicates the degree of acceptability of the particular constraint. Computing such measures does not 
require significantly more processing than is necessary with the traditional ATMS. This is because 
the rectangle data that exists already is used to define criteria for "quality" of part acceptability. 
Thus, inste~l of testing a constraint that the overlap of rectangle C, identified as t r u n k ,  with rect- 

ZWc note that the articulation of the puppet adds significant complexity to the identification task. 
3This is called the abductive approach in diagnostic reasoning. 
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angle D either qualifies D to be a thigh or not, a weight or probability with which the constraint 
could be true is calculated. 

For the purposes of this paper, it is sufficient to note that the assignment and updating of the 
measures assigned to puppet parts and puppet figure hypotheses is done in a coherent manner, 
according to the semantics of DS theory. The measures used introduce a partial ordering on the 
puppet figure interpretations, the effect of which is described in the following section. 

3 S Y S T E M  P E R F O R M A N C E  

In practice, the performance of VICTORS degraded significantly with (t) increased complexity within 
a given model classl and (2) density of rectangles (i.e. the degree to which the rectangles overlapped 
each other) in the input image. Although results are good for simple inputs and simple puppet models, 
the system is quite slow for images with a large number of partial interpretations and for complicated 
models. This is because an enormous search space could be generated when exploring all possible 
visual interpretations, given that there is no ordering to prune unlikely (partial) interpretations. 
Analysis of the complexity of the modules of VICTORS shows the TMS (i.e. the means of determining 
logical interpretations) to be the most computationatly expensive module, as the other modules have 
at worst linear or polynomial complexity. 

The use of DS Belief functions has enabled interpretation ranking, such that the best interpre- 
tation can be found. However, the computational costs of deriving DS measures so undermine its 
advantages that the use of approximation DS measures is necessary. In fact, the problem of com- 
puting exact DS measures is intractable [7]. The use of heuristic approximation algorithms for DS 
uncertainty measures, as done in VICTORS, trades off intractability for theoretical accuracy. 

Results to date indicate that even simple weight assignments prove useful in generating an or- 
dering of partial interpretations equivalent to the theoretically accurate ordering. However, for more 
complicated input data these approximation techniques are too inaccurate. Indeed, we anticipate 
that real, sensor-derived data will require sophisticated weight manipulation. Even so, there are do- 
mains in which efficiently-computed approximate weight assignments can provide the partial ordering 
necessary for directing search and improving the efficiency of the ATMS. 

The poor system performance is corroborated by theoretical results about the complexity of the 
problems underlying VICTORS. The problem underlying VICTORS can be formalised as computing 
all logical models of the axiom and assumption sets. It is well known that a set of axioms may have 
an exponential number of logical models; but even when there are few models the only known method 
of solving this problem is exponential in the number of assumptions or axioms, on average [8]. 

In addition, the hope that simple, propositional preference logics might be more efficient than 
the corresponding classical logics has proved to be false: even propositional Horn default logics are 
NP-hard [11] 4 and preference logics are less tractable than comparable classical logics [8]. Moreover, 
preference logics are not well understood in terms of their semantics and the definitions of model 
minimality [8], and is it not possible to define a consistent, universal preference logic [3]. 

This theoretical analysis supports the practical experience of VICTORS, namely that the two 
main drawbacks of classical logic for HLV are intractability and the lack of a preference ordering. In 
fact, it has been argued that logic cannot be the basis for any form of human reasoning because of 
its intractability [1]. The restrictions (placed on preference logics) to ensure tractability are so severe 
that too much expressiveness is lost. What is needed is a meta-logic to manipulate the preference 
orderings (e.g. updating and combining preferences). In essence, it may be argued that what is 
needed is an evidential calculus. 

4In contrast, determining satisfiability for propositional Horn (classical) logic is O(n). 
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4 C O N C L U S I O N S  

In this paper we have identified many of the criteria necessary for a KR language for HLV. We have 
argued that specification is crucial, a task for which logic is at least as good as any other language. For 
implementation, we have identified, in addition to the procedural and descriptive adequacy criteria 
of [4], the need for polynomial-time algorithms and a preference ordering. We showed that logic 
fails the last two criteria, and that preference logics do not posses polynomial-time algorithms for 
all but the most trivial restrictions. These negative results indicate that significant effort must be 
directed to approximation, control and problem decomposition issues. We argue that the KI~ scheme 
is determined by efficiency criteria and control issues, and not vice versa. 

A big question is whether any KR language can satisfy all these criteria. Probability theory, to 
date, is the only other possibility. It has a well-defined semantics, defines a preference ordering and 
has linear-time algorithms for a large class of problems, 5 but probability theory has many unique, 
and different problems [9]. 

The  other alternative is not to implement a HLV system with a single KR language. Subject 
to a well-defined system specification, efficient, task-dependent techniques which transform specified 
inputs to specified outputs can be developed. It is possible that this, in fact, may  be the most 
promising future research, and also the approach most similar to biological vision systems. 

This analysis also addresses the speculation regarding the integration of high level vision and 
lower level vision. Since most high level KR schemes arepurely symbolic, as opposed to intermediate 
and low level vision KR schemes being purely numeric, the symbolic/numeric interface has been 
seen to be problematic. We argue that high level visual reasoning must have an important numeric 
component, hence avoiding a problematic numeric/symbolic integration of lower level and high level 
vision. 
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