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Abs t r ac t .  Several performance analysis tools have been developed with 
the drawback of dedicated hardware solutions or the compute intenseness 
of simulations. The modern microprocessors, with hardware support for 
counting of system hardware events, now make possible universal soft- 
ware tools for the performance analysis of complex application programs 
such as the SPEC benchmarks. 
In this paper, we present a new method to determine system resource 
utilization (cache miss ratios, CPI values, branch miss predictions) of 
arbitrary programs, based on a sampling technique, combined with access 
to processor-internal event counter registers. We present the sprof tool 
set that is based on this method and enables also the detailed analysis of 
individual subroutines of a program, as they are executed over time. The 
high accuracy and the negligible overhead of the tool set is demonstrated. 
We used the SPEC95 benchmark suite, consisting of 8 integer and 10 
floating-polnt intensive non-trivial programs that are commonly used to 
define the performance of workstations and servers. As an example, we 
present the analysis of a SPEC CPU95 benchmark program on different 
processor architectures. 

1 I n t r o d u c t i o n  

Several performance analysis tools have been developed. Some tools are based on 
hardware monitor  devices which are very expensive, inflexible in handling and 
not usable in all sys tem environments like parallel computers  [SG94, GT95]. 
Other  tools, which are implemented completely in software, are either very 
compute intensive or provide too few da ta  for a detailed performance analy- 
sis. Thereby, simulation is the commonly used method to evaluate performance 
of different system components.  With  the increasing speed of CPUs, it appears 
that  the memory-sys tem performance is the crucial part  of the computer  archi- 
tecture. Therefore several projects have developed cache and memory  simulators 
(CPROF [LW94], WARTS [DF96]). However, today 's  simulation techniques are 
discouragingly slow. Simulation t imes can be two or three orders of magni tude 
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slower than the runtime of the program on the original hardware. In a previ- 
ous study, the simulation time of the SPEC benchmarks has been estimated as 
17 months of processing time [GHPS93]. Therefore, new techniques have to be 
developed which overcome the disadvantages of these simulation methods and 
the inflexibility of extra hardware monitor devices. 

The high-density integration technology of today's semiconductor industry 
enables new functionalities to be implemented directly on the processor chip. 
Almost all modern RISC microprocessors have hardware event counter regis- 
ters which are accessible by system and user programs. The counter registers 
and new techniques, described later on, are now able to merge the benefit of 
hardware monitors and software profiling tools. Furthermore, standard profiling 
provides static performance statistics only. Usually, statistics are collected for 
the whole execution time of the programs. But in almost all cases a dynamic 
performance observation is required. Differences in the performance behavior 
caused by program phases can only be determined by a dynamic profiling tool. 
Also the assignment of performance statistics to certain parts of the program 
(subroutines, marked areas) is necessary for a detailed performance analysis. 

The next section presents a short overview of the state-of-the-art profiling 
tools. Section 3 describes our new approach to a universal dynamic profiling tool 
sprof. Section 4 presents our analysis of SPEC benchmarks with the sprof tool 
set. The next section describes how the tool can be used to analyse workloads 
of tasks of parallel programs. The last section is a short conclusion. 

2 S t a n d a r d  P r o f i l i n g  

The profiling tool, widely used for UNIX systems, is prof which produces an 
execution profile of a program [Pro]. The profile data  is taken from a file which 
is created by programs compiled with a special compiler option. The option also 
links special libraries compiled for profiling. Moreover the profiled program is 
instrumented in such a way that  for each external symbol (subroutine entry) the 
percentage of execution time spent between that  symbol and the next is deter- 
mined together with the number of times that routine was called and the number 
of milliseconds per call. An improvement of profis gprofwhich propagates routine 
execution times along arcs of the call graph of the program [GKM83]. 

Generally, an execution profiler apportions statistic values, such as execution 
counts and execution times of a program, to its component parts. The grain of 
program decomposition of the profiling depends on the language in which the 
program is written. Information can be provided on statement level, routine level, 
or on individual objects, prof and gprof are designed for procedural languages 
with explicit control flows. 

To avoid a runtime intensive code instrumentation a periodical execution 
inspection was developed where a logical partitioning of the program code in 
several consecutive blocks was introduced. A sampling technique is used to build 
a histogram of the performance data over these blocks. The program pointer is 
read periodically and the address of the program pointer is transformed to a 
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block of the program code. In a post processing phase the entries of the blocks 
are assigned to appropriate subroutines of the inspected program. Subroutines 
can spawn one or more blocks, but a block does not necessarily have to be 
identified with a single subroutine. Two methods to determine the block sizes 
are applicable. The first method uses equal block sizes which allows a simple, 
constant time transformation between code address and block number. Due to 
the desired relation between code size of the functions and the block sizes, the 
number of blocks in the histogram table can get very large. The second method 
uses block sizes which are equal to the size of the code of the functions. These 
adapted block sizes lead to histogram tables with number of entries equal to 
the number of functions. The transformation between code address and block 
number is optimally done by binary search in logarithmic time. 

A disadvantage of these tools is that  only one statistic for the whole program 
is generated. A time-oriented presentation of execution t ime distributions is not 
possible. Also statistics of other events like cache misses or TLB misses is impossi- 
ble. Superscalar microprocessors and several levels of memory are characteristics 
of modern computer systems with their sophisticated architectures [HP96]. But 
the standard tools do not consider resource utilization other than elapsed time. 

3 D y n a m i c  P r o f i l i n g  

Dynamic Profiling is a new approach to extend the standard profiling by dy- 
namic analysis features which assign event counters to program sections during 
the runtime of the program. We have developed a set of highly portable and 
modular designed tools. Our tool-set can be adapted to other UNIX systems 
with minimal effort. It is flexible in the way that  all possible events and a poten- 
tial unlimited number of histograms can be handled. A user of the tool-set need 
not care about the actual number of physical event counters but he or she has 
only to select the necessary events out of the whole list of events. Thereby, sam- 
pling extents the physical counters to virtual event counters. With this method 
virtually all events can be counted simultaneously. In the following, this is called 
process event counter sampling. We introduce a profiling monitor similar to a 
debugging tool, which can profile nearly any program without the need of a pro- 
gram instrumentation. We show that  the profiling tool set is very efficient with 
a small execution overhead of less than 2%. 

3.1 H a r d w a r e  E v e n t  C o u n t e r  

Almost all modern microprocessors have on-chip integrated facilities for counting 
events lINTEL, MIPS, Hun95, WCNSH]. This facility avoids extra hardware 
equipment for event counting which is cost intensive and difficult to handle. The 
on-chip modules enable a very fast access to all necessary registers also on all 
processors of a parallel machine. Reading and setting the counter can be done 
without any additional overhead. 
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The Intel Pentium is able to count 41 events, the Mips R10000 has 31 events, 
and the PowerPC 604 handles 45 different events. Commonly used countable 
events are number of processor cycles, instructions completed, data and instruc- 
tion cache misses, branch miss predictions, and so on. These events can be used 
to compute derived values like CPI (cycles per instruction), data cache misses 
per load/store instruction and further more. 

Because of this broad functionality, the use of event counters will become a 
common usable tool for performance monitoring and optimization. 

3.2 Event Counter Sampling 

Often event counters can only be used in a restricted way. Typically modern 
microprocessors are only able to count two events concurrently. Furthermore, 
the counters are limited by their word size. For example, the event counters 
of the MIPS R10000 processor are 32 bit wide and will overflow after only 5.4 
seconds assuming a 200 MHz clock and four events per cycle. A solution for 
both problems is to sample the events. After each sampling interval, the physical 
counters are read and reset for the next interval. Events not counted are assumed 
to be the same as in the interval before. We call the technique of the alternating 
counting and the extrapolation of event counter values virtual event counters. If 
short sampling intervals are used, the counters will never overflow. 
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Fig. 1. Event counter sampling 

Figure i depicts the process of virtual event counting. Six events are counted 
by virtually six event counters simulated by two physical counters. 

3.3 D y n a m i c  S y m b o l ,  O r i e n t e d  Prof i l ing 

The standard profiling uses a single histogram with counters for equal-sized 
address blocks. The size of the histogram depends only on the code size and not 
on the execution time. But this solution is still not good enough for sequences of 
histograms, because the resulting data file would get much too large, especially 
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for short histogram intervals. A solution to this problem is to have a single 
counter for each function. The drawback is to have a slightly longer time to find 
the counter for a given address. But even with a 1000 functions this can be done 
using binary search with only 10 comparisions in the worst case. It can be further 
limited to the functions of interest. Our study shows that only a fraction of the 
functions from the SPEC CPU95 benchmarks appears in the profiling statistic 
with a non-zero execution time. 

3 . 4  T h e  sprof Profi l ing Tool S e t  

The sprof tool set is implemented in two layers (Figure 2). 

u s e r  
mode 
system 
mode 

sprof lib - symbol-oriented profiling library 

I 

cm_lib 
common part for all architectures 

. . . . .  I . . . . . . . . .  l- . . . . . . . . .  I . . . . . . . . .  I- . . . . . . . .  -4 . . . . . . . . .  I- . . . .  , I¢ hardware 
~ ~ ~ ~ ~ ~ dependent 

i 

Fig. 2. The CPU monitor library era_lib 

- A hardware dependent layer: 
The layer is implemented as a UNIX device driver. 

- A data processing and analysis layer: 
Consists of tools and libraries for processing phases. 

Ha r dware  Dependen t  Device Dr iver  The hardware dependent layer is a 
device driver to access the event counters from user programs. Besides the han- 
dling of the system or kernel privileged accesses, the device driver also protects 
the counters from simultaneous accesses of different processes. While the general 
functionality is the same for all implementations, the details depend on the oper- 
ating system and the processor. For example, the Linux kernel can be extended 
by modules during runtime, the SINIX kernel can be extended only at boot 
time. Also the parameters for the device driver slightly differ for the considered 
systems. 

D a t a  Process ing  and  Analysis  Data collection is done by user-level profiling 
with signals and interval timers. We tried several UNIX versions and found that 
today's signal mechanisms are reliable and efficient enough to be used for profil- 
ing. Under Linux, interval timers are the standard way to implement profiling. 
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sprof analyses files that have been generated during profiling and generates an 
output, either in extended prof-like textual form or graphically with the plotting 
tool xmgr. In both cases, measured counters can be combined together (with 
addition and division) to produce miss rates. Automatic endian conversation 
allows data post processing on any UNIX system. 

P r o g r a m  I n s t r u m e n t a t i o n  Before a program can be profiled, it has to be 
instrumented first. This is done by linking a special library which supplies a 
"main" function to start and stop the profiling. The main-function of the an- 
alyzed program must be renamed. If it is not possible to make changes in the 
program, the startup function of the C-library must call the entry-function of 
the sprof-library instead of the main-function. Certainly, this process can be re- 
placed by the instrumentation process known from standard profiling. Only two 
calls to the library must be placed in the startup code. The library needs some 
additional parameters for the profiling, like event list and size of the sampling 
and histogram interval and certainly the symbol table. This is done by the pre- 
proftool, which prepares a profiling measurement by creating a profiling control 
file a.out.prf. 

user mode system mode 

process 

gO{ 

} 

sprof lib 

I EOEIE2 
I-Tq-q signal 

histogram 

expired 

signal 

_ _ _[~'@-'~ 
event 

counters 

Fig. 3. Profiting with sprofJib 

sp ro f  L ib ra ry  Figure 3 illustrates the information flow. First, an interval timer 
is programmed with the sampling interval. When it expires, the system invokes a 
signal handler. The handler reads the events and adds them to the histogram en- 
try given by the interrupt position (PC, program counter). When the histogram 
interval expires, the histogram is written to a file (The histogram interval is 
measured in units of updates to the histogram). 

sp ro f  M o n i t o r  It is possible to profile a program without instrumentation. This 
is done with the UNIX ptrace system call, which allows debuggers to examine 
a child process. When the child process receives a signal, it is stopped and 
the parent process is asked for what to do. The parent can modify registers or 
memory areas and tell the child process to continue execution with any signal. 
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This functionality can be used to determine the program counter of the child 
process, as figure 4 shows. 
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parent process 
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user mode 

child process 

0 { 

Fig. 4. Profiling with sprof_pt 

The profiled program does not execute in the parent but in the child process. 
The parent sleeps most of the time until the interval timer expires. Then it sends 
a signal to the child process to activate the ptrace mechanism and to read the 
program counter. 

Imp lemen ta t i ons  The profiling tool is available for Mips R4400 (requires an 
extra hardware monitor developed by SNI) and Mips R10000, Intel Pentium and 
Pentium Pro, and for PowerPC 604. The hardware dependent part of the tool is 
implemented as a device driver integrated in the UNIX operating system. The 
event evaluation and post processing tbr data analysis and result presentation is 
equal for all hardware platforms. 

4 Analysis of the  S P E C  C P U 9 5 - B e n c h m a r k s  

In this section we analyse the SPEC benchmark suite with our tool-set and 
present a detailed performance study of one of the benchmark. 

4.1 SPEC CPU95 B e n c h m a r k  Suite  

The Standard Performance Evaluation Corporation (SPEC) was formed to "es- 
tablish, maintain and endorse a standardized set of relevant benchmarks that 
can be applied to the newest generation of high-performance computers" [Wei96]. 
The CPU benchmark set (SPEC CPU95) consists of non-trivial real-world ap- 
plication programs. It is broadly used to measure the processor and memory 
performance of UNIX systems [DR95]. Verification and reproducibility of the 
results are very important. This is achieved by strictly defined run rules and an 
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exact hardware and software report of the system under test, also including all 
compiler flags, libraries and the operating system. 

The SPEC CPU95 benchmarks consist of 18 integer and floating-point in- 
tensive programs (see Fig. 5). In the following we concentrate our study to the 
integer benchmark 129.compress which consists of a sequence of compress and 
uncompress phases. 

4.2 M e a s u r e m e n t  E n v i r o n m e n t  

The results presented here have been measured on two UNIX servers (Tab. 1). 
We applied the sprof_pt profiling monitor  tool to the benchmark 129.compress 
with a sampling interval of 20ms, the histogram interval length is 3000 or 500 
times longer. All measurements  are done with the same compilers CC4.0 and 
PyrC 5.0 and the same compiler flags " - 0 3  -Kold -Knoinline" and "-WM,-O3 
-Kold -WM,-no_iulining". 

Model Number 
CPU 
FPU 
Number of CPUs 
Primary Cache 
Secondary Cache 
Other Cache 
!Memory 
Disk Subsystem 
Other Hardware 
OS & Version 
Compilers & Version 

File System Type 
SPECint95 

RM600-220/230/240 RM400-Exx 
150 MHz R4400MC 200 MHz R10000 
Integrated Integrated 
1 1 
16 kB I + 16 kB D 32 kB I -t- 32 kB D 
4 MB (I+D) off chip 4 MB (I+D) off chip 
None None 
128 MB 1024 MB 
2 GB, striped 1 x 4 GB 
SNI CPU monitor None 
SINIX-Y V5.43 B0043 
C-DS VI.IA, F77 1.4A 

UFS 
2.4 (estimated on basis 92) 

SINIX-N V5.43 B0050 
CC4.0 A 20, F77 1.4A 
and PyrC 5.0 (Nov. 96) 
UFS 
10.7 

Table  1. R4400 and R10000 system description 

4.3 E x e c u t i o n  T ime  Overhead  and Resu l t  Val idat ion  

We define overhead as the run t ime overhead of a benchmark run with profiling 
compared to a normal  run. Figure 5 shows the profiling overhead for the bench- 
marks for two different his togram intervals on the R10000 system. The overhead 
is most ly  under 2 percent, with only small differences between the two interval 
sizes. 

One exception is gcc with an overhead of 6-7%. This is due to the high 
number  of program starts  of gcc in the benchmark. We compared the elapsed 
times reported by the SPEC control script, including 56 preparat ions for profiling 
and profiling setups for each gcc run. Without  the preparat ions the gcc overhead 
would not be higher than for the other benchmarks. 

We define correctness in terms of relative error of parameters  from their 
ideal values. Since we do not know the exact values of miss rates for any of the 
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6% 

~ 60 sec histogram intervals (mean: 1.92%) 
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-O 
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0% 

Fig. 5. Profiling overhead on R10000 

SPEC benchmarks, we use a simple primary instruction cache miss generator to 
show the correctness. The program consists of two functions: a large one with a 
32 kB code section and a small one with a 16 kB code section. Each section is 
surrounded by a loop. The big loop is executed N times while the small loop is 
executed 2 * N times to get the same amount  of computation.  Both functions 
are called 50 times alternately. On our R4400 system with 16 kB direct mapped 
cache, the 32 kB code causes a number of (32 kB/cache line size) cache misses 
for each run. On the other hand, the small code causes only a fraction of them, 
because of the loop code. We proved this theory by exact measurement of each 
function (also available in our profiling tool set) and got the following very 
reproduceable reference values for any number  of loops (N) through the code 
sections: 

picm/inst time 
large_func 24.99% 75.03% 
smal]_func 0.09% 24.97% 

Then we measured the program with our statistical profiling tools sprof_lib 
and sproffpt and analysed the accuracy for the large function. 

Figure 6 shows on the left the relative error of picm/inst  (primary instruction 
cache misses per instruction), compared to an exact value of 25% and the error of 
the t ime counter, compared to 75%. For a small number of loops, the picm error 
is high, because the runtime of the functions is very short and the profiling will 
collect many samples from the correct function, but  without the exact cache miss 
value for it. The values are distributed to both functions. This is especially true 
for a large sampling interval of 80ms. In all cases, the sprof_pt error is higher. 
For bigger N, both versions reach the exact value and the error gets smaller. 
The diagrams on the right show the same analysis for time. The error is much 
smaller, especially for sprof_lib. 
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Fig. 6 .  Accuracy of primary instruction cache miss rates and time 

4.4 D y n a m i c  Analys is  

In this section we analyse the dynamic behavior of the SPEC benchmark 129.com- 
press on both systems (R4400 and R10000). To get a more detailed analysis, we 
used a histogram interval length that  is 50 times longer than the sampling in- 
terval. The setup phase of the benchmark fills a buffer with 14.5 million entries. 
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Such a buffer is compressed and decompressed 25 times with the help of two 
additional buffers of the same size, using a modified Lempel-Zif compression 
method. The compress function uses a hash table with 69001 entries to find the 
next prefix and gets the code from a code table in case of success. Otherwise, 
another entry of the hash table will be checked. 

Figure 7 shows the primary and secondary data cache miss rates on the 
R4400 system for the setup phase and for the first four compress and decompress 
phases. While the diagrams on the left show the rates for all functions, the right 
ones show the rates for the top 5 functions (sorted by execution time). To show 
things more clearly, we used the phase analysis function provided by our tool 
set. A phase is defined by a sequence of histograms, where a function does not 
change its running state (here we used the compress function). The diagrams 
show momentary values for phases, but not for single histogram intervals. This 
avoids too many "jump arounds" within phases. As expected, the rates of the 
compress function dominate together with output. The primary rate is 20%, the 
secondary nearly 2-2.5%. Decompress and getcode have much smaller rates. We 
have no explanation for the lower miss rates of the second compress phase. 
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Fig. 8. 129.compress on R10000: Data Cache Miss Rates 

Figure 8 shows the rates on the R10000 system. This system is much faster, 
not only due to the clock frequency but also because of 4-way speculative exe- 
cution, branch prediction and non-blocking caches. So the same amount of work 
was completed in 35 instead of 198 seconds. The setup phase causes only 2.5% 
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picm/inst, compared to the R4400 system. While the primary rates of the other 
phases are nearly the same for both systems, this is not true for the secondary 
rates, decompress has a secondary rate of 0.15%, compress a smaller rate of 
only 0.05%. 
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Fig. 9. 129.compress on R10000: Other rates 

Figure 9 shows some further interesting rates simultaneously measured on 
the R10000 system. The low primary instruction cache miss rate (picm/inst) of 
0.02% does not significantly effect the program execution time. It is interesting 
to see its dynamic behaviour. During the setup phase and the first (de)compress 
phase the rate is high, then the values drops down to the half (0.01%). The first 
(de)compress phase causes also a higher TLB miss rate. The branch mispredic- 
tion rate for decompress is 2% higher than for compress. 

5 W o r k l o a d  M o n i t o r i n g  

The presented method allows on-line as well as off-line analysis of programs. 
In the previous sections a number of off-line studies have been shown in detail. 
Beyond this, on-line profiling can be used for program monitoring. Our method 
is able to provide very detailed performance data which can be presented in a 
graphical user interface during program execution. Curve traces, bar diagrams 
as well as tachometer graphs are variants to present the measured performance 
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data. But data evaluation during program execution has the potential to alter 
the measured parameters. The amount of occurring errors depends on the further 
overhead introduced by the data evaluation (e.g. replacement of blocks in the 
data and instruction caches). 

A further application of our tool is the determination of complex load vectors 
of programs. Program loads are used to represent the workload of a piece of code 
in an abstract architecture model (e.g. execution time or resource demands). 
Generally, loads are determined by analyzing program code or by measuring the 
specific values. For a certain architecture the load can be measured by running or 
simulating the program. These load values can afterwards be used to predict the 
runtime of a program on an other architecture. Todays tools provide only a small 
set of values for representing program load and the major number of tools are 
using the runtime of the inspected program alone. With this simple load vectors 
an accurate performance prediction is not always possible, and more than ever 
for modern high complex system architectures. 

The determination of workloads of program tasks is especially needed for load 
balancing activities in parallel systems. The optimal placement of tasks is driven 
by the load values of the tasks. In heterogeneous systems with different powerful 
computing nodes the accurate prediction of task runtimes is very important. We 
are developing a Workload Analyzer & Runtime Predictor (WARP) which will 
be integrated in a rnetacomputing environment [RBD+97]. A prototype of the 
workload analyzer is implemented for a PowerPC based parallel computer. 

6 C o n c l u s i o n  

With the tools presented here, a dynamic event anMysis is possible for all or a 
selectable number of subroutines of a program. While the tools do not allow a 
similarly exact association of events to individual statements of the source code 
as simulation-based tools [LW94], their overhead is much smaller: Only 2 percent 
execution time overhead is added, and with the exception of a small device driver, 
only normal services are used; no extra hardware is necessary. Therefore, even 
a modestly sophisticated programmer could use the tools to analyse his or her 
program's bottlenecks. 
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