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Abstract. Software pipelining has become a very extended loop execution model 
since microprocessors include more functional units. Scheduling techniques 
developed for software pipelining have to look for heuristics to obtain optimal 
schedulings. In this paper we present a new software pipelining approach based 
on a methodology that divides the scheduling problem in two phases. The first 
phase is the subject of this paper and holds the NP-completeness of the problem. 
It consists on including new edges on the dependence graph which model the 
scheduling. The second phase takes such edges and generates the parallel code. 
Results are given for dependence graphs of real innermost loops which show that 
more than 98% of the times an optimal solution is found. 

1 Software Pipelining and the Hamiltonian Recurrence Approach 

Software pipelining has become a very extended loop execution model since micropro- 
cessors include more functional units that operate in parallel [1]. Loops are transformed 
to a parallel form where different iterations overlap their execution at a constant rate 
known as Initiation Interval (II). The resulting parallel code is a loop kernel where data 
dependences and resource constraints must be preserved. 

The data dependences are represented in the Dependence Graph (DG={V,E}). Each 
node v ~ V represents a operation, each edge (u,v) E E represents a data dependence and 
a function W: E----~N associates to each edge a weight, W(u,v), equal to the distance of 
the dependence. Either recurrences (cycles) in the DG or resource limitations define a 
lower bound of the II, known as the Minimum Initiation Interval (MII). In the absence 
of resource limitations the DG recurrences fix the minimum number of functional units 
(min_uf) needed for an optimum scheduling, that is, for an II equal to the MII. 

The proposed software pipelining approach has two phases: scheduling on graph 
and code generation. In this paper we focus on the scheduling phase, which is an NP- 
Complete problem if the II wants to be minimized under resource constraints, while the 
second phase is a linear cost problem solved in [2]. 

The scheduling on graph phase consists on introducing the scheduling decisions in 
the form of new edges of the DG. These edges are known as scheduling edges. In the 
same way as dependence edges do, the scheduling edges fix the execution order of the 
source and target operations. The differences are that the order implied by a dependence 
edge is given by the semantics of the program while the order implied by a scheduling 
edge is a decision taken at the scheduling phase because of the resource limitations. The 
final objective of the scheduling phase is to construct a Hamiltonian Recurrence (HR), 
that is, a recurrence that connects all the nodes of the graph, adding the necessary sched- 
uling edges. 

The HR is then used in the code generation phase. The DG extended with the HR 
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contains the information of data dependences, of resource constraints and of scheduling 
decisions. The code generation phase assigns to each functional unit the sequence of op- 
erations ordered as in the HR. The number of independent operation sequences is equal 
to the weight of the HR and the II of the generated kernel is equal to the MII computed 
for the DG extended with the HR, even for rational values of it. 

Section 2 presents the heuristic algorithm used for constructing a HR on the DG that 
minimizes the II of the scheduling subject to the resource limitations. Section 3 presents 
the results of our technique compared with other 4 software pipelining techniques and 
the conclusions. 

2 Greedy Construction of a Hamiltonian Recurrence 

The scheduling phase of our approach has the following objectives: First, connect 
all nodes in a Hamiltonian Recurrence. Second, limit the weight of the HR to the num- 
ber of functional units of the architecture. Third, use as many dependence edges as pos- 
sible. Finally, new edges may not increase the MII. 

The first two are mandatory while the last two may be relaxed. The third objective 
defines the greedy strategy. The heuristic considers the length of the single paths in the 
graph and generates the new edge which closes the longest possible recurrence. This is 
repeated iteratively until all nodes are enclosed. 

The addition of new edges to the graph may create new recurrences. In order to pre- 
serve last objective the weight of any new scheduling edge must be greater or equal to 
a lower bound. This objective may conflict with the second objective of keeping the to- 
tal weight of the HR lower or equal to a given value. In our greedy strategy we consider 
only the individual weight of the new edge at each iteration and only when the HR has 
been completed its total weight is considered. In case of conflict we decrease the weight 
of one of the edges trying to minimize the effects on the MII. This approach avoids 
backtracking and thus, costly heuristics. Figure 1 presents an example of the application 
of the greedy heuristic and the resulting HR and loop kernel. 
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Fig. 1. Example of Construction of the HR= { (D,A), (A,B), (B,C), (C,D)} 
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The path lengths and the lower bounds of the scheduling edges are computed simul- 
taneously using a dynamic programming algorithm of cost O(V 2 log V) based on Bell- 
man Ford's all-pairs shortest-paths [3]. Each iteration, the path lengths and the lower 
bounds are recomputed since the added edge may create new paths and recurrences. The 
greedy strategy minimizes the number of iterations and thus the number of recomputa- 
tions. 

3 Results and Conclusions 

In this section we present the results of the greedy algorithm for a set of 27 DG of real 
and significant loops of the Linpack, Livermore, Spec and Whetstone benchmarks. 
These DGs are those used in [4] for comparing several software pipelining techniques. 
There are 3 acyclic graphs and 24 cyclic ones and the size of them goes to 20 nodes and 
52 edges. We define architecture configurations as having 2 i functional units, for i in 
the range of 1 to log(min_uf). The total number of configurations was 58, the average 
number of resources used 6 and the average MII was 2.8. 

Each input configuration was software pipelined by our greedy heuristic and also 
by the following Modulo Scheduling Software Pipelining techniques: bottom/up, top/ 
down, HRMS and slack. The first two are list scheduling variants [5] using opposite 
node ordering strategies. The HRMS (Hypernode Reduction Modulo Scheduling) [6] 
and the slack scheduling [7] are more complex heuristics for cyclic DGs. HRMS does 
static node ordering and no backtracking. Slack scheduling does dynamic node ordering 
and applies backtracking when node allocation is not possible. We consider the opti- 
mum is found when the reached II is equal to the MII. In order to achieve rational values 
of the MII we unroll the DG before applying the Modulo Scheduling heuristics. In our 
approach unrolling is not needed at scheduling phase to achieve a rational II. 
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b) Differences to Optimum: II - MII 
Fig. 2. Software Pipelining Heuristics Results 
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The number of optimum schedules of each technique is shown in Figure 2-a. It 
shows that HRMS and greedy heuristiocsare the ones with most optimums. The greedy 
algorithm has also the advantage that exploits the locality of the loop because it uses in 
the HR as many dependence edges as possible and their use as part of the HR generates 
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a scheduling where operations that define and use the same data are close allocated on 
execution.  

Figure 2-b shows for each technique the dis tance to the optimum when this is not 
achieved. The bars height represent the number  o f  loops that have been scheduled with 
an II greater than the MII  and its posi t ion in the x axis shows the difference from the 
optimum. The weedy  heuristic presented missed  jus t  one MII and the difference with 
the reached 17 was only 0.25. 

Final ly Figure 3 shows the t ime spent  by each heuristic to shedule all the configura- 
tions. The greedy heuristic used is the faster  heurist ic for three different reasons. First 
because it chooses the longest recurrence every  iteration reducing the number of  intro- 
duced edges and thus the needed computat ions .  Second,  because it waits until the end 
of  the process to verify if the weight o f  the H R  is greater  than the number of  resources. 
Then, if  the solution is not valid for the given architecture,  instead of  backtracking or 
re-initiating the scheduling process with a larger  II, it keeps the generated HR but dec- 
rements the weight of  the edge that less penal t ies  the resulting II. 

| 

i 
Fig. 3. Scheduling Generation Time 
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