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Introduction 

This special issue contains seven papers on robot learning written by leading researchers in 
the field. As the selection of papers illustrates, the field of robot learning is both active and 
diverse. A variety of machine learning methods, ranging from inductive logic programming 
to reinforcement learning, is being applied to many subproblems in robot perception and 
control, often with objectives as diverse as parameter calibration or concept formation. 

While no unified robot learning framework has yet emerged to cover the variety of prob- 
lems and approaches described in these papers and other publications, a clear set of shared 
issues underlies many robot learning problems. 

• Machine learning, when applied to robotics, is situated: it is embedded into a real-world 
system that tightly integrates perception, decision making and execution. 

• Since robot learning involves decision making, there is an inherent active learning issue. 

• Robotic domains are usually complex, yet the expense of using actual robotic hardware 
often prohibits the collection of large amounts of training data. 

• Most robotic systems are real-time systems. Decisions must be made within critical or 
practical time constraints. 

These characteristics present challenges and constraints to the learning system. Since these 
characteristics are shared by other important real-world application domains, robotics is a 
highly attractive area for research on machine learning. 

On the other hand, machine learning is also highly attractive to robotics. There is a great 
variety of open problems in robotics that defy a static, hand-coded solution. Real robot 
hardware, sensors, and environments impose intrinsic limitations on the abilities of humans 
to model and thus program reliable behaviors. Machine learning techniques may allow 
the robot to adapt to its environments, its sensors and actuators, and to acquire new skills 
on-the-fly without the need for further programming. As the papers here demonstrate, there 
are many examples in which machine learning techniques have successfully improved the 
competence, robustness, and efficiency of robot control programs--many of these results 
are hard to imagine without the use of programs that are able to learn. It is even harder to 
imagine a future of robotics without machine learning. Building an intelligent robot has 
been a fundamental goal of artificial intelligence since its earliest days. If intelligent robots 
are ever to become a reality, robot learning will play a role? 
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ROAD-MAP 

The following paragraphs briefly summarize the seven papers in this issue. 

In "Real-World Robotics: Learning To Plan for Robust Execution," Bennett and DeJong 
introduce an approach called permissive planning, where the permissiveness of a plan is 
a measure of how closely the plan's preconditions must match the real-world for the plan 
to succeed. A combination of explanation-based learning to acquire plan schemata and 
a new approach to the refinement of plans is described, along with an implementation 
on a hardware robot arm. 

"Robot Programming by Demonstration (RPD): Supporting the Induction by Human 
Interaction," by Friedrich et al. combines analytical and inductive learning to gener- 
alize the notion of teaching a robot by example, using only a few examples of the 
proper sequence of motions. On top of this is dialog based learning, a series of ques- 
tions and answers that occurs while the human is demonstrating. This additional level 
helps the system determine the intent of the human and narrows the hypothesis space. 
Implementation involves a physical robot arm. 

Chen et al. present "Performance Improvement of Robot Continuous-Path Operation 
through Iterative Learning Using Neural Networks." Performance improvement of 
continuous path operation is the control engineer's approach to solving the problem 
of explicitly teaching every move to a robot. This paper has a tutorial nature in that 
concepts from engineering robotics, such as closed-loop stability and PID control are 
clearly described. 

"Learning Controllers for Industrial Robots," by Baroglio et al. is a summarization and 
comparison of a number of machine learning techniques designed for nonlinear systems. 
Included are Multilayer Perceptrons, Radial Basis Functions, and Fuzzy Controllers. 
The comparison takes the form of algorithmic and empirical analysis. This sets the 
stage for the description of two original integrated learning algorithms. 

In "Active Learning for Vision-Based Robot Grasping," Salganicoff et al. employ a 
new integrated learning algorithm, IE-ID3, to give active-learning ability to a robot arm 
equipped with a vision system. The task is to choose appropriate grasping approaches 
in order to pick up various objects. Two important objectives are for the algorithm to 
produce real-valued actions and for learning to occur quickly. 

"Purposive Behavior Acquisition for a Real Robot by Vision-Based Reinforcement 
Learning," by Asada et al. describes a mobile robot that learns to shoot a ball into a 
goal, using Q-learning. Environmental information is given only by the visual image. 
In addition to Q-learning, the authors employ a learning schedule called Learning from 
Easy Missions. This paradigm includes an algorithmic decision maker for shifting to 
more difficult tasks. 

• The final paper, "Learning Concepts from Sensor Data of a Mobile Robot" by Klingspor 
et al., also uses a mobile robot as a platform to explore the use of machine learning 
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in the link between low-level representations of sensing and action and the high-level 
representation of planning. The applications addressed involve robots that are not 
completely autonomous, but interact with human users. The machine learning technique 
employed is inductive logic programming with some modifications such as bounding 
the number of rules and predicates as well as splitting the overall task into several 
learning steps. 

The editors would like to thank the authors who submitted papers to this issue, and espe- 
cially like to thank the reviewers, all of whom provided extensive feedback and comments 
to us and the authors. 
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