
Chapter 11
Outlook

Abstract The aforementioned representation learning models and methods have
shown their effectiveness in variousNLPscenarios and tasks.With the rapid growthof
data scales and thedevelopment of computationdevices, there are also newchallenges
and opportunities for next-stage researches of deep learning techniques. In the last
chapter, we will look into the future directions of representation learning techniques
for NLP. To be more specific, we will consider the following directions including
using more unsupervised data, utilizing few labeled data, employing deeper neural
architectures, improving model interpretability and fusing the advantages of other
areas.

11.1 Introduction

We have used ten chapters to introduce the advances of representation learning
for NLP, covering both multi-grained language entries including words, phrases,
sentences and documents, and closely related objects including world knowledge,
sememe knowledge, networks, and cross-modal data. Those mentioned models and
methods of representation learning for NLP have shown their effectiveness in various
NLP scenarios and tasks.

As shown by the unsatisfactory performance of most NLP systems in open
domains, and recent great advances of pre-trained language models, representation
learning for NLP is far from perfect. With the rapid growth of data scales and the
development of computation devices, we are facing new challenges and opportunities
for next-stage researches of representation learning and deep learning techniques.

In this last chapter, we will look into the future research and exploration directions
of representation learning techniques for NLP. Since we have summarized the future
work of each individual part in the summary section of each previous chapter, here
we focus on discussing the general and important issues that should be addressed by
representation learning for NLP.
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For general representation learning for NLP, we conclude the following direc-
tions, including using more unsupervised data, utilizing a few labeled data, employ-
ing deeper neural architectures, improving model interpretability, and fusing the
advances from other areas.

11.2 Using More Unsupervised Data

The rapid development of Internet technology and the popularization of information
digitization have brought massive text data for NLP researches and applications.
For example, the whole corpus of Wikipedia already contains more than 50 million
articles (including 6 million articles in English)1 and is growing rapidly every day
contributed by collaborative work all over the world. The amount of user-generated
content onmany social platforms such asTwitter,Weibo, andFacebook also increases
quickly bybillions of users. It isworth considering thesemassive text data for learning
better NLP models. However, due to the expensive cost of expert annotations, it is
impossible to label such massive amounts of data for specific NLP tasks.

Hence, an essential direction of NLP is how to take better advantages of unla-
beled data for efficient unsupervised representation learning. Thoughwithout labeled
annotations, unsupervised data can help initialize the randomized neural network
parameters and thus improve the performances of those downstream NLP tasks.

This line of work usually employs a pipeline strategy: first, pretrain the model
parameters and then fine-tune these parameters in specific downstream NLP tasks.
Recurrent language model [7], word embeddings [6], and pre-trained language mod-
els (PLM) such as BERT [3], all utilize unsupervised plain text to pretrain neural
parameters and then benefit downstream supervised tasks via fine-tuning.

Current state-of-the-art PLM models still can only learn from limited plain text
due to limited learning efficiency and computation power.Moreover, there are various
types of large-scale data online with abundant informative signals and labels, such as
HTML tags, anchor text, keywords, documentmeta-information, and other structured
and semi-structured data. How to take full advantage of the large-scaleWeb text data
has not been extensively studied. In the future, with better computation devices (e.g.,
GPUs) and data resources, we are expected to develop more advanced methods to
utilize more unsupervised data.

11.3 Utilizing Fewer Labeled Data

As NLP technologies become more powerful, people can explore more complicated
and fine-grained problems. Taking text classification as an example, early work tar-
geted on flat classification with limited categories, and now researchers are more

1http://en.wikipedia.org/wiki.
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interested in classification with hierarchical structure and a large number of classes.
However, when a problem gets more complicated, it requires more knowledge from
experts to annotate training instances for fine-grained tasks and increases the cost of
data labeling.

Therefore, we expect the models or systems can be developed efficiently with
(very) few labeled data. When each class has only one or a few labeled instances, the
problem becomes a one/few-shot learning problem. The few-shot learning problem is
derived fromcomputer vision andhas also been studied inNLP recently. For example,
researchers have explored few-shot relation extraction [5] where each relation has a
few labeled instances, and low-resource machine translation [11] where the size of
the parallel corpus is limited.

A promising approach to few-shot learning is to compare the semantic similarity
between the test instance and those labeled ones (i.e., the support set), and then make
the prediction. The idea is similar to k-nearest neighbor classification (kNN) [10].
Since the key is to represent the semantic meanings of each instance for measuring
their semantic similarity, it has been verified that language models pretrained on
unsupervised data and fine-tuned on the target few-shot domain are very effective
for few-shot learning.

Another approach to few-shot learning is to transfer the models from some related
domains into the target domain with the few-shot problem [2]. This is usually named
as transfer learning or domain adaptation. For these methods, representation learning
can also help the transfer or adaptation process by learning joint representations of
both domains.

In the future, one may go beyond the abovementioned frameworks and design
more appropriate methods according to the characteristics of NLP tasks and prob-
lems. The goal is to develop effective NLPmethods with as less annotated data in the
target domain as possible, by better utilizing unsupervised data that aremuch cheaper
to get from the Web and existing supervised data from other domains. The explo-
ration of the few-shot learning problem in NLP will help us develop data-efficient
methods for language learning.

11.4 Employing Deeper Neural Architectures

As the amount of available text data rapidly increases, the size of the training corpus
for NLP tasks grows as well. With more training data, a natural way to boost model
performances is to employ deeper neural architectures for modeling. Intuitively,
deeper neural models that have more sophisticated architecture and parameters can
better fit the increasing data. Another motivation for using deeper architectures for
modeling comes from the development of computation devices (e.g., GPUs). Cur-
rent state-of-the-art methods are usually a compromise between efficiency and effec-
tiveness. As the computation devices operate faster, the time/space complexities of
complicated models become acceptable, which motivate researchers to design more
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complex but effective models. To summarize, employing deeper neural architectures
would be one of the definite orientations for representation learning in NLP.

Very deep neural network architectures have beenwidely used in computer vision.
For example, the well-known VGG [8] network which was proposed in the famous
ImageNet contest has 16 layers of convolutional and fully connected layers. In NLP,
the depths of neural architectures were relatively shallow until the Transformer [9]
structure was proposed. Specifically, as compared with word embedding [6] which is
based on shallow models, the state-of-the-art pre-trained language model BERT [3]
can be regarded as a giantmodel that stacks 12 self-attention layers and each layer has
8 attention heads. BERT has demonstrated its effectiveness in a number of NLP tasks.
Besides the well-designed model architecture and training objectives, the success of
BERT also benefits from TPUswhich is one of the most powerful devices for parallel
computations. In contrast, it may take months or years for a single CPU to finish the
training process ofBERT.When these computation devices go popular,we can expect
more deep neural architectures to be developed for NLP as well.

11.5 Improving Model Interpretability

Model transparency and interpretability are hot topics in artificial intelligence and
machine learning. Human interpretable predictions are very important for decision-
critical applications related to ethics, privacy, and safety. However, neural network
models or deep learning techniques are short of model transparency for human inter-
pretable predictions and thus are often treated as black boxes.

Most NLP techniques based on neural networks and distributed representation are
also hard to be interpreted except for the attention mechanism where the attention
weights can be interpreted as the importance of corresponding inputs. For the sake of
employing representation learning techniques for decision-critical applications, there
is a need to improvemodel interpretability and transparency of current representation
learning and neural network models.

A recent survey [1] classifies interpretable machine learning methods into two
main categories: interpretablemodels andpost-hoc explainability techniques.Models
that are understandable by themselves are called interpretable models. For example,
linear models, decision trees, and rule-based systems are such transparent models.
However, in most cases, we have to probe into the model by a second one for expla-
nations, namely post-hoc explainability techniques. In NLP, there have been some
researches to visualize neural models such as neural machine translation [4] for
interpretable explanations. However, the understanding of most neural-based mod-
els remains unsolved. We are looking forward to more studies on improving model
interpretability to facilitate the extensive use of representation learning methods for
NLP.



11.6 Fusing the Advances from Other Areas 333

11.6 Fusing the Advances from Other Areas

During the development of deep learning techniques, mutual learning between dif-
ferent research areas has never stopped.

For example, Word2vec aims to learn word embeddings from large-scale text cor-
pus published in 2013 and can be regarded as a milestone of representation learning
for NLP. In 2014, the idea ofWord2vec was adopted for learning node embeddings in
a network/graph by treating random walks over the network as sentences, named as
DeepWalk; the analogical reasoning phenomenon learned byWord2vec, i.e., king−
man= queen−woman also inspired the representation learning ofworld knowledge,
named as TransE. Meanwhile, graph convolutional networks were first proposed for
semi-supervised graph learning in 2016, and have been widely applied onmany NLP
tasks such as relation extraction and text classification recently. Another example is
the Transformer model which was proposed for neural machine translation at first
and then transferred to computer vision, data mining, and many other areas.

The fusion also appears between two quite distant disciplines. We should recall
again that, the idea of distributed representation proposed in the 1980s is inspired by
the neural computation schemeof humans andother animals. It takes about 40years to
see the development of distributed representation and deep learning come to fruition.
In fact, many ideas such as convolution in CNN and the attention mechanism are
inspired by the computation scheme of human cognition.

Therefore, an intriguing direction of representation learning for NLP is to fuse
the advances from other areas, including not only those closely related areas in AI
such as machine learning, computer vision, and data mining, but also those distant
areas to some extent such as linguistics, brain science, psychology, and sociology.
This line of work requires researchers to have sufficient knowledge of other fields.
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