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Abstract. With the advent of the integration of smart card chips into
national identity documents, the business model of replacing compro-
mised smart cards becomes uneconomical. We propose a mechanism to
safely apply updates to embedded systems, particularly high value smart
cards, that are costly to replace. We identify the requirements for such
a mechanism and describe how it can be implemented. Our mechanism
achieves its properties at the expense of using moderately more non-
volatile memory to store program code than contemporary smart cards.
We have developed a Common Criteria protection profile package to ab-
stractly describe such a mechanism and summarize it in this paper. The
mechanism and the abstract description can be a starting point for a
practical realization in consumer products.

1 Introduction

Updates have become an important part of a comprehensive security strategy.
As the tedious and costly task of applying updates results in many unpatched
systems, automatic or vendor controlled updates try to improve the situation.
One notable exception are smart cards.

Smart cards are a special kind of computer. Regular computers are generally
too complex to obtain assurance about their correctness. Smart cards are com-
parably simple devices with limited functionality. The assumption that underlies
their use is that we can engineer them in a trustworthy fashion, that is, with
few errors, if any, without backdoors, and with enough resilience against attacks.
Compromising a smart card should be more expensive to an attacker than the
possible gain.

Yet, our trust is a function of time. The sophistication of attacks grows the
necessary know-how becomes more widely available over the Internet, and re-
sources to attack systems become cheaper. Smart cards that were state of the art
a few years ago do not hold up to today’s standards such as BSI-CC-PP-0084 [7].
Steady improvements of hardware attacks [17] have diminished the technological
advantage of manufacturers of security hardware to only a few years ahead of
the attackers. At the same time, smart cards have found their way into prod-
ucts with expected lifetimes of up to ten years, for example, national identity
documents [11]. These two factors, the increasing pace at which techniques are
developed that chip away on smart card security, and the extended lifetime of
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smart card systems in the field, increase the likelihood of a critical security
breach over the system’s lifetime.

Apart from hardware attacks that can be defended against only if the attack
was anticipated at design time, software and protocol vulnerabilities are a ma-
jor attack vector. Such a vulnerability might go unnoticed for years, but when
it is discovered, it might suddenly pose a grave risk. A recent example is the
publication of the Heartbleed attack against openssl (CVE-2014-0160).

The industry response for low to medium value smart cards has been and still
is card re-issuance. The vulnerable smart cards are invalidated and new ones are
produced. Economically this only works, if the cards are cheap to replace. If the
cost of replacing or re-issuing a card exceeds a certain threshold as is the case
with modern identity documents, the investment into software updates will be
justified. The same is true if a forced replacement leads to reputation damage or
a loss of trust in the issuer or the smart card enabled system. This is the case for
ID documents where a major part of the production cost are physical protection
features against illegitimate reprints. Therefore we see a need for the provision
of software updates on high value smart cards such as ID documents.

Software updates may not seem novel nor particularly challenging as a re-
search topic but there are reasons why update mechanisms have not yet found
their way into many of today’s deployed smart card systems.

Many embedded systems such as smart phones, home routers, or set-top boxes
provide user or vendor accessible interfaces that enable firmware updates. These
can take the form of hardware debug interfaces or bootloaders. Usually the
update mechanisms support a fail-safe recovery mode that is highly useful in
cases where the regular update process fails and leaves the device in an unusable
state. However, said recovery mechanisms can themselves be the target of attacks
as was shown with industrial FPGA products [15]. The critical nature of most
smart card applications leaves no room for such a loophole, and loosing deployed
devices due to erroneous updates is not acceptable as this easily damages the
issuer in an industry where trust is important.

Another reason that makes updates on smart cards difficult is certification,
usually under the Common Criteria framework (CC) [2]. For certain high value
applications such as electronic national identity documents it is required of the
issuers to only use certified hardware and software products. Evaluations for high
CC assurance classes are time-consuming and expensive. Once an IT product
is certified, it cannot be changed at all without voiding its compliance to the
certified state. Therefore, even small modifications require a re-certification of
the entire implementation which in effort and cost is comparable to the original
evaluation. Manufacturers having already sold their product have no incentives
to bear the costs of re-certification due to an update. Therefore update mech-
anisms have not been included. One exception are virtual machine based cards
such as Java Cards supporting the Global Platform standard [9]. They contain
update mechanisms but they only target the application level. A replacement of
cryptographic primitives which are part of the operating system or in a vendor
supplied library is not possible short of re-implementing this functionality in the
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application. This is too limited in our view, as the application logic on smart
cards only encompasses a rather small part of the code that an update should
be applied to. We see the need to provide updates that include the applications,
the OS, and parts of or even the complete firmware (device embedded software).
The technical effort to provide the updates does not increase with the extended
scope. The development and test effort is comparable. The problem of who bears
the costs of re-evaluation remains.

Furthermore economic reasons prevented updates in the past. Smart cards had
only small amounts of writable non-volatile memory (NVM) available. NVM is
a comparably large structure inside the chip and size drives the cost of chips.
Large parts of the software were placed in ROM and hence there was not much
space to integrate new code. With the advent of FLASH memory based con-
trollers this is changing rapidly. Some newer smart card products already are
equipped with only a small amount of ROM and comparatively large FLASH
based memories [1].

Our contribution. We outline a generic mechanism that enables fail-safe updates
on smart cards and we analyze its safety and security. In particular, we show
that the mechanism does not decrease the system’s security. We summarize a CC
Protection Profile package we have developed for an abstract update mechanism
that is compatible to a current Protection Profile for high value application
smart cards.

Paper organization. We begin with a detailed analysis of smart card-specific
requirements for update mechanisms in Sect. 2 while Sect. 3 explains the threat
model. We designed an approach that we believe meets the requirements and we
describe it in Sect. 4. In Sect. 5 we evaluate how well existing update mechanisms
fulfill the requirements as we discuss related work. Section 6 introduces the
Common Criteria (CC) and the context wherein to place the CC Protection
Profile Package which we describe in Sect. 7. After a discussion in Sect. 8 we
offer our conclusions in Sect. 9.

2 Requirements for Smart Card Updates

In this section we derive the requirements for an update mechanism applicable
to high value smart cards. We first depict a scenario of how an end user should
experience the process. Based on that scenario and the threats we identify therein
we list the requirements for an update mechanism and follow with notes about
basic security objectives and considerations about functionality.

2.1 Update Scenario

Alice has been issued a personalized smart card. The card has multiple appli-
cations and can be used for multiple use cases including online authentication,
proof of age, digital signatures, etc. The functions are protected by a PIN only
known to Alice. The card has a validity period spanning multiple years.
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Some years after issuance a flaw in one of the cryptographic algorithms used
extensively by the card is discovered. Since the algorithm is implemented in a
firmware level library which is compiled into the image and installed on the
chip before personalization a simple ad hoc fix is not available. To prevent the
necessity to reissue all affected cards the issuer in cooperation with the software
manufacturers provides an update. The update must be applied to all affected
smart cards before they may be used again.

There are two ways it can be applied. First, if the smart card is inserted in
an official terminal, such as an ATM, the update is applied before the card will
run any applications. Alice notices only a slight delay after which the regular
use case is executed as usually. Second, Alice uses the smart card on a personal
reader connected to a PC on which middleware software for the use of the card
is running. This could be at Alice’s home or even in public untrusted place, such
as an internet cafe. In both cases the terminal and the middleware software as
well as the whole PC are not trusted. The middleware only establishes a commu-
nication channel between the smart card and a server. The server provides the
update. The channel is to be mutually authenticated, encrypted, and integrity
protected. Inside the channel the update mechanism is executed. Again, after a
little while the regular use case resumes and Alice can use the smart card with
the update applied to the cryptographic library.

2.2 Requirements

The specific properties of smart cards and the environments in which they must
operate lead to several requirements an update mechanism must meet. The fol-
lowing list of requirements are relevant to the use case at hand: updates on high
value smart cards.

1. Robustness: As the environment is under the control of the user or even an
attacker, an update process can be interrupted at any point of time before
it completes. This could be caused by a sudden loss of power. The card
must be able to handle such interruptions without leaving the software in
an inconsistent state.

2. Low level system updates: Updates should not be limited to applications
on the smart card but should allow the operating system and the device em-
bedded software to be updated as well, including libraries with cryptographic
core functionality.

3. Security: The mechanism shall not enable attackers to gain any new in-
formation from the card or to compromise its security. This means that the
protections of a smart card with such an update mechanism are not lower
than those of an otherwise identical smart card without the mechanism. Se-
curity in this context covers authenticity, confidentiality, and access control.
Unauthorized updates and downgrades must be prevented.
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2.3 Secure Updates in Detail

To guarantee the security of an in-the-field update mechanism the use of cryp-
tographic primitives is mandatory to fulfill the following security goals:

– Correctness
• all bytes are correctly transmitted, the update is complete and correct
• the update is written to the correct location in memory

– Access Control
• the update is from an authorized source
• only an authorized entity can execute the update process
• the update is protected while stored

– Communication Security
• the update can not be modified in transit without detection
• the update is transmitted confidentially

Whether and how these are implemented is application specific and has been
explored before, for example by Abrahamsson [3]. We therefore do not elaborate
on the details in this paper. We assume these primitives to be an integral part of
the software that the updates are applied to. We focus our attention on the safety
requirements 1. and 2. from Sect. 2.2 in this paper. However, we do describe how
a downgrade protection can be implemented in Sect. 4.4.

2.4 The Software Split

The requirement to all low level updates results in an assignment of which code
must be stored in what memory. Code stored in ROM is not changeable. The
code in NVM can be updated. The simplest approach is to define the complete
functionality needed to apply an update as part of the static code which can not
be changed. In many embedded systems this is a reasonable idea. With smart
cards this functionality comprises the majority of all available features as this
needs communication, cryptography, access control and authentication. The only
part left is the application logic which is comparably small.

Such a split stands in contradiction to our requirement to affect low level
functionality with the updates. The static part of the software has to be min-
imal, so the largest part of the software, including the update mechanism, will
be changeable through updates. Accordingly this means that the access control
and authentication decisions must also be made by code that can be updated.
We therefore require trust into the updates themselves. A malicious or malfunc-
tioning update, that changes the security functions, can violate any safety or
security properties we aim to achieve.

3 Threat Model and Security Objectives

Smart cards are trusted devices operated in untrusted environments. We must
anticipate that an adversarymay obtain multiple authentic copies of a smart card
and that he may attack them in arbitrary ways, limited only by his resources,
for example by means of:
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1. invasive physical attacks such as micro-probing and reverse engineering,
2. semi- and non-invasive attacks such as fault induction, power and electro-

magnetic analysis,
3. logical attacks that exploit implementation bugs, weaknesses in cryptographic

protocols or insufficient operating system protection against untrusted code,
4. any combination of the above.

The inconvenient consequence is that a well-funded adversary will likely be able
to uncover any secrets of a smart card eventually. Hence, security, and conse-
quently the trust in a smart card system, is a function of time and of the value
of the assets that the smart card system protects. The higher the value the more
resources can the adversary invest and still obtain his payoff. These delibera-
tions are part of any smart card system design and determine the extent to
which protection mechanisms are integrated. Our work also depends on these
deliberations as it builds on the security properties of a smart card’s hardware
and its software against state-of-the-art attacks.

In this paper, we focus on logical attacks on our update mechanism instead.
These are any attack vectors our update mechanism adds to the pre-existing
attack vectors on a smart card. In particular, if a smart card hardware is insecure
with respect to an invasive attack then our update mechanism will certainly be
insecure as well. A system is only as secure as its weakest link. Our security
objective is to add update functionality to smart cards without making any link
weaker than it already is. Towards this end, we identify a set of attack vectors
that are specific to update systems. An adversary may attempt to

1. Bring the update mechanism into an invalid state, to cause an invalid state
transition or to cause the mechanism to perform unauthorized computations

2. Cause the update mechanism to accept an update that is not authentic
3. Cause the update mechanism to accept an update that is authentic but

obsolete, that is, to perform a downgrade.

Our informal security objective is the following:

If a smart card hardware is secure and its operating system is secure
and its operating system can verify the authenticity of an update and
the update installs another secure operating system then the smart card
system is secure after the update.

Furthermore, the smart card system is safe if its update installs an operating
system that enables a subsequent update.

An attacker that can freely write to arbitrary memory locations does not need
to attack the update mechanism. We therefore assume he can at best change
random bytes to either 0x00 or 0xFF. This is the case when a NVM write
operation is interrupted between the deletion of a page and the writing of new
data. With modern hardware this should not be possible. The chip will buffer
enough power to finish the write after a delete. Nevertheless we consider this
as an attack. An attacker can also observe and manipulate any communication
between the update provider and the smart card. An attack is considered a
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success if the attacker gains access to any confidential information or can abuse
the functionality of the applications in any way not intended by the developer.

4 Safe Smart Card Updates

We detail an update mechanism that meets all requirements specified in Sect. 2.
This does not mean that our mechanism necessarily meets all conceivable re-
quirements that can be asked of an update mechanism. However it meets all
requirements that we set as a goal for this stage of our research.

Whenever systems have the requirement of firmware updates that have to be
applied by the end-user in an uncontrolled environment, similar solutions have
been discovered. In systems where space has been available memory duplication
and transactional behavior to switch between memory images has been used.
This includes mainboards [12] and MCUs [10].

What is new with our work is the necessity to not only guarantee a recoverable
system in case a failure occurs, but to guarantee an always working and secure
system.

To achieve the stated goals we require additional storage space to hold two
images instead of just one. One image holds the current system, that is, the
image which must be updated. The other image will receive the new and updated
version, which is about to become the current system. Once the other image is
the current image, the previous image becomes the staging area for the next
update. In the following, we describe how the transition occurs from one image
to the other and informally prove its safety properties.

4.1 System Layout

We abstract from the practically available memory of a smart card in the fol-
lowing description. The functionality can be implemented on a ROM/EEPROM
based card as well as on a purely FLASH based controller.

Our approach segments the smart card memory as follows. First, a minimal
bootloader is mapped to a segment with the address where the smart card be-
gins execution on power-on or whenever a reset occurs. The bootloader keeps its
state v0 in a small NVM segment, which may consist of a single memory word.
Two more NVM segments called A and B contain system images. We refer to
the images in these segments as image A or B depending on which segment they
are in. Another small NVM segment v1 contains state variables for each image.
The images use them to communicate with the bootloader. The communication
channel is one-way and one-shot, that is, the bootloader reads the contents of
these variables into registers and clears the variables upon each boot. Additional
segments can contain the applications and the application data, if such a parti-
tion is desired. All segments need to be written to and thus are located in NVM.
Only the bootloader may be placed in ROM, if it is available. Upon power-on
or reset, the memory access is set to read/write for the entire address space and
execution begins at a specific address in the bootloader. Before the bootloader
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branches into an image, it removes write access to its state segment and config-
ures further access restrictions based on which image it invokes. The following
table summarized the access rights assignment by phase.

State Loader v0 Segm. A Segm. B v1 Apps Data

Boot r rw rw rw rw rw rw
boot A – r r rw w rw rw
boot B – r rw r w rw rw

Note that images are not allowed to write their own code, but they receive access
rights that enable them to write the other image. A mandatory assumption
is that the smart card supports memory protection mechanisms enforcing the
access control restrictions as we have defined them. In Sect. 8 we discuss how
existing mechanisms in smart cards can be used to that effect.

4.2 System States and State Transitions

From the bootloader’s perspective, the system has two states. We illustrate these
states and the associated state transitions in Fig. 1. State boot A directly trans-
fers control to the image in segment A and state boot B does the same for the
image in segment B. In state boot A, segment A contains the current image,
that is, the one in need of an update, whereas segment B is the staging area for
the updated image. These roles are reversed in state boot B. The bootloader

Fig. 1. The bootloader state transitions. The circles represent bootloader states. On
every reset one of the transitions is made. The regular case if no update was written
will not change the state but remain in either boot A or boot B using the transition
to itself.

transitions from state boot A to state boot B in these steps:

1. Normal operation The bootloader is in state boot A and there are no
flags set. The bootloader transfers control to image A without changing
state. Image A provides the facilities for regular operation and for writing
an update to the other segment B.

2. Writing the update Image A processes an update request, writes the
update to segment B and verifies its authenticity. Then it sets flag B.updated
and instantly reboots. This signals the bootloader that an update is available
in segment B.
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3. Changing the image The bootloader is in state boot A and flag B.updated
is set. The bootloader changes its state to boot B, clears all flags, and trans-
fers control to image B.

The state transitions from state boot B to state boot A, and the phases that
lead to these state changes, are symmetric to the ones we described before. The
corresponding description can be obtained by substituting A for B and vice
versa. Figure 2 illustrates the general behavior of the bootloader by means of a
flowchart.

4.3 Safety Properties

We prove informally that our update mechanism is safe. The proof proceeds
in four steps. We first argue informally that the system starts in a safe state.
Then we show that, if the system is in a safe state then it will transition into
another safe state, where each step is marked by a reset. Our proof hinges on the
notion of a safe image. Note that each state transition is initiated by an internal
or external reset that invokes the bootloader at a well-defined entry point. We
therefore prove next that any finite number of external resets leads to a safe
state. Finally, we show that all safe states are reachable from a safe state, which
establishes liveliness and completes our proof.

Safe initial state. The initial state is determined by the factory settings of the
smart card. We must assume that this is a safe state or else the system is
obviously insecure.

Fig. 2. The flowchart of the bootloader. Every reset puts the bootloader back into
its start state. After transferring control, one of the images controls execution until
another reset occurs or power is cut.
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Safe state transitions. Let x ∈ {A,B} be the current state and x.z the variable
z bound to state x. If x = A then x̄ = B. Note that, whenever the system is
in state boot x, its state transitions are completely determined by the value of
variable x̄.updated. Furthermore, the bootloader transfers control to image x in
this state , with r access permissions to segments x and x̄ where ¯̄x = x and
Ā = B. In state boot x, segment x also gets w rights on segment x̄. Assume we
are in state boot x. A state transition occurs only if x̄.updated = 1. Because
image x is safe, it sets x̄.updated = 1 only after it has written and verified image
x̄. Therefore, if x̄.updated = 1 and image x is safe then so is image x̄. Since x is
safe the new state is safe.

External resets are safe. By our previous argument, state transitions on state
variables that are zero transition only into safe states. Further note that, if a
state variable is 1 then both states x and x̄ are safe. Therefore, a reset at any
time during the update leads to a safe state. From this we conclude that the
system is safe if the adversary performs a finite number of resets.

All states are reachable. Let I1 be a safe, that is, an authentic and correct, image
that is installed on the smart card and let I2, I3, I4 be authentic updates with
increasing version numbers, that is, Ii is a legitimate update for Ij whenever
i > j. By simulating the state machine described in Sect. 4.2 on updates I2 to
I4 one finds that all states are reached from a safe state.

Final remarks. Obviously, all safety guarantees are void if the adversary can
bypass the access control restrictions on the smart card memory.

4.4 Downgrade Protection

One aim to secure the update mechanism is the prevention of downgrades, that
is, prohibition of the installation of an authentic update which is older than the
running image and may contain known exploitable vulnerabilities. A practical
implementation of this feature has two aspects. First, the version of the currently
running image must be determined remotely as to supply the correct update.
Although not a security requirement, this is needed for an effective management
of the update process. Second, the running image should be able to determine if
a provided update is newer than itself.

The latter requirement is about the trust placed in the update provider as
opposed to trust in the update creator. We assume a trusted or authentic update
could be provided by a not fully trusted provider. With full trust in the update
provider this requirement is not needed.

In case of limited trust we can crate a chain of updates by embedding public
keys into the images. The next update will be signed by the private key corre-
sponding to the public key embedded in the previous image. This establishes a
trust chain, were no update can be skipped.
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4.5 Memory Attacks

The bootloader has very limited functionality as it only switches between im-
ages based on its state and flags set in NVM. An attacker might try to change
these flags or the state with the intention to boot the older image containing
exploitable vulnerabilities. For that matter the old image might be invalidated
after a successful update. This would require the bootloader to contain code that
checks if an image is valid. No matter how the invalidation is implemented, it has
to be a write access to NVM, for which the bootloader had to check. Ultimately
this has the same effect as the flag we already use. An attacker would have to
control the content of NVM to attack this scheme. Making the flag a hard to
produce bit pattern, distributing it in memory and even duplicating it so that
an attack that flips bits in memory becomes very unlikely to be successful is
sufficient. If we assume, that an adversary can write to NVM at will, he could
just run any code of his choosing, breaking the smart cards security independent
of the update mechanism.

If the bootloader discovers an invalid state or flag, it might assume an attack
had taken place and disable the smart card, as is the case if the security sensors
in the chip are activated due to hardware attacks. The point to take home is
that such invalid state and flags can be detected.

4.6 Security Properties

Based on the threat of an attacker that can control the environment we analyze
the security of our mechanism. We assume that the attacker can interrupt the
process at any time of his choosing. We therefore have to consider all situations
where an operation is carried out. We call the attackers action an interruption.
An interruption will have the same effect as a regular reset. The smart card will
resume operation with the start of the bootloader.

1. Interruption during image write and verification. Any interruption before the
updated flag is set will simply void the update process. It is comparable to
a situation where the update has not been done at all and has to be started
from the beginning. This make the requirement to remotely determine the
current version of the software important.

2. Interruption after setting the update flag. This has no effect as an reset is
required for normal operation and the running image will do just that.

3. Interruption before the bootloader modifies its state. Such interruptions have
no effect as no changes to NVM have been done.

4. Interruption between the bootloader state change and clearing of the flags.
After the state has changed the new image is seen as activate. When the
bootloader starts up again the still set updated flag is not considered as it is
not relevant on the given state. Once the bootloader completes it will clear
the flag.

5. Interruption after clearing the update flags. Again this has no effect as all
actions the change the state are completed.
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5 Comparison with Related Work

Reloading of executable code onto smart cards is not a new concept per se.
Such functionality exists on some smart card platforms such as Global Plat-
form [9]. However, they all have shortcomings regarding the requirements stated
in Sect. 2. In what follows we give an overview of update mechanisms reported
on in the literature and in standards specifications. We then analyze how these
existing procedures match our requirements. Subsequently we evaluate how our
mechanism differs from the existing ones and summarize the results in Table 1.
For brevity we labeled the mechanisms with the first word from their name. Our
mechanism is labeled safe.

Table 1. Matching of the requirements to existing smart card update schemes

Requirement patch live multi-app full safe

1. Robustness - - + + +
2. Low Level Updates + - - + +
3. Security ? ? + - +

- not supported, + supported, ? depends on implementation

5.1 Patching of ROM Based Code

The majority of today’s high security smart cards are engineered with a basic
operating system in ROM and trampolines in EEPROM. This means that at
specific positions in its code in ROM, the operating system jumps to predefined
positions in EEPROM. In the absence of patches the code in EEPROM merely
returns to the position behind the jump in ROM. A patch overwrites the EEP-
ROM code with new functions, and returns to a position behind the code that is
obsoleted by the patch [14] in ROM. This is a viable solution as long as the de-
signers correctly anticipate which code will need patching and precede it with a
jump to EEPROM. This requires foresight and adapted tools that generate code
with trampolines which makes this approach inflexible and complex to handle.

If a memory management unit (MMU) is available on the system then this
enables a more flexible procedure. The MMU is configured to issue an interrupt
whenever the execution reaches obsolete code. The interrupt handler then forces
a branch into the code’s replacement. This incurs some overhead but is also
viable as long as the replaced code segments are not too many.

However, we have not found an assessment of these mechanisms’ safety. They
are used primarily in safe and controlled environments for completion, that is,
to put finishing touches on cards before they are issued to end users.

5.2 Live Patching

The most direct method to patching resource constrained card-based systems is
to modify the executable code while the system is running, for example, if the
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code is copied to RAM before it is executed. A fine-grained update mechanism
of this kind for Java Cards is described by Noubissi et al. [13]. This approach
is risky and provides no safety guarantees. It is generally used to patch only
applications in order to avoid the risk of making the device inoperable. Allowing
low level updates does require to control the complete state of the software such
as in PROTEOS [8] which is overly complex.

5.3 Multi-application Cards

By design multi-application cards, for example Java Cards and MULTOS smart
cards [4, 5] based on the Global Platform specification [9], have the ability to
load and delete applications in the field. Deleting and reloading an application
can be viewed as an update. However, this approach does not allow updates to
the lower levels of the software.

5.4 Update Mechanisms from Other Domains

Safe update mechanisms play a vital role in many computer systems. Important
examples that shall not go unmentioned are satellites and planetary probes. Once
on their mission these devices cannot be recovered manually and need fail-safe
procedures to update their software. They focus on the detection of misbehaving
updates, rather than security.

Additionally, industry filed for and obtained patent protection for a number
of approaches to update various types of systems. Abrahamsson summarizes and
evaluates several of them in his thesis [3], followed by a description of his own
proposal, which is a combination of the ones he analyzed. In several respects
his solution is conceptually similar to ours described in Sect. 4, but its concrete
design is not compatible with smart cards.

Full Reflash. A different class of embedded systems that requires updates are
smart phones. They have evolved to a point where they could be considered
general purpose computers. Usually, phones enable firmware updates by means
of a bootloader and an update mode. When booted into this update mode the
firmware can be replaced. Additionally, minor updates can be applied directly
to the executable code in non-volatile memory while the device is running. The
same approach is applied to the firmware on many embedded micro-controllers.
In this case a debugger needs to be connected that enables direct access to the
NVM. This has a direct security implication. As the focus is usually on recovering
from errors, these mechanisms offer an increased attack surface.

5.5 Comparison

We summarized in Table 1 how well each smart card update mechanism matches
our requirements. The classical and the live patching approach do not offer
safety protections against failed updates. Multi-application cards and full-reflash
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have the required safety properties. This is due to the separation of the update
mechanism from the code that is the subject of an update, and serves as a safety
measure against errors and failures. In case of the full-reflash, a bootloader with
an update or recovery mode updates the remainder of the system. In the case of
a multi-application card, the OS handles the updating of applications.

Our safe update mechanism combines the safety properties of the full-reflash
approach with the ability to make changes to the lower layers of the operating
system and the device-embedded software. Its security properties depend on the
implementation in the updateable image. They are as strong as in a similar
smart card without the update mechanism. It therefore fulfills the identified
requirements through the use of more NVM.

6 Safe Updates Protection Profile Package

A protection profile package is part of a protection profile which in turn is a
document according to the Common Criteria (CC) framework. In this section
we briefly introduce the CC and the protection profile on which our package is
based. We then explain why we see the creation as worthwhile and what we try
to achieve.

6.1 The Common Criteria Framework

The Common Criteria (CC) is an international standard (ISO/IEC 15408) for
computer security certification. It is a formal approach to secure IT-products
and used as the basis for government driven certification schemes. “The CC
permits comparability between the results of independent security evaluations.
The CC does so by providing a common set of requirements for the security
functionality of IT products and for assurance measures applied to these IT
products during a security evaluation. These IT products may be implemented in
hardware, firmware or software.” Consumers shall gain confidence in IT products
through evaluation and the evaluation results may help consumers to determine
whether IT products fulfill their needs.

When an IT-product is evaluated it is called the target of evaluation (TOE).
The evaluation is conducted according to certain assurance requirements belong-
ing to an evaluation assurance level (EAL). An EAL defines a set of assurance
requirements. Seven hierarchical EAL levels exist, where every level includes all
requirements of all lower levels. The evaluation checks conformance of a TOE to
an security target (ST). The ST specifies the security functionality requirements
(SFRs). All parts of the TOE needed to implement the SFRs are called the TOE
security functionality (TSF). A catalog of SFRs is offered in the CC documents.

An ST describes a certain product. In contrast a protection profile (PP) spec-
ifies an implementation independent list of SFRs, or a class of TOEs. STs can
claim compliance to a PP but they also may contain additional SFRs.
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6.2 The Safe Updates Protection Profile Package

Many CC protection profiles for smart cards exist. The most important ones ap-
plicable to high value smart cards have been created by the major manufactures.
They describe requirements for resistance against physical attacks and functional
requirements of the software in the form of the device embedded software and
the OS. A recent protection profile was published under the name BSI-CC-PP-
0084 [7]. It defines requirements of a Security Integrated Circuit (IC) product
to maintain the integrity of all memory and the confidentiality of the protected
memory areas as well as maintain the correct execution of the software on the Se-
curity IC. Additionally BSI-CC-PP-0084 defines optional Loader packages that
enable the loading of code and data onto the Security IC. These packages have a
limited feature set, not specifying any requirements of how an update mechanism
is supposed to work. We created a package that extends the Loader packages
from BSI-CC-PP-0084 with functional requirements for safe updates with the
special attention to in-the-field updates. Our package defines the TOE with the
ability to load confidentiality and integrity protected updates through a loader
with access control, while keeping the TOE operational despite failed update
processes.

6.3 Goals

The creation of a protection profile is aimed to define a minimum of abstract
requirements for smart cards that support updates while deployed. Such smart
cards incorporate hardware security features. But the architectures from different
manufacturers posses different features. Some have full MMUs, some duplicate
all calculations in hardware, and others contain various sensors against attacks.
We derived the requirements for updates from experiences with different state-
of-the-art smart card products from NXP and Infineon as well as from requests
of card-issuers for secure updates. Next to the security functions required for
smart card applications, there must be support for (1) a loader component, (2)
access control to the loader, (3) a trusted channel between the loader and the
update provider, (4) robustness, (5) a way for the update provider to determine
the current version of the software running on the smart card.

The loader manages the NVM to store the updates and integrate them into
the software. This includes checking the update for completeness, integrity, and
handling memory encryption where applicable.

The second function enforces the security policy for access to the loader. Only
designated update providers shall be trusted to access the loader.

The third function serves to protect the transferred update for integrity and
confidentiality by using a trusted channel. Both ends should be mutually au-
thenticated to determine the authenticity of the update provider and the smart
card. The trusted channel is bound to these entities and uses encryption and
integrity checking.

The fourth function guarantees that smart cards are not unintentionally ren-
dered inoperable during an update. This could be the case due to a power loss
or an attacker trying to manipulate the process.
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The last function serves management purposes. Since some smart card might
not be used frequently, they might miss multiple updates. If these updates have
dependencies on each other, the update provider must be able to determine the
currently running version on the smart card, that is, the correct order of updates
to be installed.

6.4 Package

As smart card chips are used in a wide range of products with different re-
quirements, the protection profiles should contain the basic requirements for all
products. Special functions such as updates, which are only relevant to a sub-
set of all compliant products, are placed in an package to which compliance is
optional. We therefore specified a package instead of a full protection profile.

6.5 Related Work

Smart cards used for national identity cards in Germany have to be evaluated
under Common Criteria. The protection profile to which the security targets
had to comply to until recently was the BSI-CC-PP-0035 [6] which covers the
hardware of a Security IC and optionally the Security IC Dedicated Software
(IC firmware) and libraries. The operating system and applications are usually
covered by an additional protection profile that was composed on top of BSI-CC-
PP-0035. In the beginning of 2014 BSI-CC-PP-0035 was superseded by BSI-CC-
PP-0084 [7], a modernized version that also covers additional optional packages
for extended security functionality.

The two packages that allow loading of code are “Loader dedicated for usage
in secured environment only” and “Loader dedicated for usage by authorized
users only”. The second loader package incorporates the functionality of the
first and adds access control as well as a trusted channel requirement to access
the loader. In combination these packages provide the functional requirements
of a loader that supports the first three functions we see as essential for updates.

Both packages fail to specify what we see as essential requirements for safety
and robustness. They also fail to specify how the current state of the software on
the smart card can be determined. Without further functional requirements any
method of allowing arbitrary writes into NVM by an authorized user does qualify
as an update mechanism. We presume this is due to the fact, that even tho none
of the existing mechanisms has yet been standardized their inclusion should
be allowed in future products without favoring the solution of one particular
manufacturer over another. Unfortunately this might lead to bad solutions in
an traditional closed industry. This motivated the creation of the package “Safe
Loader”.

7 Overview of the Package Safe Loader

This section gives details about the package and how we modeled certain security
objectives with SFRs.
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7.1 Architecture and Functions

The protection profile package Safe Loader describes security requirements used
for in-the-field Software Updates. The package augments the Protection Profile
BSI-CC-PP-0084 [7] (hereafter “original PP”) with the additional functionality
to load software. The original PP defines a Security IC product in the form of
a composite TOE. It describes a combination of a Security Integrated Circuit
(Security IC) with a Card Operating System (COS) and Embedded Software. .

The TOE provides functionality to download data into non volatile memory
(NVM). This functionality will be called loader in the following. The common
patch process of the TOE has not been used during operational use in the smart
card life cycle. The loader extends the use to life cycle phases after delivery of
the TOE, during its operational usage. It enables updates in an environment
not necessarily controlled by a trusted party but by the end user or even by an
attacker. Therefore the update mechanism requires special protection measures
and safety properties such that a continued safe operational state can be guar-
anteed. The same loader can also be used in earlier life cycle phases of the TOE,
if applicable.

The loader affects data and code stored in non-volatile memory. The affected
data and code includes parts of the firmware (IC-Dedicated Software), the COS
(Embedded Software), and the applications which make up the software of the
TOE in the original PP.

7.2 Security Objectives and SFRs

To address the security objectives of the TOE we defined security functional
requirements. As this package extends the loader packages from BSI-CC-PP-
0084 [7] with the security objectives, we only outline the security objectives that
were not included in the BSI-CC-PP-0084. They can be placed in two groups:
(i) integrity of the software, and (ii) version information. The integrity of the
software objective aims to guarantee that in no condition the update mechanism
leaves the system in an inconsistent state. This is modeled through a recovery
function, that requires either a successful update or a recovery to a consistent
state, as well as failure of functions with the preservation of a secure state.

The version information objective is matched by requirements for a command
to prove the identity of the TSF itself and the export of a fingerprint of the TOE
implementation in response to such a command.

7.3 Modeling of Safety Properties

The safety property of the update mechanism guarantees that no kind of in-
terruption can bring the software into an insecure and inconsistent state. The
security functional requirements to enforce this behavior have been modeled with
FPT RCV.4 (Function recovery) and FPT FLS.1 (Failure with preservation of
secure state).
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FPT FLS.1 requires the TOE in the case it detects an unsuccessful installation
of downloaded software to preserve a secure state. Any failure condition, such
as a failed integrity check on the image written or downloaded will abort the
mechanism and leave to current image unchanged.

FPT RCV.4 requires the TOE that the function to install a software update
has the property to either complete successfully or recover to a consistent and
secure state. This is the transaction of switching between the images after writing
and verifying them has been completed.

The transactional behavior of the switching, which recovers to a secure state
on any error, and the fail safe behavior of the remaining steps of the update
mechanism result in only safe transitions between secure states.

8 Discussion

In this section, we analyze certain hardware requirements for practical realiza-
tions on smart card hardware. We argue which features we deem necessary and
which we see as useful but not necessarily required. We then match our practical
algorithm description to the protection profile package. Lastly we discuss how
the protection profile package can be used.

Memory Access. The security of our update mechanism depends on memory
protection mechanisms to restrict access to the memory regions the bootloader
uses. In its simplest form this is realized through operating system access control
alone. A better method is hardware supported memory protection, for example,
in the form of a memory protection unit (MPU) or a memory management unit
(MMU) that the bootloader configures in connection with hierarchical protection
domains in the CPU. In this way image write access and flag modify access to
the correct regions can be allowed while access to the protected regions and the
bootloader code triggers an interrupt. Not all smart card chips include an MPU,
even fewer include an MMU. An alternative yet effective mechanism with similar
functionality is described by Smith and Weingart [16]. Their mechanism uses a
hardware memory controller with a “ratchet” functionality. On every reset or
boot, the running code has complete access privileges. Every time control is
transferred to code that is less trustworthy, the ratchet is increased and thereby
protects certain areas of memory from access. The ratchet cannot be decreased
except by a reboot which will transfer control to the trusted code, that is, the
bootloader. This scheme is simpler to implement in a microcontroller architecture
than a complete MPU or MMU and protection rings.

Additional Hardware Support. In the described form the safe update mecha-
nism can be implemented on any system supporting a bootloader. One possible
improvement is hardware support for the switching between memory images.
Implementing the functionality that makes up the transaction during the switch
between the images in hardware has the advantage of decreasing the amount of
critical operations. At the same time this can remove the necessity of a separate
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bootloader. If the hardware would switch the mapping of memory with a special
command, only one image would be available in the memory map. This lessens
the requirement for special memory protections.

Implementation. A practical realization of the safe update algorithm consists of
a small bootloader and a memory mapping that provides disjunct memory areas
for the images. The bootloader implements the flag checking and switching and
has to know the starting addresses of the images to transfer control. It also needs
to read and write NVM.

The update writing code as well as all security for access control and authen-
tication of the update provider and the update is part of the image itself. Since
the necessary functionality is in most cases already available in a smart card OS,
the image will not be enlarged significantly. The access control decisions can be
modeled by the ISO/IEC 7816 file system. The image staging area can just be
mapped as a quite big (for smart cards) file.

Common Criteria Evaluation. A security target for a smart card product that
features such update functionality can claim conformance to our CC protection
profile package. It defines a common set of requirements to the update functions.
To make this option achievable this package should be certified by an institution
that can set industry standards.

9 Conclusion

We have presented a simple and safe update mechanism that is robust against
interruptions on smart cards. It satisfies the necessary safety properties to guar-
antee a working device even if the update mechanism is attacked. The principal
attack vector requires breaking the security of the operating system and therefore
breaking the card.

We also described a draft of a Common Criteria protection profile package
for such an algorithm. The package is general and abstract, so that different
implementations may be used. It can serve as a template for adoption by a
certification authority.

Acknowledgments. This work is funded through a grant by the Bundesdruck-
erei GmbH.

References

1. STMicroelectronics ST33F1M Smartcard MCU,
http://www.st.com/internet/mcu/product/215291.jsp

2. Common Criteria for Information Technology Security Evaluation, Part 1: Introduc-
tion and General Model; CCMB-2012-09-001, Version 3.1, Revision 4 (September
2012)

http://www.st.com/internet/mcu/product/215291.jsp


258 K. Beilke and V. Roth

3. Abrahamsson, D.: Security Enhanced Firmware Update Procedures in Embedded
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