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Abstract. Over the last decade, mobile device usage has evolved rapidly
from basic calling and texting to primarily using applications. On aver-
age, smartphone users have tens of applications installed in their devices.
As the number of installed applications grows, finding a right applica-
tion at a particular moment is becoming more challenging. To alleviate
the problem, we study the task of predicting applications that a user
is most likely going to use at a given situation. We formulate the pre-
diction task with a conditional log-linear model and present an online
learning scheme suitable for resource-constrained mobile devices. Using
real-world mobile application usage data, we evaluate the performance
and the behavior of the proposed solution against other prediction meth-
ods. Based on our experimental evaluation, the proposed approach offers
competitive prediction performance with moderate resource needs.

1 Introduction

The number of applications installed to smartphones is increasing rapidly. In the
U.S., the average number of installed applications on a device increased from 32
in 2011 to almost 41 in 2012 [1]. While installing many applications is an easy
way to extend device functionalities, it makes finding a particular application
more difficult. In mainstream mobile user interfaces, users need to browse a grid
or a list of applications to locate a desired application. This is tedious with a
large number of applications. Many mobile user interfaces offer means to organize
applications into folders, but the fundamental problem of browsing and filtering
through folders remains.

A complementary approach to mitigate the problem is to learn from a user’s
behavior and predict the most relevant applications for a given situation. A
general idea is to model the relationship between a user’s application use and
context, such as time and location. In addition to building user interfaces that
offer applications the most likely to be used [9], such predictors could be used
to improve user experience by pre-launching applications [14].

Despite the popularity of smartphones, the development and understanding
of machine learning methods for application usage prediction have been limited.
Hand-crafted techniques have been designed to utilize temporal or spatial pat-
terns of application usage [12,14], but they have difficulties in combining various
types of context information. The näıve Bayes and the nearest neighbor methods
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have been employed in a number of work [7,9,13]. These methods take a vari-
ety of context information into account and have advantages in their simplicity.
However, they have limitations in prediction accuracy due to strict modeling
assumptions or in the use of computation resources.

We propose a prediction method based on a conditional log-linear model. The
model describes the conditional probability of application usage given observed
context variables. This model is one of discriminative models that include logistic
regression and conditional random fields. Unlike the näıve Bayes method where
independence between features is assumed, our method makes no assumptions
on the distribution of features and does not suffer from inaccurate predictions
with correlated features. Our method quickly generates predictions by evaluating
a parametric linear model, with no additional cost for an increased size of usage
data. We present an online training scheme that can be easily accommodated in
smartphones, where computation resources are limited.

We demonstrate the effectiveness of the proposed approach through detailed
experimental analysis using real-world mobile application usage data. We define
a few evaluation measures and evaluate them to compare our approach with
other prediction methods proposed for the task. Our evaluation shows that our
method consistently outperforms existing ones in each of evaluation measures.
We offer in-depth analysis on the behavior of prediction methods by showing
their effects on individual users and learning curves on usage sequences. Our
analysis illustrates the advantages of the proposed method.

The rest of this paper is organized as follows. We describe the problem setup
and related work in Section 2 and Section 3, respectively. In Section 4, we de-
scribe a conditional log-linear model and our prediction method. In Section 5, we
explain the setup of our experiments including compared methods, evaluation
measures, and a data set. The results of experiments and our interpretation are
in Section 6. We conclude this paper with discussion in Section 7.

2 Mobile Application Usage Prediction

Suppose a sequence of previously used applications and associated context in-
formation are given. Context information includes time stamps, location, and
other sensor readings available at the time of application use. When predicting,
we use context information available at that time to find applications to be likely
used. Table 1 shows an example case, in which context variables for prediction
are shown at the bottom row.

The output of a prediction method is a list of applications ordered from the
most likely to the least likely used ones. Our goal is to have the user’s selection
in the beginning of the list: The earlier the user’s selection is in the list, the
better. In some cases, one might want the output to be only one application or a
set of applications presented without an order. These outputs can be generated
by taking one or more items from the beginning of the ordered list.

Training and prediction occur in a consecutive manner. Table 1 shows only
one stage of prediction. The output of a prediction method is presented to a
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Table 1. An example case of application usage prediction. Our task is to make a
prediction for applications to be likely launched in the bottom row.

Application Time stamp (UTC) Time zone Latitude Longitude Wi-Fi network

Facebook 2014-02-13 20:13:46 -8 n/a n/a WORK
WhatsApp 2014-02-13 20:15:20 -8 37.37 -122.03 WORK
Twitter 2014-02-13 20:19:01 -8 37.37 -122.03 WORK
Email 2014-02-13 21:35:02 -8 n/a n/a n/a
Twitter 2014-02-13 21:39:38 -8 n/a n/a n/a
Facebook 2014-02-14 01:22:55 -8 37.35 -121.92 HOME

? 2014-02-14 01:23:01 -8 n/a n/a HOME

user or used to pre-launch applications. When the user makes a new selection,
it serves as an additional training case to be used for the following stages.

In our task, only the usage data of one user are used to make predictions for
the same user. In this scenario, all computation occurs within a user’s device
without having to transmit usage data among users or to cloud servers. See
Section 7 for comments on potential extensions.

It is worth distinguishing our prediction task from related ones. Our task is
different from recommending new applications. We deal with a situation that
users launch applications on a regular basis. They use the Email, Facebook, or
Twitter application typically multiple times a day. Our task is to estimate which
applications are to be the most likely used under given context. In contrast,
an application recommendation task is to discover new applications that have
not been used before. News or movie recommendation is similar to application
recommendation as users typically do not repeat reading the same article or
watching the same movie.

There is a similarity between our task and sequence labeling, but there is a
distinction, too. In both cases, unknown variables and observations are organized
in a sequence. Sequence labeling (e.g., part-of-speech tagging in natural language
processing) involves predicting all unknown labels at the same time. In contrast,
in application usage prediction, once a prediction is generated for one stage, the
user’s selection is observed and used for the prediction of the next stage. In other
words, application usage prediction focuses on predicting one stage at a time,
while sequence labeling concerns predicting the entire unknowns altogether.

A primary goal of our task is to design a method that offers accurate pre-
dictions. In addition, due to restrictions in the mobile environment, resource
consumption is an important issue. Users interact with smartphones very often,
but CPU and memory resources are limited there. Fast generation of predictions
is critical in providing responsive user interface or pre-launching applications
seamlessly.

3 Related Work

Methods for mobile application usage prediction have been discussed in a num-
ber of publications. Tan et al. interpreted the problem as time-series prediction
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and proposed methods that take advantage of periodic patterns [12]. Yan et al.
proposed spatial and temporal features that are in turn used to determine if an
application is relevant at a moment [14]. These work revealed insights on im-
portant sources of context information, but their approaches lack flexibility to
combine various types of context information. The näıve Bayes method [5,9] and
the nearest neighbor method [7,13] have been commonly used due to their sim-
plicity. We include them in our experiments to further understand them through
comparisons with our proposed approach.

Researchers have used prediction methods for designing predictive user in-
terface or improving system responsiveness. Shin et al. [9] have developed a
predictive home-screen application and conducted a user study to validate its
effectiveness. Yan et al. [14] and Xu et al. [13] have used prediction methods
to pre-launch applications and showed that the launch delay can be reduced.
Our discussion in this paper is focused on the design of algorithms as we aim
to understand algorithm choices. Understandings in our paper can of course be
used for implementing or improving those predictive systems.

Previous work also addressed the discovery of useful context information.
Time stamps have been found useful in multiple literature as application usage
tends to vary according to the time of day or the day of week [9,12]. Location
information, often measured through GPS readings or the name of Wi-Fi net-
work, has been shown useful [9,14]. Application transitions and temporal usage
patterns have been shown useful too [7,14,15]. These information can be incor-
porated into our method without making changes in its core model. Our focus
is understanding the effects of algorithm choices instead of analyzing the effects
of particular context information.

Learning methods based on conditional log-linear models include logistic re-
gression, maximum entropy prediction, and conditional random fields [2,11]. Our
method is similar to multi-class logistic regression since the target variable is a
discrete random variable with more than two possible values. We discuss the
use of conditional log-linear models specifically for predicting mobile application
usage, present a suitable training scheme, and provide performance analysis.

4 Prediction with Conditional Log-Linear Model

In this section, we describe variables, context features, a log-linear model, and
our prediction method based on the model. Our notations are as follows. We use
an uppercase letter, such as X , to denote a random variable. We use a lowercase
letter, such as x, to denote an instantiation of a random variable. We use bold
letters, such as X or x, to denote a vector of variables or instantiations. Sub-
scripts are used to denote elements within a vector, such as inX = (X1, · · · , Xq).
Superscripts are used to denote elements in a sequence, such as inX(1), · · · ,X(k).

4.1 Context Variables and Features

Let Y be a discrete random variable representing an application. Let X =
(X1, · · · , Xq) be a vector of random variables representing context. Instances
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Table 2. Variables representing target application and context information

Variable Description Value for the case in Table 1

Y Target application to be predicted
X1 UTC (Coordinated Universal Time) 2014-02-14 01:23:01
X2 Time zone offset -8
X3 Longitude from GPS n/a
X4 Latitude from GPS n/a
X5 Wi-Fi network HOME
X6 The most recently used application Facebook
X7 The second recently used application Twitter

Table 3. Examples of context features defined for variables in Table 2.

Feature Description Variables

f1 Y is the most recently used application. Y ,X6

f2 Y is the second recently used application. Y ,X7

f3 Y is Email, and the time of day is morning - within [6AM,12PM). Y ,X1,X2

f4 Y is Email, and the day of week is Monday. Y ,X1,X2

f5 Y is Email, and latitude and longitude are within [37.0, 38.0)
and [−122.0,−121.0), respectively.

Y ,X3,X4

f6 Y is Facebook, and Wi-Fi network is HOME. Y ,X5

f7 Y is Facebook, and the most recently used application is Email. Y ,X6

f8 Y is Facebook, and the second recently used application is Twit-
ter.

Y ,X7

of X and Y are observed as a sequence. A prediction task is, given an observed
instance of the context variable, x, to predict an application, ŷ. Example vari-
ables are shown in Table 2 along with values for the case shown in Table 1.

We use context features in order to easily incorporate variables into a proba-
bilistic model. Context features are simply functions defined on context variables
and the target variable. See Table 3 for examples of context features, defined with
variables in Table 2. Features in Table 3 are shown as statements which can be
evaluated to be true or false, which in turn produces a binary output. A feature
can also be a real-valued function. Observe that all feature examples in Table 3
involve the target variable, Y . Because our goal is to fit conditional probabilities,
features that do not involve the target variable are not used. Although all feature
examples in Table 3 have human-understandable meanings, that does not need
to be the case in general. As long as a feature can be constructed from data, it
can be used in the model.

4.2 Conditional Log-Linear Models

We parameterize conditional probability with a log-linear model:

P (Y | θ,X) =
exp

{
θT f(X, Y )

}
∑

Y ′ exp {θT f(X, Y ′)} . (1)
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Here, f(X, Y ) = (f1(X, Y ), · · · , fp(X, Y )) ∈ {0, 1}p is a p-dimensional feature
vector, and θ = (θ1, · · · , θp) ∈ R

p is a p-dimensional parameter vector. Each of
θj ∈ {θ1, · · · , θp} indicates a weight assigned to a corresponding feature, fj . The
denominator is needed to ensure that the sum of probabilities is one.

Model (1) is a discriminative model, described for the conditional probability,
P (Y | θ,X). This is a key difference between our method and the näıve Bayes
method, which uses a generative model described for P (Y,X | θ). The main
advantage of discriminative modeling is that it is more reliable when features
are correlated. Discriminative models make no assumption on the distribution
of features and use full expressive power for making predictions. On the other
hand, generative models make additional independence assumptions to obtain a
tractable method. When some context features are highly correlated, the näıve
Bayes method, which assumes the independence between features, becomes less
accurate for application usage prediction. For more information on discriminative
and generative models, see, e.g., [11].

Given a training set, D =
{(

x(i), y(i)
)}k

i=1
, it is possible to fit θ by maximum

likelihood:

θ̂ ← argmax
θ

L (θ | D) , (2)

where L is a log-likelihood function. L is expressed as

L (θ | D) =
k∑

i=1

logP (y(i) | x(i), θ) =

k∑

i=1

(
θT f(x(i), y(i))− logZθ,x(i)

)
(3)

where

Zθ,X =
∑

Y

exp
{
θT f(X, Y )

}
. (4)

A common way to solve optimization problem (2) is using the gradient-descent
method. This approach works well for data sets of moderate size in a batch
learning setting, where training is completed before the parameters are used for
prediction. However, application usage prediction utilizes the model in the online
learning setting where the parameters get immediately updated each time a new
training example is obtained. For that, an online gradient-descent approach is
more suitable.

Online gradient-descent is performed after user’s each selection. Suppose θ(k)

represents coefficients before the kth selection. When a user makes a new selec-
tion,

(
x(k), y(k)

)
, coefficients are updated as follows. Likelihood for

(
x(k), y(k)

)

and corresponding gradient are written as

L
(
θ |

(
x(k), y(k)

))
= θT f(x(k), y(k))− logZθ,x(k) ,

∂

∂θ
L
(
θ |

(
x(k), y(k)

))
= f(x(k), y(k))− EY |X(k),θ

[
f(x(k), Y )

]
, (5)
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where ∂
∂θ logZθ,x(k) = EY |X(k),θ

[
f(x(k), Y )

]
can be easily verified using (4). An

update scheme for θ is

θ(k+1) ← θ(k) − α

(
− ∂

∂θ
L
(
θ(k) |

(
x(k), y(k)

)))

= θ(k) + α
(
f(x(k), y(k))− EY |X(k),θ(k)

[
f(x(k), Y )

])
. (6)

Parameter α, called the learning rate, represents how much update is taken.
Online learning is typically used with decreasing learning rates, such as 1

k . In
application usage prediction, however, algorithms need to adapt to user’s usage
pattern that might change over time. In this case, decreasing learning rates
could prevent an algorithm from adapting to user’s recent behavior. We use
a constant learning rate as in (6) and demonstrate prediction performance for
different values of α.

Update scheme (6) is effective in resource-limited environments, such as in
mobile devices. Unlike batch gradient-descent, which needs to use all previous
data each time, online gradient-descent in (6) utilizes only one case,

(
x(k), y(k)

)
.

This not only makes the update step faster but also reduces memory require-
ments since previous data do not need to be held. Online gradient-descent is
also effective with sparse features. The feature vector, f(x(k), y(k)), is typically
very sparse; only a small number of features are nonzero. The expectation in (6),
EY |X(k),θ(k)

[
f(x(k), Y )

]
, is also similarly sparse. As a result, only a small number

of coefficients need to be updated at each step, making an update cheaper.
A prediction for given context x is made as follows. Using trained θ, we

evaluate P (y | θ,x) for each mobile application y using (1). We then rank
applications in order of decreasing probabilities.

5 Experiment Setup

Using mobile phone applications usage data from Nokia Mobile Data Chal-
lenge [6], we have evaluated the proposed approach together with various other
methods previously known in the literature or folklore (see Section 5.1) using var-
ious accuracy measures (see Section 5.2). With a sequence of application usage,
we evaluated each prediction method as follows. For each application selection
in the sequence, we first used only the context of the selection to generate a
ranking of predicted applications. The ranking was evaluated using the ground-
truth selection based on accuracy measures. We then updated the model of the
prediction method using the ground-truth selection and moved on to the next
application selection.

5.1 Algorithms Compared

We denote our proposed method as the conditional log-linear (CLL) method.
We have compared it with the following methods.
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– Most Recently Used (MRU). MRU suggests recently selected applica-
tions from the most recent to the least recent ones. MRU has been used as
a baseline method in a few previous work [7,9,13]. In cache algorithms, it is
known as Least Recently Used [10], as the focus there is replacing the least
likely used items rather than identifying the most likely used ones.

– Most Frequently Used (MFU). MFU counts the selections of each ap-
plication and suggests applications in order of decreasing usage counts [7,9].

– Weight Decay (WD). Weight Decay assigns a weight to each item. The
weight is increased when a corresponding item is selected, and weights decay
otherwise. After the selection of y(k), weights are updated as

W (y)←
{
1 +W (y), if y = y(k),

W (y) exp(−λ), otherwise,

whereW (y) represents y’s weight, and λ is decay rate. The larger the λ is, the
faster weights disappear. Applications are predicted in order of decreasing
weights. Weight Decay is in between of MRU and MFU. It is similar to
MRU if λ is large, and it is similar to MFU if λ is small. This method is
known also as exponentially weighted average and has been explored in, e.g.,
high-frequency trading [8].

– Näıve Bayes (NB). Näıve Bayes is a method based on a generative model
with independence assumptions among features [5,9]. Prediction probabili-
ties are computed as

P (Y | X) =
P (Y )P (X | Y )

P (X)
=

P (Y )
∏p

j=1 P (fj(X, Y ) | Y )

P (X)
.

– K Nearest Neighbor (KNN). In KNN [7,13], k previous events in which
user’s context is the most similar to the current context are searched. Those
events, called neighbors, make weighted votes for applications, where the
weights are given by the degrees of context similarities. Applications are
predicted in order of decreasing votes.

Prediction methods have some parameters such as the decay rate for Weight
Decay (λ) , the number of neighbors for KNN (k), and the learning rate for
CLL (α). For each parameter, we assessed various values and selected the best
performing one. See Section 6.

We have used the same features for all algorithms, whenever applicable. MRU,
MFU, and WD only utilize usage counts and do not incorporate context features.
Whereas context features used for CLL involve both X and Y , features for NB
and KNN involve only X. For NB and KNN, we have used features that are
defined with only X but otherwise equivalent to features used for CLL. See
Section 5.3 for the description of features.

5.2 Evaluation Measures

Let ŷ = (ŷ1, · · · , ŷd) be a predicted ranking, and let yg denote the ground-truth
selection. Let Hit(ŷ, yg) be the hit position: Hit(ŷ, yg) = mini{i : ŷi = yg}. In
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Table 4. Scores from evaluation measures

Measure Hit position
1st 2nd 3rd 4th 5th 6th 7th

Recall@6 1 1 1 1 1 1 0
DCG 1 1 0.63 0.5 0.43 0.38 0.35
MRR 1 1/2 1/3 1/4 1/5 1/6 1/7

general, the smaller Hit(ŷ, yg), the better ŷ. There are different ways to quantify
accuracy, and we consider a few choices as follows.

– Recall@N . Since there is only one relevant item taken by a user, Recall@N
is obtained by checking whether hit occurs within the top N items:

RecallN (ŷ, yg) =

{
1, if Hit(ŷ, yg) ≤ N,

0, otherwise.

– Discounted Cumulative Gain (DCG). DCG is commonly used in infor-
mation retrieval [4]. The relevance of an item is either 0 or 1 in our case,
and it is discounted by the hit position:

DCG(ŷ, yg) =

{
1, if Hit(ŷ, yg) = 1,

1/ log2 Hit(ŷ,yg), otherwise.

– Mean Reciprocal Rank (MRR). Reciprocal rank is another measure that
discounts relevance based on the hit position. Its average, called mean recip-
rocal rank (MRR), is often used to assess the quality of ordered items.

RR(ŷ, yg) = 1/Hit(ŷ, yg).

Table 4 shows scores from these evaluation measures for hit positions from 1
to 7. Recall@N only cares whether the true selection is included in the first N
items. DCG and MRR give discounted scores if the hit position is away from
the beginning, except that DCG does not differentiate the first two positions.
Precision@N was not considered because the reciprocal rank provides roughly
the same information.

Depending on how a prediction method is used, an appropriate evaluation
measure might vary. However, it is great to have an algorithm that performs
the best in each of these measures. We demonstrate that this is the case for our
proposed method.

5.3 Data Set and Features

Nokia Mobile Data Challenge data set1 is the result of Lausanne Data Collection
Campaign, conducted by Nokia Research Center Lausanne from 2009 to 2011

1 https://research.nokia.com/page/12000

https://research.nokia.com/page/12000
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(a) Recall@6 (b) DCG (c) MRR

Fig. 1. Average of user scores

in the Lake Geneva region. The data consist of smartphone usage of nearly 200
participants for one year or more. We selected data of 142 users for which at
least 2,500 usage events are available. For more information on this data, see [6].

The data contain time stamps, GPS coordinates, the name of the Wi-Fi net-
work, and the identifier of the GSM tower, when available. We have used the fol-
lowing features for prediction methods: discretized GPS coordinates, discretized
time of day, day of week, Wi-Fi network name, GSM tower identifier, and the
list of recently used applications. These features are used for the CLL, NB, and
KNN methods.

6 Experimental Results

We have assessed λ, α ∈ {
10−3, 10−2.5, 10−2, 10−1.5, · · · , 1} for WD and CLL

and k ∈ {
1, 3, 5, 10, 20, 40, · · · , 28 × 10

}
for KNN. The best performing values

for (λ, k) were (10−1, 80) for Recall@6, (10−0.5, 40) for DCG, and (10−1, 20) for
MRR. The best performing value for α was 10−1.5 in all cases. For each evaluation
measure, we present results from these best values in order to compare the best
cases of prediction methods. We used N = 6 for measuring recall. See more
information about α’s and N ’s in Section 6.5.

Experiments were executed on a Linux computer with 16 cores of Intel(R)
Xeon processor and 48GB memory. All algorithms and the experimentation soft-
ware were implemented in Python.

6.1 Average Prediction Accuracy

We first present average prediction accuracy in Fig. 1. We took the averages of
accuracy scores from the usage sequence of each user and then took an aver-
age from all users’ averages. For example, the average Recall@6 score can be
interpreted as follows: For users whose data were used for our test, six appli-
cations predicted by the CLL method include the correct selection with 0.9065
probability on average.

CLL showed the highest accuracy for each of Recall@6, DCG, and MRR
measures, followed by KNN, NB, WD, MRU, and MFU. WD, MRU, and MFU
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showed relatively low accuracy because they do not utilize context information.
Among CLL, KNN, and NB that utilize context information and features, NB
was less accurate than CLL and KNN. This is partly due to an assumption in the
näıve Bayes model that features are conditionally independent with each other.
Only KNN showed performance comparable to that of CLL, but its accuracy
scores were consistently smaller than those of CLL.

6.2 Individual User Analysis

While the average scores shown in Fig. 1 summarize the overall prediction per-
formance, further analysis is necessary. For example, the average scores do not
tell much whether a method worked perfectly for some users and rather poorly
for others, or equally well for all.

In this section we first analyze how each algorithm performed for different
users. The left column of Fig. 2 shows the percentiles of user scores. For example,
the 5th percentile of Recall@6 for CLL is interpreted as follows: For 95 percent of
users, with at least 0.838 probability, six applications predicted by CLL include
the true selection. A desirable algorithm should perform well for all users, and
it should consistently appear at the top of these graphs, as demonstrated by the
CLL method.

Another interesting aspect is a switch from a baseline method. We selected
MRU as a baseline as it is lightweight, simple, widely used, and relatively well
performing. Our question here is “If MRU is replaced with another algorithm,
would the replacement improve the accuracy scores for each user?” In the right
column of Fig. 2, we show the offsets of the scores of CLL, KNN, NB, and WD
from the scores of MRU. Offsets for MFU are not shown because its average
scores shown in Fig. 1 are worse than those of MRU. From Fig. 2, see, e.g.,
the median of Recall@6 offsets for CLL was 0.03. The interpretation of this
observation is that, when a prediction method is changed from MRU to CLL,
the Recall@6 scores improve by at least 0.03 for at least half of users.

CLL showed the most desirable behavior in that its score offsets were always
positive. In more detail, improvements in prediction scores for using CLL instead
of MRU were at least 0.005 for Recall@6, 0.014 for DCG, and 0.024 for MRR.
This is in strong contrast with the behavior of KNN, NB and WD, which all
performed worse than MRU for some users. As shown in Fig. 2, the score offsets
of these methods were substantially negative for some users, suggesting that
predictions would become less accurate for the users if MRU is replaced with
one of these methods.

6.3 Learning Curves

It might take a while before prediction methods adapt to a user’s usage patterns,
while the early user experience is often formative for the user’s opinion about
the usefulness of predictions. In this section, we investigate how quickly the
accuracy scores of prediction methods improve from the beginning of the usage.
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(a) Recall@6

(b) DCG

(c) MRR

Fig. 2. Left column: percentiles of user scores of each algorithm, right column: distri-
bution of the score offsets of each algorithm from MRU

Fig. 3 shows the learning curves of prediction algorithms, where the averages of
100 consecutive values at each point are shown.

With enough usage data, the accuracy scores of CLL dominated those of
other methods in each evaluation measure. In early stages, WD, MRU, and NB
performed well based on Recall@6, DCG, and MRR, respectively. It took about
100 to 200 application usage events for the CLL method to provide more accurate



684 J. Kim and T. Mielikäinen

(a) Recall@6 (b) DCG (c) MRR

Fig. 3. Learning curves of prediction methods. The x-axis represent the number usage
events.

predictions than compared ones. It took around 200 usage events for the average
Recall@6 score of CLL to reach 0.8. To reach 0.85, it needed 500 to 600 usage
counts.

6.4 Efficiency Aspects

In Table 5, we summarize time and space complexity as well as observations on
CPU and memory usages from our experiments. In our executions, on average
d ≈ 60, p ≈ 160000, and k ≈ 10000, where d, p, and k represent the numbers of
applications, features, and usage data, respectively. Since probabilities or weights
need to be sorted to determine the order of applications, O(d log d) is involved in
prediction complexity except in MRU. The time and space complexity of WD,
MRU, and MFU only involves d and their average CPU and memory usages are
overall very small.

Note that p denotes the number of all features involved, such as those shown
in Table 3. The prediction complexity of CLL and NB involves O(p). This is
because roughly O(pd ) features are used for one application, and probabilities
need to be evaluated for all applications. For KNN, there are roughly O(pd)
features per one usage case, and features from all usage data need to be accessed
for making predictions.

The training complexity of CLL is O(p) as its training involves gradient-
descent. For KNN and NB, it is O(pd) because their training is no more than
generating and counting features. Experimental observations are consistent with
complexity: Average CPU time used by CLL for training appears larger than
those used by KNN or NB. Albeit more expensive than KNN and NB, the average
training time of CLL was kept at a moderate level of 4 milliseconds due to use of
online gradient-descent. Training would be more expensive if a standard batch
gradient-descent scheme is used.

In accuracy assessments, KNN is closest to CLL, so we make more comments
comparing the two. A drawback of KNN is that its prediction time and space
requirements increase with the number of training data (k) because KNN needs
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Table 5. Complexity and observations for the CPU and memory usage. p: # of features,
d: # of applications, k: # of training data.

Computational complexity Average resource consumption observed
Prediction Training Space Prediction (ms) Training (ms) Memory (KB)

CLL O(p+ d log d) O(p) O(p) 1.53 4.05 5 869
KNN O( p

d
k + d log d) O( p

d
) O( p

d
k) 16.95 0.114 16 973

NB O(p+ d log d) O( p
d
) O(p) 1.93 0.116 1 691

WD O(d log d) O(d) O(d) 0.0567 0.0444 12
MRU O(1) O(d) O(d) 0.0030 0.0037 6
MFU O(d log d) O(1) O(d) 0.0451 0.0023 11

to access all usage events in order to find neighbors. This is inevitable for KNN
to be comparable with CLL in terms of prediction accuracy. On the other hand,
CLL needs to store and process only the coefficients of a log-linear model, so
its time and space requirements do not depend on the size of usage history. In
Table 5, the observed prediction time and the memory usage of KNN were much
larger than those of CLL. The prediction complexity of KNN can be improved
toward O(pd log k + d log d) using a tree-like data structure [3], but it is difficult
to do for high-dimensional data, which commonly occur when various context
features are used.

When it comes to trade-offs between the prediction and the training time,
what is more directly related to a user’s experience is the prediction time. For
predictive home-screen system, the prediction time determines system respon-
siveness, and for predictive pre-launching system, it determines the cost of pre-
launch attempts. In this respect, CLL appears to be more suitable than KNN.

6.5 Learning Rates and Recall Window Size

We report additional information related to our analysis. Fig. 4(a) shows the
accuracy scores of CLL for various learning rates. The best results were found
from α = 10−1.5 for each of Recall@6, DCG, and MRR. Fig. 4(b) shows the
recall scores for various N cases. Overall, the relative performance of algorithms
did not vary much according to N , and CLL appears to perform the best overall.
We used N = 6 for our analysis in this paper.

7 Conclusions and Outlook

We presented a method for predicting mobile application usage based on a con-
ditional log-linear model and an online gradient-descent scheme. Experimental
results demonstrate that the proposed method outperforms previous ones con-
sistently for different evaluation measures. Our analysis on the behavior of pre-
diction methods for individual users and on the learning curves illustrates the
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(a) (b)

Fig. 4. (a) Accuracy scores of CLL for various learning rates (α in x-axis) (b) Recall@N
scores (N in x-axis)

advantages of the proposed method. Our method maintains moderate usage of
system resources and offer preferable efficiency for predictions.

In fact, the proposed method is not limited to mobile application usage predic-
tion. It can be applied to other situations where users make repeated selections
among a list of available items. As long as context information is available along
with users’ selections, our method can be considered and used.

While the results are promising, there are a few aspects to investigate further.
First, the learning curves in Fig. 3 show that the CLL method was not optimal
in the beginning of a usage sequence. A simple approach would be to use another
method in the early stages and switch to CLL after a sufficient number of usages.
However, it is unclear which one to use because the best choice varies for the
Recall@6, DCG, and MRR measures. There are a number of machine learning
problems related to combining multiple prediction methods. In addition, devising
a scheme that improves the prediction accuracy of CLL in the early stage would
be valuable.

Another direction is to investigate this problem in a cloud-assisted setting,
where (parts of) model training can be off-loaded to a cloud server [14]. Cloud as-
sistance allows the use of training schemes more expensive than online gradient-
descent. Furthermore, cloud-based learning would also allow building methods
that use the usage data of many users. For example, the distributed training
of models among a group of users could improve each user’s personal predictor
without completely compromising their privacy. Finally, cloud assistance would
make it easy to bring in information sources beyond users’ mobile devices, such
as the index of the web, movie archives, and so on.
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