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Abstract. The goal of nowcasting, or “predicting the present,” is to
estimate up-to-date values for a time series whose actual observations
are available only with a delay. Methods for this task leverage obser-
vations of correlated time series to estimate values of the target series.
This paper introduces a nowcasting technique called FDR (false discov-
ery reduction) that combines tractable variable selection with a time
series model trained using a Kalman filter. The FDR method guarantees
that all variables selected have statistically significant predictive power.
We apply the method to sales figures provided by the United States
census bureau, and to a consumer sentiment index. As side data, the
experiments use time series from Google Trends of the volumes of search
queries. In total, there are 39,059 potential correlated time series. We
compare results from the FDR method to those from several baseline
methods. The new method outperforms the baselines and achieves com-
parable performance to a state-of-the-art nowcasting technique on the
consumer sentiment time series, while allowing variable selection from
over 250 times as many side data series.

Keywords: Nowcasting, time series analysis, Kalman filter, feature se-
lection, economic data, supervised learning, forecasting.

1 Introduction

Many important measurements are published on a periodic basis. For example,
the United States government releases GDP figures every quarter, and unem-
ployment figures every month. These data are published with a lag; the employ-
ment rate for March of 2014 was released in April of 2014. Even once published,
many of these time series are still subject to later revisions as more information
becomes known.

Because of these issues, such data do not provide an up-to-date estimate
of the statistic they are tracking. The goal of nowcasting, which is also called
“predicting the present,” is to provide an up-to-date estimate of the current value
of a time series. Nowcasting methods employ correlated data that are real-time,
or more frequently updated than the desired statistic. The experiments in this
paper use Google Trends data, which track the daily volume of search queries
by geographic region. These data are described further in Section 2. We use a
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forward selection algorithm to select relevant Google Trends queries. We then
combine the selected auxiliary time series with a random walk model of the target
series. The Kalman filter is used both for training and for making predictions (or
more correctly, “nowcasts”) of the target series. We call the proposed method
FDR, because the variable selection process aims to reduce the false discovery
rate and, consequently, to reduce overfitting. The computational tractability
of the FDR method allows variable selection from a large number of potential
side variables, which reduces the need for choosing a small set of potentially
predictive auxiliary time series by hand, and thereby also allows for the discovery
of unexpected correlations.

2 Google Trends Data

Google Trends data have been shown to be effective when used as predictors for
other time series, such as financial time series [4] and disease outbreaks [3]. For
example, searches about flu remedies and immunization have been shown to be
predictive of the number of people who currently have the flu [6], and Google has
has a website called Flu Trends which gives nowcasts for flu activity in different
regions based on Google query volumes. In recent years, however, Google Flu
Trends has come under criticism for overestimating peak flu levels [2].

Google Trends tracks daily query volume, but only makes data from the past
90 days available for download by outsiders. Weekly data are available starting
in January 2004. Volume is calculated as a percentage of all queries from a given
region that match the given query description during the time period. The entire
time series is then normalized to fall between 0 and 100. Although Google Trends
allows comparing the relative volumes of individual searches, it does not provide
a way to download a collection of data series that preserves the relative volumes
of queries. We therefore use only individually normalized series in this paper.

In addition to providing volumes of individual queries, Google Trends orga-
nizes queries into a hierarchical structure of categories. For example, Arts &

Entertainment is a top-level category, which includes subcategories Movies,
Comics & Animation, and Music & Audio, each of which has its own subcate-
gories. There are 25 categories at the highest level and 278 second-level subcat-
egories, 120 of which are leaf nodes. The longest path in the hierarchical tree is
of length seven. Google Trends also supports filtering query volume by region.
For example, if we were interested in the number of people who have flu in the
US, we can request the number of flu searches that originated in the US.

3 Time Series Model

We model the target time series using a random walk model. Let yt be a value
in the time series we would like to nowcast, and let ŷt be the estimate of yt
according to the model. The estimate is based on a combination of a hidden
variable μt and multiple auxiliary data series, xt, which are chosen by variable
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selection as explained in Section 6. The regression coefficients at time t are the
vector βt. The model is

ŷt = μt + βT
t xt(

μt

βt

)
=

(
μt−1

βt−1

)
+

(
vt
wt

)

vt ∼ N (0, v)

wt ∼ N (0,W ).

(1)

The hidden variable μt is called the level; it is allowed to change over time
based on a random process. The changes vt in its value are called innovation
steps rather than error terms, because they are considered part of the model.
The initial regression coefficients β0 are learned as described in Section 5. These
coefficients change over time via innovation steps with covariance W . They need
not be thought of as hidden time series variables, but could instead be fixed.
However, we find that updating βt yields slightly better results.

We choose this time series model because it incorporates auxiliary data obser-
vations and works well with the Kalman filter. Vector autoregression methods
such as that in [5] could also be used to model a nowcasting problem. This would
involve combining a time series and the side data as a single vector. However,
this would mean we would have to predict the side data as well, which is not the
goal of nowcasting. Online learning methods are another candidate for nowcast-
ing time series models. The algorithm described in [1] requires fewer constraints
on the innovation step behavior and loss functions used. However, our model
performs well even with the stricter constraints, and the online learning method
cited is a vector autoregressive model with the added complexity of modeling
the auxiliary data.

If the time series has a trend, our model can have a hidden trend variable in
addition to the level μt, as in [13]. Although the experiments in this paper use se-
ries with a noticeable trend component, we have found that the simpler random
walk model works just as well. Other time series models exist to deal with sea-
sonal data, but for our experiments we deseasonalize the data in preprocessing,
as described in Section 7.

4 The Kalman Filter for Nowcasting

The Kalman filter, originally described in [9], is used to find the maximum-
likelihood sequence of values of a set of hidden continuous time series. It assumes
that hidden variables νt are updated according to a recursive process governed
by a state transition matrix Ft and process noise ωt, as given by the equation
νt = Ftνt−1 + ωt. The hidden variables determine the observable variables yt

based on the linear model yt = Htνt + et, where Ht is the observation model
matrix and et is the observation noise. The Kalman filter assumes that the
process and observation noise are both normally distributed: ωt ∼ N (0, Ωt) and
et ∼ N (0, Et).
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Given the assumptions about the noise distributions, the Kalman filter finds
the maximum-likelihood estimate of the hidden variables νt based on the obser-
vations yt. The Kalman filter is an inference algorithm moving forward in time
that can be divided into two steps, a predict step and and update step:

Predict step:

ν̂t = Ftνt−1

ŷt = Htν̂t

P̂t = FtPt−1F
T
t +Ωt

Update step:

rt = yt − ŷt

St = HtP̂tH
T
t + Et

Kt = P̂tH
T
t S

−1
t

νt = ν̂t +Ktrt

Pt = (I −KtHt)P̂t.

The Pt matrices represent the error covariance and Kt is the optimal Kalman
gain matrix. Symbols with hats represent predictions before the actual observa-
tion yt is available. Symbols without hats represent updated values after yt is
available. This is a slight abuse of notation, since the true values of variables are
never really known, except for the observations y. The hyperparameters of the
Kalman filter are the noise covariance matrices Ωt and Et, and base recursion
values ν0 and P0. The matrices Ft and Ht are usually fixed based on knowledge
of the time series process.

Kalman filters have been applied before to economic time series, for example
in [11], where the authors apply a Kalman filter to determine the “true price”
of an asset given its price series. In their model, the true price of an asset
follows a random walk model while the reported or actual price is subject to
observational noise. In this case, the values ωt represent the innovation steps
taken by the random walk, and are thus not considered process noise but part
of the actual process update. This perspective is consistent with our time series
models discussed in Section 3.

In order to apply the Kalman filter model from above to the random walk
time series model of Equation (1), we make the following variable definitions:

νt = [μt βt]
T

yt = yt

Ft = I

Ht = [1 xT
t ]

Ωt =

(
v 0T

0 W

)
= diag([v, vβ, . . . , vβ]

T )

Et = σ2

et = εt.
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Note that yt, σ
2, εt, and vβ are scalars, and that the covariance matrix Ωt is

diagonal. The reason for using this Ωt is described in more detail in Section 5.
These substitutions result in the following predict and update steps:

Predict step:

[μ̂t β̂
T

t ] = [μt−1 βT
t−1]

ŷt = [1 xT
t ][μ̂t β̂

T

t ]
T = μ̂t + β̂

T

t xt

P̂t = Pt−1 + diag([v, vβ, ..., vβ]
T )

Update step:

rt = yt − ŷt

st = [1 xT
t ]P̂t[1 xT

t ]
T + σ2

kt =
1

st
P̂t[1 xT

t ]
T

[μt β
T
t ]

T = [μ̂t β̂
T

t ]
T + rtkt

Pt = (I − kt[1 xT
t ])P̂t.

(2)

In addition to learning the hidden time series level, the Kalman filter also gives
a natural means of performing a nowcast: the value ŷt in the predict step is the
estimated current value of the time series.

5 Training the Model

The method introduced here for training a time series model with auxiliary
data involves two uses of a Kalman filter: one to compute initial regression
coefficients β0, and then one to train the full time series model in Equation (2).
To perform training, we split the time series into three periods: a training period,
a validation period, and a testing period. More detail is in Section 7. The training
period is used to determine β0, and the validation period is used to determine
hyperparameters σ2, v and vβ. The training in this section occurs after side data
variables have been selected. Variable selection is described in detail in Section 6.

First, we train a random walk model without side data using the Kalman
filter. The model is

ỹt = μt

μt = μt−1 + vt

vt ∼ N (0, v).

(3)

In order to train this model, we simplify the predict and update steps of Equa-
tion (2) by removing the side data xt and regression coefficients βt. The ỹt no-
tation indicates an estimate from the model that does not include side data. We
apply the Kalman filter to obtain a series of estimates ỹt for all t in the training
period. Then we compute the corresponding residual r̃t = yt − ỹt. Equation (1)
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gives ŷt = μt +βT
t xt and the Kalman filter gives yt = ŷt + εt. If we constrain μt

to be the same as in Equation (1) we can solve for r̃t as

r̃t = βT
t xt + εt (4)

where εt = yt − ŷt is the error of the complete model. We assume constant
regression coefficients over the training period, βt = β for all t in the training
period, and estimate β by performing a linear regression of the residuals r̃t on
the side data after variable selection.1

After determining β0, we run the Kalman filter to produce a set of predic-
tions ŷt across the training and validation periods. We then compute the mean
absolute error of logarithms, described in Section 7, over the validation period to
obtain an estimate of the nowcasting performance. The process of training the
parameters β0 and computing the validation error can be repeated with different
assignments to hyperparameters σ2, v, and vβ. We choose the hyperparameters
and resulting initial coefficients β0 that yield the lowest error on the validation
period.

In order to simplify the search for hyperparameter values, we assume that the
error variance σ2 remains fixed whether performing a simple random walk or
training the full model with side data. That is, we assume r̃t ∼ N (0, σ2) and
εt ∼ N (0, σ2). We find that this does not greatly affect the final results. Again,
for simplicity, we choose P0 = I. It is important to note that the innovation
steps vt and wt are outputs of the Kalman filter, not parameters.

The form of the innovation step covariance matrix,

Ωt =

(
v 0T

0 W

)
= diag([v, vβ, ..., vβ]

T ), (5)

also simplifies the search for hyperparameters. The time series model in Equa-
tion (1) already assumes that the innovation steps for the level are independent
of the innovation steps for the regression coefficients. We additionally assume
that the innovation step for each regression coefficient is independent of the
others, and that each has the same variance.

The variable selection procedure reduces the chance that auxiliary variables
are highly correlated because it sweeps out each chosen predictor from the other
variables as they are chosen (Section 6). Therefore a diagonal covariance matrix
is a reasonable approximation. Each side data variable is measured on a similar
normalized scale, as described in Section 2, so assuming equal variance is also
reasonable. Experiments give good results even with these constraints.

6 FDR Variable Selection

Before we can train the time series model (Section 5), we use false discovery
reduction (FDR) variable selection to choose a subset of the possible side data

1 If one instead solved for linear regression coefficients of y on X, the coefficients
would constitute a standard linear model, and would not correspond to the βt in
Equation (1).
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variables to use in the model. FDR variable selection is a modified version of the
method of [7]. That paper performs variable selection over a variety of different
types of potential side data predictors, including binary and sparse variables, to
predict bankruptcy. Because we are nowcasting a time series using other time
series as side data, calculations for p-values and variances are different.

Detailed pseudocode of the FDR variable selection is Algorithm 1. The bar
notation X̄ and x̄t indicates the full set of potential side data variables, before
variable selection. First, the algorithm iterates through all variables, and creates
a set Vq of those variables that have a p-value ≤ α/p where α is a significance
parameter and p represents the number of potential predictors. Of the significant
variables, the algorithm adds the variable z that maximizes SS(z), where SS(z)
can be thought of as a guaranteed reduction in residual sum of squares based
on a confidence interval. This idea is similar to that used in upper confidence
bound search [10].

After a variable is added, we repeat the process to select additional variables.
Each time a new predictor is added to the side data X , we sweep all the cur-
rent predictors from y and from each remaining potential predictor z using the
projection matrix H . In addition, each time the model grows, we increase the
significance threshold to αq/p, where q is the cardinality of the current model.

For the experimental results reported in this paper, we choose α = 0.005,
which performs slightly better than α = 0.05 and α = 0.2 in experiments.
Although this threshold appears strict, we find that the number of variables
selected, and the specific variables selected do not change much for these different
values of α. The reason is that the cardinality of Vq decreases quickly as variables
are added to the model, so once selected variables are swept away, few correlated
variables remain. The similarity of selected variables for different values of α
suggests that the highly predictive variables tend to be the same ones that
minimize SS(z).

In Algorithm 1, the variables that are chosen are those that are predictive for
linear regression. Linear regression can be performed over different dependent-
independent variable combinations. The simple case is using raw side data X̄
as a predictor for time series y, but more complicated models can be used. In
particular, one can use the changes x̄t − x̄t−1 in predictors to predict changes ẏ
in the target time series. Or, one can use the side data X̄ to predict the residuals
r̃t after applying the Kalman filter without side data. This latter method has
the theoretical advantage of optimizing the same loss function as that used to
compute regression coefficients (Equation 4). However in experiments, we find
that the simplest approach gives similar results.

Instead of separating variable selection and training, a sparse prior on β̂ could
be used to perform variable selection and to train β̂ simultaneously. One such
method is given in [14]. These methods are more computationally expensive,
and it is more difficult to determine how the sparsity parameter corresponds to
statistical significance. The same comments apply to general-purpose feature se-
lection methods such as QPFS [12]. Another greedy variable selection algorithm
that may be promising for nowcasting is orthogonal matching pursuit [8].
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Algorithm 1. FDR variable selection

Input: Training period time steps Ttrain = {1, . . . , n}
Input: Complete side data, x̄t ∈ R

p, ∀t ∈ Ttrain

Input: Dependent variable time series y ∈ R
n

Input: Significance parameter α
Set X = (1, . . . , 1)T , the set of current predictors, initially a n× 1 matrix
Set M = {}
for q = 1, ..., p do

H = X(XTX)−1XT . H projects y to least-squares prediction ŷ for current X.
yH = (I −H)y, the residuals between y and current least-squares prediction Hy
df = n− q, the degrees of freedom
Set Vq = {}
p∗ = αq

p
, the maximum two-sided p-value considered significant

Set t∗ such that 1−F (df, t∗) = p∗/2, where F (df, t) is the CDF of the t distribution
for each side variable zi do

ziH = (I −H)zi, the variable with chosen predictors removed
β̂i = zTiHyH/zTiHziH , the least-squares regression slope between ziH and yH

ti = β̂i/se(β̂i), where se(β̂i) is the standard error of the slope
pi = 2(1− F (df, ti)), the corresponding two-sided p-value
if pi ≤ p∗ then Set Vq = Vq ∪ {i}

end for
if Vq = {} then break, search found no additional significant predictors
Choose i∗ = argmax

i∈Vq

SS(zi), where SS(zi) = (zTiHziH)(|β̂i| − t∗se(β̂i))
2

Set X =
(
X zi∗

)

Set M = M ∪ {i∗}
end for
return X =

(
x1 x2 . . . xn

)T
where the xt are the new side data vectors

Variable selection may also be repeated after a certain time interval in order
to deal with time series whose predictors change over time. Our experiments,
however, achieve good results with a single round of variable selection.

7 Design of Experiments

After using the Kalman filter to compute a series of predictions ŷt for all t in the
test period, we can compute any error measure between these predictions and
the corresponding observed yt. Although other measures such as mean squared
error are also reasonable, we focus on mean absolute error of logarithms (MAEL).
This measure is approximately equal to the mean absolute proportional error,
which gives more interpretable results than MSE, since an average error of 8%
is more meaningful than a MSE of 1000. MAEL is calculated as∑

t∈Ttest

| log ŷt − log yt|

where Ttest is the testing period. We multiply MAEL values by 100 and present
them as percentages.
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Google Trends provides weekly data starting in January 2004. We choose to
use a training period of three years and a validation period of three years. This
allows for a test period of almost four years, depending on the experiment. The
precise dates are given in the following table. The end of each test period is given
in the corresponding experiment in Section 8.

Period Time range
Training period February 2004 - January 2007
Validation period February 2007 - January 2010
Testing period February 2010 -

7.1 Preprocessing Auxiliary Time Series

The times series available from Google Trends are query volumes by week. The
experiments are to nowcast monthly time series, so first we create monthly aux-
iliary data series by taking the mean of each query category over the corre-
sponding month, ensuring that a week included in this monthly average never
overlaps with the following month. Next, we remove seasonality from each of
the 278 second-level Google Trends categories using a stable filter based on code
from MathWorks.2 This filter first subtracts the time series average over a one
year moving window, and then computes a seasonal component on the remain-
ing time series. The seasonal component is a zero-mean time series that repeats
every year, representing the effect of the month on the time series. For exam-
ple, searches for “Christmas card” are highest in December, while searches for
“sunblock” are highest in June. Overall, the original data can be thought of as
consisting of a seasonal component, a smoothed yearly average component, and a
residual component. We subtract only the seasonal component as preprocessing.

Next, we compute interactions and squares. We shift each time series so that
it consists of only nonnegative values. Then an element-wise multiplication is
performed between two time series to compute an interaction, or between a time
series and itself to compute a square. This results in a total of 39,059 potential
side variables: the 278 original series, 278 squares, and

(
278
2

)
interactions.

7.2 Baseline Methods

We compare the results of the FDR method to several baseline methods: a
lagged time series model, a pure regression model, an autoregressive nowcasting
model, and a simple random walk model. In addition, we compare our consumer
sentiment nowcasting results to the state-of-the-art nowcasting method from
[13]. This subsection describes the baseline methods. The symbol β represents a
vector of regression coefficients, while the variance symbols v and σ2 are reused.
Although these symbols are shared by different methods, we train each method
separately, so the values are not necessarily equal across methods. The vector xt

is the same side variables as those chosen by FDR.

2 http://www.mathworks.com/help/econ/seasonal-adjustment.html

http://www.mathworks.com/help/econ/seasonal-adjustment.html


Nowcasting with Numerous Candidate Predictors 379

Lagged Time Series. The lagged time series is the simple model that as-
sumes that the current value will be equal to the previous value, i.e. ŷt = yt−1.
It is well-known that for many time series, this model works remarkably well.
Surprisingly, it is often not included as a baseline method in nowcasting research.

Simple Random Walk. This method assumes that there is a hidden variable
μt that changes according to a random innovation step v, as in the FDR model.
In this model, however, there is no contribution from the side data. This model
is shown as equation 3. Its hyperparameters are the innovation step variance v
and the error variance σ2. We determine hyperparameters using grid search, as
described in Section 5.

Simple Regression. This model assumes that the change in y can be es-
timated by looking at the change in x. That is, ˆ̇yt = βT ẋt, where, ˆ̇yt is an
estimate for yt − yt−1 and ẋt = xt − xt−1. We choose β by performing least
squares regression over the training and validation periods.

AR-1 Plus Side Data. An AR-n model is an autoregressive model that
looks at the previous n values yt−1 to yt−n. It is a linear model over yt−1 and
xt. In [4] this model is used for nowcasting, and in [13] it is a baseline method.
Specifically, ŷt = b1yt−1 + βTxt. We find b1 and β by performing least squares
regression over the training and validation periods.

7.3 How Results Are Reported

For each nowcasting experiment in Section 8, we provide a figure showing the
time series to be nowcast (y) along with the FDR predictions over the training,
validation, and test periods. In addition, we provide a table which compares
the FDR method to the baseline methods. Error statistics are mean absolute
logarithmic error, represented as percentages as mentioned above.

Each table also includes gtest, which is how often the prediction of sign(yt −
yt−1) is correct. That is, if we use a nowcasting method to estimate the direction
of the change in y over the test period, gtest is the percentage of correct estimates:

gtest =
100

|Ttest|
∑

t∈Ttest

1{sign(ŷt − yt−1) = sign(yt − yt−1)}. (6)

Each table also reports a p-value, which is the probability that flipping a fair
coin to guess sign(yt−yt−1) would perform better than the method. For methods
that require grid search to choose hyperparameters (as described in section 5),
we report the learned hyperparameter values.

8 Results of Experiments

In order to verify that FDR variable selection produces sensible outcomes, we
first confirm that the method chooses intuitive variables for simple variable selec-
tion tasks. For this experiment, we perform “trendcasting:” nowcasting a single
Google Trends query category using the other query categories. We find that
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Table 1. Variables selected for trendcasting

Time series Variables chosen

Engineering & Technology
Technical Reference,
Technology News x Software

Fantasy Sports Sport News

Medical Literature & Resources Mental Health x Health Conditions

Outdoors Water Activities x Campers & RVs

Ticket Sales Events & Listings x Events & Listings

Table 2. Trendcasting results. δlag and δrw are % improvements in MAEL of the FDR
method over lagged and random walk baseline methods. gtest is from Equation (6).

Time series δlag δrw gtest

Engineering & Technology 85.6 74.3 93.2
Fantasy Sports 63.1 34.8 86.4
Medical Literature & Resources 65.7 52.3 90.9
Outdoors 43.3 37.4 77.3
Ticket Sales 30.1 17.5 77.3

applying FDR significantly improves accuracy over baseline methods for most
query categories. In addition, we find variables that are intuitively correlated
to the categories being predicted. Table 1 shows several intuitive correlations
found by FDR. Under “variables chosen” we list all the queries chosen by FDR.
Separate variables are delimited using commas, and x denotes a variable interac-
tion. For each of the 278 original trend series, one to three variables are chosen,
except for two series without significant predictors. Table 2 gives the percentage
improvement over the lagged and random walk models (δlag and δrw). In all cases
these were the two most competitive baseline methods.

Because of the results of the trendcasting experiment, we can be confident
that the variables selected in the following experiments are new and unexpected
correlations. Many of the variables chosen may not have a clear intuitive inter-
pretation, but the FDR method guarantees that they are statistically significant.

8.1 Nowcasting Results

We examine the performance of the FDR method on four time series provided
by the US census bureau: Auto and Other Motor Vehicles, Electronics and

Appliance Stores, Paper and Paper Products, and Chemicals and Allied

Products. We also nowcast a consumer sentiment index published by the Uni-
versity of Michigan. We choose this last series in order to compare the results of
FDR with the nowcasting method from [13].
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Motor Vehicle Sales. This experiment nowcasts the advance monthly sales
figures for Auto and Other Motor Vehicles: U.S. Total (NAICS codes 4411
and 4412) as reported by the US census bureau. We use data from January 2004
to November 2013. The FDR method selects one side data variable, namely the
interaction Classifieds x Movies. Performance is shown in Figure 1, and a
comparison to baseline methods is given in Table 3. The FDR method yields a
test error improvement of 6.9% over the next-best method, the lagged model.

Electronics and Appliance Stores. This experiment looks at another time
series from the US census bureau: the advance monthly sales figures for Elec-
tronics and Appliance Stores: U.S. Total (NAICS code 443). The data
range from January 2004 to November 2013. FDR variable selection finds two
side data variables, the interactions Auctions x Energy & Utilities and Mass

Merchants & Department Stores x Bicycles & Accessories. Figure 1 shows
the performance of FDR, and Table 4 compares with baseline methods. The im-
provement of FDR over the lagged time series is 9.4%, and 5.8% over a simple
random walk.
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Fig. 1. Nowcasts from the FDR method (line) and original time series (dots). Green:
training period, blue: validation period, red: testing period. Top: motor vehicles, bot-
tom: electronics and appliances. Next page top: paper and paper products, middle:
chemicals, bottom: consumer sentiment.
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Fig. 1. (continued)

Paper and Paper Products. This experiment nowcasts the advance
monthly sales figures for Paper and Paper Products: U.S. Total (NAICS
code 4241) as reported by the US census bureau. We use data from January
2004 to October 2013. The FDR method selects one time series, Retirement
& Pension x Magazines. Figure 1 and Table 5 show performance. The FDR
method yields a test error improvement of 6.8% over the lagged model, and a
2.5% improvement over the simple random walk model.
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Table 3. Comparison of accuracy between methods for nowcasting motor vehicle sales.
Table entries are explained in Section 7.3. Lower is better for ε and higher is better for
gtest. The lagged model always predicts ŷt − yt−1 = 0, so gtest and its corresponding
p-value are not applicable.

Method εtrain εval εtest gtest p-value (σ2, v, vβ)

FDR method 2.83 3.04 1.53 65.22 3.90 (10−5, 104, 1.0)
Lagged time series2 2.83 3.08 1.64 - -
Random Walk 2.83 3.08 1.64 60.87 14.04 (10−5, 104, -)
AR-1 baseline 3.33 3.06 1.86 33.33 2.53
Pure regression 2.81 3.02 2.04 66.67 2.53

Table 4. Electronics and appliance stores method comparison

Method εtrain εval εtest gtest p-value (σ2, v, vβ)

FDR method 1.24 1.60 1.29 63.04 7.68 (10−4, 10−4, 10−5)
Lagged time series2 1.11 1.69 1.42 - -
Random Walk 1.10 1.69 1.37 65.22 3.90 (10−5, 10−4, -)
AR-1 baseline 1.48 1.75 1.38 55.56 45.61
Pure regression 1.09 1.59 1.42 60.00 17.97

Table 5. Paper and paper products method comparison

Method εtrain εval εtest gtest p-value (σ2, v, vβ)

FDR method 2.21 1.30 1.18 68.89 1.13 (10−5, 10−4, 10−4)
Lagged time series2 1.31 1.40 1.26 - -
Random Walk 1.33 1.38 1.21 82.22 0.00 (10−5, 10−4, -)
AR-1 baseline 1.81 1.38 1.28 55.56 45.61
Pure regression 1.29 1.30 1.36 42.22 29.67

Table 6. Chemicals and allied products method comparison

Method εtrain εval εtest gtest p-value (σ2, v, vβ)

FDR method 1.72 2.71 1.83 64.44 5.26 (10−5, 0.01, 10−5)
Lagged time series2 1.57 2.71 1.93 - -
Random Walk 1.57 2.71 1.93 53.33 65.47 (10−5, 104, -)
AR-1 baseline 3.09 2.67 2.03 51.11 88.15
Pure regression 1.67 2.67 1.88 60.00 17.97

Table 7. Consumer sentiment method comparison

Method εtrain εval εtest gtest p-value (σ2, v, vβ)

FDR method 4.27 5.43 4.33 56.41 42.33 (10−5, 104, 10.0)
Lagged time series2 4.30 5.57 4.36 - -
Random Walk 4.30 5.57 4.36 46.15 63.10 (10−5, 104, -)
AR-1 baseline 4.89 5.57 4.50 35.00 5.78
Pure regression 4.10 5.45 4.24 55.00 52.71
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Chemicals and Allied Products. In this experiment we nowcast advance
monthly sales figures for NAICS code 4246, Chemicals and Allied Products.
The data are from January 2004 to October 2013. FDR variable selection selects
the variables Shopping Portals & Search Engines x Energy & Utilities and
Bus & Rail x E-Books. Figure 1 and Table 6 show results. The improvement of
FDR over the next-best method, the lagged model, is 5.1%.

Consumer Sentiment. This experiment uses data from the University of
Michigan monthly survey of consumer sentiment from January 2004 to April
2013. FDR variable selection selects a single interaction variable, Classifieds
x Energy & Utilities. Figure 1 plots the FDR predictions along with the
original time series, and Table 7 compares FDR and baseline methods. The
FDR method achieves a mean absolute logarithmic error of 4.33% on the test
set. An experiment in [13] using this same dataset reports a mean absolute
logarithmic error of 4.5%, although the paper does not specify the training and
testing periods used. Its results were obtained using a hand-selected set of 151
potential side data variables. The results here suggest that FDR is competitive
with current state-of-the-art nowcasting methods, but can deal with a much
larger set of potential variables.

9 Discussion

This paper introduces a novel method for nowcasting, called FDR for false dis-
covery reduction. The method combines a time series model with tractable vari-
able selection, which allows for nowcasting with a large number of potential side
predictors. Variable selection is a particularly important issue in the context of
nowcasting because nowcasting relies on observations of correlated side data to
make an up-to-date estimate, and in many cases the number of potential aux-
iliary time series to choose among is large. We demonstrate the performance of
FDR variable selection from 39,059 potential predictors. Reducing the rate of
discovery of false predictors reduces overfitting, and leads to simple final pre-
dictive models, although the statistically significant predictors chosen can be
unintuitive. The FDR method outperforms baseline methods when nowcasting
sales data from the United States census bureau and consumer sentiment, and
has performance that is comparable with the state-of-the-art nowcasting method
in [13], while allowing selection from over 250 times as many auxiliary time series.
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