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Abstract. In this paper we analyze the consistency of loss functions for learn-
ing from weakly labelled data, and its relation to properness. We show that the
consistency of a given loss depends on the mixing matrix, which is the transition
matrix relating the weak labels and the true class. A linear transformation can be
used to convert a conventional classification-calibrated (CC) loss into a weak CC
loss. By comparing the maximal dimension of the set of mixing matrices that are
admissible for a given CC loss with that for proper losses, we show that classifi-
cation calibration is a much less restrictive condition than properness. Moreover,
we show that while the transformation of conventional proper losses into a weak
proper losses does not preserve convexity in general, conventional convex CC
losses can be easily transformed into weak and convex CC losses. Our analysis
provides a general procedure to construct convex CC losses, and to identify the
set of mixing matrices admissible for a given transformation. Several examples
are provided to illustrate our approach.

1 Introduction

The analysis of the conditions required to any loss function in order to estimate posterior
class probabilities, and those required to optimize classification performance, has been
an important area of research for many years, both in binary and multiclass settings
[7, 19, 21], providing insights on the influence of loss functions for learning. Most of
this work has focused on the standard fully or semi-supervised cases. However, many
interesting real-world problems do not fit into those categories. This has spanned a
broad literature on non-standard learning paradigms, being weak supervision one of the
most widespread of them. In a weakly supervised learning problem, each instance is
assumed to be labelled as belonging to one of several candidate categories, at most one
of them being true. This paper studies the asymptotic properties of loss functions in this
more general learning setting.

Weakly supervised learning has attracted recent interest due to its suitability to model
several scenarios in bioinformatics or computer vision. We trace this formulation back
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to [3, 12, 13] for the noisy label case, and also [8] and [11] for more general scenarios
were samples may have multiple labels (including the true class). In the last decade
several authors addressed this and related problems under different names, including
partial labels [6, 8, 17], ambiguous labels [10], multiple labels [11], or crowd learning
[18]. It is also a particular case of the more general problems of learning from soft labels
[5], learning from measurements [14] or learning from candidate labelling sets [16].

There are fundamental limitations to learning from weak labels. If the statistical
mixing model relating the true class to the weak labels is unknown, there is no way to
infer it from a sample set with weak labels only, at least without making additional as-
sumptions. This is a well-known problem in semi-supervised learning. However, it can
be shown that the full knowledge of the mixing process is actually not necessary for
learning purposes. In [4] a general procedure was proposed to transform a standard (i.e.
fully-supervised) proper loss into a weak loss that is also proper, in the sense that poste-
rior class probabilities can be estimated provided that the mixing processes is restricted
to lie in certain linear subspace. Unfortunately, the proposed method scales exponen-
tially with the number of classes. Moreover, in general, the resulting weak losses are
non convex.

Since posterior probability estimation in weakly labelled scenarios requires very
strong conditions on losses and mixing matrices, in this paper we focus on the anal-
ysis of losses for classification. Up to our knowledge, there is no general approach to
the consistency problem for learning from weak labels in the literature.

Specifically our contributions in this paper are the following:

1. We provide a general theoretical analysis of consistency. We present if-and-only-if
conditions for classification calibration, and we show that, in general, the under-
lying assumptions about the mixing process are relaxed (with respect to those of
probability estimation) if only classification consistency is required. We show that
consistent losses can be obtained by a linear transformation of any conventional
consistent loss. This means that a machine learning practitioner can keep working
with the same type of losses she/he is familiar with (Section 3.1).

2. Properness is significantly more restrictive than consistency. If one is worried about
classification errors, and not about posterior probability estimation, the dimension
of the maximal set of mixing matrices that is covered by a consistent loss is higher
than that covered by a proper loss (Section 3.2).

3. If one has no information at all about the mixing matrix, one can assume indepen-
dent labels. For that case, a straightforward approach is provided (Section 4).

4. Making a difference with the case of weak proper losses, convexity can still
be preserved when transforming a conventional loss into a weak consistent loss
(Section 5).

2 Formulation

2.1 Notation

Vectors are written in boldface, matrices in boldface capital and sets in calligraphic
letters. For any integer n, eni is a n-dimensional unit vector with all zero components
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apart from the i-th component which is equal to one, and �n is a n-dimensional all-
ones vector. Superindex ᵀ denotes transposition. We will use Ψ() to denote a loss based
on weak labels (for brevity, “weak loss”), and Ψ̃ to losses based on the true class. The
number of classes is c, and the number of possible weak label vectors is d ≤ 2c. |z|
is the number of nonzero elements in z. The set of all d × c matrices with stochastic
columns is M = {M ∈ [0, 1]d×c : Mᵀ

�d = �c}.

2.2 Learning from Weak Labels

Let X be a sample space, Y = {ecj, j = 0, 1, . . . , c − 1} a set of labels, and Z =
{b1, . . . ,bd} ⊂ {0, 1}c a set of weak or partial label vectors. Sample (x, z) ∈ X × Z
is drawn from an unknown distribution P .

Weak label vector z ∈ Z is a noisy version of the true class y ∈ Y . A common
assumption [1, 6, 9, 11] is that the true class is always present in z, i.e., zj = 1 when
yj = 1, but this assumption is not required in our setting, which admits noisy label sce-
narios (as, for instance, in [18]). Without loss of generality, we assume that Z contains
only weak labels with nonzero probability (i.e. P{z = b} > 0 for any b ∈ Z).

The dependency between z and y is modelled through an arbitrary d× c conditional
mixing probability matrix M(x) ∈ M with components

mij(x) = P{z = bi|yj = 1,x} (1)

where bi ∈ Z is the i-th element of Z . Defining posterior probability vectors p(x)
and η(x) with components pi = P{z = bi|x} and ηj = P{y = ecj |x}, we can write
p(x) = M(x)η(x). In general, the dependency with x will be omitted and we will
write, for instance,

p = Mη. (2)

In general, the mixing matrix could depend on x, though a constant mixing matrix
is a common assumption [1, 9, 11, 18], as well as the statistical independence of the
incorrect labels [1, 9, 11]. Assuming a constant matrix is not required in our analysis.
Any property derived for M can be by extended to a property that must be satisfied by
M(x) for all x.

The goal is to infer y given x without knowing model P . To do so, a set of i.i.d.
weakly labelled samples, S = {(xk, zk), k = 1, . . . ,K} ∼ P is available. True classes
yk are not observed.

2.3 Classification Calibration, Ranking Calibration and Properness

The goal of the learning algorithm is to find an accurate class predictor using a weakly
labelled training set. Our focus is to determine consistent predictors that would eventu-
ally find the Bayesian predictor if the size of the training set becomes infinity.

Let F be a function class and Ψ(z, f) with f ∈ F be a loss function based on weak
label z, Ψ = (Ψ(b1, f), . . . , Ψ(bd, f))

ᵀ, where bi is the i-th element in Z (according
to some arbitrary ordering). The Ψ -risk of a function f from the function class F is

RΨ (f) = �XZ{Ψ(z, f(x))} (3)
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and the minimum Ψ -risk is

R∗
Ψ = inf

f∈F
RΨ (f) (4)

Note that our definition of the risk functions differs from the conventional setting in that
it is a function of the weak labels. We are interested in the risk of f as a predictor of the
true class through some function pred(x) ∈ argmax

j
{fj(x)}. This risk is defined as

R(f) = �XY{1[pred(f(x)) �= y]} (5)

where 1[.] is the indicator function. It is well known that the minimum possible
risk is R∗ = �{1 − maxy{P (y|x)}}, and it is achieved by the Bayesian predictor
argmax

y
P (y|x). If f̂K minimizes the empirical Ψ -risk for a training set of size K , one

would expect RΨ (f̂K) to converge to R∗
Ψ in probability as K goes to infinity. When

that makes R(f̂K) converge to R∗ in probability, we say that Ψ is consistent. It turns
out that consistency is strongly related to the notion of classification calibration [2] [19]
(also related to Fisher consistency [15] or infinite-sample consistency [21]). To sim-
plify the discussion, our definitions assume that inff �z{Ψ(z, f)} is reachable by some
minimizer f∗.

Definition 1 (Classification calibration). Weak loss Ψ(z, f) is classification cali-
brated (CC) to predict y from f if f∗ ∈ argminf �z{Ψ(z, f)} satisfies (ηi >
maxj �=i ηj ⇒ f∗

i > maxj �=i f
∗
j ).

Zhang [21] and Tewari [19] have shown that classification calibration is essentially
equivalent to consistency in the multiclass fully supervised setting (i.e., when Z = Y
and z = y). For our analysis, two stronger conditions will be helpful. The first one
imposes that the predictor preserves the order of all classes, and not only the predicted
one.

Definition 2 (Ranking calibration). Weak loss Ψ(z, f) is ranking calibrated (RC) to
predict y from f if f∗ ∈ argminf �z{Ψ(z, f)} satisfies (ηi > ηj ⇒ f∗

i > f∗
j ).

The second one imposes that the predictor is a good estimator of the posterior class
probabilities.

Definition 3 (Properness). Weak loss Ψ(z, f) is proper to predict y from f if η ∈
argminf �z{Ψ(z, f)}. The loss is strictly proper if η is the unique minimizer.

Proper losses in the weakly labelled scenario were examined in [4]. Our main focus in
the following sections is to study classification consistency and comparatively discuss
the potential benefits of avoiding the estimation of posterior class probabilities.

3 Weak Loss Characterization

3.1 Virtual Label Representation

Classification calibration, ranking calibration or properness of a given loss depend on
the mixing matrix M. To make this dependency explicit, we will say that Ψ is M-CC,
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M-RC or M-proper if it is CC, RC or proper for a mixing matrix M, respectively.
Additionally, given a set Q ⊂ M of mixing matrices (remember that M is the set of all
left-stochastic matrices), we will say that Ψ is Q-CC, Q-RC or Q-proper if it has the
corresponding property for any M ∈ Q.

According to definitions 1, 2 and 3, a loss Ψ will be CC, RC or proper depending
solely on the characteristics of the expected value, �z{Ψ(z, f)}. Therefore, the proper-
ties of any loss Ψ will be the same than that of any other loss with the same expected
value. In particular, let us define the equivalent loss

Ψ̃(y, f) = yᵀMᵀΨ (6)

or, equivalently, in vector form,

Ψ̃(f) = MᵀΨ (f) (7)

Note that Ψ̃ depends on the true classes, and is only useful for fully supervised scenar-
ios. Using (2) and (7) it is straightforward to show that �z{Ψ(z, f)} = �z{zᵀΨ} =
�z{yᵀΨ̃}. Thus, Ψ and Ψ̃ have the same expected value. This connection between a
loss and its equivalent loss is used in [4] to derive the properness of losses in a weakly
labelled scenario, and can be used in a straightforward way to prove the following
extension:

Theorem 1. Consider a weak loss Ψ : Z × �
c → �

+ and a mixing matrix M ∈ M,
and let the equivalent loss Ψ̃ : Y × �

c → �
+ be given by (6).

– Ψ is (strictly) M-proper iff Ψ̃ is (strictly) proper.
– Ψ is M-RC iff Ψ̃ is RC.
– Ψ is M-CC iff Ψ̃ is CC.

Theorem 1 states an iff connection between the CC of a weak loss and the CC of its
equivalent loss. Additionally, since the consistency is also a function of the conditional
risk, the consistency of a weak loss is also equivalent to the consistency of the equivalent
loss. Thus, we can conclude that the equivalence between classification calibration and
consistency in supervised learning can be extended to weak losses.

Eq. (7) suggests a way to generate a suitable partial loss from a conventional loss: let
Ỹ be a left-inverse of M (i.e. ỸM = I). If Ψ̃ is a CC, RC or strictly proper loss, then
the partial loss

Ψ (f) = ỸᵀΨ̃ (f) (8)

is CC, RC or strictly proper, respectively (because MᵀΨ (f) = MᵀỸᵀΨ̃ (f) = Ψ̃ (f),
and the conditions of Th. 1 are satisfied). The analysis of losses based on (8) is the main
issue of the following sections.

Note that, if z = bi, Ψ(z, f) = (edi )
ᵀΨ (f) and, using (8), we get Ψ(z, f) =

(edi )
ᵀỸᵀΨ̃ (f) = (Ỹedi )

ᵀMᵀΨ (f). Comparing this expression with (6), we can in-
terpret the columns of Ỹ in (8) as virtual labels, to be used instead of y when the true
class is unknown. Thus, Ỹ is a matrix of virtual labels.
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3.2 Maximal Sets of Mixing Matrices

Eqs. (6) and (8) show that a weak loss may be CC, RC or proper for a wide set of
mixing matrices. In particular, if W is the subset of all right-inverse matrices of Ỹ that
are in M, Ψ (f) is W-CC, W-RC or W-proper provided that Ψ̃ is CC, RC or proper,
respectively. This has a practical relevance because the mixing matrix may be partially
unknown, or may depend on x, and we could be interested in finding weak losses with
the desired property for a large set of mixing matrices.

Our main interest in this section is to find the largest set of mixing matrices having
the desired property. For a given matrix of virtual labels, Ỹ, we will define the maximal
sets Qcc(Ỹ), Qrc(Ỹ) and Qp(Ỹ) as the largest set of mixing matrices for which a
weak loss given by (8) is CC, RC or strictly proper, respectively, for any CC, RC or
strictly proper loss Ψ̃ , respectively. In this section we show that, in general, Qcc(Ỹ) =
Qrc(Ỹ) ⊃ Qp(Ỹ) = W and, thus, there is a penalty in the size of the maximal set if
accurate posterior class probability estimates are required.

We start showing that Qp(Ỹ) is equal to the set of all admissible right-inverses of
the virtual label matrix.

Theorem 2. Given a strictly proper loss Ψ̃(f ,y) and a virtual (full rank) label matrix
Ỹ, the weak loss Ψ (f) = ỸᵀΨ̃ (f) is strictly W-proper, for W = {M|ỸM = αI, α >
0} ∩M, and W is maximal.

Moreover, the dimension of the maximal set is Dp ≤ dc− c2 − c+ 1.

Proof. See the Appendix.

Now, we characterize Qrc(Ỹ).

Theorem 3. Given a RC loss Ψ̃(f ,y) and a full rank matrix Ỹ, the weak loss Ψ (f) =
ỸᵀΨ̃ (f) is W-RC, for W = {M|ỸM ∈ V}∩M, where V is the set of matrices in the
form λI + �cv

ᵀ (for arbitrary λ ∈ �
+ and v ∈ �

c).
Moreover, W is maximal, and its dimension is Drc ≤ dc− c2 + 1.

Proof. See the Appendix.

The above theorem shows that the matrices of the maximal set can be written in the
form

M = M0(λI + �cv
ᵀ) (9)

where M0 is an arbitrary right inverse of the virtual label matrix and λ > 0 and v are
arbitrary parameters. As we will see later, these extra parameters may have a significant
value: for some virtual label matrices, the resulting loss is not proper for any mixing
matrix, while classification calibration is preserved for a large set of mixing matrices.

The proof of Theorem 3 can be used step by step to prove an identical result for
classification calibrated losses.

Theorem 4. Given a CC loss Ψ̃(f ,y) and a full rank matrix Ỹ, the weak loss Ψ (f) =
ỸᵀΨ̃ (f) is W-CC, for W = {M|ỸM ∈ V}∩M, where V is the set of matrices in the
form λI + �cv

ᵀ (for arbitrary λ ∈ �
+ and v ∈ �

c).
Moreover, W is maximal, and its dimension is Dcc ≤ dc− c2 + 1.
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Proof. See Appendix.

Note that, although classification calibration is a less restrictive condition than rank-
ing calibration, Qcc(Ỹ) = Qrc(Ỹ). This, however, does not imply that any CC loss is
also RC: if Ψ̃ is CC but not RC, weak loss ỸΨ̃ will be CC but not RC. But Theorem
4 shows that by relaxing the ranking calibration to classification calibration, the set of
admissible mixing matrices does not change.

4 Losses for Independent Labels

The main drawback for the application of conventional CC, RC or proper losses to
construct weak losses is that, in general, the mixing matrix is unknown, and we may
have no a priori information about a (small enough) set Q containing the true mixing
matrix.

As an alternative, we can construct consistent labels starting from some simplifying
assumptions on the mixing matrix. An appealing choice consists in assuming that the
noisy labels are statistically independent, that is,

P (z|y = ecm) = αzm
m (1− αm)1−zmβ|z|−1

m (1− βm)c−|z| (10)

for some parameters αm ⊂ [0, 1] and βm ⊂ [0, 1]. Recall that |z| is the number
of nonzero elements in z. Unfortunately, as noted in [4] there is no proper loss for
general independent labels: If Mαβ is the mixing matrix resulting from (10), and
Q = {Mαβ,α ∈ [0, 1]c,β ∈ [0, 1]c}, no Q-proper loss exists.

However, there does exist a proper weak loss for quasi-independent label models. In
particular consider the conditional probability model given by

P (z|y = ecm) =

[
zmβm,|z| |z| < c
0 |z| = c or |z| = 0

(11)

where coefficients βm,n satisfy the linear constraint

c∑
n=1

(
c− 1

n− 1

)
βm,n = 1 (12)

for any m (so that probabilities sum up to one). Let Mβ be the corresponding mix-

ing matrix, and Q′ = {Mβ}. Taking βm,|z| ∝ β
|z|−1
m (1 − βm)c−|z| (which satisfies

the given constraints), the model (11) is equivalent to (10) with αm = 1, unless for
the fact that a zero probability is given to z = �c. The set Q′ = {Mβ} additionally
includes many other non-independent label models. The probability of a given partial
label vector depends on the true class, m, and the number of noisy labels (|z| − 1) but
it is independent of the specific choice of the noisy labels.

The advantage of (11) is that there do exist consistent losses for this model, that do
not depend on the particular value of coefficients βm,|z|.
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Theorem 5. Consider the virtual labels given by

ỹj =

[
1 zj = 1

− |z|−1
c−|z| zj = 0

(13)

(the case |z| = c is ignored). If Ψ̃ is a CC, RC or (strictly) proper loss, then Ψ(z, f) =
ỹᵀΨ̃ (f) is Q′-CC, RC or (strictly) proper, respectively.

Proof. Let Ỹ be the virtual label matrix such that its i-th column contains the virtual
label corresponding to weak label vector bi. Then, using (11) and (13),

(ỸMβ)ij =

d∑
k=1

ỹikP{z = bk|y = ecj}

=

d∑
k=1

ỹikbkjβj,|bk|

=

d∑
k=1

(
bki − (1− bki)

|bk| − 1

c− |bk|
)
bkj

=

d∑
k=1

(
bki

(
1 +

|bk| − 1

c− |bk|
)
− |bk| − 1

c− |bk|
)
bkjβj,|bk|

=
d∑

k=1

bkibkjβj,|bk|

(
1 +

|bk| − 1

c− |bk|
)
−

d∑
k=1

bkjβj,|bk|
|bk| − 1

c− |bk| (14)

Consider first the case i �= j. Noting that there are
(
c−2
n−2

)
weak label vectors bk with n

nonzero elements and bki = bkj = 1, and there are
(
c−1
n−1

)
weak label vectors bk with

n nonzero elements and bki = 1 we can write

(ỸMβ)ij =

c∑
n=2

(
c− 2

n− 2

)
βj,n

(
1 +

n− 1

c− n

)
−

c∑
n=1

(
c− 1

n− 1

)
βj,n

n− 1

c− n

=

c∑
n=2

((
c− 2

n− 2

)(
1 +

n− 1

c− n

)
−
(
c− 1

n− 1

)
n− 1

c− n

)
βj,n = 0 (15)

Finally, for i = j,

(ỸMβ)jj =

c∑
k=1

bkjβj,|bk|

(
1 +

|bk| − 1

c− |bk|
)
−

c∑
k=1

bkjβj,|bk|
|bk| − 1

c− |bk|

=

c∑
n=1

(
c− 1

n− 1

)
βj,n

(
1 +

n− 1

c− n

)
−

c∑
k=1

(
c− 1

n− 1

)
βj,n

n− 1

c− n

=

c∑
n=1

(
c− 1

n− 1

)
βj,n = 1 (16)

where we have used (12) in the last step. Therefore ỸMβ = I, which completes the
proof.
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The following are some possible choices for a loss based on different choices of Ψ̃ .

Example 1 (Pairwise comparison).
Let

Ψ̃(y, f) =

c−1∑
j=0

φ(yᵀf − fj) (17)

This is a general form of the multiclass support vector machine proposed by Weston
and Watkins [20], whose consistency was proven by Zhang in [21] for a differentiable
non-negative non-increasing φ(). The weak loss based on (13) and (17) is

Ψ(z, f) =
∑

k:zk=1

c−1∑
j=0

φ(fk − fj)

− |z| − 1

c− |z|
∑

k:zk=0

c−1∑
j=0

φ(fk − fj) (18)

Example 2 (One versus all).
Let

Ψ̃(y, f) = φ(yᵀf) +
c−1∑
j=0

(1− yj)φ(−fj) (19)

where φ is convex, bounded below and differentiable with φ(f) < φ(−f) when f > 0.
The partial loss based on (13) and (19) is

Ψ(z, f) =
∑

k:zk=1

(φ(fk)− φ(−fk))

+
|z| − 1

c− |z|
∑

k:zk=0

(φ(fk)− φ(−fk))

+ (2|z| − 1)
c−1∑
j=0

φ(−fj) (20)

Example 3 (Unconstrained Background Discriminative Method).
Let

Ψ̃(y, f) = φ(yᵀf) + s

⎛
⎝c−1∑

j=0

t(fj)

⎞
⎠ (21)

where φ, s and t convex differentiable functions [21]. The weak loss based on (13) and
(21) is

Ψ(z, f) =
∑

k:zk=1

φ(fk) +
|z| − 1

c− |z|
∑

k:zk=0

φ(fk)

+ (2|z| − 1)s

⎛
⎝c−1∑

j=0

t(fj)

⎞
⎠ (22)
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4.1 Classification Calibrated Losses for Independent Labels

Despite there is no weak proper loss for independent labels, there may exist CC losses.
Consider, for example, the virtual label vector given by ỹi = zi (i.e., the columns of
the virtual label matrix Ỹ = Z are all possible label vectors (i.e. the i-th column of Z
is bi).

Note that, for d > c, since the virtual label matrix is non-negative, its right-inverse
has negative components and, therefore, there is no stochastic matrix satisfying ZM =
I. Therefore, unless for trivial cases with d = c, the loss Ψ (f) = ZΨ̃ is not M-proper
for any mixing matrix.

However, there exist CC losses for this case.

Theorem 6. Given a CC loss Ψ̃ , weak loss Ψ (f) = ZΨ̃ (f) is CC for any mixing matrix
satisfying the general model

P (z|y = ecm) = αzm(1 − α)1−zmβ|z|−1(1− β)c−|z| (23)

for any α > β.

Proof. If V = ZM, we have

vij =

d∑
k=1

bkimkj

=

d∑
k=1

bkiα
bkj (1− α)1−bkjβ|bk|−1(1− β)c−|bk| (24)

For i = j, we get

vij = α

d∑
k=1

bkiβ
|bk|−1(1− β)c−|bk|

= α
c∑

n=1

(
c− 1

n− 1

)
βn−1(1− β)c−n = α (25)

and, for i �= j,

vij =

d∑
k=1

bkiα
bkj (1− α)1−bkjβ|bk|−1(1− β)c−|bk|

= α

c∑
n=2

(
c− 2

n− 2

)
βn−1(1− β)c−n

+ (1− α)

c−1∑
n=1

(
c− 2

n− 1

)
βn(1− β)c−n−1 = β (26)

Therefore
V = (α− β)I + β�c�

ᵀ
c (27)

which has the form (41) with λ = α− β > 0 and v = β�c.
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5 Convexity

For optimization purposes, we may be interested in using virtual label matrices in such
a way that the transformation (8) preserves convexity. This way, convexity of the weak
losses can be guaranteed provided that the conventional loss Ψ̃ has convex components.

It is not difficult to show that a necessary and sufficient condition for the components
of Ψ(f) = ỸΨ̃ (f) to be convex for any convex Ψ̃(z, f) is that [Ỹ]ji ≥ 0 for any
1 ≤ j ≤ c, 1 ≤ i ≤ d.

Unfortunately, restricting the virtual matrix to have non-negative components con-
stitutes a strong limitation for the design of weak convex proper losses: for instance, if
all components of virtual matrix Ỹ are strictly positive, its right inverse has at least one
negative component and, thus, it is not stochastic. Therefore, Qp(Ỹ) = ∅.

Moreover, though the right inverse of a matrix with all non-negative elements may
be non-negative, each zero element in Ỹ imposes strong constraints on the number of
non-zero elements in its right inverse. In particular, it is easy to see that, if Ỹ does not
have negative components and Ψ (f) = ỸΨ̃ (f) is M-proper, then [Ỹ]ji > 0 implies
[M]ik = 0 for any k �= j. In summary, properness is a limiting factor to preserve
convexity in a practical design of weak losses: even for a convex Ψ̃ , Ψ is in general
non-convex.

However, as we have seen in the previous example, non-negative virtual label matri-
ces can be used to construct CC or RC losses. The following are examples of convex
classification calibrated weak loss functions constructed from conventional losses used
for multiclass classification.

Example 4 (Pairwise comparison.).
If

Ψ̃(y, f) =

c−1∑
j=0

φ(yᵀf − fj) (28)

The weak loss Ψ (f) = BΨ̃ (f) is

Ψ(z, f) = ỹᵀΨ̃ (f) =

c−1∑
k=0

zkΨ̃k(f)

=

c−1∑
k=0

zk

c−1∑
j=0

φ(fk − fj) (29)

Example 5 (One versus all.).
Let

Ψ̃(y, f) = φ(yᵀf) +
∑

j �=ind(y)

φ(−fj) (30)

The weak loss Ψ (f) = BΨ̃ (f) is

Ψ(z, f) =

c−1∑
k=0

zk

⎛
⎝φ(fk) +

∑
j �=k

φ(−fj)

⎞
⎠ (31)
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6 Conclusions

In this paper we have analyzed conditions on the conditional probability model relating
weak labels and true classes to guarantee that a loss is classification-calibrated. As
expected, we have found that classification calibration imposes less constraints on the
mixing matrix. Moreover, we show a straighforward way to construct a weak loss from
a conventional loss that preserves convexity and also classification calibration for a wide
set of mixing matrices including independent label models.

Appendix

Proof of Theorem 2

Assume that Ψ(z, f) is strictly M-proper, but M /∈ W . Then we have

�z{Ψ(z, f)} = pᵀΨ (f) = ηᵀMᵀỸᵀΨ̃ (f) = ηᵀVᵀΨ̃ (f) (32)

where V = ỸM is a c × c matrix. We consider two cases: (i) Vη has non-negative
components, an (ii) at least one component of Vη is negative.

In case (i), since Ψ̃ is strictly proper, (32) is minimum at

f∗ =
Vη

�
ᵀ
cVη

(33)

Since M /∈ W , we have V �= αI for any α and, thus, f∗ �= η (at least for some η),
which is in contradiction with the fact that Ψ is strictly proper.

The basic idea of the proof of case (ii) is to show that, if Vη has some negative
components, then the unique minimizer of Ψ (f) (the weak loss) for f in the probability
simplex P , must lie in the boundary of P . In such case, for any η in the interior of P ,
η /∈ argminf η

ᵀΨ (f) and, thus, Ψ is not proper. A proof that the minimizer of Ψ (f)
must be in the boundary of P follows.

First, note that, if Ψ̃ is strictly proper, it is invertible. Otherwise, if Ψ̃ (η1) = Ψ̃ (η2),
ηᵀ
1Ψ̃ (η1) = ηᵀ

1 Ψ̃ (η2), which is in contradiction with η1 being the unique minimizer
of ηᵀ

1 Ψ̃(f). Also, the image set S = {Ψ̃ (f), f ∈ P} is a convex manifold in �c (i.e., it
is in the boundary of its convex hull). To see this, since Ψ̃ is strictly proper, ηΨ̃ (η) ≤
ηΨ̃ (f), thus, η is the normal vector of a supporting hyperplane of S in Ψ̃(η) and, thus,
Ψ̃ (η) is a boundary point in the convex hull of S.

Additionally, for a = Vη, if η = argminf aΨ̃ (f), then a is also a normal vector
of a supporting hyperplane of S in Ψ̃ (η). But, if S is strictly convex, it has a single
supporting hyperplane at almost every point and, thus, for almost every η ∈ P , Vη =
αη, for some α �= 0. SinceVη has some negative components, we must have α < 0
and, thus η = argminf αη

ᵀΨ̃ (f) = argmaxf η
ᵀΨ̃ (f), which is in contradiction with

η being a minimizer of ηᵀΨ̃ (f)
Note that equation ỸM = αI states a set of c2 − 1 linear constraints. This, along

with M�d = �c shows that the dimension of the maximal set is at most dc− c2− c+1.
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Proof of Theorem 3

Let f∗ be the minimum of �z{Ψ(z, f)} = ηᵀVᵀΨ̃ (f) with V = ỸM. Also, let η such
that ηi = μ+ ε and ηj = μ− ε, for some small ε > 0. Since Ψ(z, f) is RC and ηi > ηj ,
we have f∗

i > f∗
j . Also, since Ψ̃ is ranking-consistent, we have

eciVη ≤ ecjVη (34)

therefore

vii(μ+ ε) + vij(μ− ε) +
∑

k/∈{i,j}
vikηk

≤ vji(μ+ ε) + vjj(μ− ε) +
∑

k/∈{i,j}
vjkηk (35)

Since this must be true for arbitrary small ε, we have

(vii + vij)μ+
∑

k/∈{i,j}
vikηk ≤ (vji + vjj)μ+

∑
k/∈{i,j}

vjkηk (36)

Alternatively, taking ηi = μ − ε and ηj = μ + ε, we can conclude that the opposite
inequality is also true. Therefore, the above inequality can be replaced by an equality.
Since this must be true for any μ and {ηk}, we get

vii + vij = vjj + vji (37)

vik = vjk, , k �= i, k �= j (38)

Since this must be true for any pair i, j of classes, Eq. (38) implies that the non-diagonal
values of each column must be equal, while (37) imposes a restriction on the diagonal
element. Both conditions and the inequality relations are equivalent to claiming that
matrix V must have the general form V = λI + �cv

ᵀ for some constant λ > 0 and
vector v. Also, we can write the above constraints as

(eci − ecj)
ᵀỸM(eci + ecj) = 0 (39)

(eci − ecj)
ᵀỸMeck = 0, , k �= i, k �= j (40)

This states a set of at most c2 − c − 1 linear constraints over M. This along with
M�d = �c shows that the dimension of the maximal set is at most dc− c2 + 1. To see
that Q is maximal, note that, for any M ∈ Q, we have that �z{Ψ(z, f)} = ηᵀVᵀΨ̃ (f).
Noting that

Vη = λη + (vᵀη)�c (41)

we can see that η∗ = Vη is an order-preserving transformation. Thus Ψ(z, f) is RC.

Proof. of Theorem 4

The proof follows the same steps than Th. 3. The only difference is that we must take μ
and ηk such that μ > ηk, for all k �= i, k �= j.
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