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Abstract. Testing binary classifiers usually requires a test set with la-
beled positive and negative examples. In many real-world applications
however, some positive objects are manually labeled while negative ob-
jects are not labeled explicitly. For instance in the detection of defects in
a large collection of objects, the most obvious defects are normally found
with ease, while normal-looking objects may just be ignored. In this sit-
uation, datasets will consist of only positive and unlabeled samples. Here
we propose a measure to estimate the performance of a classifier with
test sets lacking labeled negative examples. Experiments are performed
to show the effect of several criteria on the accuracy of our estimation,
including that of the assumption of “random sampling of the labeled
positives”. We put the measure into use for classification of real-world
defect detection data with no available validation sets.

Keywords: Classifier performance measure, unlabeled examples, binary
classification.

1 Introduction

Unlabeled samples are often easily accessible in most artificial learning applica-
tions. They provide information about the structure of the data and combined
with the labeled samples, they can help a learner to distinguish between differ-
ent data clusters. A special situation arises when the labeled samples are only
from one class, called the target class. In this case, data consists of a number of
positively labeled samples and a large set of unlabeled samples with unidentified
positives and negatives. Such datasets are commonly said to have only positive
and unlabeled samples and abbreviated as PU datasets.

In the literature, several techniques are proposed for training classifiers with
PU data. Testing classifiers on the other hand, is a task that requires fully labeled
data. Performance measures normally provide a summary of the performance of
a classifier on test data. Almost all of these measures include the 4 components of
the confusion matrix ; the True Positive, False Negative, True Negative, and False
Positive rates. Baldi et al [1] argue that any performance measure depending
on less than all four of these numbers, is missing a part of the information
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and is bound to be biased. In PU learning, and therefore by the absence of
labeled negative samples, the False Positive and True Negative ratios cannot
be calculated reliably. Presence of a fully labeled validation set comprising fair
numbers of positive and negative samples, has thus been a necessity for the
testing, and occasionally for parameter adjustments [17,15,28].

Naturally, providing a fully labeled validation set is expensive, in terms of
cost and time effort. Elkan and Noto for example [11] explain how they had to
use manually identified [8] samples from a larger unlabeled set to construct a
validation set. In our case, identification of railway defects from a PU vibration
data has been a motivation for this paper. The rail data has a relatively small
number of positively labeled (defective) samples and a large set of unlabeled
ones. Providing a validation set has proven to be too expensive due to high
costs of physical defect detection tests. This has led us to the question: “Is it
possible to robustly estimate the performance of a classifier, using only positive
and unlabeled data?”.

In [15] by Lee and Liu, a PU performance measure is proposed that is inspired
by the F1 score. It equals to p.r/Pr[y = 1], where p is the precision, r is the recall,
and Pr[y = 1] represents the prior probability of the positive class. Precision p
and Pr[y = 1] cannot be calculated from PU data directly. But Lee and Liu derive
that p.r/Pr[y = 1] equals to r2/Pr[f(x) = 1], with f being a trained classifier,
allowing the measure to be calculated from only PU samples. Unfortunately
though, it makes the implicit assumption [11] (originally noted in [10]) that
the labeled object are sampled randomly from the positive class distribution.
This means that each actually positive object has had an equal chance of being
labeled. Satisfying this assumption can sometimes be difficult [3]. In the case of
the railway defect identification for example, the ground-truth labeling is carried
out by visual inspection of the rail, and therefore highly visible rail defects are
more likely to be identified and labeled. Another similar measure proposed by B.
Clavo et al [4] is called Pseudo-F and is calculated as 2×r/(Pr[f(x) = 1]+Pr[y =
1]). Pr[y = 1] is assumed provided to both the classifier and the performance
evaluator.

We propose a measure of performance for PU data (section 2) that is not
dependent either on the assumption of random sampling or on Pr[y = 1] in
its definition. We call this measure PULP for Positive and Unlabeled Learning
Performance. PULP calculates the probability for a classifier, to manage to ran-
domly correctly predict a certain number of labeled samples as positives. Our
proposition is that the less probable it is to accidentally detect a certain num-
ber of labeled positive examples, given the total number of positive predictions
made, the better the predicting classifier has performed.

Techniques for training a classifier with PU data is not a subject of this pa-
per. This has been studied in the literature of PU learning resulting several
models tailored for exploiting information of the unlabeled samples. A number
of approaches propose methods for identifying some potential negative sam-
ples from the unlabeled set and applying a normal binary classification algo-
rithm [12,27,19]. A less common approach, is to assign weights to unlabeled
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samples [11,20] that describe their likelihood of belonging to the positive class.
Expectation-maximization algorithms are also a common family of algorithms for
most notably: Biased SVM [17,18] and fitting logistic regressors [26]. PU learning
techniques are widely applied to several learning domains such as: bioinformat-
ics [11,26,5], geographic image processing [16,29], and document classification
[12,19,17,15].

If the random sampling assumption is valid, one can also fairly use a conven-
tional error measure (e.g. AUC) to estimate performance from a PU test set.
We compare five conventional classification performance measures from [1] that
are widely used in testing classifiers. These are the AUC, F1 score, Mean Aver-
age Precision (MAP), Pearson correlation (PEAR), and the mutual information
(MI) measure. We also test the proposed PU measures by Lee and Liu (referred
to by L&L) and Pseudo-F in our comparison. To examine the applicability of
all these measures to PU data, we perform several experiments. We first define
this applicability in terms of accuracy in section 3. We then show by experi-
ments in section 4 that PULP is affected the least when the random sampling
assumption is violated, making it a better choice in such cases as the rail defect
detection problem. We also investigate the effect of the prior distribution proba-
bility of the unlabeled positive samples, on the accuracy of the tested measures.
We conclude increasing positive class prior probability translates to decreasing
estimation accuracy, for all of the studied measures.

2 PULP – Positive and Unlabeled Learning Performance

PULP calculates the probability of randomly making a number of positive pre-
dictions, and yet managing to hit some of the positively labeled samples. Assume
that from a set of N samples, t samples are labeled as positive and the rest are
given unlabeled. Also assume that a classifier has predicted b out of the total
N samples as positive, and such that k of those predictions match the t labeled
samples. Clearly, k satisfies k ≤ min(t, b). We are interested in the probability
of hitting at least k of the t known positive samples; doing so merely by ran-
dom assignment of b positive tags to the N samples. We are keen to know how
easy it is to score at least as good as this classifier, just by random predictions.
To get that probability, we should first note that the probability of randomly
hitting exactly k of t labeled samples is equal to the hypergeometric probability
mass function f at point k, with parameters N , t, and b being respectively the
population size, number of successes, and number of draws:

f(k | N, t, b) =

(
t
k

)(
N−t
b−k

)

(
N
b

) . (1)

The denominator simply equals all permutations of assigning b tags to N
samples. The numerator of the fraction is all permutations of such assignment
where exactly k hits are made. To get the probability of hitting at least k labeled
samples, it suffices to integrate f(i | N, t, b) over all values i where k ≤ i ≤ b.
This probability F (k | N, t, b) is the cumulative hypergeometric function F ,
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which makes PULP closely related to Fisher’s exact probability test (see e.g.
[22]).

F (k | N, t, b) =
b∑

i=k

f(i | N, t, b) = 1−
k−1∑

i=0

f(i | N, t, b)

= 1− F (k − 1 | N, t, b)

(2)

If b is larger than t in the first sum, then f will automatically yield zero,
meaning that in the summation i needs not to go any further than min(t, b).
Lower F values mean that it is less likely to perform at least as good as that
classifier just by random assignment, and indicate that the classifier has more
information about the positive class distribution. By taking 1− F (k | N, t, b) =
F (k − 1 | N, t, b) as the measure, this relation becomes straight so that higher
values now indicate better performances.

In standard testing and error estimation, it is a common practice to average
over all threshold values of a classifier decision boundary to summarize its perfor-
mance. This avoids dependence on a specific value for the operating point. The
Area Under the ROC Curve (AUC), and the Mean Average Precision (MAP)
are such summarizations. Applying the same rationale, PULP is also the aver-
age over all probabilities F (k | N, t, b) obtained by integrating over all operating
points of the classifier while recalculating k each time. Let S : {s1, s2, ..., sN} be
the sorted list of classified objects according to the output of the tested classifier.
Then PULP(S | N, t) can be evaluated as:

PULP(S | N, t) =
1

N + 1

N∑

i=0

F (k{S,i} − 1 | N, t, i) (3)

where k{R,i} is the number of hits given that objects s1 to si are predicted to be
positives. Here it is assumed that PULP is calculated for a binary classification
test with one target class. In the literature, this condition is usually referred to as
one-class classification [9]. While it is possible to extend PULP for application
to mutli-class classification tests, here we only present PULP as a one-class
performance estimator for PU test data.

In practice, evaluating f(k | N, t, b) for moderately large test set sizes can
become problematic due to large factorial computations. We have used the
workaround to rearrange combination terms to exponential function of natural
logarithms as:

f(k | N, t, b) = exp[ln t! + ln(N − t)! + ln b! + ln(N − b)!

− ln k!− ln(t− k)!− ln(N − t− b+ k)!− ln(b − k)!− lnN !].
(4)

Doing so, it will be possible to take advantage of natural logarithm of the
Gamma function which is approximated with a number of available techniques,
including Chebyshev approximation [7]. One other option is to approximate
hypergeometric mass function by other distributions such as Poisson [13].
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3 The Evaluation of a Performance Measure

Defining an “accurate” measure is an intricate matter. For the analysis and eval-
uation of a PU performance measure, one can artificially create PU classification
problems from standard two-class classification problems. In the standard binary
classification, each object x has a true label y that is positive or negative [2]. In
the derived PU problem only part of the positive class is labeled and the rest of
the samples are left unlabeled. To compare the applicability of the performance
measures to PU data we test them on both PU data and fully-labeled data and
check for the similarity of the two sets of results.

To quantify this similarity, we use the Mean Absolute Deviation (MAD) and
the rank (Spearman) correlation. The mean absolute deviation between the two
sets, is aimed at assessing the difference between fully-labeled and PU results
on average. Although this is informative, when a performance measure is used
to compare and select the best (PU) classifier, a correct ranking of the perfor-
mances can be even more important. A high correlation between the PU measure
and their fully-labeled pair indicates the suitability of a measure for evaluating
classifiers based on PU data. To be able to make a fair comparison, the rest of
the measures (i.e. F1, MI, PEAR, L&L, and Pseudo-F) are also averaged over all
classifier operating point similar to the way we calculate PULP. For calculation
of Pseudo-F we simply take the ratio of the positively labeled to all samples as
the prior probability of the positive class.

The prior probability that a sample is positive Pr[y = 1], has a strong in-
fluence on a PU evaluation measure. We aim to choose measures that are least
sensitive to Pr[y = 1]. Therefore, all experiments are performed over a increas-
ing range of the ratio of the actual positive objects in the unlabeled subset. We
also investigate the effect of the assumption that the labeled samples are drawn
randomly from the positive class. Experiments are performed that compare the
measures on 3 scenarios, where the labeled samples are either selected at ran-
dom, or selected so that the most representative ([24]) or the least representative
positives are labeled. These three situations are shown in Figure 1. First, from
the fully labeled data (Figure 1(a)) a random subset of the positive objects is
labeled, while the rest is unlabeled (Figure 1(b)). Next, a Gaussian mixture
model is trained on the whole class of the actual positives, and its output poste-
rior probabilities are used as indicators of representativeness. In Figure 1(c) the
positive samples that are less representative are left unlabeled. While in Figure
1(d) those which are considered to be more representative are left unlabeled.
Our experiments will investigate the sensitivity of PU performance measures to
these non-random sampling strategies.

Three datasets are selected from the literature of PU learning for experiments.
The first is the popular 20 newsgroup dataset which consists of 20 news categories
where each have 1000 sample documents. Similar to the procedure in [15] we
extract bag-of-words features and we apply TF-IDF normalization. The second
is the MNIST dataset of hand-written digits [14]. It includes 1000 samples per
each digit 0 to 9. Here, we simply take the raw pixels as the features and extract a
16×16 down-sampled version of the original images. Finally, we test an originally
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(a) (b) (c) (d)

Fig. 1. Diagram (a) shows the complete labeling [2] of positive and a negative objects.
Diagram (b) shows a PU labeling where selection of the labeled objects is random,
while the negative object are always unlabeled. In (c) the selection is made in a way
that the least representative positives are left unlabeled. On the contrary, in (d) the
most representative ones are unlabeled.

PU labeled dataset by [11]. It contains 7359 text records of protein specifications.
These records contain 2453 positive records from a special set of proteins [23]
that are known membrane transport proteins. The dataset also contains 4906
unlabeled protein records from [25] that are manually identified by [8] to have
348 positive records and 4558 negative ones. A compilation of this data is made
available by [11]. We extract bag-of-words features from these records and apply
TF-IDF normalization as well.

In accord with a generalization in [11] of a several PU learning techniques, we
first calculateweights for all unlabeled samples. The calculation of weights is either
done by heuristics mostly inspired by [18] or a weight assigning technique in [11].
These weights are regarded as the likelihood that an unlabeled sample belongs to
the positive class. An SVM classifier [6] is trained on the weighted datasets.

4 Experiments and Results

From experiments on individual classifiers, we hypothesized that Pr[y = 1] can
strongly influence accuracy of a measure. To examine this, we have calculated the
mean absolute deviation and the rank correlation for a broad range of training
and testing criteria. In total, 260 different configurations of datasets and classi-
fiers were tested while at first, the labeled positives were selected randomly from
all positive samples. The results are show in the left column of Figure 2 for the
correlation in upper row and for the mean absolute deviation in the lower row.

We also performed 2 rounds of similar experiments while labeling positives
according to the 2 non-random scenarios discussed in section 3. The middle
and right column of Figure 2 show these results where respectively the least
and the most representative positives are left unlabeled. Our first observation
is that while the rank correlations stay close for all measures in the random
labeling case, they tend to be dispersed more in the non-random cases. PULP is
affected the least by the non-random sampling. This suggests it can be a robust
choice compared to L&L and Pseudo-F if the random sampling assumption does
not hold. In such cases, PULP is also a better choice compared to the non-
PU measures of performance that as we anticipated, are affected more by the
non-random sampling scenarios. It is evident that all measures lose estimation
accuracy as Pr[y = 1] increases over the unlabeled data samples. However for
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all Pr[y = 1] values below 0.5, PULP scores a rank correlation that is above 90
percent regardless of the sampling scenario.

Mean absolute deviation is also a helpful accuracy evaluation for a PU per-
formance measure. The Mutual Information measure (MI) seems to have the
least mean absolute deviation for the two non-random labeling scenarios. This is
slightly difficult to interpret though, because the standard deviation calculated
over all MI outcomes is also the smallest (Table 1). This suggests that the range
of values produced by MI is narrower than the rest of the measures. Therefore,
interpretation of accuracy based on the mean absolute deviation can only be
meaningful in combination with the total Standard Deviation of its evaluations.
This helps avoid choosing measures that score a small mean absolute deviation
only because they have a limited or biased function range.

By taking an average over all results of different values Pr[y = 1], Table 1 gives
a summary of all evaluations of rank correlation and mean absolute deviation
for the 8 measures. Under the experiment setting in this paper, we believe the
PU measure introduced by Lee and Liu (L&L) is a more accurate PU estimate
than Pseudo-F, in both random and non-random labeling cases. This is visible in
the rank correlation evaluations, as well as the mean absolute deviations where
the deviation for L&L is always less despite having a higher overall standard
deviation. PULP in our opinion is a better choice that both of these measures
in cases that the “selected completely at random” assumption might be invalid.

Fig. 2. The rank correlations (upper row) and mean absolute deviations (lower row)
between the fully labeled data and the PU data for the seven performance measures on
260 combination of datasets and classifiers. The 3 columns are corresponding to random
selection and two non-random selection scenarios for partially labeling positives samples.
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Fig. 3. The first 3 rows show the top positive samples according to classifier C1 selected
by a higher L&L result. The second 3 rows are the same for classifier C2 selected by
a higher PULP result. C2 has managed to find more unlabeled potential positives.
Each sample is the wavelet spectrogram for a window of the signal. Vertical axes are
frequency scales. Horizontal axes are time. In the domain of rail defect detection, high
frequency excitations are usually associated with potential defects.

Table 1. Results from Figure 2 averaged over all measurements of individual p(y = 1)
values. Table presents this total results for the same 3 scenarios for selection of labeled
positive samples. Bold numbers are best scores in each row. All results are averaged
over a 8-fold cross-validation.

AUC F1 L&L MI PEAR MAP PULP PseudoF

Rank

Correlation

Random 0.918 0.903 0.916 0.837 0.923 0.870 0.916 0.903

Scenario 1 0.806 0.796 0.804 0.535 0.806 0.765 0.912 0.796

Scenario 2 0.495 0.474 0.494 0.422 0.504 0.465 0.769 0.474

Mean Absolute

Deviation

Random 0.117 0.168 0.034 0.055 0.057 0.370 0.127 0.148

Scenario 1 0.130 0.166 0.123 0.056 0.065 0.353 0.132 0.150

Scenario 2 0.165 0.160 0.120 0.065 0.0814 0.356 0.185 0.157

Overall Standard Deviation 0.197 0.099 0.248 0.061 0.100 0.147 0.324 0.143

Rail vibration data consists of 10 datasets of various sizes where features are
wavelet power spectrogram values and objects are frames from the vibration
signal. Using 6 out of 10 datasets in a train and test cross validation, we selected
two SVM classifiers: C1 and C2 that have disagreeing PULP and L&L results,
such that their PULP results are: 0.67, and 0.81 and L&L results are: 0.13 and
0.08 correspondingly.

We then tested these classifier on another test set of 139 samples with 23
labeled positives. For both classifiers, we sorted the 139 samples in descending



Evaluating Classification Performance Using PU Samples 241

order of their output and selected highest 15 top scored after excluding the
already labeled. These top 15 object for both classifiers are illustrated in Figure
3. The first 3 rows are the top positive samples according to C1, the second 3
rows are the same for C2. In at least 10 out of 15 unlabeled samples selected by
C2, there are traces of high frequency excitations that can indicate defects on
the rail [21]. For C1 this is down to around 5 samples. We conclude that PULP
has probably made a better choice between the two classifiers.

5 Conclusions

We proposed PULP: a measure PULP to evaluate the learning performance of
a classifier with only positive and unlabeled data. Besides a well-defined the-
ory, our experiments show that PULP has the advantage over the rest of the
tested measures, that it is affected the least by a non-random sampling of the
labeled positives. We test PULP and other performance measures, on a number
of datasets from the literature in these experiments. We have as well used PULP
to compare classifiers that are trained and tested on a real-world PU dataset
consisting of rail vibration signal, to detect rail defects. We were able to visu-
ally confirm that a stronger classifier according to PULP, detects more potential
positives compared to a weaker PULP classifier.
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