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Abstract. “Traditional” satellite systems consist of special-purpose monolithic
satellites. Future ones aim to comprise of a small number of inexpensive general-
purpose spacecraft that communicate with one another to carry out missions, with
a certification requirement. Such certification would guarantee the security and
correctness of all mission software.

In this work we focus on proving correctness of a proposed protocol for aggre-
gation of the data of member nodes in such a system. The modeling and verifica-
tion of such a system is complicated by a number of factors, including real-time
constraints and the unusual topology of the network, which does not fit well-
studied cases such as clique, star and ring topologies.

We show how to use decomposition and abstraction to isolate the topology-
dependent reasoning in the the proof into a simple lemma. This allows us to use
finite-state model checking techniques to perform this reasoning, and to quickly
assess classes of network topologies. The assumptions we made in abstracting the
model (the premises of our lemma) can in principle be verified locally, without
concern for the network topology.

This case study can be seen as an instance of a general proof strategy: separate
the complicating aspects of the proof of a complex system so that each can be
handled by an appropriate tool.

1 Introduction

“Traditional” satellite systems consist of special-purpose monolithic satellites. Future
ones aim to comprise of a small number of inexpensive general-purpose spacecrafts
that communicate with one another to carry out missions. The success of this futuristic
satellite architecture is predicated on the reliability, fault tolerance, security, and time-
liness properties of the software facilitating computation and communication within a
cluster. The inability to handle transient faults, failure to maintain data confidentiality
or integrity, or excessive propagation delays would immediately nullify the cost and
flexibility benefits that these proposed systems have over more traditional monolithic
architectures. Because of the potential sensitivity of data in the system, correctness is a
major concern and software need to be certified.

Such certification implies verification. Here we focus on one of the tasks that such
systems will routinely perform: aggregation of the data of member nodes a system by
a designated “root” node. We use one of the protocols that has been proposed to ac-
complish this data aggregation. Our approach is an instance of a more general strategy:
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separate the complicating aspects of the proof of a complex system so that each can han-
dled by an appropriate tool. In this case, the aspect we wish to isolate is the topology of
the network.

The challenges to verifying such protocols include the size of the system, the number
of possibly topologies, the presence of faults, the real time constraints imposed by the
communication protocol, etc. We show that many of these issues can be abstracted away
so that we may focus on the topology-related reason in a very simple model. Other
aspects may then be dealt with locally, without the complication of reasoning about
parameterized networks. Correctness can be proven by model checking techniques to
system of a reasonable size (in the tens of nodes). This is on the scale of what can be
expected in a real deployment.

The protocol at hand supports sense/compute/store/forward missions, in which
physical phenomena are detected by nodes with sensory capabilities, post-processed or
aggregated by nodes with computational capabilities, and forwarded to nodes with ded-
icated storage or downlinks to ground stations. It facilitates secure, reliable, in-network
aggregation over a logical topology of communicating nodes. The correct aggregation
of values from sensors to a “root” node in a cluster is an abstraction of the larger goal of
communication protocols that share data and use the cluster to provide fault tolerance
and savings in the constrained resources.

Our main conclusion that even for a rather complex system, the topology-related
reasoning is simple and can be accomplished with automated techniques. Although we
do not prove correctness for arbitrary-size networks, we can provide a guarantee that is
sufficient for a real deployment of a system of fixed size.

A Specific Protocol and Its Expected Properties

We choose to focus on the Secure Ride Sharing protocol (SRS) of Lee and Mossé [6,9]
that builds on the Ride Sharing protocol of [7], augmenting it with (additively homo-
morphic) encryption [3] to guarantee its security properties, which we assume are cor-
rect, and fixing some minor bugs. The assumption of correct cryptography allows us
to focus on the communication, rather than the computational, aspects of the protocol.
Our description of the protocol derives from [6].

SRS is a TDMA-based protocol that uses the redundancy present in the satellite
cluster in order to provide for fault tolerance. TDMA (time division multiple access)
is a communication mechanism that guarantee collision-free transmission of data by
scheduling each satellite to transmit during its own prescribed time slots. This allows
for savings in energy since there is no need for collision detection/retransmission, and
individual satellites are free to power off their radios during periods in which they are
not expected to transmit or receive. The deterministic nature of TDMA can also help fa-
cilitate protocols requiring real-time response. We assume for simplicity of description
that satellites have omnidirectional antennas and that the connectivity of these satellites
can be extracted from the cluster at the time of cluster formation. This omnidirection-
ality provides a multicast medium, which is inherently redundant and fault tolerant,
without having to carry out extra transmissions.

The protocol should guarantee that the root node correctly aggregates the values sent
by the other nodes (that could be acting as sensors or as computing agents) even in
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the face of link failures. Moreover, no value should be received by the root more than
once, and no node should be able to obtain the (secret) value contributed by any other
node. The protocol should further be efficient in terms of memory, time, power, and
communication cost, as well as fault tolerant to link failures.

At first glance the verification of this protocol seems well beyond state-of-the art
verification lore. It allows for an arbitrary number of nodes to communicate over a net-
work whose topology is determined at cluster formation time. The number of nodes
is in the tens. Considering all allowable topologies of such a network rules out many,
if not all, approaches to such verification (none of the “parameterized verification” ap-
proaches can handle properties that depend in non-trivial network topology constraints).
Moreover, the number of nodes is not static—nodes leave and join clusters—and, con-
sequently, the topologies are not fixed. In addition, there are real-time constraints on the
protocol, adding to the modeling and verification complexity.

We will show, however, that the topology-dependent reasoning required to prove cor-
rect data aggregation is actually quite simple, provided we abstract away other aspects
of the protocol such as real time and operations on data. This makes it possible to carry
out this reasoning in an automated way exploiting the technique of Bounded Model
Checking [2]. In this way, we can provide a correctness guarantee that is sufficient for
satellite clusters of realistic size.

2 The Secure RideSharing Protocol (SRS)

The Secure RideSharing protocol (SRS) [9] is the secure successor of the RideSharing
fault-tolerant in-network aggregation protocol originally proposed in [7]. This protocol
provides a secure, fault-tolerant, and energy-efficient means of aggregating values de-
tected by nodes within a hierarchical network topology. It further enables networks to
reap the bandwidth and power-consumption benefits of in-network aggregation proto-
cols without exposing the confidential data to outside observers or compromised nodes
within the network itself.

Algorithm 1 describes in pseudo code the functionality of a single node in the net-
work, and Algorithm 2 is the pseudo code for the root.

Just like its predecessor, SRS exploits the inherent redundancy of shared wireless
medium to detect and correct communication errors. Nodes are organized in a track
graph [5] as shown in Fig. 1, where the aggregation path forms a DAG with multiple
paths through the track graph rather than a simple spanning tree. In Fig. 1, a directed
edge from a child C to a parent P1 indicates that P1 and C are within range of each
other and that P1 is able to hear C’s messages. Edges are primary, backup, or side;
primary and backup edges are between adjacent tracks, and side edges are within the
same track. Each sensor node has one primary edge (leading to its primary parent) and
several backup edges. The primary edges form a spanning tree and are used to propagate
data as long as no communication errors occur.

Every sensor node transmits its (encrypted) value according to a predefined TDMA
(Time Division Multiple Access) schedule. With the use of omnidirectional antennas,
and the assumption that a child has at least one non-failing parent link, we can guar-
antee that one or more receive each message. Hence, if the primary link fails, one of
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Algorithm 1. Aggregation algorithm run by sensors within the network
input : PC , BC , SP , v
A := 0;
P := 0̄;
L.r := 0̄;
L.e := 0̄;
if v NOT NULL then // Aggregate own value

A := A + v + gID(kID) mod M ;
P [ID] := 1;

end
L := rcvL(SP );
foreach Child C in PC ∪ BC do

if rcv(Ac,Pc) from Child C then
if C ∈ PC OR (C ∈ BC AND L[C].e = 1 AND L[C].r = 0) then // Aggregate received

A := A + AC mod M ;
P := P OR Pc ;

end
end
else // Propagate the error signal

L[C].e := 1;
end

end
Transmit(A,P ,L);

Algorithm 2. Final aggregation and decryption algorithm used by the root
input : PC
output: FinalA
A := 0;
P := 0̄;
K := 0;
FinalA := 0;
foreach Child C in PC do

if rcv(Ac,Pc) from Child C then
A := A + AC mod M ;
P := P OR Pc ;

end
end
foreach bit set to ’1’ in P do

K := K + gi(ki) mod M ;
end
FinalA := A − K mod M ;

Fig. 1. Track Topology

the backup parents can aggregate the child’s value (justifying the name “ridesharing”).
Obviously, every value should be aggregated at most once, and the backup parents need
to coordinate to ensure that this is the case.
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Assume that node n has a primary parent p and backup ordered parents b1, . . . , bk.
Each parent maintains an L-vector with 2 bits corresponding to n, L.e[n] and L.r[n].
When p receives a message from n, it sets L.r[n]. If an error occurs in the primary
edge, p sets L.e[n]. Every parent attaches its L-vector to each message it sends. The
first (in order above) backup parents bi to receive an L-vector from p with L.e[n] = 1,
aggregates this value and informs its neighbors that it had done so (by sending them its
own L vector with L.r[n] set).

As an example, Fig. 1 shows a node C in track T3 with two parents, P1 and P2, in
track T2, where P1 is primary and P2 backup. Assuming no error, both P1 and P2 re-
ceive C’s value, but only P1 aggregates it. Now, assume a link error only in the primary
edge. P2 will receive the bit vector of P1 over the side edge P1 ↔ P2, detect that C is
missing, and correct the error by aggregating C’s value into its own.

Each node also maintains a Partaking-Vector (P vector) that is used to keep track
of which nodes successfully contributed their values in the final aggregate. Each node
i is responsible for aggregating its own (encrypted) value into its local aggregate and
setting P [i] vector to ‘1’. The node then piggybacks both the L and the P vectors on the
encrypted aggregate and sends them to all its parents. The aggregation of the P vectors
is a bitwise OR operation of all the P vectors.

3 Modeling and Verification

We now consider the problem of modeling and formally verifying the protocol. The
property of the protocol we would like to prove is a simple safety property. That is,
upon termination of a TDMA cycle, assuming some upper bound on the number of link
failures, the root node contains the the aggregated data from all nodes (and moreover
each value is aggregated exactly once).

3.1 Modeling and Verification Approach

There are several challenges inherent in the modeling and verification. Our protocol is
a real-time, parameterized system. That is, it consists of an arbitrary number of similar
processes, and each must meet a real-time deadline for the system to carry out its func-
tion (that is, it must transmit its data to all of its parents before the end of its TDMA
slot). Moreover, the protocol processes non-finite data, using cryptographic primitives.
All three of these aspects present challenges for modeling and verification.

In addition, the correctness of the protcol depends on the interconnection topology.
This topology is unique to the protocol and does not fit any well-studied class (for
example, ring, star or clique).

Given these difficulties, one of two approaches has been taken in the past. The first
is to give up on generic verification of the protocol and to verify only fixed finite con-
figurations [6]. In this approach, random legal topologies were generated and verified at
an abstract level using the timed finite-state model checker UPPAAL [1]. This is unsat-
isfactory in that we may not know the exact topology in advance. The other approach
is to verify the protocol generically using a manually generated inductive invariant as
in [9]. This manual process may solve the problem, but presents the difficult problem of



272 L.D. Zuck and K.L. McMillan

finding the invariant and performing the invariant checking using an automated theorem
prover.

Here, we consider a third alternative, and perform some simple experiments to
provide evidence for its feasibility. That is, we use abstraction and decomposition tech-
niques to separate concerns in the verification process. When reasoning about the proto-
col as a whole, we can make assumptions to be discharged locally. For example, we can
simply assume that each process meets its real-time deadline. This allows us to treat the
protocol as an untimed synchronous system. The real-time proof obligation can be dis-
charged locally by considering a single process. Thus we have decoupled the questions
of topology and parametricity from the real-time aspect of the problem.

Further, at the protocol level we can abstract away the precise operations of aggre-
gation and ecryption. We need only be concerned with the P vector that determines
the subset of node data values that have been aggregated and the L vector that deter-
mines which values still need to be aggregated. The actual data correctness is again an
assumption that can be discharged locally.

Having made these assumptions, we are left with an abstract model consisting of a
network of nodes whoses edges meet a topology constraint. Since there are no real-time
constraints, we can model time in the TDMA cycle by an integer counter.

At this point, we make one further assumption to allow us to perform the safety ver-
ification automatically: we assume the number of nodes is bounded by a fixed constant
N . This assumption has two effects. It makes the model finite-state, and it makes the
safety property a bounded safety property. That is, because the number of steps in a
TDMA cycle is now bounded by N , it is sufficient to prove that the safety condition
holds for only a bounded number steps. The result is that for any fixed N , we can
check safety of the abstract model using bounded model checking (BMC) reducing the
verification problme to a Boolean satisfiability (SAT) problem.

In a typical networking verification problem, this solution might be considered inad-
equate, as no bound N can be determined in advance. However, in the satellite domain,
we might reasonably put a moderate upper bound on the number of nodes in the network
(given the cost of launching satellites).

This approach provides some considerable advantages. We can verify the protocol
quickly for arbitrary topologies meeting our topology constraint. Moreover, we can ex-
periment with different topology classes and transmission error assumptions simply by
changing the constraints on the model. Of course, we must ultimately verify our mod-
eling assumptions (that is, that nodes aggregate data correctly and in a timely manner).
However, we can do this without concern for the size or topology of the network.

3.2 The Abstract Model

We used Cadence SMV to specify and verify the abstract model. The model has three
fixed parameters: the number of nodes NODES, the number of parents of each node
PARENTS and the number of tracks TRACKS. The model has three immutable variables
describing the the network topology:

1. An array track that assigns a track number to each node,
2. An array parent that gives the set of parents of each node.
3. An array side that gives the side channel connection of each node.
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The state components of the abstract model are:

1. The TDMA frame counter slot,
2. A non-deterministic array fail indicating the set of links that fail at the current

time,
3. An array P giving the P vector of each node.
4. An array L giving the L vector of each node.

To simplify the model, the nodes are indexed by their TDMA slots. That is, we assume
that every node has exactly one slot in the TDMA schedule. The node of highest index is
the root node. We wish to prove that each node’s data is aggregated along one and only
one path to the root. Using a standard decomposition trick, we choose a representive
node and prove the property for this node only. This allows us to reduce the partaking
vector to a single bit. The model computes a boolean array aggregate the indicates
which nodes are aggregating the representative’s data in the current TDMA slot. This
array is used to update the P vectors.

Further, to simplify the protocol description, we will encode the L vector with a
single bit that is true if the representative’s data has already been aggregated by some
parent (thus further aggregation should be inhibited). Further refinement of the model
would be needed to compute this information using the actual L vector.

The resulting Cadence SMV model is shown in Figure 2. The linear temporal logic
properties we wish to prove of this model are (translated into more familiar logical
notation):

G (slot = ROOT ⇒ P[ROOT])
G ¬ ∧i∈NODE (aggregate[i] ∧ P[i])

The first of these says that the representative’s data must reach the root, while the second
says it must never be aggregated twice in the same location.

Of course, this property will not be true if we do not make some assumptions about
the network topology, the TDMA schedule and the occurrence of link failures. In the
protocol design the network is a layered DAG in which each layer is connected by side
channels. The side channel connections are defined by:

side[i] := (i < NODES-1 & track[i+1] = track[i]) ? i+1 : 0;

That is, we assume a side channel from each node to the next scheduled node in its
track. Further, we require that all parents of a node in track t must be in track t+ 1:

∧i=0...NODES−2 ∧j∈Parent (parent[i][j] �= 0 ⇒ track[parent[i][j]] = track[i] + 1)

(note we use zero as a null value in the parent vector). We require that the TDMA
schedule respect the track order:

∧i=0...NODES−2(track[i+ 1] ≥ track[i])

Finally, we assume that each node succeeds in transmitting to at least one parent:

G ∨i∈Parent (parent[slot][i] �= 0 ∧ ¬fail[i])

With these assumptions on the network, we can prove the required safety property.
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typedef Node 0..(NODES-1);
typedef Parent 0..(PARENTS-1);

module main(){

/* Model of the network topology */
parent : array Node of array Parent of Node;
track : array Node of Track;
side : array Node of Node;

next(parent) := parent;
next(track) := track;

/* Model of the partaking vectors */
P : array Node of boolean;
representative : Node;
forall(i in Node)
init(P[i]) := i = representative;

/* Model of the L vectors */
L : array Node of boolean;
forall(i in Node)
init(L[i]) := 0;

/* The slot counter counts up to NODES-1 */
slot : Node;
init(slot) := 0;
next(slot) := (slot < NODES - 1) ? slot + 1 : slot;

/* This models non-deterministic link failures */
fail : array Parent of boolean;

/* The update function for the P vectors */
aggregate : array Node of boolean;
forall(j in Node)
aggregate[j] :=

|[P[slot] & !fail[i] & parent[slot][i] = j : i in Parent]
& !L[slot] & j!=0 & slot != NODES-1;

next(P) := P | aggregate;

/* The update function for the L vectors */
if(L[slot] | P[slot])
next(L[side[slot]]) := 1;

}

Fig. 2. Abstract network model in Cadence SMV language
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3.3 Verification Performance

With the given topology constraint, for fixed values of the parameters, Cadence SMV
can verify our safety specification using bounded model checking and a SAT solver.
Bounded verification is complete in this case because the property being checked is a
bounded-time property.

Figure 3 shows the run time of the solver as we increase the parameterNODES from 4
to 20 with TRACKS = 4. One line shows the case PARENTS = 3, while the other shows
PARENTS = 4. We observe that the run time is inceasing exponentially with the num-
ber of nodes. However, because of the simplicity of the abstract model, we can handle a
network of at least 20 nodes in moderate time. Provided the actual deployed network is
of less than this size, no further guarantee is needed. Failing this, we would have to ap-
ply parameterized methods or some additional reduction to the abstract model. Because
the abstract model is fairly simple, it is possible that an inductive invariant proving it
could be derived with an acceptable level of effort.
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Fig. 3. Verification performance

We have made the assumption that each node has one slot in the TDMA cycle. This
assumption is easily removed, however. We can, for example, interleave arbitrary nodes
into the schedule without violating safety. This adds one further fixed parameter to the
model: the length of the TDMA schedule. Since this parameter determines the BMC
depth, we cannot verify arbitrarily large values of this parameter. However, due to en-
ergy considerations, the number of TDMA slots will not in practice be significantly
greater than the number of nodes.

3.4 Refinement Verification

Having verified an abstract model of the protocol, we can proceed to verify increasingly
detailed models of the protocol using refinement techniques, as in [4]. We can refine
the model, for example, by adding introducing the actual data aggregation operations,
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by adding details of message transmisison, and so on. In verifying these refinements,
however, we need not consider the topology of the network. Thus, by abstracting the
model, we have effectively isolated the topology-dependent reasoning.

4 Conclusion

Much of the existing research on automated verification of networks of processes has
focused on symmetric connection topologies, such as ring, star and clique topologies.
When faced with a network whose correctness depends on a more specific topology, we
may find these methods inapplicable. In this paper, we have considered such a case: a
proposed protocol for aggregation of data in networks of earth-orbiting satellites. For
reasons of physical distribution, the network has an unusual shape: a layered DAG with
added ring connections.

While we have not performed a full formal verification of this protocol in any detail,
we observed that the topology-dependent reasoning in its proof can be isolated into a
simple lemma that can be discharged by finite-state methods for networks of realistic
size. In effect, we succeeded in enumerating all allowable network topologies up to a
size bound in proving this simple property. The lemma we proved should make it pos-
sible to carry on the verification process without further reasoning about parameterized
networks of processes.

With this approach we can prove a property of correct aggregation under assumptions
about transmission failures. However, we do not obtain any quantitative information
about reliability. This suggests a challenge problem: to prove probabilistic bounds on
correct aggregation for all allowable topologies. This is a bounded probabilistic model
checking problem (but not a statistical model checking problem because of the quanti-
fier over topologies). In principle tools such as PRISM [8] can handle such problems,
but in practice this might present a considerable challenge.

Our case study provides and example a general proof strategy: separate the com-
plicating aspects of the proof of a complex system so that each can be handled by an
appropriate tool. We have seen that this approach can allow us to apply model checking
techniques to networks of processes whose correctness depends on network topology.
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9. Lee, A.J., Iskander, M.K., Mossé, D.: Confidentiality-preserving and fault-tolerant in-network
aggregation for collaborative wsns. In: Proceedings of the 8th IEEE International Conference
on Collaborative Computing: Networking, Applications and Worksharing, CollaborateCom
(October 2012)


	Reasoning about Network Topologies in Space
	1 Introduction
	2 The Secure RideSharing Protocol (SRS)
	3 Modeling and Verification
	3.1 Modeling and Verification Approach
	3.2 The Abstract Model
	3.3 Verification Performance
	3.4 Refinement Verification

	4 Conclusion
	References




