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Abstract. Nowadays, data-intensive scientific research needs storage
capabilities that enable efficient data sharing. This is of great importance
for many scientific domains such as the Virtual Physiological Human. In
this paper, we introduce a solution that federates a variety of systems
ranging from file servers to more sophisticated ones used in clouds or
grids. Our solution follows a client-centric approach that loosely cou-
ples a variety of data resources that may use different technologies such
as Openstack-Swift, iRODS, GridFTP, and may be geographically dis-
tributed. It is implemented as a lightweight service which does not re-
quire installation of a software on the resources it uses. In this way we
are able to efficiently use heterogeneous storage resources, reduce the
usage complexity of multiple storage resources, and avoid vendor lock-in
in case of cloud storage. To demonstrate the usability of our approach
we performed a number of experiments that assess the performance and
functionality of the developed system.

Keywords: data federation, data sharing, data intensive applications,
cloud computing.

1 Introduction

Most in-silico experiments in various scientific domains revolve around massive
data volumes. Advances in data capture hardware such as telescopes and se-
quencing machines means that data is being generated at unprecedented rates.
The experimental sciences alone are producing more data than ever, for exam-
ple, the LHC produces 15 PB/year [1] and LOFAR [2] is expected to produce
20 PB in the next 5 years [2]. Scientific data are not only growing in size but
are also stored all around the Globe using a variety of storage and access tech-
nologies. For this reason, today’s research needs advanced storage capabilities to
enable collaboration without introducing additional complexity to the way data
are accessed and shared [3].

As in many scientific communities, the key challenge within the Virtual Phys-
iological Human (VPH) [4] community is to share and access large datasets that
allow the transformation of data to information and information to knowledge.
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Workflows are a valuable concept for the transformation of data to knowledge
[5]. Most of the workflows within the VPH-Share project [4] consist of three
kinds of tasks as shown in Figure 1. The first task obtains biomedical data while
complying with privacy and ethics. The next task analyzes the data with some
model, and finally the workflow produces the clinical output that provides a
treatment strategy. In all these tasks data sharing and access plays a vital role.

Fig. 1. The components of a generic VPH workflow. The first step always requires
access to some dataset that is further analyzed.

Grids and clouds are used to harness geographically distributed resources
for data-intensive applications. However, the plethora of data access technolo-
gies and distribution of data makes their sharing difficult. The fragmentation of
datasets makes their discovery complex and time-consuming. Another problem
arises from the need to handle a large set of client implementations in order
to consume data from different sources. Furthermore, it is impractical to force
storage providers to install and maintain large software stacks on their data stor-
ages in order to provide access to a variety of different clients. In the context
of VPH-Share, it cannot be assumed that datasets are located in a single stor-
age infrastructure nor that they will be available via a single technology. The
vendor lock-in problem is another issue scientific communities have to consider
when using clouds [6]. Moreover, a variety of modules of scientific workflows are
created from legacy applications that can only access data from a local disk.

A solution that can partly address these problems is a data federation. Our ap-
proach is to aggregate a pool of resources in a client-centric manner and present
it via a standardized protocol that can be also mounted and presented as a lo-
cal storage so we can provide a file system abstraction. This can be achieved
with the introduction of a common management layer that uses loosely coupled
and independent storage resources. Through this common management layer a
variety of storage resources such as simple file servers as well as storage clouds
and data grids can be aggregated exposing all available storage under a single
namespace. As a result, distributed applications have a global shared view of the
whole available storage space. This will make the development, deployment and
debugging of applications considerably simpler. Applications can be developed
locally and then deployed on a distributed environment without changing the
data access parameters. Legacy applications that can only read/write files on the
local disk can easily become distributed. Moreover, the available storage space is
used more efficiently with the copy-on-write strategy. Furthermore, replication
of data can be based on efficiency cost measures. Offering a global shared view
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between applications improves the execution reliability. Experience has shown
that a large percentage of execution failures is attributed to missing files [7].
Having a common management layer can help minimize that problem. When
using storage clouds we also have a reduced risk of vendor lock-in since no large
amount of data will be located on a single provider.

The main objectives of research presented in this paper is to elaborate an
architecture that can flexibly federate clouds grids and other storage technolo-
gies, without any changes to the existing infrastructure. Existing approach are
either tightly coupled with the infrastructure and demand from data owners to
use a specific technology, or they are oriented towards a specific environment
and implement ad-hoc interfaces making them less interoperable. Our main goal
is to provide a large scale virtual file system that can take advantage of all
available technologies in order to provide a global shared view of the underling
resources. At the same time our approach is easy and intuitive to use as it hides
the complexity of federation under a standardized access interface.

The rest of the paper is organized as follows: Section 2 presents an overview of
related work. An analysis of the requirements and considerations regarding the
system architecture is given in Section 3. Section 4 is devoted to the assessment
of our proposed solution, and the paper concludes with Section 5

2 Related Work

Research on data grids, which are inherently distributed in terms of storage
and decentralized in terms of administration, has successfully offered solutions
for data storage federation. For example in [8] a virtual grid is suggested. In
[9] the bases of data grids are described and in [10] the authors describe their
approach to data grid federation where they try to combine performance and
interoperability within the OGSA-DAI specification. However, these approaches
are tightly coupled with a storage infrastructure. Moreover, these solutions often
implement “ad-hoc” interfaces that lack interoperability or are specialized for
grid environments. Cloud storage systems, on the other hand, apply distributed
storage and centralized administration. Numerous architectures have being pro-
posed as a solution for merging providers’ infrastructure to meet spike demands.
Although these architectures offer a solution for coping with spike demands,
they do not address the vendor lock-in problem. There are few approaches aim-
ing at improving cloud storage in a more interoperable client-centric way. In
[11] the authors apply RAID-like techniques on the cloud storage level to allow
customers to avoid vendor lock-in, reduce the cost of switching providers and to
better tolerate provider outages or failures. This approach is limited to Amazon
S3 interface.

The authors of [12] propose a unified namespace for removing the complexity
of dealing with multiple storage providers. This approach is mostly focused on
content delivery networks thus assuming that reading data is more important
than writing, whereas in a collaborative scientific environment we can except
frequent write operations as well.
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In [13], the authors present a solution which is developed with the VPH com-
munity in mind, and gives emphasis on sharing and managing medical images,
and should support almost any type of biomedical data. However, it uses a cus-
tom developed client to make the data available to users. This approach limits
the interoperability and adds complexity. Additionally, the proposed solution is
isolated in using Storage Resource Broker (SRB) [14].

Our approach tries to cover the needs of data-intensive sciences such as the
VPH community by taking advantage all available technologies, so we can offer a
large scale collaborative storage environment that is be able to federate multiple
storage resources and present them as a unified storage space. Additionally, to
make the federation as transparent and as flexible as possible, we loosely couple
storage backends. Therefore, there is no need to install specialized software on
the storage backends or to limit the type of technologies we can use.

3 Design Considerations

The Large OBject Cloud Data storagE fedeRation (LOBCDER) is a storage
federation service that aims at making available distributed scientific data stored
in various storage framework and independent providers. It is a part of the Data
and Compute Cloud Platform of the VPH-Share project [4]. Within that frame-
work, LOBCDER needs to expose large amount of data for the VPH community.
At the same time, it is important not to add new software on the data storage.
This is so not only because the complexity of managing and maintaining the ex-
isting software stack is already high, but also because some storage is outside our
administrative domain and we cannot enforce the installation of specialized soft-
ware that will allow us to federate that resource. Therefore LOBCDER loosely
couples a variety of storage resource that may use different technologies such as
Openstack-Swift, iRODS [15], GridFTP, and may be geographically distributed.

The LOBCDER service is divided into three main layers. Figure 2 shows a con-
ceptual design of LOBCDER which includes the frontend, the resources and the
backend. More specifically, the role of the frontend is to provide access and con-
trol as well as authentication and authorization through a standardized interface.
LOBCDER’s frontend is a WebDAV servlet which provides access to the entire
available storage space. To maintain interoperability we chose WebDAV which
is an RFC Standard. This enables network transparency1 for legacy applications
through the use of numerous clients that are able to mount WebDAV reposito-
ries on the local file system. WebDAV also supports versioning, a feature vital
for providing a collaborative scientific framework. Besides versioning, WebDAV
offers resource locking which helps in maintaining data consistency. Moreover,
WebDAV supports custom properties allowing users to specify grounding2 and

1 Network transparency hides the way protocols transmit and receive data over the
network, thus any operation that can be performed on a local file can also be per-
formed on a remote file.

2 Some of the datasets may be subject to legal and ethical restrictions which will
require them to be hosted on a specific location
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physical location distributions. Authentication and authorization is performed
on the frontend layer. However, LOBCDER does not perform authentication by
itself; it delegates this to an authentication service (an other component of the
VPH-share platform) [16]. This service authenticates user according to a short
lived security token. If the authentication service validates the security token,
it returns to LOBCDER a set of information about the user (username and
the roles associated with this user) where the authorization is performed. When
clients want control over properties that depend on the infrastructure, we also
have implemented a REST interface. For example, a data integrity application
that monitors datasets needs access to the physical data so it may run check-
sums. To do that it access the RESTfull interface which provides the necessary
endpoints to the data.

Fig. 2. Conceptual design of LOBCDER. The service is divided into three main layers:
The frontend, the resources and the backend.

The purpose of the resource layer is to create a logical representation of the
physical storage space and to manage the physical files. The resource layer con-
tains the WebDAV resources, the resource catalog and the task component. The
WebDAVResourceFactory, and the WebDAVResource are responsible for provid-
ing a WebDAV representation of the LogicalResource. The ResourceCatalog

is connected to the persistence layer and it queries LogicalResources. The Task
component manages the physical files. LOBCDER currently uses a cache to pro-
vide better performance for uploads. When a user uploads a file it is first saved
in the local cache and later is replicated onto the available backends. The Task

component schedules the file’s replication. Similarly, when a file is deleted, the
catalog removes its entry from the persistence layer and the Task component
schedules all its physical files for deletion. The resource layer also contains log-
ical resources along with their Physical Resource Identifier or PDRI and their
Storage Site components. The LogicalResources holds basic metadata such
as modification date, length, etc. The PDRI component represents the physical
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data and provides methods for replication and deletion. On the same layer the
StorageSite component provides a description for the storage resources.

The backend layer provides the necessary abstraction to uniformly access
physical storage resources. This is a Virtual Resource System API used by
VBrowser [17] which was initially developed to access grid resources. The VF-

SClient can perform file system operations on physical data. The last component
of the backend layer is the VFSDriver. Different driver implementations allow
transparent access to storage resources, whether these are cloud, grid, or other
resources such as SFTP.

The persistence layer is a relational database which holds the logical data that
are represented by the LogicalResource and provides Atomicity, Consistency,
Isolation and Durability (ACID). These properties are necessary in a multiuser
environment for maintaining a synchronized and consistent view of the shared
file system.

4 Assessment of Performance

In order to evaluate LOBCDER’s performance we conducted a sets of experi-
ments. We performed a number of uploads and downloads of large files (1 GB, 3
GB, 5 GB and 10 GB) using two types of storage backends: an OpenStack-Swift
cloud storage and a GridFTP server which were hosted on the same machine
at Cyfronet AGH in Krakow. In these experiments we measured the speed of
uploads from the LOBCDER to its banckend as well as downloads from the
backends to LOBCDER. We did not consider the upload speed from the client
to LOBCDER because both applications were hosted on the same machine at
the University of Amsterdam (UvA). Moreover, LOBCDER performs uploads
in two phases: first, it saves the data on a local cache and later it schedules its
replication. Downloads are made directly from the backend, as the mechanisms
for managing LOBCDER’s cache are still under development. The file sizes we
used for measuring LOBCDER are considerably larger than the majority of files
used in realistic scenarios. Our analysis of the requests LOBCDER received while
deployed on the VPH-Share production environment confirms that in fact file
sizes are much smaller than the file we used in our experiments. Figure 3 shows
the distribution size of files being uploaded and downloaded during a period
of ten days. In Figure 3 we can see 2000 uploaded files were between 0.27 and
0.81 MB while 200 downloaded files had almost the same size. The reason why
the majority of files are between 0.27 MB and 0.81 MB is because most of the
VPH-Share applications are using DICOM images which size is about 0.6 MB.
Figure 4 shows the experimental setup. The UvA host is a 4 core Intel Xeon
CPU at 3.00 GHz and 6 GB RAM. The Cyfronet host is a virtual machine on
the VPH-Share Cloud Platform with 1 core CPU at 2.5 GHz and 2 GB RAM.

In order to profile the impact of the network on our experiments and be able
to better interpret our results we measured the bandwidth between UvA and
Cyfronet. We performed a series of experiments using iperf3 by sending data

3 Iperf is a network testing tool.
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Fig. 3. Uploaded and download requests from the production environment

Fig. 4. Experimental setup. LOBCDER and the WebDAV client are located on the
same host at UvA and the backends are on a remote host at Cyfronet.

packets via TCP. We measured the network bandwidth for uploads from UvA to
Cyfronet and downloads from Cyfronet to UvA and used concurrent threads to
evaluate the speedup. Figure 5 shows the results where we can clearly see that
when uploading from UvA to Cyfronet we have a linear speedup but low speed.
When downloading from Cyfronet to UvA the speedup is limited but the overall
speed is much higher that uploading. Figure 6 shows the results obtained for
uploading and downloading 1 GB, 3 GB, 5GB and 10 GB files.

Figure 6(a) shows that for a 1 GB file Swift and GridFTP have similar per-
formance. As file size gets larger, Swift performs better. The reason for this per-
formance difference lies in the way most cloud storage services deal with large
files. In most cloud storage services it is not possible to upload files larger than 5
GB. Moreover, the cloud API4 we use was unable to perform multipart requests
for files larger than 2 GB. As a consequence we had to use segment upload,
where a large file is divided into smaller chunks and uploaded separately. We
took advantage of the file segmentation and performed a multi-threaded upload.
Hence, we see a speedup when using Swift for file sizes larger than 2 GB. On the
other hand, GridFTP performs similarly for all file sizes because the GridFTP
was running as a single thread applications. These results can also be explained
with the help of Figure 5 where we can see that using a single thread to upload

4 JClouds API (www.jclouds.org)
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Fig. 5. Bandwidth between UvA and Cyfronet while using up to 8 concurrent threads

(a) (b)

Fig. 6. Upload 6(a) and download 6(b) speeds for a Swift cloud storage and a GridFTP
server

limits the speed to approximately 10 Mbit/sec, but when using multiple threads
we can achieve a linear speedup.

Figure 6(b) shows the results for downloads where we can see that for a 1
GB file the performance of both backends is similar. However, when download-
ing larger files, Swift underperforms because files are segmented and the cloud
API is single-threaded when downloading file segments. As a consequence, Swift
performs worse than GridFTP which utilizes most of the available bandwidth.

Finally, we analyzed the request load LOBCDER is currently handling in the
production environment. During 10 days, LOBCDER received in total 673,048
requests. Most of them (669,457) were PROPGET requests followed by PUT
(2874). The remaining requests were GET (582) and DELETE (135). This indi-
cates that LOBCDER’s current architecture is able to cope with a large number
of requests. However, the load from applications and workflows is expected to
rise.



Cloud Data Federation for Scientific Applications 21

5 Conclusions and Future Work

In a collaborative and large scale research environment such as VPH-Share,
workflows need access to large datasets which are geographically distributed
and located in different storage infrastructures. Many data providers already
have in place their own storage infrastructure which often makes the installation
of new components impractical. To address these issues we elaborated a new
method of data federation and implemented LOBCDER, a data federating ser-
vice able to aggregate multiple storage types and frameworks, and present them
to the user under a unified namespace. In order to provide network transparency,
metadata queries, access control, version management and overwrite prevention,
a WebDAV repository was developed. The LOBCDER can use cloud and grid
infrastructure as well as other technologies as its storage backend. Our perfor-
mance measures have shown that LOBCDER is able to cope with large data
and a large amount of requests. Having verified that the current design is able
to meet the demands of the VPH community, we will move further in order to
implement efficient and flexible replication algorithms as well as caching mecha-
nisms that will improve performance. Additionally, to increase data availability
and performance, we will extend our current architecture into a distributed ver-
sion that will use per-fetching for more efficient cache usage. When the load on
the persistence layer proves to be large for a single database it will be necessary
to investigate distributed ACID-compliant solutions.
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