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Abstract. Enterprises are increasingly employing crowdsourcing to engage 
employees and public as part of their business processes, given a promising, 
low cost, access to scalable workforce online. Common examples include 
harnessing of crowd expertise for enterprise knowledge discovery, software 
development, product support and innovation. Crowdsourcing tasks vary in 
their complexity, required level of business support and investment, and most 
importantly the quality of outcome. As such, not every step in a business 
process can successfully lend itself to crowdsourcing. In this paper, we present 
a decision-making and execution service, called CrowdArb1, operating on 
crowdsourcing tasks in the large global enterprise. The system employs 
decision theoretic methodology to assess whether to crowdsource or not a 
selected step of the knowledge discovery process. The system addresses the 
challenges of trade-off between the quality and time of the crowdsourcing 
responses, as well as the trade-off between the cost of crowdsourcing experts 
and time required to complete the entire campaign. We present evaluation 
results from simulations of CrowdArb in enterprise crowdsourcing campaign 
that engaged over 560 client representatives to obtain actionable insights. We 
discuss how proposed solution addresses the opportunity to close the gap of 
semi-automated task coordination in crowdsourcing environments. 

Keywords: Enterprise, Organizational Services, Crowdsourcing. 

1 Introduction 

Crowdsourcing aims to outsource tasks that are traditionally performed by designated 
human agents to an often, undefined large group of humans online. Enterprise domain 
is thriving with examples of innovative and successful examples of crowdsourcing, by 
engaging both external and internal contributors.  Models of crowdsourcing can be 
found along the different stages of product and service lifecycle [1]: innovation [2], 
design [3], development [4], quality management [5], and testing [6] to name a few.   

Crowdsourcing appeals to enterprises due to the promise of low cost, access to 
scalable workforce online. The focus of our work is on enterprise crowdsourcing 
model where only in-house experts participate, as opposed to the “open-call” model 
where tasks are open for contribution to external participants. We seed the 
crowdsourcing campaign by selecting participants based on their expertise and enable 
them to further route knowledge requests within their social work networks.  

                                                           
1 CrowbArb is short for Crowd Arbitrage. 
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Fig. 1. Enablement of crowdsourcing capabilities in business processes 

Figure 1. shows key actors and activities in setting up a crowdsourcing campaign. 
The business team designs crowdsourcing tasks, identifies target crowd, and designs 
the incentives. Business and development teams deploy the crowdsourcing tasks onto 
the service of choice. Crowdsourcing service automates crowd management and 
coordination of tasks and response consolidation. Business teams analyze the 
responses, evaluate their quality and decide whether to re-approach the crowd.  

Cost of crowdsourcing, aside from crowd engagement (incentives), includes task 
design, campaign management, and quality assurance. The decision of whether the 
tasks meet the quality expectations and whether to rerun the crowdsourcing task is 
challenging and complex. Even when there are no tangible incentives involved, 
expert’s time (away from their main job) is affected, and cost of re-engagement 
increases over the time of crowdsourcing campaign; and at the same time it impacts 
experts’ productivity in the on-going operational processes. 

In this paper we present a decision-making service CrowdArb, which automates 
the process of identifying whether a given activity should be crowdsourced or not.  

The main contributions of this paper are: 

1. Novel application of enterprise crowdsourcing to strategic insights.  
2. The model for decision making for crowdsourcing service.  
3. Evaluation results from the CrowdArb simulation with model parameters derived 

from real-world enterprise crowdsourcing effort engaging over 560 experts. 

Next section puts our work in the context of state of the art of decision-making 
applications for crowdsourcing. Section 3 describes the business scenario, from which 
we derive model parameters for CrowdArb. Section 4 presents the core functions of 
the crowdsourcing service. Section 5 details the design of CrowdArb and evaluation 
results from simulation runs, and discusses the expected utility of crowdsourcing 
campaign. We conclude and outline future work in Section 6. 

2 Related Work 

Different parameters may affect the decision to crowdsource: availability of skilled 
workers, budget, task complexity, time, contribution quality, etc. Research community 
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is exploring applications of different decision-making mechanisms in crowdsourcing 
processes, such as artificial intelligence (AI) and iterative learning. 

Dai and Weld [8,9] develop a novel AI planner, called TURKONTOL, to optimize 
and control crowdsourcing workflows. They demonstrate robustness of the planner in 
a variety of simulated scenarios and parameter settings, showing how it performs with 
higher utilities than previous, fixed policies. We evaluate CrowdArb based on model 
insights derived from the real-world crowdsourcing process in a large enterprise.  

Karger et al. [10,11] consider a general model of crowdsourcing tasks, and pose the 
problem of minimizing the total price (i.e., number of task assignments) that must be 
paid to achieve a target overall reliability. They propose a novel algorithm for 
deciding which tasks to assign to which workers and for inferring correct answers 
from the workers’ answers. Their algorithm, which is a based on based on low-rank 
matrix approximation, outperforms majority voting and, in fact, is asymptotically 
optimal through comparison to an oracle that knows the reliability of every worker. 

Kittur et al. [12] present CrowdForge, a general-purpose framework for solving 
complex problems through micro-task markets. CrowdForge manages the 
coordination between workers so that complex artifacts can be effectively produced 
by  individuals contributing only small amounts of time and  effort. The framework 
provides a systematic and dynamic way to break down tasks into subtasks and 
manage the flow and dependencies between them. The focus of this work is more on 
the system support for crowdsourcing workflow management, and less on support for 
time, quality and price tradeoff in the crowdsourcing process. 

Other researchers [13,14] have looked into the relationship between financial 
incentives and performance by marshalling ideas and methodologies available in 
economic theory and social science. Mason and Watts [13] demonstrate that the 
increased incentives incerased the quantity, but not the quality of work. They studied 
the effect of financial incentives on performance in Amazon Mechanical Turk (AMT) 
[15]. Crowd members who were paid more considered that their work was valued 
more. As a result they were no more motivated to work harder than the crowd 
members who were paid less. Mason and Watson suggest that the structure of the 
incentives could result in better work for less pay.  

Horton and Chilton [14] extend the work in [13] by developing a simple rational 
model of labor supply in crowdsourcing systems. The model factors out the 
reservation wage—the key parameter in a labor supply model—by making it invariant 
with respect to the experimental parameters. In experiments in AMT, they find mixed 
evidence for the rational model. Despite being sensitive to the price incentives 
workers seemed to be insensitive to the magnitude of the task-completion time. The 
authors explain the divergence between the theoretical predictions and experimental 
results by showing that some of the workers followed a suboptimal strategy of aiming 
to reach salient target earnings instead of maximizing their total earnings.  

Decision making in crowdsourcing is a complex problem, necessarily 
incorporating economic, social and AI mechanisms to capture crowd behavior, 
incentives and crowdsourcing process targets (in terms of time, quality, etc.). One 
challenge that remains is effective inference of parameters required for decision-
making in the context of the crowdsourcing task. 
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3 Business Context 

Knowledge about clients, their infrastructure and processes is in the collective 
possession of business and technical teams working with a client. Sales and technical 
teams collaborate with client to understand their requirements and propose technical 
solutions. As a result different experts possess the knowledge about one or more 
aspects of client profile (e.g. product and services that they have purchased, how these 
are configured and customized to client’s needs, client industry knowledge, etc.). 

In order to capture client’s pain points and potential sales opportunities, we employ 
crowdsourcing to engage sales and technical to uncover details about the client, such 
as their existing infrastructure. This data is the key input into decision-making process 
for strategy discussion at the client-level. Once the data is collected, a team of 
analysts performs quality assurance. Submitted data that doesn’t meet quality 
expectations may be returned to experts for improvement. Once the data is of 
acceptable quality, business team will decide whether to host an in-person workshop 
engaging multiple client representatives. The outcome of the workshop is a set of 
client strategies.  Figure 2 captures the main steps in our scenario. 
 

 

Fig. 2. Scenario: Client assessments using crowdsourcing 

Client assessments were formed as a questionnaire consisting of 15 sections, ten of 
which captures details about the workloads (types of software and services) that 
clients are using, and the other five captured details about the infrastructure hosting 
them. Workload section consisted of 15 questions capturing the details about the 
offerings, and infrastructure section captured 10 questions about the infrastructure. 
All questions were mandatory. To meet the minimum quality requirements users had 
to enter five workloads and one data center section. Business analysts evaluated the 
results daily and for the responses that did not meet the quality expectations would 
have to manually reopen the task and reach back to the client team, requesting more 
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details. Once all the client teams returned assessments that met quality expectations, a 
workshop would be scheduled to further discuss strategies for supporting each client. 

Figure 3. shows a snippet of a knowledge request for workloads (crowdsourcing 
task). Each expert has a number of controls available at their hand, shown on top of 
the figure. They can save draft of the knowledge request at any point in time, or 
submit it once all mandatory questions have been answered. They can delegate all or 
selected questions, where checkboxes next to the question indicate if the question is 
selected for delegation. Asterisks next to the question number indicate that the 
question is mandatory. A knowledge request can also include optional questions. If 
two users are simultaneously working on the same task, they will be notified when the 
other user has made a change and will be asked to refresh their form using the 
“Refresh page” button. Administrator can cancel and delete any knowledge requests. 
View button offers insights into the collaboration graph and delegation and response 
history. 
 

 

 

Fig. 3. Sample knowledge request for workload discovery 

4 Enterprise Crowdsourcing Service 

To implement principles of collaborative knowledge discovery we employ system 
BizRay [7], a general-purpose, cloud-enabled, enterprise crowdsourcing self-service 
that expedites delivery of crowdsourcing campaigns to discover critical tacit business 
knowledge that is in collective possession of the experts. Knowledge requests are 
captured as a distributed questionnaire, which consists of one or more sections, each 
containing one or more questions. BizRay manages its lifecycle, similar to a 
workflow system and facilitates delegation of requests. More than one expert can 
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complete each questionnaire instance. If the information gathered is incomplete or 
unidentified, the user can forward the request to another expert, asking for their help.  

As experts contribute their knowledge, the system keeps track of their identity 
resulting in the formation of communities around the object of that inquiry. 
Crowdsourcing is an effective mechanism to engage multiple team members 
concurrently to discover different pieces of a knowledge request. Furthermore it 
allows for team members to engage others (Figure 4.), which is a useful feature if the 
target client representative may have left the organization or moved to a different role. 
 

 

Fig. 4. Collective Intelligence Approach to Knowledge Discovery [7] 

Figure 5. shows the typical flow of operations in BizRay enterprise crowdsourcing 
including the extensions for automated decisions (steps 5-7), which are the 
contributions of this work. The operation starts with a system administrator 
developing a questionnaire (step 1a), which entails design of a knowledge request 
template consisting of questions that can be grouped into multiple sections. 
Questionnaire is designed around a given entity, in our case that is a “client”. In step 
1b, the system administrator assigns tasks to the initial expert crowd. In our scenario 
the experts include client representatives and technical sales experts. In step 1c, 
BizRay automatically sends a notification with a task assignment to target expert 
group. At that point, experts either work and complete their tasks (step 2a), or if they 
are unable to complete the request on their own they may delegate one or more 
questions to team members in their social work network (step 2b). During the lifetime 
of the crowdsourcing campaign system will periodically trigger reminders for pending 
tasks, and escalations to management where appropriate (step 3). Administrator can 
pull the reports with the current status and responses to evaluate the results (step 4).  

In order to automate the decision-making process about the quality of the responses 
and whether to engage crowd members again, we have extended BizRay to support 
steps 5-7, which is one of the contributions of this paper. In step 5, CrowdArb 
computes the quality of the responses received. Before the deployment system 
administrator defines the quality rules (e.g. which questions have to be answered, or 
count of completed questions or sections). These rules are used to identify low quality 
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contributions. In step 6, low quality contributions and the cost of crowdsourcing are 
used as parameters into the decision theoretic model. In step 7, selected tasks are 
resent to the crowd for further refinement in order to improve the quality levels.  

BizRay is implemented as a Web-based service. It interfaces with LDAP-based 
enterprise directory service to authenticate enterprise experts, and to obtain 
organizational data. BizRay exposes REST-based APIs allowing for integration with 
other systems and services. APIs allow for full task and questionnaire management 
and reporting capabilities, including e-mail and notification triggers.  
 

 

Fig. 5. Extension of BizRay using CrowdArb service for decision-making 

5 Decision-Theoretic Approach and Evaluation Results 

This section outlines the probabilistic graphical model we employ in CrowdArb 
service for decision making in enterprise crowdsourcing service. The aim of the 
CrowdArb is to solve the following decision problem.  At the start of any decision 
interval, the administrator is unsure about the state or the readiness of each of the 
client representatives (agents) for inclusion in the workshop. The state of each client 
representative evolves on its own every week as each agent works independently with 
his or her client.  If in any decision interval, the administrator believes that a sufficient 
number of agents are ready for the workshop she can invite that subset of the agents 
to the workshop. While inviting agents who are ready adds utility to the overall 
business process, including agents to the workshop who are not ready has its own 
costs. To reduce the uncertainty about the state of the agents, the administrator can 
choose to run an email campaign in each decision cycle to contact the agents to get a 
better understanding of their state of readiness.   Since the email campaign has its own 



 Decision Making in Enterprise Crowdsourcing Services 631 

 

costs, the campaign has to be limited only to a subset of the agent population.   It is 
also worth noting that the email campaign itself may also change the state of the 
contacted agents who may be more motivated to work expeditiously with his client.  
Thus, given the cost of the email campaign, the problem for the administrator is to 
determine which subset of client representatives to contact in each decision cycle so 
as to maximize the overall expected utility. 

CrowdArb models the above scenario as follows.  In a given decision interval, the 
administrator models the readiness of each client representative in completing a 
questionnaire as a random variable X = {s1, s2, s3}.   In total, an agent has to 
complete 15 sections of which 10 are related to workloads and 5 are related to data 
centers.  In this model, the state s1 (= poor) indicates that the agent is unable to enter 
four sections on workload and less than one section on data centers.  An agent is in 
state s2 (= fair) when she is able to provide information on at least four workloads and 
one data center (5 sections completed).  The state s3 (= good) equates to an agent 
being able to complete sections on more than four workloads and more then one data 
center (or cumulatively, complete more five sections).    As noted earlier, the 
administrator is uncertain about the value of X for each agent and maintains a 
probability distribution over {s1, s2, s3}.    

Table 1. Utility function U(X,A) 

  Actions 
  a1 a2 
 

States 
s1 0 -15 
s2 0 10 
s3 0 40 

We define the administrator's action (decision) space for each agent by variable A 
= {a1, a2}, where a1 denotes that the agent is not included in the workshop, and a2 
denotes that the agent will be included the workshop.  Agents who are in good state s3 
or fair state s2 are in better position to contribute to the workshops than agents who 
are in state s1.   This is reflected in the systems utility function, which is given by 
U(X,A) in Table 1. Costs in Table 1 are tied to cost of running of the workshop, but 
have been anonymized so as not to expose directly underlying business model.  

Based on historical data, our prototype records how the state of each agent evolves 
over time as each agent works independently with her client. An agent who is in state 
si proceeds to sj with a small probability in each time interval between successive 
decision periods. A sample time-evolution matrix, TE, which can be used in our 
CrowdArb prototype is given in Table 2. 

Table 2. Time-evolution matrix  

  States(t+1) 
  s1 s2 s3 

 
States(t) 

s1 0.85 0.1 0.05 
s2 0.05 0.85 0.1 
s3 0.1 0.05 0.8 
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Fig. 6. Expected utility without email campaign 

The dynamics of the state of each agent between two successive decision intervals 
can be represented as a vector field overlaid on a simplex as shown in Figure 6.  The 
color of each of the sampled X in the simplex represents the maximum expected 
utility for the optimal action in that X:  MEU[D[a*]] = Sum_a* (P(X|A) U(X,A)). For 
example, for an agent with X = [1,0,0], that administrator can opt to not invite him to 
the workshop, resulting in a maximum expected utility of zero.  Instead, inviting an  
 

 

Fig. 7. Influence Diagram 
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agent with X = [0,0,1] results in a maximum expected utility of 40.  The vector field 
shows that due to the time-evolution matrix, the administrator’s uncertainty over X 
grows over time even if there is absolute certainty of the initial value of X.  
Consequently, the expected utility per agent also decreases over time.    

Figure 7 shows the administrator's decision problem as an influence diagram (but 
without the dashed arrows). If the administrator can avail of the Email Campaign, 
then the influence diagram is extended to include the dashed arrows in Figure 7. As 
noted earlier, the importance of the email campaign is twofold.  First, agents who are 
contacted via the email campaign are motivated to work with their respective clients 
and improve their state of readiness. Second, if the agent then responds to the email 
campaign, then the administrator has a better estimate of the readiness of the agent for 
possible inclusion in the workshop. Based on historical data, the administrator can 
define CPT_ec, a conditional probability table of an agent's state after the email 
campaign given the agent's state before the email campaign.  An example of CPT_ec 
is given in Table 3.    

Table 3. Conditional probability table for agent’s state after email campaign 

  States(t+1) 
  s1 s2 s3 
 

States(t) 
s1 0.8 0.05 0.15 
s2 0.05 0.8 0.15 
s3 0.05 0.15 0.9 
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Fig. 8. Expected utility with email campaign 
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Given a conditional probability table CPT_ec, the administrator computes a new 
maximum expected utility MEU_ec[D[a*]] for each agent if she were to include the 
agent in the email campaign.   The distribution of  MEU_ec over the unit simplex of X 
is shown in Figure 8.    The value of the email campaign, V_ec, can now be quantified 
as the difference between MEU_ec and MEU without the email campaign. The 
administrator can opt to contact the agent if the agent's V_ec exceeds the cost of 
running the email campaign for that agent.    

Figure 9 shows the distribution of V_ec over the unit simplex of states.   Note that 
V_ec is close to zero if the administrator is fairly certain about the state of the agent.  
For example, for an agent with X is close to [0,0,1], the administrator knows that 
given the time-evolution matrix, the agent's state X is not going to change 
dramatically away from [0,0,1].  Since the agent's MEU at X = [0,0,1] is already near 
the maximum value, and contacting the agent via the email campaign is not going to 
result in a significantly higher MEU_ec. Similarly, when X is very close to [1,0,0], 
the administrator finds that given the agent's extremely poor state of readiness, the 
agent is unlikely to increase to significant increase in MEU_ec following an email 
campaign. On the other hand, when the agent's state is less certain, for example X = 
[0.66,0,0.33], V_ec is high as information gained through the email campaign is most 
likely to impact the administrator's decision of whether to include the agent in the 
workshop or not. Cost of email campaign per agent. C_ec was set to 3 utility units, 
and an agent was contacted only if V_ec > C_ec. 
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Fig. 9. Value of email campaign 
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In practice, we find that not all agents who are contacted through the email 
campaign are able to respond.  Based on historical data, the response rate is typically 
0.2.   In our prototype, for agent's who do not respond to the email campaign (i.e., in 
addition to those agent's who are not enrolled in the email campaign), the 
administrator updates the states of the agents using the time-evolution matrix. 

To quantify the efficacy of CrowdArb, we have performed simulations with model 
parameters derived from real-world BizRay use-cases.  In particular, CrowdArb 
simulated 560 client representatives with known initial states as follows: 60% in poor 
state of readiness (X = [1,0,0]), 30% in fair state of readiness (X = [0,1,0]), and 10% in 
good state (X = [0,0,1]).    We applied CrowdArb to decide whether to include each 
agent in the email campaign each week for 20 consecutive weeks beginning at the 
start of a financial quarter, and then decide whether or not to hold a workshop. 

Figure 10. compares the sorted distribution of maximum expected utility (MEU) of 
all the 560 agents obtained at the 20th decision cycle (to take one example) from two 
cases: (a) when no email campaign was used, and (b) when CrowdArb determined 
which agents to include in the email campaign based on the criterion V_ec > C_ec.   
As expected, most of the additional utility derived from the email campaign arises not 
from agents who are already having very high (or very low) expected utility, but from 
those whose expected utility is 15 (corresponding to X = [0,1,0]) or less. 

  
Fig. 10. Sorted distribution of maximum expected utility at 20th decision cycle 

Instead of focusing only on one decision cycle Figure 11. compares the time series 
of total expected utility obtained in the same two cases (i.e., without email campaign 
and with email campaign) starting from the same initial configurations.     
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Fig. 11. Time-series based comparison of total expected utility 

We find that in both cases, there is an initial rise in the total expected utility for the 
first 10 decision cycles. This rise can be attributed to the initial configuration of client 
representatives 90% of whom were not in a good state readiness, who through the 
natural time-evolution migrated to fair or good state.   

However, when  CrowdArb was used to manage the email campaign,  the rise in 
total expected utility was even higher. If this total expected utility crosses a 
predetermined threshold (e.g., cost of organizing the workshop), the administrator can 
choose to host the workshop by inviting agents with highest expected utility. For 
example, if this threshold is set to, say, 9000 utility units, then with CrowdArb, the 
administrator can choose to organize the workshop after the 12th decision cycle.  On 
the other hand, in the absence of CrowdArb and with the same initial configuration, 
the administrator may choose to not organize the workshop since the total expected 
utility never crossed the threshold in this example.   

6 Summary and Future Work 

For enterprises to benefit from crowdsourcing it is necessary to have a systematic 
method to evaluate the tradeoffs between time and quality of crowd contributions and 
available budget to execute crowdsourcing campaigns. In this paper we presented a 
CrowdArb service for decision-making integrated with the enterprise crowdsourcing 
service, which assesses whether to crowdsource a specific stage of business process or 
not given a set of parameters. CrowdArb employs decision-theoretic methodology 
that computes the expected utility for a decision problem D, given an action a; action 
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being execution of crowdsourcing. CrowdArb takes into account probability of 
achieving high-quality crowd contributions over a time period.  

We demonstrated the effectiveness of CrowdArb in addressing the challenges of 
trade-off between the quality of crowdsourcing tasks and the cost of engaging 
crowdsourcing experts. We presented results from CrowdArb simulation based on the 
model parameters derived from enterprise crowdsourcing campaign that engaged over 
560 client representatives. Crowdsourcing tasks took the form of a complex 
knowledge request, which was assigned to one or more team members working with a 
client. We discussed how proposed solution addresses the opportunity to close the gap 
of semi-automated task coordination in crowdsourcing environments.  

Business processes are collections of activities with a defined flow of execution. 
As process steps are considered for crowdsourcing, enterprises need to be able decide 
whether to make an investment or not. Applications of the proposed approach go 
beyond use case described in paper. For example, on-Cloud migration is one process 
that can benefit of workflows of crowdsourcing campaigns and networks for experts. 
By engaging network and system admins, application and business process owners, 
business analysts and deployment teams we can efficiently discover the infrastructure 
and financial characteristics of existing workloads and the underlying topology to 
facilitate move of legacy applications to Cloud infrastructures. 

Our future work will focus on a method for automatically identifying the 
parameters required for decision-making in the context of generic crowdsourcing 
services, irrespective of the crowdourcing task type and complexity.  
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