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Abstract. A key challenge of Strategic Outsourcing (SO) from a service
delivery perspective is trying to understand one key question: Why two
SO accounts that seemingly looks the same have very different cost struc-
ture? In this article we present a parameterized framework for modeling
and analysis of cross account behavior. We abstract certain key account
features as parameters and construct models for answering behavioral
characteristics of SO accounts. We use spectral graph clustering for de-
tecting similar accounts, and also develop parameterized clustering for
detecting coherent behavior of accounts. We have implemented a proto-
type of the approach and we discuss some preliminary empirical result
of cross account analysis.
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1 Introduction

Strategic Outsourcing (SO) occurs when a company transfers the control of
one or more its business unit or Information Technology (IT) infrastructure
management to another company, so that it can focus on its core business. A
service provider, such as IBM, provides SO IT services for multiple different
customer accounts. A service provider focuses on two main business objectives
when delivering IT services: (1) Profit maximization by cutting cost of IT service
management, and (2) Service quality in par or better than what is negotiated
during contract phase via service level agreements (SLAs).

Large service providers, such as IBM, often put in place a process, such as the
lean process, to eliminate wastage, improve productivity and improve quality.
They often organize service delivery by creating one or more delivery center.
Each delivery center is further split into a set of delivery pools. A pool is made
of set of system administrators (SAs) who focus on one or two kinds of work
types, such as “Backup and Restore” or “Performance and Capacity”. Even with
in each work type one can identify complexity features, such as high, medium
and low. For instance, a pool may contain only SAs that do high complexity
“Security and Compliance” work type.
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One question that is often asked by service provider executives is why does
it costs more to manage one account compared another “seemingly similar” ac-
count. To answer such a question requires an understanding on the behavior of
different kinds of account. There are human, process, policy, technology, loca-
tion, and other characteristics that makes one account more cost effective and
productive compared to another account. In this article we present a framework,
called CAAF (Cross Account Analysis Framework), to compare coherent behav-
ioral characteristics of accounts. We have identified certain key characteristics
that can be parameterized for modeling and analysis of account behavior. Given
a set of accounts and a set of features of the accounts, we identify a sub-set
of features and sub-set of accounts that exhibit coherent behavior. Using CAAF
project executives or other stakeholders can compare and contrast accounts that
are similar with respect to a sub-set of features. In other words, CAAF can pa-
rameterized with respect to a set of accounts and features that exhibit a coherent
behavior. We have prototyped an implementation of CAAF and we will highlight
some preliminary empirical results.

The rest of the article is organized as follow: Section 2 describes cross ac-
count modeling that forms the basis for CAAF. Section 3 describes cross account
analysis based on similarity and difference analysis. Section 4 presents prelimi-
nary empirical results. Section 5 highlights some of the related work. Finally we
conclude in Section 6.

2 Cross Account Modeling

Let A = {a1, a2, . . . , aN} be a set of N accounts. Each account ai has a set
of features F = {f1, f2, . . . fM}. Let H and H ′ be two sub-sets of features of
F . We say that the two sub-sets of features are similar, denoted as, H ∼ H ′,
if the distance Δ(H,H ′) ≤ ε, where ε ∈ �. We can use any of the classical
distance/similarity functions for Δ, such as Jaccard coefficient, cosine distance,
etc. We say two accounts ai and aj are similar, denoted as [ai ∼ aj ]|H if H(ai) ∼
H(aj), where H(ai) is the set of features of ai.

2.1 Feature Modeling

We identify two main kinds of features: (1) nominal or categorical features, such
as geographies and sectors and (2) continuous features such as the number of
tickets per servers. For continuous features we can use counts or total values
such as total number tickets or servers. We can also use (normalized) ratio such
as “tickets per server”. When we discuss ticket related features we usually mean
total number of Severity 1 Tickets or total number of Incident Tickets

per Server. Assume that two accounts ai and aj are similar with respect to the
total number of Incident Tickets, but when we look at severity feature, say
Severity 1 Tickets, it is possible that the accounts may have two different
number of Severity 1 Tickets. We convert continuous variables into nominal
or categorical variables using binning by focusing on a range of values. For in-
stance, we create a ranges such as {0− 0.24, 0.25− 0.49, 0.5− 0.74, . . .} for the
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feature “tickets per server per month”. Once such range of values are created
by binning, we can say that two accounts are similar with respect to the feature
“tickets per server per month” if they both belong to the same bin. In the rest
of the article we only deal with nominal or categorical values. In our implemen-
tation when we bin, we also keep track of several statistics for each bin, such
as mean, standard deviation, median, first quartile, third quartile, maximum
value, and the minimum value. Often when we look for similarity between ac-
counts within a bin, we sometimes compare them with the statistics of the bin
to obtain more insights into their characteristics.

2.2 Cross Account Graph

Given the notion of maximal similarity and difference relation between accounts,
we represent them as a graph, called the Cross Account Graph (CAG), G =
(A,Es, Ed,W, F ), whereA is the set of nodes representing accounts,Es is set edges
representing similarity relations between accounts, Ed is a set of edges represent-
ing difference relations between accounts, W ∈ � is the set of edge weights, and
F is set of all relevant features across all accounts. For nominal values one can use
either Jaccard coefficient or Cosine coefficient for similarity measure. The Jaccard
coefficient between two feature sets Hi and Hj is given by

ΔJC(Hi, Hj) =
|Hi ∩Hj |
|Hi ∪Hj | (1)

We insert a similarity edge between accounts ai and aj only if ΔJC(Hi, Hj) > ε,
whereHi andHj are the feature sets of ai and aj , respectively. We use a threshold
ε = 0.15 for inserting a similarity edge between two account nodes.

3 Cross Account Analysis

Recall that our goal is to be able to answer some cross account differential
questions such as: Given two accounts that looks similar, why does it cost more
to manage one account compared to managing the other account? It is important
to keep in mind that we insert a similarity edge between two accounts ai and
aj only if the Jaccard coefficient between the feature sets of the two accounts is
greater than some threshold ε (which in our case is about 0.15). We label the
similarity edge between two accounts with the set σ(ai, aj) = Hi ∩Hj and label
the difference edge with the label the set δ(ai, aj) = ((Hi ∪ Hj) − (Hi ∩ Hj)),
where Hi and Hj are the feature sets of accounts ai and aj, respectively. In our
implementation of CAAF we do not have explicit similarity and difference edges,
we simply label edges using a triple (σ, δ, w) where σ is the similarity set, δ is
the difference set and w is the Jaccard coefficient.

We use spectral graph analysis for clustering CAG [1], where we represent
CAG using normalized Laplacian matrix. Let G = (A,Es,W ) be an undirected
graph with nodes A, Es the set of labeled edges denoting similarity relation, and
W ∈ � is the set of weights associated with similarity edges. For our purpose



A Framework for Cross Account Analysis 611

Fig. 1. An example with 20 accounts and 5 features

we use Jaccard coefficient for weights. Let a, b ∈ A, and let a
s→ b ∈ Es, and

w(a, b) ∈ Ws be the weight of the edge a
s→ b. The degree d(a) of a node a is

the sum of edge weights incident on node a. The normalized Laplacian matrices
is defined as follows:

L(a, b) =

⎧
⎪⎪⎨

⎪⎪⎩

1− w(a,a)
d(a) if a = b and d(a) 	= 0;

− w(a,b)√
d(a)×d(a)

if (a, b) ∈ Es;

0 otherwise

(2)

The eigenvalues of normalized Laplacian L are non-negative and real, and in fact
0 ≤ λ ≤ 2. We can use the eigenvalues and eigenvectors of L to cluster the cross
account graph [2]. A key aspect of our approach for cross account analysis is the
parameterization of the feature domain for clustering. In other words, given a
CAG and a feature set H that is of interest we calculate clusters for the CAG
with respect to the feature set H .

Example: Consider the example shown in Figure 1 that consists of 20 accounts
with 5 features. The feature ITPSBin corresponds to number of the number
of “incident tickets per server” that has been binned into two buckets. Simi-
larly the feature CTPSBin corresponds to binned number of “change tickets per
server”. The feature HPSCBin is the binned number of “effort per server”. Fig-
ure 2 illustrates the CAG for the accounts that are in NAmerica and SAmerica.
Using spectral graph clustering algorithm, we identify two clusters made of
{A001, A003, A004, A005} and {A002, A006, A007, A008, A009, A010}.

Consider the example shown in Figure 1. Figure 2(b) illustrates the CAG
for the last 10 accounts. The nodes colored in blue (nodes A011, A013, A015,
and A019) are accounts that are in Europe and belong to Finance sector. One
can see that for these accounts, which incidentally forms a nice cluster (spectral
clustering algorithm will create one cluster for these nodes), have different “effort
per server” as indicated by the feature HPSCBin.
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Fig. 2. CAG representation for (a) the first 10 accounts and (b) the last 10 ac-
counts shown in Figure 1. The edge weights are Jaccard’s coefficients, with thresh-
old ε = 0.15. As an example the similarity set for the edge A001 → A003 is
{SAmerica, Finance, ITPSB1, CTPSB1} and the difference set is {HPSCB1}.

Next consider the set of nodes made of A012, A014, and A016. All these
accounts are very similar with respect to all features, except HPSCBin. A service
delivery executive would want to know why account A014 has a different effort
compared to the other two similar accounts. We will come back to this point
later in Section 4.

4 Empirical Result

In this section we present some preliminary empirical result using data from over
60 accounts for Intel and Unix server management from the year 2009 and 2010.1

We identified over 80 different features by working closely with the delivery team.
Since much of the account specific information are business sensitive, we can only
provide some high level empirical results. For the 60 accounts, we selected about
30 different features for the prototype. We used binning to convert continuous
values to nominal values.

We implemented spectral clustering using Jaccard coefficient using 30 features
and generated 12 clusters. We then calculated Cramer’s V coefficient for accounts
in each cluster and identified features that provide Cramer’s V coefficient of
over 0.4. We used these sets of feature for parameterizing clusters to highlight
accounts that are similar but have cost differentials (see Figure 2).

Our results for cross account analysis are illustrated in Figure 3 and 4. We
identified three kinds of efforts: (1) Management effort that relate to project
management, attending meetings, etc. (2) Operational effort that relate to re-
solving tickets, investigating defects, etc. and (3) Claimed Effort that an SA can
claim. It is important to keep in mind that an SA can claim more or less than
the time spent working on various activities. There is a claiming process that
is put in place to charge the client for various tasks that are performed in an
account.

1 To protect the sensitive nature of the customer account data we have normalized
and anonymized the data and the result discussed in this section.
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Fig. 3. Cross account comparison. Y axis is the percentage effort in hours per SA per
week, and X axis is the binning of server count or volume.

Fig. 4. Problem tickets differentials between to similar accounts

The results are based on 2009/2010 data that was anonymized as accounts
A001 to A007. The X-axis shows server volume or count in different buckets or
bins. Y-axis is the effort in hours per week per SA as a percentage of the total
across various activities.

The accounts A003, A004, and A004 have different cost structures with in
the same bin of server volume. Working with the account team, we identified
few important reasons why the cost structure were different for these accounts.
For instance, focusing on operational effort, we found out that not all tickets are
routed to data repository where we collected the data for analysis in the case
of A004 account. In the case of A003 we found out that the account team had
put in place a better quality improvement programs in terms resolving tickets
and other activities. Finally, the difference between account A001 and A002
with respect to management effort is that this effort was not fully tracked and
logged for account A002, and so not all management claims were fully recorded.
Notice that for accounts A006 and A007 the two sets of bar graphs are quite
similar for the features illustrated in Figure 3. But when we drilled down to
“tickets per server” across problem and change tickets, we found differences.
This is illustrated in Figure 4. We found that significantly more effort is spent
in dealing with change tickets within A007, compared to A006. Also A007 had
fewer problem tickets and shorter resolution time per ticket.
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5 Related Work

Strategic Outsourcing (SO) especially for Infrastructure Technology (IT) server
management is a complex services business. Service providers, such as IBM, man-
age a large number of accounts. There are very few literature that provide some
deeper understanding of IT services acrossmultiple different accounts. To the best
of our knowledge ours is the first work that focuses on cross account analysis. Lech-
ner et al. describe a Service Delivery Portal (SDP) for IT infrastructure service
management [3]. The main focus of that work is design and development of SDP
that has been deployed across different account environment, and not cross ac-
count analysis. There are several work related to ticket analysis, where the main
focus is on identifying and reducing the number of tickets, or performing ticket to
server linkage via text analytics [4–6]. In our implementation we rely on ticket to
server linkage to obtain features related to effort performed in a service delivery
environment. Another thread of research within SO delivery is the automation for
eliminating repeatable work.2 Even though some of these related work focus on
improving the productivity across multiple accounts, the main focus once again
is not on developing a framework for cross account analysis. Another line of re-
search that cuts across multiple SO accounts is mapping of work order to system
administrators (SAs) [7]. Task assignment is an old problem that has been very
well studied in optimization and management science areas.

Two other past work that helped us to gain insight into service delivery are
that of Buco et al. and Diao and Heching [8, 9]. Buco et al. developed a method-
ology for instrumenting service delivery pools to get a fine grain effort spent by
SAs for improving IT delivery quality. We use the result of their work in captur-
ing some of the features related to effort performed and how much time SA spend
across different work order characteristics [8]. Diao and Heching discuss analysis
methods that were performed using service delivery operational data into order
understand managerial insight into a complex service delivery system [9]. In par-
ticular they collected service delivery data to develop metrics and measures of
interest to improve service delivery. We use some of their data, especially data
related to activity time that SAs spend on different kinds of activities for our
feature sets.

6 Conclusion

In this article we described a framework, called CAAF, for cross account analysis.
SO account executives and project executives can parameterize to obtain a fine-
grain result for cross account comparison. Our approach uses a combination
of clustering techniques and sub-set features to extract relevant information for
cross account analysis. We are currently working on to deploy the framework into
service delivery environment so that projective executives and delivery managers
can compare and contrast productivity and efficiency of several different SO
accounts.
2 http://www.ca.com/~/media/Files/technologybriefs/

automate-service-delivery-techbrief.pdf

http://www.ca.com/~/media/Files/technologybriefs/automate-service-delivery-techbrief.pdf
http://www.ca.com/~/media/Files/technologybriefs/automate-service-delivery-techbrief.pdf
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