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Abstract. The Distance Transform (DT) is one of the classical operators
in image processing, and can be used in Pattern Recognition and Data
Mining, and there is currently a great demand for efficient parallel imple-
mentations on graphics cards, known as GPU. This paper presents simple
and effective ways to implement the DT using decompositions of erosions
with structuring functions implemented on GPU. The DT is equivalent
to a morphological erosion of the binary image by a specific structuring
function. However, this erosion can be decomposed by a sequence of ero-
sions using small structuring functions. Classical and efficient algorithms
of the DT are implemented on CPU. New 1D and 2D algorithms are imple-
mented onGPU, using decomposition of structuring functions, inspired by
implementations of convolution filters. All the GPU implementations used
in this paper are known as brute-force, and even then present excellent re-
sults, comparable to the best CPU algorithms, which might contribute to
future applications in image processing.
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1 Introduction

The Distance Transform (DT) [12,2] is an important algorithm in image pro-
cessing because it can be used in many other transformations, such as dilation,
erosion, the shortest path between two pixels, skeleton, SKIZ (Skeleton of Influ-
ence Zone), Voronoi diagram, Delaunay triangulation, Grabriel Graph, pattern
matching, image compression, etc. [4,18,11,14,5]. Besides being a basic operator
in image processing, it helps in the study of other similar algorithms, such as
watershed [17] and IFT (Image Floresting Transform) [6]. Thus, improving the
efficiency of DT makes it possible to improve the efficiency of similar operators.
The DT can also be computed by a sequence of local operations, using 3× 3 or
one-dimensional neighborhoods, making the algorithms simpler and faster.

DT implementations can be classified by the method it employs to raster of the
pixels in the image. Sequential algorithms perform very well, but it is not possible
to calculate the Euclidean DT (EDT) using only this type of algorithm [12,2,16].
Parallel algorithms for the DT can be implemented using parallel architectures,
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and are the most intuitive form of implementation. Such parallel algorithms
are also able to compute the EDT [12,2,16,8,15], but usually perform poorly
on single processor architectures. It is also possible to calculate the EDT using
propagation algorithms, which use queue structures to store the pixels that might
have their values changed in a given iteration. Such pixels are called boundary
pixels [16,20,9].

Mathematical Morphology is an area based on set theory. This theory is heavily
applied in image processing, with the basic operators of dilation and erosion, in
which the neighborhood can be defined by structuring functions [1].

There is a relationship between EDT and Mathematical Morphology, and the
goal of this paper is to study this relationship using parallel programming on
GPU (Graphics Processing Unit), exploring several implementations of EDT.
Furthermore, comparisons are made with the most efficient CPU algorithms
with a parallel version of the algorithm defined in Lotufo and Zampirolli [9].

Previous works have focused in accelerating the computation of EDT using
GPUs, achieving good results, as in Schneider et al. [13]. However, their work
still uses DirectX, a computer graphics API, to implement the algorithm, in-
stead of a proper GPU computing framework. Also, their approach does not use
Mathematical Morphology to define the EDT.

2 Methods

A two-dimensional binary image is a function f that maps the elements (or
pixels) of a space E in {0, k}, where E is usually a matrix. The position of a
pixel is given by their position in the array. Thus, the line x and column y of the
pixel is associated with point (x, y) of the Cartesian plane. Then, any distance
function defined on the Cartesian plane induces a distance function in the field
of the image [3]. For a given distance function, the Distance Transform (DT)
assigns to each pixel of an object from a binary image the smallest distance
between these pixels and background pixels. Consider any two finite and non-
empty sets E and K. A ψ operator of E and K is defined as a mapping of E
in K and denoted ψ : E → K or ψ ∈ KE . A digital image, or simply image, is
defined as a function of the KE lattice. Thus, if f is an image then f ∈ KE .
Consider E the domain of the image, which is one-dimensional if E ⊂ Z, where
Z is the set of the integers, and two-dimensional if E ⊂ Z2.

2.1 Decomposition of the Structuring Function

Some properties of Minkowski operators produce a method for the decomposition
of a structuring element [19]. For example, one dilation by a 3 × 3 structuring
element is equivalent to perform two uni-dimensional dilations, one 1 × 3 and
one 3×1. The result of a decomposition is a generalized Minkowski sum, defined
as BG = B1 ⊕ · · · ⊕ Bk, where {B1, · · · , Bk} are the elements in which BG can
be decomposed. Thus,

εBG(f) = εBk
(· · · (εB1(f)) · · ·). (1)
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These procedures of decomposition are useful for implementations of erosion
and dilation [7] and will be addressed in this paper. To illustrate the following
equation of erosion, an erosion algorithm is defined by ∀x ∈ E,

εb(f)(x) = min{f(y) −̇ b(y − x) : y ∈ Bx ∩ E}, (2)

where b is a structuring function defined on B with b : B → Z. If the elements of
b are nonzero, b is called a non-flat structuring function or non-planar structuring
function. Let v ∈ Z, we define t→ t−̇v inK [7]. For the Equation 2, with an input
image with a domainE of dimensions h×w, the algorithm performs the erosion in
Θ(hw) time. By Huang and Mitchell [8], considering Equations 1 and 2, applying
the erosion several times using varying structuring functions, as the one shown in
Equation 3, the EDT is computed. This process is defined in Algorithm 1.

bi =

⎡
⎣
−4i+ 2 −2i+ 1 −4i+ 2
−2i+ 1 0 −2i+ 1
−4i+ 2 −2i+ 1 −4i+ 2

⎤
⎦ , (3)

where the origin, at the center, is bold and i ∈ {1, 2, . . .}.

Algorithm 1: Euclidean DT: g = EDT (f)

1: Calculates the EDT of f
2: i = 1;
3: while f �= g do
4: bi is defined by Equation 3;
5: g = f ;
6: f = ero(g, bi}; by Equation 2.
7: i++;
8: end while

The convergence of Algorithm 1 occurs due to the idempotent property of
the erosion when considering these particular structuring functions. In this al-
gorithm, the structuring function changes with each iteration, at line 4. If no
pixel has its value changed, then the algorithm has converged. Depending on the
image, the amount of necessary erosions to achieve convergence may vary. In the
worst case, an image with a single 0 value at one end of one of its diagonals,√
h2 + w2 erosions are necessary, where h the image height and w the width.

Knowing that the erosion runs in Θ(hw) time, once again considering a small
neighborhood of b size, the EDT has O(hw

√
h2 + w2) complexity. Assuming

h = w, we can simplify and say that the complexity is O(h3).

2.2 Separable Convolution Using Shared Memory Using the GPU

Graphics Processing Units (GPUs) are coprocessors specialized in generating
computer graphics. For several years, their graphics pipelines only allowed the
use of fixed functions to render a set of primitives, such as lines and triangles,
to create computer graphics. More recently, however, to allow for more realistic
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graphics, several parts of that pipeline have become programmable. With such
programmable pipelines, it became possible, with small changes to GPU archi-
tectures, to use the rapidly increasing processing power within them to solve
general computing problems. To allow for that General Purpose GPU comput-
ing (GPGPU Computing), technologies such as the CUDA architecture and the
OpenCL API were created. This work focuses in the use of the CUDA architec-
ture, through the CUDA C library for ANSI C, on nVidia GPUs to create new
implementations for the EDT.

In a GPU, consider a 16 × 16 block that can be stored on a block of
shared memory, a much faster kind of memory. A (x, y) pixel within an im-
age can be accessed through the following conversion of the thread and block
indexes, provided as built-in variables by the CUDA API: x = threadIdx.x +
blockIdx.x∗ blockDim.x and y = threadIdx.y+ blockIdx.y ∗ blockDim.y, where
(threadIdx.x, threadIdx.y) represents a pixel within the block, indexed by the
values blockIdx.x ∗ blockDim.x and blockIdx.y ∗ blockDim.y. Thus, if an image
processing problem can be solved by analyzing a neighborhood stored on a por-
tion of shared memory, the (x, y) pixels are transferred from the global memory
to this efficient memory. In this example, the image must be subdivided in sub-
images of 16× 16 size. These divisions increase the complexity of implementing
algorithms that rely on access to neighbor pixels. The problem becomes even
worse when dealing with global problems, such as the EDT or labeling.

Most of that extra difficulty introduced when using the shared memory comes
from the fact that, for each block of threads, there is a separate portion of this
memory. Pixels on the border of a shared memory block will have neighbors
stored on another block, which are inaccessible to the thread assigned to the
current pixel. There might even be missing neighbors if the pixel is not only
on the border of a block, but also on the border of the image. Convolution
filters and morphological operators share several similarities. For example, the
decomposition of strucutirng functions based on the presented Minkowski sum
is similar to the problem of convolution separability. Taking these similarities
into account, it is interesting to analyze existing GPU implementations for the
convolution filter, in order to learn from their shared memory management and
try to improve the performance of the EDT implementations.

An algorithm for the separable bi-dimensional convolution will be presented
as a two-step uni-dimensional algorithm. The code for this algorithm can be
found in the CUDA SDK library. The convolution filter is an image processing
technique that is mostly used for pre-processing, in order to remove noise and ob-
tain a smoother image. In addition, it can be used for edge detection in objects.
As the convolution and morphological operators work with neighborhoods, the
border processing on blocks need special treatment. To minimize these border
operations, this border must be as small as possible. Thus, it is more efficient
to have a border with a thickness of one pixel. For a convolution, the border
is initialized with the 0 (zero) value. For an erosion, as the operation is per-
formed using the neighboring minimum, this border must be initialized with the
maximum value supported by the used image type. The separable convolution
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implemented in [10] has two steps: In the first, the load phase, data from the
global memory is transferred to shared memory. The second step performs fil-
tering and writes the results back to the global memory. The filtering step also
occurs in two stages, filtering the lines first, and then filtering the columns.

3 Results

3.1 EDT on the GPU Using Erosions and Shared Memory

In the same way as the Algorithm 1 for EDT, and the Equation 2, the EDT
is implemented using successive erosions by varying structuring functions using
shared memory on GPU. In this first algorithm, each thread copies a pixel and its
neighbors from the global memory to their corresponding places in the space of
shared memory of the thread’s block. This way, each 16×16 image block is stored
in a 18×18 block of shared memory (in the case of a 3×3 structuring function).
The calculation of the minimum value in this pixel is done in Algorithm 2,
making this algorithm inefficient. One solution would be to calculate the erosion
for all pixels in a block. We have also found that an erosion in 16×16 blocks can
be implemented using two 16× 1 and 1× 16 erosions, requiring less operations.

Algorithm 2: Erosion using shared memory: g(x) = εb(f)(x), where x =
[x0][y0] and [tx][ty] is the offset in a block

1: tx = threadIdx.x; ty = threadIdx.y; // offset in block
2: x0 = blockIdx.x*blockDim.x+ tx;
3: y0 = blockIdx.y*blockDim.y+ ty; // offset in image
4: data[18][18]; // allocates shared memory define data[x][y] of f[x0][y0]
5: if border block[tx][ty] then
6: if border f[x0][y0] then
7: data[x][y] = MAX;
8: else
9: data[x][y] = f[x0][y0];

10: end if
11: end if
12: data[tx+1][ty+1] = f[x0][y0];
13: g[x0][y0] = erosion in data[tx+1][ty+1];
14: ...

3.2 EDT on the GPU Using 1D Erosions on Shared Memory

The algorithm presented in this section computes the EDT in two steps. In the
first one, the EDT is calculated for the columns using a sequential algorithm, on
the CPU. On the second step, the EDT is computed for the lines, using a brute
force algorithm on the GPU until convergence.

In the second part, the GPU’s shared memory is used, in a similar fashion to
the 1D convolution found in the SDK, convolutionSeparable 1. This algorithm

1 Source: http://developer.nvidia.com/cuda-toolkit-sdk

http://developer.nvidia.com/cuda-toolkit-sdk
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was inspired by the LZ algorithm [9]. By Equation 3, bi can be decomposed into
four structuring functions of one dimension, two vertical North (bNi) and South
(bSi), and two horizontal East (bEi) and West (bWi):

bNi =

[−2i+ 1
0

]
, bEi =

[
0 −2i+ 1

]
, bSi =

[
0

−2i+ 1

]
, bWi =

[−2i+ 1 0
]
.

(4)
This part of the algorithm is calculated through successive erosions by the

structuring functions bE1, bE2, . . ., and bW1, bW2, . . . until stabilization, due to
the idempotence property. The LZ implementation uses queue structures to store
the pixels that could be altered in an erosion, minimizing the necessary opera-
tions. In order to efficiently use the shared memory, the algorithm to compute
the successive erosions for the lines uses structuring functions that have the same
dimension as the thread blocks. Thus, using blocks with a 16×16 dimension and
considering erosions in a single dimension, the structuring function to be used
will have a 1 × 16 dimension. Consider bli = [−2i+ 1 0 − 2i+ 1] where the
origin, at the center, is bold and i ∈ {1, 2, . . .}. It is possible to define bG1 of
1× 16 dimension, as bG1 = bl1 ⊕ · · · ⊕ bl8 . To generalize this equation, consider
bGk

= bl8(k−1)+1
⊕· · ·⊕ bl8(k−1)+8

, where k ∈ {1, 2, . . .}. The bG1 structuring func-
tion will be used on the first iteration of the 1D erosion on the columns. On the
second iteration, the bG2 structuring function, also of 1 × 16 dimension, will be
used, and so on. Refer to Figure 1.

Fig. 1. Illustration of the structuring functions bG1 , bG2 , bG3 e bG4

The second algorithm (as in Algorithm 1) computes successive erosions on
the GPU, with varying structuring functions bG1 , bG2 , . . ., using the sequential
erosion as its input image f . With this 1× 16 structuring function, each thread
performs erosion on eight pixels, instead of a single one, as in Algorithm 2,
improving the efficiency of the algorithm.

4 Conclusions

The algorithms presented in this paper were compiled and executed on the fol-
lowing computer: MacBook OS X - v.10.6.5 - 1.26GHz Intel Core 2 Duo, with
2GB RAM, and a NVIDIA GeForce 9400M GPU.
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The table 1 shows the performance of the algorithms presented in this paper
when applied to three images, as shown in Figure 2. The classic and efficient
Eggers-CPU algorithm runs on the CPU [5]. The 1D-LZ-CPU algorithm runs on
the CPU and was described in [9]. The 2D-GPU, 1D-GPU and 1D-LZ-GPU algo-
rithms presented in this paper compute the EDT using the GPU and its shared
memory. The 2D-GPU algorithm considers a 3 × 3 neighborhood. The 1D-GPU

algorithm decomposes the structuring function in 1× 16 and 16× 1 dimensions.
The 1D-LZ-GPU version computes the EDT for the image lines using a sequential
algorithm running on the CPU, while its second part uses the GPU to compute
the EDT for the columns.

Table 1. Execution times of several algorithms applied to different images (time in
seconds)

512× 512 1024 × 1024

img1 img2 img3 img1 img2 img3

Eggers− CPU 0.051 0.018 0.022 0.201 0.095 0.095

1D − LZ − CPU 0.014 0.012 0.303 0.138 0.077 2.494

2D −GPU 0.012 0.625 0.626 0.048 4.903 4.905

1D −GPU 0.018 0.152 0.224 0.063 1.148 1.717

1D − LZ −GPU 0.013 0.083 0.088 0.057 0.614 0.654

Analyzing this table we observe good performance on the GPU implementa-
tions for the image img1, Figure 2. This is due to the low number of iterations
(erosions) since the objects for computation of the EDT are small. As for the
images img2 and img3, the number of required erosions to compute the EDT
is high, and these GPU implementations need improvement and/or the use of
machines with increased processing power, such as the TESLA GPUs. Even
so, the 1D-LZ-GPU implementation already performs comparatively well against
Eggers-CPU. It should also be noted that all the GPU implementations used in
this paper are known as brute-force, and even then have results comparable to
the best CPU algorithms for some kinds of images.

EDT(img1) EDT(img2) EDT(img3)

Fig. 2. EDT obtained from input images: img1, img2 and img3 (refer to the text)
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